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Abstract 
Information awareness is distinct from explicit infonnation seeking, such as searching. 
We describe an information awareness tool that supports text composition by providing 
awareness of relevant content and references proactively and non-intrusively. As a user 
composes text, the tool automatically searches mUltiple sources, retrieves results, and 
displays links to the results. The tool has been implemented using Web 2.0 and Digital 
Library 2.0 technologies, and is flexible and highly configurable. 

Introduction 

Google users, library patrons, and callers to 411 are all seeking the same thing: awareness 
of information. As commonly understood "awareness does not necessarily imply 
understanding, just an ability to be conscious of, feel or perceive."[l] Awareness is 
distinct from search in that the goal is not necessarily to plumb the depths of a particular 
topic, but rather to have an overall picture of what information might be available on a 
topic. Awareness tools aim to make users aware of potentially useful information sources 
in a timely manner in much the same way that a GPS unit makes a driver aware of an 
upcoming tum on the way to a destination. In an age ofpervasive information, a 
capability for pervasive awareness of information is indispensable. 

Just as a navigation system is focused on the user's task of navigating to a particular 
destination, a content awareness tool ought to be associated with a user task that would 
benefit from information awareness, such as text composition, and should not require that 
a user explicitly shift focus to an information-seeking activity. Sometimes the urgency of 
an information need dictates that a computer-driven rather than user-driven approach to 
information seeking is preferable, as in an emergency [2]. 

In a situation where search is not the primary task, context becomes important. Search 
usually happens in a void. The search service usually does not know anything about the 
context of the request. But context can help in the formulation of better queries [3] , or in 
the case of an awareness tool, the context can itself provide the terms that make up a 
query, without the user having to directly formulate a query. 
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Discussion 

We have designed an infonnation awareness tool that is consistent with the design goals 
of other just-in-time infonnation retrieval (JITIR) tools such as the Remembrance Agent 
[4] and the ambient search tool PlRA [5] . But unlike these other tools, the Context 
Awareness Tool (CAT) is a general purpose widget suitable for integration with almost 
any web application or portal in which the user enters text, and is capable of targeting a 
wide variety of search engines and databases. One component of the CAT is, itself, a 
Web service and is able to query other Web services on behalf of the user. It utilizes an 
n-tier architecture (Figure 1) to encapsulate different layers of the infonnation discovery 
process. The CA T's flexibility and configurability enables it to perfonn proactive 
federated searches across multiple distributed targets [6J, aggregate the results, and 
integrate links to them on a Web page. It supports a user in composing text, whether the 
composition task is related to email, blogging, posting to a discussion forum, or some 
other Web application where writing is the primary activity. 
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Figure 1: Architecture of the Content Awareness Tool 

The CAT was implemented with the following goals in mind: 

• It is a pervasive infonnation retrieval tool 
• It is intended to augment the user's primary task 
• It manages user attention appropriately 
• It perfonns query-free infonnation retrieval 
• It is able to target remote search services 



• It can support a wide range of search tools, including databases, full text, etc. 
• It supports multiple browsers 
• It can be integrated with many existing Web applications and pages 

The CAT can automatically query a number ofdifferent sites, or targets, which are 
described in a configuration file for the tool. Targets may be (I) any service which 
exposes a REST-based query interface and returns XML results, (2) any relational 
database that allows JDBC connectivity, or (3) semantic web repositories that support 
SPARQL queries via HTTP, such as OpenRDF/Sesame. [7] 

A target's query capability is described with a service URL entry which includes a 
partially completed REST URL and a placeholder for the value that represents the query 
terms. At execution time, the placeholder is replaced with an automatically generated 
query. 

targetUriBase 

http: //eutils.ncbi.nlm.nih.gov/ entrez / eutils/esearch.fcgi? 

db=pubmed& 

cmd=search& 

term=_q_ 


Awareness tools can typically function without user intervention. The CAT uses a 
Javascript client which captures user keystrokes while users compose text. Phrases or 
sentences, as denoted in English language text by punctuation such as commas, 
semicolons and periods, cause the CAT to perform an AJ AX request to its server 
component. The server component may simply omit stop words and use the remaining 
terms as the basis for a query, or call an intermediate service for term extraction, such as 
Yahoo's Term Extraction Web Service [8] or OpenCalais [9] from Reuters, and use the 
response to formulate queries against the defined search targets. An example sentence 
follows, along with a comparison of the terms that would be used to automatically 
formulate a query for that sentence based on internal processing vs. the results of a call to 
the Yahoo service: 

If the user typed the following sentence: 

"There is increasing concern among scientists studying H5Nl that co-infection with 
different strains offlu may provide avian flu with both a better ability to infect humans 
and the ability to resist existing antiviral medications. " 

INTERNAL processing of the sentence by the CAT, which involves deleting stop words, 
results in the following query: 

"increasing" and "concern" and "scientists" and "studying" and "H5Nl" and "co
infection" and "strains" and ''flu'' and ''provide'' and "ability" and "infect" and "humans" 
and "resist" and "existing" and "antiviral" and "medications" 

EXTERNAL processing of the sentence by the Yahoo Term Extraction service results in 
the following query, which is based on the terms returned by the Yahoo service: 

http:eutils.ncbi.nlm.nih.gov


"antiviral" and "medications" and "avian" and ':flu" and "strains" and "scientists" 

Since the CAT can call any REST -based term extraction service, we are also 
investigating other options for term extraction to support automatic query formulation, 
including the TRYNT Contextual Term Extraction service [10]. 

The CAT server component configuration file allows a default Boolean operator to be 
associated with each target, so multi-term queries are submitted using the appropriate 
operator for the target. 

targetBool +AND+ 

Another characteristic of JITIR tools is that they proactively present information as it 
becomes available. They manage user attention so that they are minimally distracting 
and only call attention to themselves when they retrieve information that may be of 
immediate interest. In supporting text composition, a JITIR tool should retrieve and 
display results that are relevant to the content that the user is currently authoring. The 
CAT stores information about how to parse results from various targets in the server 
component's configuration file. This makes it possible to extract specific metadata about 
items that occur in the results returned by each target. The parsing information consists 
ofXPath statements that specify where results set metadata (such as results titles and 
results item links) occur in the results document from targets. The extracted results 
information is then aggregated and returned to the CAT client. Finally, the client uses 
DOM methods to dynamically add these results to the Web page that hosts the text 
composition (Figure 2). As the user types text, the CAT displays links to related 
information. 
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Figure 2: Web Interface to the Content Awareness Tool 



The server component of the CAT is implemented as a REST -based Web service, which 
makes it possible to integrate its federated content awareness services with other 
applications. While our version is integrated with a Javascript client and is a Web 
application, it is possible for the CAT to be integrated with any network-enabled tool, 
such as a word processing application or even a text messaging app on a cell phone . . 

Entry Name Value Purpose 

targetUriBase http://search.fema.gov/search?btnG=Go&sort=date%3A 
D%3AL %3Ad 1 &output=xml_ no _ dtd&ie=UTF
8&oe=UTF-8&client=dhs&site=dhs&q= 

REST search request 

targetName DHS Result label 

targetType gsp Target type 

targetBool +AND+ Boolean operator 

targetResultTiti IGSPIRESIRIT XPath to title in results 

targetResultLink IGSPIRES/R/U XPath to link in results 

Table 1. Configuration Example for a Search Engine Using the Google Search Appliance 

One of the uses we wanted to explore with the CAT was how it might be incorporated 
within a collaboration space used by scientific and technical responders to emergency 
situations. Our team's prior work included developing an emergency response portal 
using the Drupal collaboration framework, which we call E-SOS [2]. Although the CAT 
server is Java-based, and the client is Javascript-based, Drupal is a PHP application. 
Drupal uses Javascript internally, by leveraging thejQuery Javascript library [11], so 
integrating the CAT client simply required reimplementing the AJAX calls using 
jQuery's http .request methods. 

One obstacle to the integration of the CAT with E-SOS was the security-inspired 
limitations of AJAX. AJAX is a set of technologies which enable Web applications to 
asynchronously interact with server-side components in order to provide dynamic, 
interactive applications comparable to desktop applications running in an environment 
such as Microsoft Windows or Mac OS. Requests from AJAX-based Web applications 
may only target services which reside on the same host as the one that delivered the Web 
page, and our CAT service was hosted on a different server deployed under Tomcat. So, 
we developed a simple PHP proxy which intercepts CAT client requests, reformats them 
into CAT server requests, and submits them to the Web service on the user's behalf. 
Once the pieces were assembled, it was a simple matter to add the CAT client and proxy 
as a Drupal module to a previously deployed instance of Drupal (Figure 3), and we were 
able to associate it with blog and forum composition pages in the collaboration 
framework. 
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Figure 3: The Content Awareness Tool Integrated with Drupal 

We also developed a Drupal target for the CAT, which targeted the instance of Drupal in 
which the CAT was deployed, so the service could find and display previous blog and 
forum posts related to the topic a user might be posting about. Proactively exposing 
content already posted in a forum or blog might improve the user's ability to discover 
related content and reduce the number of similar posts in E-SOS. 

Drupal content is stored in a relational database such as MySQL, so developing this 
introspective capability required extending the CAT server so that it could query JDBC
compliant databases. Database target entries in the CAT configuration file have partially 
completed SQL queries rather than REST requests: 

select title,nid from node revisions where match(body) 
against ('_~' in boolean mode) 

Regardless of the target type, the content returned from any target is normalized to XML. 
This is handled by the server component of the CAT. At a lower level, the CAT inspects 
the XML response from a target. It uses XPath to inspect and retrieve information from 
results, such as titles and links. Many search engines offer an XML version of their 
results, for example, in RSS or Atom. The following two CAT configuration entries are 
in the form ofXPath statements that retrieve title and link from, in the first case, an Atom 
version of a results set and, in the second case, an RSS version of a results set: 

targetResultTitle=/atom : feed/atom:entry[l]/atom:id 
targetResultLink=/atom:feed/ atom:entry[l] / atom:link/@href 

targetResultLink= / rss / channel / item/link 
targetResultTitle= / rss / channel / item/ title 

The CAT serves several purposes in support of our ongoing work in developing 



information retrieval tools for emergency response situations. Because of its 
configurability, it is easy to add and remove targets quickly. This allows the tool to be 
customized rapidly with the services that are most appropriate for a particular type of 
emergency or a particular community of users. The architecture of the CAT makes it 
possible to easily integrate it with existing systems, such as Drupal. And we have been 
able to re-use this architecture and some of the CAT client and server code to rapidly 
prototype several other JITIR awareness tools. 

Conclusion 

We believe that proactive information retrieval tools can playa significant role in 
information seeking for users in some situations, particular those where it is important to 
quickly get a sense of what information might be available about a particular topic. This 
may be particularly true if a user is focused on a task that benefits from information, but 
is not itself an information-seeking task. Additionally, the urgency of a particular task 
may also make it a requirement that the user be made aware of information, rather than 
be forced to search for it. The Content Awareness Tool is a flexible Web-based solution 
that can be integrated with a wide variety of Web applications where the primary task is 
text composition. It is capable of querying multiple targets of different types, of using 
external Web services to assist in automatic query formulation, and is highly configurable 
so it can be customized to support a community of users who have a particular set of 
information needs that can be served by a number of existing online search engines. 
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