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CHAPTER 3 


IMPROVEMENTS IN FAST-RESPONSE FLOOD MODELING: 


DESKTOP PARALLEL COMPUTING AND 


DOMAIN TRACKING 


3.1 Introduction 

It is becoming increasingly important to have the ability to accurately forecast 

flooding, as flooding accounts for the most losses due to natural disasters in the world 

and the United States. On average, each year about 196 million people in more than 90 

countries are exposed to catastrophic flooding, resulting in more than 170,000 deaths 

(UNDP 2004). In the United States, flooding is the leading cause of disaster, accounting 

of nearly two-thirds of all federal disasters and causing approximately $50 billion in 

property damage in the 1990s (Downton et ai. 2005). 

Flood inundation modeling has been dominated by one-dimensional approaches. 

These models are computationally efficient and are considered by many engineers to 

produce reasonably accurate water surface profiles (Buchele et aI., 2006). However, 

because the profiles estimated in these models must be superimposed on digital elevation 

data to create a two-dimensional map (Bates and De Roo 2000), the result may be 

sensitive to the ability of the elevation data to capture relevant features (e.g. dikes/levees, 

roads, walls, etc ... ). Moreover, one-dimensional models do not explicitly represent the 
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complex flow processes present in floodplains and urban environments (Knight and 

Shiono 1996) and because two-dimensional models based on the shallow water equations 

have significantly greater ability to determine flow velocity and direction (TRB 2006), 

the National Research Council (NRC) has recommended that two-dimensional models be 

used over one-dimensional models for flood inundation studies (NRC 2009). 

Two-dimensional models are becoming more widely used and available (Beffa 

and Connell, 2001; Bradford and Sanders, 2002; Lin et aI., 2003; Zhou et aI., 2004, Judi 

et aI., 2009), but the NRC noted that the key limitation of these models is the increased 

computational cost. The computational cost is further compounded through the use of 

increasingly available high-resolution digital topographic data and the ambition to 

conduct flood studies over larger domains (Neal et al. 2009). For flood events that 

present critical situations (e.g. projected flood must be simulated to determine areas with 

greatest risk to damage and facilitate flood defense strategy), long computation times are 

prohibitive and unacceptable, yielding these models ineffective as a flood forecasting 

tool, engineering design tool, or planning tool, and limit the incorporation of 

uncertainty/ensemble forecasting, etc. 

One approach which has been taken to decrease the computational cost in two

dimensional computations is limiting the number of grid points where computations are 

performed (Bradbrook, 2006; Yamaguchi et aI. 2007). Because the computational 

domain is sized to be larger than the potential flooded area and oriented differently than 

the floodwave, many computational cells are unnecessarily involved in computations. 

Yamaguchi et aI. (2007) developed used an algorithm to divide the domain into 

subdomains in advance of the simulation. The subdomains are then automatically added 
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or subtracted as the flood reaches or recedes from the subdomain boundary. Rather than 

predefining subdomains, Bradbrook (2006) used an algorithm to dynamically track 

individual inundated grid points, and the surrounding grid points. Obviously these 

algorithms potentially reduce the computation time greatly (decrease is a function of 

unnecessary cells in the domain), but large-scale flood events still present extreme 

computational costs, especially when using high-resolution topographic data. 

Because the majority of the computational cost in two-dimensional modeling 

involves the computation of water surface elevation and velocities at grid points, parallel 

computing is a time-saving solution, since these computations could be computed 

simultaneously. Flood inundation models that have been implemented in a parallel 

computing architecture (Hervouet 2000; Rao 2005; Pau and Sanders 2006; Villanueva 

and Wright 2006).have followed the traditional parallel computing architecture which 

consists of a cluster of computers (or nodes) linked together (Fig. 3.1). 
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Fig. 3.1. Traditional parallel computing cluster with multiple nodes. 

These models have used the message passing interface (MPI) paradigm to 

implement the simultaneous execution of equations on these clusters. Neal et al . (2009) 

provides a summary of the speedup, a measure of parallel computation time compared to 

serial computation time, hydraulic models have obtained using this approach in the 

literature. However, it has been found that the process of converting existing codes to 

run on clusters requires considerable expertise and is not trivial (Tran and Hluchy, 2004). 

It has also been observed that the speedup obtained is highly dependent on the quality of 

the hardware used, such as the interconnect hardware used to pass information between 

nodes (Pau and Sanders, 2006). In addition, most high performance computing (HPC) 

clusters reside at either academic or government institutions. Because of this, access to 

these systems is limited and subject to computing time restraints, and is therefore a key 

limitation for engineering firms, unless web-based modeling is advanced. 

Recent technology trends have changed the way in which parallel computing 

should be viewed. The major processor manufacturers have hit a ceiling with the 

traditional approaches of boosting CPU performance. Instead of driving clock speeds, the 
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focus has been on developing hyper-threading and multi-core architectures that provide a 

parallel architecture on a single desktop (Sutter, 2005) (Fig. 3.2). 
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Fig. 3.2. Multi-core, multi-processor desktop parallel architecture. 

However, those who have multi-core processors are discovering that some 

software applications do not scale well, if at all. To take full advantage of these 

computers, applications must be designed and written for concurrency (Sutter, 2005), that 

is, software must be designed to be broken up into multiple threads or tasks that can run 

simultaneously in order to fully utilize all cores present in the computer. 

For parallel processing, the change in architecture has its advantages. Anybody 

with a multi-core computer can utilize parallel processing, as long as the software is 

written such that it can take advantage of the processors available. Additionally, memory 

is shared among processors, reducing time consuming message passes between nodes. 

Methods for parallel threading on multi-core computers include the Open multi

processing (OpenMP) application Programming Interface (API), which supports the 

implementation of C/C++ and FORTRAN programs, and Java multithreading. Neal et al. 
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(2009) used OpenMP to implement LISFLOOD-FP (Bates and DeRoo, 2000), a two

dimensional storage cell hydraulic model, on an 8-processor shared memory computer. 

The authors reported a speedup of 1.78 on 2 cores to 5.18 on 8 cores, and commented on 

the ease of implementation. Recent updates to the Java virtual machine allow a 

multithreaded program to take advantage of multiple processors on a host machine 

making Java a useful platform for developing programs with parallelizable algorithms 

(Wong and Oaks, 2004). However, Java multithreading has not been applied to flood 

inundation modeling. 

This study presents a novel approach to reducing the computation time of flood 

inundation simulations using the complete shallow water equations (Judi et aI. 2008, Judi 

et aI. 2009). This is accomplished herein through the implementation of Java 

multithreading to fully utilize all available processors on now prevalent multi-core 

computers, which, to the authors knowledge, has not been done previously. In addition, 

an efficient domain-tracking algorithm will be coupled with the desktop parallel 

computing architecture to greatly reduce the computational time, making this model more 

valuable to be used as a flood forecasting tool, engineering design tool, or planning tool, 

and make the incorporation of uncertainty/ensemble forecasting more feasible. 

2.2 Methodology 

2.2.1 Model Description 

A two-dimensional hydraulic model based on the complete shallow water 

equations developed using Java is the basis for this study (Judi et aI., 2009). The non
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conservative form of the equations are shown in Equations 3.1, 3.2, and 3.3, which 

consist of a continuity equation and momentum in the x and y direction, respectively. 

ah + auh + avh =0 (3 .1) 
at ax ay 

au au au aH
-+u-+v-+g-+gS =0 (3.2)
at ax ay dX Ix 

av (]v av dH
-+u-+v-+g-+gS =0 (3 .3) 
at ax ay dy fy 

where h is the water depth, H is the water surface elevation, u is the velocity in the x-

direction, v is the velocity in the y-direction, t is time, g is the gravitational constant, Sfx is 

the friction slope in the x-direction, and Sfy is the friction slope in the y-direction. The 

friction slope terms are estimated based on the Mannjng formula. 

An explicit finite difference scheme was used to solve the partial differential 

equations with an upwind-differencing method used for numerical stability. The 

variables are placed on a staggered grid with the velocity vectors located at the cell face 

and the scalar quantity, h, located at the cell center. This helps provide some stability to 

the model as well as reduce computations needed during each time step. Because this 

model is specifically designed to ingest readily available United States Geological Survey 

(USGS) digital elevation models (DEM) which data is distributed over a uniform grid, 

the numerical model implements a structured grid. 

The model was implemented in Java and validated with both a laboratory exercise 

as well as a real-world dam breach (Judi et aI., 2009). The model was compared to 
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laboratory experiments and showed to provide good estimations for both velocity and 

depth. The model was also compared to high water mark data collected from the failure 

of the Taum Sauk dam with good results . Java has many benefits, such as its object 

orientation semantics and cross-platform portability (which has many benefits from an 

operational standpoint) (Moreira et al. 2000),but perhaps the biggest advantage is the 

ability of Java to be included in service oriented architectures (SOA) and web-enabled 

products such that it can effectively be used in decision analysis tools, facilitating rapid 

synthesis of results and consequence assessment. In addition, Java has native support for 

multithreaded programming, which is a mandatory paradigm in the era of multi-core 

computers (Wendykier and Nagy 2008). 

2.2.2 Desktop Parallel Computing 

The flood simulation model in this paper can be described by four main 

processes- (1) source specification, (2) variable calculation at each cell in the domain, (3) 

boundary condition specification, (4) and model output processes. These steps are shown 

in the flood inundation model architecture shown in Fig. 3.3 below. 
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Fig. 3.3. Desktop parallel architecture for the two-dimensional flood model. 

Each of the 4 processes occurs within a time iteration loop, or what can also be 

described as the outer loop. Each of these processes occurs sequentially, but the greatest 

amount of time is spent calculating the variables h, U, and v at each cell in the entire 

domain (highlighted in gray in Fig. 3.3). This step of the architecture is considered the ' 

inner loop since each cell is calculated for each time iteration. Because this is a time 

explicit model and variables in each cell can be calculated independently from one 

another, the inner loop is favorable for parallel computing using multithreading. 

The approach to create a parallel implementation of a sequential algorithm using 

multithreading is three-part: (1) create threads, the quantity equal to the number of 

processors, (2) assign a task to each of these threads, and (3) execute each of the threads 

simultaneously. This process is repeated for each iteration of the outer loop (time-

stepping). 
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The method of thread creation and execution used for this flood inundation model 

follows the multithreading implementation for inner loops, which is described by Oaks 

and Wong (2004) in detail, where the authors performed a simple mathematical operation 

for a range of values simultaneously. As noted in Oaks and Wong (2004), compared with 

the outer loop, the inner loop is executed many more times (potentially orders of 

magnitude more in flood simulations) and can result in excessive overhead due to thread 

creation and destruction. To overcome this limitation, a thread pool executor is created at 

the beginning of the program (during model initialization), and remains available 

throughout the simulation. The creation of the thread pool executor is shown in Fig. 3.4 

below. 

synchronized static void getThreadPoql(int threads) I 
if (threadpooJ == null) 
chreadpool = new ThreadPoolExecutor( 

I , 1, 
50000L, TimeUnit MIWSECONDS, 
new LinkedBlockingQueue<Runnable;;. 0, 
new PooIHandlerFactory(»; 

if (threads;;. maxThreads) ( 
maxThreads =: threads; 
threadpool.se tMaximumPooISize(maxThreads); 
threadpool.se tCorePoolSize (maxThreads); 

Fig. 3.4. Thread pool creation code snippet. 

The concept of using a thread pool is that a specific number of threads can be 

created at the beginning of the simulation and sit idle until tasked. When called, the 

thread will execute the task and then sit idle while waiting for another task to be 

completed. This feature improves the performance of programs that execute many short

http:threadpool.se
http:threadpool.se
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lived tasks, such as the relatively short task of performing computations over a range of 

cells during a time iteration (Wendykier and Nagy 2008). For this implementation, the 

number of threads available in the thread pool is set to the number of processors available 

for computation. 

As stated previously, the threads in a thread pool sit idle and wait to be tasked. 

The task that each of the threads will receive is an equal distribution of the computations 

that must be performed in the inner loop. The equal distribution is straightforward for a 

domain in which the grid is structured. The domain can be decomposed into sections 

(based either on row or column), defining which cells should be computed for each 

thread. The process of domain decomposition is shown in Fig. 3.5 below . 

. , protected synchronized LoopRange loopGetRange() I 
If (curRow >= endRow) 

return null ; 
LoopRange ret = new LoopRangeO; 
ret.start = curRow; 
curRow += (endRow- startLoop)/numThreadS+ 1; 
ret.end = (curRow<endRow)7curRow:endRow; 
return ret; 

Fig. 3.5. Domain decomposition code snippet. 

With each thread assigned a specific section of the domain for computation, the 

variables h, U, and v are computed in each section simultaneously, as shown in Fig. 3.6. 

public void loop Range (int start, int end)! 
for (tnt i = 1; i<column - 1; i++ )( 

for (int j == start; j < end; j + + )( 
caIcVarlables(lJ); 
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Fig. 3.6. Variable computation loop code snippet. 

When each of the threads have completed the computations assigned to it, the 

threads return to an idle state and wait for the next time step and are reassigned a section 

of cells to perform calculations. 

2.2.3 Domain Tracking 

As was mentioned previously, flood simulations may potentially perform 

calculations on cells that are not inundated and will not ever be inundated as a result of 

domain size and orientation. In the model architecture shown in Fig. 3.6, variables are 

calculated at each cell in the domain for each time step. Because this model has been 

developed to use a structured grid obtained from readily available digital topographic 

data, there is potential for excessive computations. Instead of grouping cells into a 

subdomain and tracking the wet/dry cells (Yamaguchi et al. 2007), a scheme similar to 

the method described by Bradbrook (2006) is used in this model. This algorithm keeps 

track of the cells that are wet as well as the adjacent dry cells by adding them to a hash 

table. Fig. 3.7 shows the steps involved in tracking the cells that are needed for 

computations. 
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Fig. 3.7. Domain tracking algorithm architecture. 

This algorithm has the potential to greatly reduce the number of computations that 

must take place at each time step, because it is no longer necessary to calculate each cell 

in the domain. This algorithm is coupled with the parallel computing architecture shown 

described in the previous section. Instead of decomposing the domain evenly by rows or 

columns, the hash table, consisting of inundated cells and neighboring dry cells, is evenly 

distributed among the threads to ensure equivalent workloads. 
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3.3 Case Study 

3.3.1 Description 

This section will determine the effectiveness of desktop parallel computing using 

Java multithreading, and then the coupling of desktop parallel computing with a domain 

tracking algorithm. This is accomplished through the simulation of three events of 

different domain sizes. The different domain sizes will help to determine relationship 

between simulation speedup and domain size. The first case study is a simulation of a 

laboratory physical model of a dam break consisting of 36,000 cells (Judi et al. 2009). In 

. 
this study, the reservoir is filled to an initial head of 25 cm and released through a gate 

into a connecting floodplain. The second case study simulates the Taum Sauk dam 

failure, as described in Judi et al. (2009), consisting of 60,000 cells. The breach in this 

case was modeled using a hydro graph developed from a volumetric analysis of the failure 

(USGS 2006). The third case study is a simulation of a fake dam breach which results in 

a flooded area over a large domain" consisting of 999,000 cells. The hydrograph used in 

this case was generated using methodology similar to the National Weather Service 

DAMBRK model (Fread 1991). These studies will hereafter be referred to by domain 

size. Each of the studies was simulated using 1,2,4,8, and 16 processors. The 

simulations using 1, 2, and 4 processors were run on a Mac Pro computer with 2 dual-

core Intel Xeon processors with a clock speed of 3.0 GHz and 4 GB of RAM. The 

simulations using 8 and 16 processors were run on a Linux computer with 4 quad-core 

AMD Opteron™ 8354 processors with a clock speed of 2.21 GHz and 32 GB of RAM. 

The metrics used to determine the impacts of desktop parallel computing and 

domain tracking on computational efficiency were the total simulation time, the relative 
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speedup, and the theoretical speedup represented by Amdahl's law. The speedup is an 

indication of how much faster the parallel program is than the sequential program, as 

shown in equation 3.4 below. 

Sp = Tl (3.4)
Tp 

where Sp is the speedup, TJ is the time of simulation for a single processor, and Tp is the 

time of simulation with p processors. Amdahl's law is a metric used to determine the 

maximum theoretical speedup using multiple processors as shown in equation 3.5. 

1 
(3.5) 

S. ~ (l-P+ ~) 


where P is the percentage of the program that can be run in parallel, N is the number of 

processors used and SA is the theoretical maximum speedup. For the three studies 

presented here, P was determined by finding the ratio of time spent in the parallel portion 

of the code to the entire computation time. These results are presented in Fig. 3.8 below. 
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Fig. 3.8. Percentage, P, of code spent in parallel portion of code. 

As an example of how Ahmdal's law is applied here, the 36,000 cell study has a 

theoretical maximum speedup of 1.89 and 3.4 for 2 and 4 processors since 94% of the 

simulation time in this study is spent of the parallel portion of the code. 

3.3.2 Desktop Parallel Computing Results 

Each of the three studies previously described were simulated using 1, 2, 4, 8, and 

16 processors. The results presented in this section reflect computation times required 

when all cells within the domain are used at all times in the simulation. The results, 

including the computation time, the achieved speedup, and the maximum possible 

speedup (Amdahl's Law), for the three studies are shown in Fig. 3.9-3.11 below. 

http:3.9-3.11
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Fig. 3.9. 36,000 cell desktop parallel computing results. 
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Fig. 3.10. 60,000 cell desktop parallel computing results. 
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Fig. 3.11. 999,000 cell desktop parallel computing results. 
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All studies showed a significant decrease in simulation time when using multiple 

processors compared to a single processor. For all simulations, the achieved speedup was 

close to the maximum possible speedup described by Amdahl's Law for 2 and 4 

. processors, but began to diverge for 8 and 16 processors. Table 3.1 below summarizes 

the percent difference in achieved speedup and theoretical maximum speedup for all 

simulations. 

Table 3.1. Difference between theoretical speedup (Amdahl's Law) and actual speedup. 

Cores Study (% Difference) 
36,000 59,000 999,000 

2 2.5 3.1 0.5 
4 13.6 9.6 0.9 
8 32.4 26.3 27.7 
16. 33.6 26.5 26 

Generally, the difference in speedup is reduced as the number of cells in the 

simulation increase. This is likely due to a decrease in the ratio of actual computation 

time to overhead. Some of the overhead can be attributed to thread assignment and 

execution associated with multithreading, and synchronous events such as the Courant 

Condition time check. Overall, it is clear from the results that all simulations benefited 

from the use of multiple processors, and that the efficiency increases with more 

computational cells because the ratio of computation time to overhead simulation time 

per iteration is greater. It is also noted that although the efficiency of using many 

processors on fewer cells decreases, additional speedup is still achieved. Therefore, this 

shows it is better to use all processors available and achieve a lower efficiency but 

decreased computation time than to let processors sit idle. 
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3.3.3 Desktop Parallel Computing with Domain Tracking Results 

The domain tracking algorithm was used along with desktop parallel computing 

using 1,2,4,8, 16 processors to simulate the 60,000 and the 999,000 studies. The 

36,000 cell study was not used in this test because nearly all cells in the domain were 

inundated during the entire simulation, therefore would not benefit from this algorithm. 

It is noted also that Amdahl's Law for speedup is not used in this section since the 

parallel portion of the code is dynamic (parallel percentage increases\decreasing with 

wetting\drying of flood area) using this algorithm. The results using the domain tracking 

algorithm are shown in Fig. 3.12-3.13 below. 
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Fig. 3.12. 60,000 cell results using domain tracking and desktop parallel computing. 

http:3.12-3.13
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Fig. 3.13. 999,000 cell results using domain tracking and desktop parallel computing. 

Again, the results show that, in general, the computation time decreases with the 

number of processors used in the simulation. However, there is significant differences in 

the speedup achieved using the domain tracking algorithm compared to the results shown 

previously where all cells are used in the computations. For example, the maximum 

speedup achieved in the 999,000 cell study without the domain tracking algorithm was 

9.8 using 16 processors, and when using the domain tracking algorithm decreased to 5.5 

using 16 processors. Additionally, the 60,000 cell study actually showed a decrease in 

speedup from 8 to 16 processors when using the domain tracking algorithm. The reason 

for the decreases in speedup is related to the decrease in cells used in the computation, 

therefore the percentage of parallel code is decreased. The 60,000 cell study was reduced 

to a maximum of -4,000 cells used in the simulation (grew from and initial source of 5 
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cells to the maximum), and the 999,000 cell study was reduced to a maximum of 47,000 

cells. Although speedups achieved were not as high without the domain tracking 

algorithm, the time savings when compared to using 1 processor without the domain 

tracking algorithm, as shown in Fig. 3.14 and 3.15. 
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Fig. 3.14. 60,000 cell speedup when comparing 1,2,4, and 16 processors using the 

domain tracking algorithm to 1 processor without the domain tracking algorithm. 
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Fig. 3.15. 999,000 cell speedup when comparing 1, 2,4, and 16 processors using the 

domain tracking algorithm to 1 processor without the domain tracking algorithm. 

Comparing the results for a single processor for desktop parallel computing 

without domain tracking (Figures 3.10 and 3.11) to desktop parallel computing with 

domain tracking, the results are astounding. The 60,000 cell simulation time decreased 

from 11.6 minutes to .4 minutes (using 8 processors), or 28 times faster. The 999,000 cell 

simulation time decreased from approximately 1,900 minutes to just under 9 minutes (16 

processors), or 220 times faster. The speedup will vary depending on the number of cells 

included in the domain that unnecessarily are used in the computations. It should also be 

pointed out here that the area of inundation estimated using the domain tracking 
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algorithm was no different than the area of inundation estimated when this algorithm was 

not implemented. 

2.3 Conclusions 

This paper has shown that two-dimensional flood modeling computational time 

can be greatly reduced through the use of Java multithreading on multi-core computers 

which effectively provides a means for parallel computing on a desktop computer. In 

addition, this paper has shown that when desktop parallel computing is coupled with a 

domain tracking algorithm, significant computation time can be eliminated when 

computations are completed only on inundated cells. The drastic reduction in 

computational time shown here enhances the ability of two-dimensional flood inundation 

models to be used as a near-real time flood forecasting tool, engineering. design tool, or 

planning tool. Perhaps even of greater significance, the reduction in computation time 

makes the incorporation of risk and uncertainty/ensemble forecasting more feasible for 

flood inundation modeling (NRC 2000; Sayers et al. 2000). 
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