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Since writing LA-UR-01-4137, we have found many issues and problems with the code described 
there. This report will detail the changes we have made, the problems we have found, and the 
new methods used to solve those problems. 

I. Confusion with Bossavit's4 notation. 

Huge problems in the code stemmed from the fact Bossavit uses t e notation vol(T) both for 
the non-negative volume of tet T, and the ordered volumes formed a triple product of three 

under interchange of nodes; this is clearly incorrect. We start then, by looking at the volumes 
formed by cross products and those formed by integrals. 

In our code, we associate a volume with each tet. For tet defined by the four nodes i7j,k,l in that 
order, we define the convention: 

vectors. This notational confusion lead us to believe the ordered 4 voume would be the same 

We should note this implies: 

Similarly, an area is defined for each face in the mesh. For the face defined by the three nodes 
i,j,k in that order, we define the convention: 

Using the fact the cross product of any vector with itself is zero, we see that: 

follows from the definitions. We can now begin to construct the gradient of a node elements 
with a coherent sign. 

We use two facts about the node elements on tetrahedra. First, the node e1emenk.i are linear; 
this stems from the fact we require the node elements be one at the node associated with the 
element, and zero for all other nodes in the tet. This means the node function must be associ- 
ated with four undetermined coefficients for each tet, since the function will need to satisfy four 
equations. These four coefficients can be coefficients in front of the coordinates x,y, and z, as 
well as an over-all coefficient for each tet; thus the element is linear in the coordinates. Because 
of linearity, if we can place a plane through any three points with the same value of the node 
element, the node element will take that value across the entire part of that plane lying in the 
tet. 

We also know the gradient is perpendicular to any isoparametric plane. This follows from the 
definition of the directional derivative as ef . ri where n is the direction of interest, and the 
knowledge that for two non-zero vectors the dot product is only zero if the vectors are perpen- 
dicular. Thus, we know the gradient is tangent to any isoparametric plane, or parallel to the 
surface normal. Since the node elements are linear, we also know the magnitude of the gradient; 
the function is one at the stated node, going to zero at the plane not containing the node, 
varying linearly. Thus, the magnitude of the gradient must be equal to l /h,  where h is the alti- 
tude of the tet from the node to the face not including the node. 
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We now know the gradient up to a sign, and now we determine that sign. Since the gradient is a 
constant we have: 

However, from Stokes' Theorem: 

This gives the final result: 

a $ k  * ia I= d k ,  j - d k , i  

Using: 

14 -t 

3 

we see the proper convention for the gradient must be, given our conventions for volume and 

&, j , k , I  == -si, j ,k ' il 

area: 

We note the ordered volume formed by the triple product 
dient. 

is the volume appearing in the gra- 

Volumes also appear from integration over various elements. Traditionally these volumes are not 
ordered and are non-negative. We look at the values of integrals over various Whitney elements, 
since many will combine both definitions of volume by including gradients. 

The simplest integral is: 

This assumes that the integral of a node element is independent of index and uses the property 
the sum of all node elements in a tet is identically equal to one. The justification for stating the 
volume integral of node elements is independent of index has not been shown; it follows from 
the identification of these node elements as affine coordinates. One should also realize if inte- 
grals of node functions would depend on index, finite element formulation would be of little 
practical use; no generalizations could be made and these integrals would need to be stored for 
each node. 

Similarly, we can look at: 

once again assuming integrals are invariant under change of index. While this gives us a relation 
between an integral over two node elements with the same indices and that with different 
indices, we need to evaluate one of these integrals. 
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, The easiest integrals are those with only one index. We shall detail how to evaluate these inte- 
grals. Place the three points of a tet not associated with a given node on the x-y plane. The z- 
coordinate now equals the height along the altitude of the tet. Taking cross-sections dong the z- 
axis, the areas are similar triangles to the base of the tet. Since the functions are linear, each 
coordinate scales like (1-z/h), such that the cross sectional area at height z is IAl(1 - ~ / h ) ~ ,  
where ]AI is the non-negative scalar area of the base. The volume element for the tet is then 
IAl(1 - ~ / h ) ~ d z .  Finally the value of the node element is 1 at z=h, and 0 along z=O; since the 
function i s  linear we see the function must equal z/h. Thus, we have: 

The first answer is exactly what we expect from symmetry arguments. We immediately find: 

from the relation above. These are the only integrals we shall need. 

There really does not seem to be any easier representation of the edge elements, except for sub- 
stituting the gradient defined above in the definition: 

w{,>) = 4iV4j - 4jV4i 

However, one can make some simplifications for the face elements defined: 

We shall start by looking at the first term in this sum. Using the value of the gradient found 
above: 

We note that the vector in the numerator will always be the next two nodes in the cyclical 
ordering of the tet, and the volume always starts with the same node as the latter term in the 
cross product. If j and k are not node-order adjacent in the tet, we have: 

where n, is the node ordering number of x in the tet, and 1 < m in node ordering. From these 
observations we can generalize: 

nornit is the number of the omitted node in the node ordering of tet vt, and the volume in the 
denominator is the directed volume, in lowest node order. 
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’11. Problems with the Lee, Lee, Cangellarisl Face and Edge Element 
Code. 

First, we include a review of coding electromagnetism using Whitney elements. Radiation, and 
time evolution of fields stem from Maxwell’s curl equations (here in integral form): 

We expand the fields in terms of W(l)’s; edge elements with circulation 1 and W(2)’s; face ele- 
ments with flux 1: 

13 = ei, jWi,j - ( 1 )  
i , j  

Substituting these expansions into the Maxwell’s equations above, and specifying integration 
over face {l,m,n} gives: 

where we have used the dot notation to represent the time derivatives. We point out these two 
equations stem only from the edge and face expansion of Maxwell’s curl equations; these equa- 
tions will need to be coded in any first-order face and edge Whitney element code. These equa- 
tions are uncoupled and one needs the material equations b = .d and s’ = ,& to create a 
closed system, Lee, Lee, and Cangellaris suggest expanding -the formulas in their Whitney ele- 
ment represenations: 
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'and integrating across edge {mp}: 

This is termed a collocation algorithm. 

There are major difficulties with the collocation algorithm. A minor difficulty is associating the 
material property (permittivity or dielectric constant) with a face. It would seem logical that 
one would associate the permittivity or dielectric constant with a material spread out over an 
entire tetrahedral element; these quantities are defined on tets, not faces. However t,he summa- 
tions above are over faces, not tets. One then has to determine which value of the material 
property is selected at n material interface, and whether one needs to do some averaging tech- 
nique. 
This problem pales in comparison to the difficulties in actually evaluating the line integrals 
above. It can be shown that the face elements have continous normal components, but disconti- 
nous tangential components. However, if an edge lies completely in the plane of the face (i.e. 
the edge is part of the boundary of the face) one is actually trying to  find the integral over the 
tangential component. The continuity properties follow from the fact while a node element is 
continuous across tet boundaries, the gradient of the node elements are discontinous. 
Attempting to  define this integral i s  therefore very difficult. 

First, we have tried to use some sort of averaging technique. This seems rather complicated to 
do in practice. If the edge of integration lies in the face, one could take some sort of average of 
the two tangential components of the face element. However, we also have the case where only 
one point of the edge lies in the face. This will only contribute to the sum (i.e. be non-zero) if 
the edge and the face form a tetrahedron. That is, the point of the edge not on the face does 
not lie on a different tetrahedron. However, if we are able to uniquely specify a tetrahedron, we 
can uniquely specify the value of the face element and its tangential component. Thus, an aver- 
aging scheme seems unwarranted for this case. However, it seems rather difficult to ensure nec- 
essary cancellntions among face quantities if one uses an averaging scheme if two points lie in a 
plane, but no averaging scheme if only one point lies in the plane. It also seems difficult to 
define the line integral when an edge lies in a face without an averaging scheme. Thus, this dis- 
continuity in the tangential component of the face element makes evaluting the line integrals in 
the collocation method rather difficult computationally, and impossible theoretically. These 
averaging methods were tried in quasi-static cases; it is unclear if large time-varying fields 
improve the stability of collocation methods. 

111. The Wong, Picon, and Hanna2 Finite Element Code, and the 
Hyman, Shashkov3 Finite Difference Code. 

We are therefore forced to look at different ways to calculate the projection of face quantities to 
edge quantities. In the two methods above, both start with the Maxwell-Ampere equation: 

Both the codes premultiply by the electric field E, use the material equations so the equation is 
only in terms of E and B, then integrate over the entire volume of the mesh: 
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'An issue with this representation is the curl of 13 is not defined; this involves taking the curl of a 
face element which is zero on the interior of a tetrahedron. However, one can rewrite the left 
hand side as: 

where S is the boundary of V. If we assume we are far enough away from the sources that this 
surface integral is zero, we can neglect this contribution in the right hand side; this leaves only 
the volume integral. However, the curl of E is well-defined, and also we note the permittivity is 
now outside the curl operator. Thus, a change in material properties across a boundary will no 
longer contribute a Dirac delta function due to the derivative. 

Both codes sited above use the last equation to create a new curl-like operator which includes 
material properties. It may be desirable not to create this curl-like operator, but rather deal 
with the true discretized curl only; in this case one needs to create a discretized Hodge or d u d  
operator which is defined by the inner product. Mathematically there is no difference between 
Wong, Picon, and Hanna's or Hyman and Shashkov's approach or explicitly creating a Hodge 
operator. However, for non-linear materials, we can then isolate the problem of creating an 
appropriate Hodge operator from creating a new Hodge 4- curl type operator; less code will need 
to  be changed in this implementation. Instead, we use the definition of the dot product above to 
inspire our creation of the Hodge operator. 

IV. The LANL, Telluride EM Solver Suite. 

We now detail the steps we took to construct various EM solvers used in Telluride. We start by 
using a Galerkin approach, premultipling both sides of the material equation by an edge ele- 
ment, and integrating over the volume of the mesh. One could also premultiply by a face ele- 
ment, and we have done this for projections from edge quantities onto face quantities. The 
material equations become: 

The volume integral is taken over the entire volume of the mesh. Expanding the fields into their 
finite element representation and discretizing the volume gives: 

Note the matrix formed on the left-hand side of this equation is a square operator, the number 
of edges by the number of edges large. We shall show in Appendix C this matrix is positive defi- 
nite. Also, the matrix formed on the right-hand side of the above equation is not a square oper- 
ator; it is the number of edges by the number of faces large. This operator by itself can not be 
inverted; however, both of these matrices will form entries in a large matrix which is square, so 
the properties of the matrices by themselves are not particularly useful, unless one wants to 
form a two-step explicit solver. Final evaluation of both these integrals can be found in the 
appendix. 
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t We denote (with implicit sums over tets): 

We now adopt the notation that vector with lower case indices represent a vector of ordered 
degrees of freedom, or coefficente of expansion in front of the Whitney elements. We can write 
the above projections: 

The matrices M and P have the number of columns equal to the number of faces and the 
number of rows equal to the number of edges; these are not square matrices. S is a square 
matrix the number of edges by the number of edges. 
Next, we apply theta method timestepping where theta is a parameter from 0 to 1; if 0 this 
gives explicit time stepping; if 1 fully implicit time stepping. For Crank-Nicolson, iheta equals 
1 We shall need to solve these two equations regardless of the discretization scheme; all we 
2 ’  
have done so far is make a statement about the time-stepping. We can then rewrite these two 
equations in a vector and matrix form: 

* -4 -. 
b,+l- bn = - At6  + (1 - e ) q  

Here the C matrix represents the discrete curl. Note this matrix has the number of rows equal 
to  the number of faces, and the number of columns equal to the number of edges; this is not a 
square matrix. Rewriting this so all quantities at one time step appear on the same side of the 
equation gives: 

.+ - 
-8 

8At8Kn+1 = in+ (1 - e)At6Kn + AtOj”+, + At(1- 8)fn 

The j terms I’ve left on the right hand side because for now it is assumed they will be treated 
like source terms. We are still not ready to solve this; these equations still involve non-square 
matrices, and they are still decoupled. First, we create a rather large vector: 

X T = [ d ,  Atd,pocJ,pocAt$] 

This vector has dimension 2 times the number of faces plus 2 times the number of edges. The 
factors in front are necessary to make the factors multiplying this vector dimensionless. We can 
then rewrite the two equations as: 
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I is the identity matrix. While this is a step forward, these equations cannot yet be solved since 
they are decoupled. We need also to include the materials equations, which we include into rows 
2 and 4 of the large matrix to give: 

+ 

Since 1;hese me matrices of unitless quantities, this can be formally inverted to find the solution 
for the next time step. The problem is then formally solved. 

This code failed; it was exponentially unstable for all cases, including 6 = 1/2, failing from over- 
flow error before Truchas could exit normally. This can be traced back to  fact this is the code 
for the theta method on the differential equation: 

As we can see, there is no coupling between E and D, or H and B in the term without time 
derivatives. We can have a more realistic coupling: 

O B 0  0 

- M O  0 8 

0 3 - 3  0 .+ j rz=-p ,c  (i) 
0 0 0 - e  

s 

which after application of the theta method gives: 

-(e+i)d o 0 (6+l)L?) 
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This code was mildly successful. We first ran simulations on a 72 element mesh to  test stability 
of a static fields with the z-component of E and B equal to 1. The velocity of light, electric per- 
mittivity, and dielectric constant were all set equal to one. Theta was chosen to be 0, 1/4, 1/2, 
3/4 and 1, and the timestep was chosen to be 0.1, 0.4, 0.7, 1.0 and 1.3. The mesh represented a 
cube in the positive octant from (O,O,O) to (1,lJ). While all cases exited Truchas normally after 
142 cycles, the theta = 0 case did not conserve total energy to 1%, however for the timestep = 
0.1 case, this occured at cycle 133, with a projection failure (the energies of B2 and 112 differed 
from B H or D - E respectively) at cycle 128. For all other cases at theta = 0, both of these 
errors occurred before cycle 40. For the theta, =I 1/4 case, a timestep of 0.1 gave energy conser- 
vation to five places on cycle 142, all other cases had both energy errors by cycle 40. Note these 
are mostly explict time-stepping codes. 

For the implicit cases, theta =z 1/2 gave no change in energy to seven places. There were occa- 
sionally some 0.1 ppm changes in energies. This was also seen in theta = 3/4 and theta = 1 
with a timestep of 0.1. For theta = 3/4 with a timestep of 0.4, we saw oscillations in energy of 
about 150 ppm starting on cycle 20. All other values of theta and timestep gave a 1% error in 
conservation of total energy and projected energy, with the total energy failure occuring before 
the failure of energy projection from B to H and D to E. This is the exact opposite order of 
failure from the failures in the explicit cases. Finally, this code was run on a 15352 element 
mesh with theta = 1/2; the code showed instabilities on the second cycle. 

Recently, we have updated this solver to solve the following equations simulateously: 

.-# -# 

(I + d ) [ S  (PocAt & + I )  - iGb'n+1I2 = [1+ a(0 - l)](a(pocAt 6n)  - $&I2 

where alpha is a parameter to ensure an exponentially decaying solution. If f = [,$(At e') - 
P(pocd)j20r [$(pocAt n") - $SI2, the latter two equations are the theta method applied to the 
differential equation ? = - a At P. Preliminary testing on both the 72-element cube mesh and 
the 15352-element cylindrical mesh show remarkable stabilty, keeping constant fields constant to  
1 ppm for a timestep delta-t = 100, theta= 0.95, and alpha = 1 taking not more than 2 itera- 
tions/cycle, We must complete more testing to find the regions of stability and instability of 
this code; and determine why this time-stepping scheme works, and if the non-linear coding of 
the material equations poses significant difficulties. 
To avoid all the issues regarding the proper normalization of the material equations with respect 
to the Maxwell equations and to improve stability, we then tried to formulate the code in a two- 
field approach: 

+ 3 

Writing this in matrix form: 
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Applying the theta method time-stepping gives: 

This algorithm did not solve the instability problems for the values of theta greater than 1/2 on 
the 72 element mesh. However, note that if we calculate the coefficients b and d, these will not 
change in this time-stepping algorithm. When we calculated the energies of B2 and D2, these 
remained constant, however the energies B * II or D E not only grew, but frequently changed 
sign. We can conclude these algorithms create exponentially oscillating H and E fiolds in the 
implicit cases. We should also point out, when running on a 15352-element cylindrical mesh, the 
code converged in zero iterations for all cases where theta = 0.33, 0.67, and 1.0, for timesteps 
0.1, 0.5, 0.9, and 1.4. We have investigated the largest timestep on this mesh for theta = 1/2; 
the code blows up to over 400 iterations/cycle 'for a timestep between 2.75 and 2.8. For theta = 
1, the largest timestep before hitting over 400 iterations/cycle is between 3.88 and 3.95. We 
have also looked at the reverse; what is the maximum value of theta given a stated timestep. 
For a timestep of 2.9, this is between 1/2 and 0.5%; 3.2, between theta = 0.51 and theta = 0.52; 
3.5, between theta -- 0.54 and theta = 0.55; and for a timestep of 3.8, between theta = 3/4 and 
theta 1= 0.76. The stability of the code for theta = 1/3 is odd; one would expect we are above' 
the Courant condition. The lack of stability for the implicit cases, and the manner in which this 
code goes unstable is somewhat puzzling; perhaps the analysis in Appendix C can give some 
clues. 

It was at this point we noticed the matrices MC and PC were not positive definite; the proof of 
this is shown in Appendix C. This problem lead us to formulate a wave-equation solver code one 
circulation field at a time, which gives us positive definite matrices in the continuous differential 
equation. 

First, we look at the differential equation for E, and start by looking at the equation for curl H: 

Taking the time-derivative of both sides, and substituting in the other Maxwell curl equation for 
the time-derivative of 33 gives: 

Similarly, we can reverse the order in which we insert the Maxwell curl equations, first looking 
at curl E and taking the time derivative: 

Substituting in the curl E equation gives: 
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The differential equation we shall try to solve are therefore: 

it .* + -curl 1 ($curIB> = -curl 1 1  - 
P P E  

We show in Appendix B that these can be written in a matrix form: 

where CT is the transpose of the curl matrix and L is given by: 

Note that since the curls are constant over a tet, this last matrix element equals: 

In both field equations the matrices premultiplying the field coefficients are positive definite. 

There remains the question of bow to implement the theta method and code thesu uncoupled 
equations. Since these are now exactly the same equations with different sources, we treat them 
generally with the equation: 

where the Fraktur c represents an arbitrary circulation field coefficient vector and t3 is an arbi- 
trary source coefficient vector. Defining 5' =$, this gives the differential system: 

This is a first order differential system to which we can apply the theta method straightfor- 
wardly: 

This gives the final equation: 
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We have run tests on this code using both the 72-element cube grid and a 15352-element cylin- 
drical grid, for the starting case of E and B fields with z-component equal to  one. All cases for 
theta = 1/4 except At+= 5.1 on $e z2-element grid were unstable by 1% by cycle 45 in all 
energy sectors (E2, H2, E .D, and N . B ) .  Note that similar to the two-field formulations, B and 
D are not updated and do not change (although these projections can easily be added at every 
timestep). The order of failure was always in the order above, and it should be noted that the 
dot-product energies remained within 1% even when the squared energies were off by 10 or more 
orders of magnitude. The At = 0.1 case was stable to seven significant figures, and converged in 
2 iterations. All the cases of theta = 1/2, 3/4, or 1 were stable to within seven significant fig- 
ures. All converged at the start within 25 iterations, and converged by cycle 25 in 0 iterations 
for all but the theta = 1/2 case. Even for the theta = 1/2 case, we obtained convergence within 
4 iterations at the end. The theta = 0 case was curious, converging within 33 iterations. How- 
ever, a theta = 1/100 case showed convergence within 15 iterations for At = 0.1 and 0.4, while 
showing 1% instabilities for all other cases. 
For the 15352-element cylindrical grid, we only looked at three values of theta, 0.33, 0.67 and 1, 
and four values of the timestep, 0.1, 0.5, 0.9, and 1.3. The latter two values of theta where 
stable for all timesteps, converging in 0 iterations after starting with no more than 8. For theta 
= 0.33, only the case with a timestep of 0.1 was stable, converging in 0 iterations. All other 
cases had a 1% energy instability in all sectors by cycle 72, with the same behavior in the 72-ele- 
merit mesh manifesting itself in the nature of the instability. We also projected the edge fields 
onto tet centers in the theta = 1 case with timestep of 1.3 on cycle 140. All components were 
within 1 or 0 to  ten significant figures. 
Except for the odd behavior of the code for theta = 0, we conclude this code works as we expect 
it. It should be noted for source-driven fields, rather than initial fields which are then time- 
evolved, this code runs very slow. We have also not added resistive terms to this problem at this 
point. 

V. Resistance and the Telluride EM Solver. 
Intrinsically, this is a relation between current and the electric field = g8. Howevcr, probably 
the simplest way to implement both the open boundary conditions using the "magnetic marsh- 
mallow" and the physical electric resistance is to code : 

where pmag is defined only on the boundary of the mesh to kill magnetic fields quickly on the 
boundary without setting them to zero, to simulate open boundary conditions. 
First we shall discuss resistance for the second-order wave solver. Substituting the resistance 
relations into the second-order equations for fields: 

gives the following continuous differential equations: 
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.Defining the two matrices: 

we can discretise the continuous differential equations to get quantities in our expansion coeffi- 
cients: 

Once again, these are exactly the same differential equations, except for the sources. 

Finally, we look at how to implement theta method time-stepping on these differential equa- 
tions. The equation of interest is now: 

Once again, we define v" = ?; however, there is some uncertainty in treating the first-order time 
derviative. If we call it 7, it will enter on the left-hand side of the matrix equation, if 5, the 
right-hand side. It would appear there is a preference among authors for the latter; this gives 
the matrix equation: 

Applying the theta method to this gives: 

This gives the final equation: 
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While this is a perfectly reasonable general form for the differential equations which can be 
coded, one should note we constructed R1 and R2 such that their entries would be unitless. 
Thus 2 and must have the units of inverse time. Since unlike epsilon and mu, there is no 
natural value for these sigmas in the vacuum, we can simplify later steps if we let: 

(At)-’ a0 Fmag,O - 
Eo CEO 
-=-- 

Our matrices then become: 

and the matrix equation becomes: 

Next, we investigate resistance in the first-order four-field solver. We start with Ampere’s Law, 
with Maxwell’s correction, written in terms of fields, not expansion coefficients (upper-case let- 
ters): 

- 8 -  -+ -t - .  6 = curl H - j = curl 3 - j,ource - U E  - UmagB 

We assume epsilon does not change with time, and divide both sides by epsilon: 

1 X t  13 = -curl 2 - ;jaourCe - - *R’ 
€ E e 

We now look at this equation in a weak Gderkin sense, multiplying by an arbitrary Whitney 
edge element, and integrating over the entire mesh volume: 

This is what we want to code, but first we can make the simplification: 
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Collecting like times on the same side gives: 

for a total system: 

(1 + d ) [ J ( A t & + i )  - 8 (pocdn+1)j2 = [l + a(8 - l ) ] [ i (At  &) - 3 ( ~ O C & ) ] ~  

Calculation of resistance for the first-order two-field solver in the solver suite should be similar 
to  that of the four-field solver, however, we shdl probably need to use: 

E ’ = -curl 1 H - - - J ~ ~ ~ ~ ~ ~  I t  - I E!!l%s 
€ e e & 

Further development of this seems unwarranted at this time, until this code can present results 
similar to the second-order or four-field solvers. 

VI. The Revised EM Solver Test Suite. 

The original test suite, designed for the Theoretical Division’s scattering problems, seems simul- 
taneously ambitious as well as misdirected for Telluride’s casting problems, Mie scattering is an 
interesting problem, but there are much simpler problems to  investigate to  determine if the code 
is acting correctly, and if not, where the code fails. In addition to the static E imd B tests 
described above, which we use to determine if any proposed solver code is stable, the current 
test suite is as follows: 

1. Calculating the fields from a finite magnetic dipole. 

This tests how well the code works when it is completely source-driven. The solution to this 
problem is emily computed using elliptical functions. It is imagined that the current density for 
this problem is either constant (zero frequency) or is a constant multiplied by a sinusoid in time. 
The current will be turned on at t = 0, so we shall be able to  see how the code handles initial 
transients. 

2. Propagation of an electromagnetic wave. 

This will determine how well our code can handle transient behavior by observing how well our 
code can keep a wave packet well-defined and propagating. This will also force us to consider 
issues such as the creation and initial conditions of a wave packet on an unstructured tet mesh, 
boundary conditions at the edge of the mesh, and computational dispersion throughout an 
unstructured mesh. 
3. More complex problems, driven by casting sponsors. 

We then try to see how the code will perform under realistic situations. 
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We believe this testing suite allows us to find bugs much more simply than tackling a complex, 
detailed problem right away, and allows us to claim success much eariler. 

VII. Other Changes from LA-UR-01-4137 to the Present Telluride EM 
Solvers 

Probably the most notable change in implementation of the solver was moving from an exclu- 
sively Fortran 77 code base to a Fortran 90 code base. This has had two major impacts on the 
code. 

First, the data structure for the face elements has been radically changed. There still exists a 3 
X number of faces array listing the nodes in a face; a 3 X number of faces array listing the edges 
in a face, and a number of faces X 2 array listing the tetrahedra incident on a given face. How- 
ever, the fairly byzantine condensed coordinate structure attempting to keep track of the nodes 
in a face for direct indexing has been eliminated. This has been replaced with a 1-ll array the 
number of nodes long of linked lists (of indeterminate size); this structure is only posaible with a 
standarized pointer type. For each specified node, all faces containing the node, and the node's 
position in the face is now given. This dramatically simplifies calling faces via the nodes which a 
face contains. This structure is created after we know the three nodes in each face; we then step 
face by face, entering the face number after encountering a given node in that face. This is cre- 
ated at the end of the geometric setup process. 

Similarly, new data structures are needed to code the implicit time-stepper/face-to-edge or edge- 
to-face projectors. Given an edge, we must be able to find all the tetrahedra which contain that 
edge, and then find all the edges and faces in that tetrahedron. This has necessitated three new 
data structures be added to the code. First, a l-D array the number of edges long of linked lists 
stores all the tetrahedra containing a given edge. Then, a 6 X number of elements array stores 
all edges in a tetrahedron. This structure is created by going through the linked list edge by 
edge, and entering the edge number when encountering a given edge in a tetrahedron. Finally, a 
4 X number of elements array stores all the faces in a tetrahedron. This uses the existing data 
structure which stores the two tetrahedra incident on one face; going through this structure face 
by face, we record the face number when encountering a given face in a tetrahedron. The first of 
the new data structures is created along with the edge data structure after the initial sorting 
process; the other two are created at the end of the geometric setup process. 

We have also implemented linked lists which represent the non-zero contributions to  the face-to- 
edge, edge-to-edge, edge-to-curl of edge and curl of edge-to-curl of edge projection matrices pre- 
multipling fields. These lists store the edge shared by the edge or face in the same tet, the 
weight of this matrix element, as well as the global tet number. This saves us from calculating 
the geometric weight factors mentioned above at each time step. 

Second, we have made use of Fortran 90 modules to separate the different functions of the elec- 
tromagnetic solver code. The first module currently sets up the geometric data structures 
needed to access faces and edges. In addition to the new structures listed in the previous two 
paragraphs, the original code could return a list of four nodes in a given tet, a list of three nodes 
in a given face, a list of the two nodes in a given edge, a list of the three edges in a given face, 
and a list of the two tetrahedra incident on a given face. Currently, then, we have coded nine of 
the possible twelve structures completely specifying the mesh connectivity. 

If needed, the remaining three structures could be created fairly easily by the inversion process 
above; using the list of nodes in a tet or edge, we could create linked lists of edges or tets con- 
taining a given node by going through the two lists tet by tet or edge by edge, and a similar 
process would give us the linked list of faces containing a given edge, going face by face through 
the list of edges in a face. At this time, we have no use for these structures. The list of edges 
containing a given node could be useful to  project back E or H onto nodes, but we can get sim- 
ilar information by projecting D or B using the existing structures. 

16 



'The second module projects, using a collocation algorithm, node-based Cartesian components of 
vector fields onto the face and edge elements, and includes all the matrix multiplicttion algo- 
rithms needed for the new projections. The third module uses the other two modules to evolve 
fields in time. While one advantage of using modules is straightforward data encapsulation, it 
was also necessitated by using various sort and solver modules part of Telluride but external to  
the EM solver code. It is also perceived that module calling leads to a clean interface between 
the EM solver and Telluride m a whole. We have also made greater use of subroutines to sepa- 
rate algorithms in the code. 

There have also been some other coding changes. Most importantly, the sorting of node and ele- 
ment data necessary for faces and edges has been eliminated in the EM solver code. Since the 
data structures no longer need to be optimized for LaGrit grids, all sorting is done by heap sorts 
intrinsic to Telluride. This O(n In n) heap sorting has replaced the O(n2) insertion sorts for sub- 
stantial runtime speed improvements. Also, the subroutines for calculating tetrahedron volumes 
and surface areas have been eliminated and replaced with data structures located in the first 
module, also speeding up performance by only calculating these quantities once. In addition, the 
code in the first module has been broken into subroutines, with the objective that the construc- 
tion of each new data structure, or group of closely related data structures, share the same sub- 
routine. Finally the new implicit time-stepping and Galerkin projections mentioned above need, 
at least formally, a matrix inversion. These inversions will also be performed external to the EM 
solver code, using linear solver subroutines intrinsic to Telluride (currently GMRes) . 
VIII. Calculation of Derived Quantities. 

We end this report mentioning a few new algorithms added to the code to  calculate both the 
Joule heating and Lorentz force. Note this could be done after projecting the fieldg back onto 
nodes; however, it should be more accurate to  do a direct calculation rather than a projection 
and manipulation to obtain the heat input and force. Therefore, we have created algorithms to 
calculate these quantities directly from the Whitney element representations of the fields at the 
end of each EM solver call from Telluride. 

First, we look at Joule heating, given by: 

Expanding this into the Whitney element bases gives: 

This last integral is given above. 

Also of interest is the Lorentz force: 

which can be expanded in Whitney elements as: 

The calculation of this integral will also be shown in Appendix A. 

Appendix A: Calculating the volume integrals over Whitney Elements. . 
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In the course of this report, we mention volume integrals needed to perform either the new face- 
to-edge quantity projection, calculate derived quantities directly, or both. Since these integrals 
do not seem to be located in Bossavit4 or finite element texts, and are not eaaily derivable from 
orthogonality properties of the Whitney elements, we discuss how to calculate thest? integrals 
here. The four integrals of interest are: 

First, we must note these integrals will only be non-zero if both edges, both faces, or the edge 
and face lie in the same tetrahedron. This stems from the node-based definition bf the elements 
and the fact these elements and the element gradients are only non-zero in the region between 
the node and its nearest neighbors. It is impossible to perform these multiplications with one 
element in one tet, and another element in a different tet without having at least one node ele- 
ment or gradient which is identically zero in every term the product. 

F'rom this information, we note the following nanzero cases. For the first integral, the .two edges 
can have zero, one or two points in common. For the second integral, the face and edge can have 
one or two points in common. For the third integral, the two faces can *have two or three points 
in common. In the last integral, since this contains a cross product rather than a dot product, 
we must eliminate the case with three points in common; any vector crossed with itself is zero. 

We look at each of these cases separately, and uniformly denote the tetrahedron by the nodes 
i,j,k,l. The first integral with no points in common becomes: 

One then substitutes for the gradient a surface area divided by the volume with the proper sign 
conventions. The first integral with one point in common becomes: 

The first integral with both points in common is: 
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The second integral with one point in common is: 

Here we have used the formula for the dot product of the gradient with a line segment. Note 
this quantity will always have absolute value equal to 1/12. The second integral with both 
points in common is: 

This implies the only time this integral is non-zero is when the edge and plane lie in one tet, 
and they share only one point (and the value of the integral, regardless of areas or volumes, has 
absolute value equal to exactly 1/12. 
Next, we look at the integrals of the dot product of two faces. While these integrals are not nec- 
essary for the code as outlined above, they will be useful to see if the energies calculated from 
the volume integrals of B and B, B and H, and H and H are equal. The first case of this inte- 
gral, where the faces share only two points is: 

The case where the two faces are identical is given by: 
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,Appendix 13: Setting up the Second-Order Code. 

First, we multiply both sides of the two equations for the electric field by $:?I and integrate 
over the total volume: 

To calculate the second integral on the left, we use the identity for the divergence of the cross 
product: 

We use the divergence theorem to calculate the first integral on the right: 

If the fields are zero on this boundary, this integrd adds no contribution. Next, we discretise the 
volume integral over the volume of the tets) 

1 -. 
/dV$:?). icurl( 3 u r l B )  = /dV,-curlE. P U  curl- €, 

te tv  
€ 

Since the material properties are constant over a tet, we can pull them oqt of the curl and from 
under the integral. We also expand the E field: 

Clearly, this integral must be symmetric under interchange of e and e’. This means if we define 
a matrix by: 

the matrix L will have real eigenvalues. It is also easy to see: 

where (? = 

Our matrix equations for electromagnetism are thus, noting the magnetic field equations only 
differs from the electric field equation by the sources: 

c,$J1). Since this is an integral of a square, this must be positive definite. 
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'While the right-hand side of the second equation is a source, and can thus be evaluated, it 
would be nice to have this in terms of a matrix of the J coefficients. However, this integral 
involves the curl of face elements, which is not well defined. Using the same divergence of a 
cross product identity, and making the very reasonable assumption there are no currents at the 
boundary of the mesh, we can through away the surface term and get: 

, 

We can now discretize both the volume integral and the current to get: 

While we could create another matrix for this integral, we do not have to if we note this curl is 
a constant inside a tet, and use the a represention of the face element: 

Since all the curls inside the integral are constants as well, and since the volume integral of a 
node element was determined in section I, we have: 

Note that we have a representation of the L matrix defined above: 

c 34 c + --Lh = - 4At At 
-+ .. 

J r , , , t ( L z : t  + L2'+ I,::') 

This ordering of the edges, however is that of the discrete curl operator C, which should be no 
surprise, as the discrete curl operator should enter in here somewhere: 

Appendix C: Addressing Positive-Definiteness in the First-Order 
Code. 

First, we prove the positive-definiteness of the matrix S. Multiplying S by an arbitrary circuh 
tion field and its transpose gives: 

e' e t e t u  

where 7 is the vector of expansion coefficients of the physical field e. Since this integral is the 
volume integral of a positive definite squared quantity, S must be positive definite (for positive 
timesteps.) 

Next, we note the following: 

' 
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'We can do this last sum explicitly, using the fact the curl matrix is an incidence matrix: 

where dV is over the entire mesh. Using the vector calculus formula: 

Using the divergence theorem, and assuming no fields on the surface of the mesh gives: 

Thus, we see MC is symmetric, which means it has real eigenvalues. Of course, the same argu- 
ments hold for PC, with epsilon replacing mu. Next, we look at the diagonal elements: 

Once again using the fact the curl matrix is an incidence matrix, we see this integral is non-zero 
only if i j  lies in r,s,t. However, we show in the Appendix A that the volume integral of a line 
element and a face element where the face contains the line is zero. Thus, all diagonal elements 
of MC (and YC) are zero. By definition, the trace of MC and PC must be zero. However, the 
trace equals the sum of all eigenvalues of the matrix, therefore, the matrix cannot be positive 
definite. 
This is problematic. Wood's6 analysis of the theta method seems to be predicated on the posi- 
tive definiteness of the stiffness matrix, which in our case is given by MC and PC in off-diagonal 
blocks. 
We can show how negative eigenvalue contamination exists in the first-order code. Splitting up 
the two equations obtained after applying theta-method time-stepping with no currents gives: 

-+ - 4  4 ~ z ~ + ~  - 8~ (poc6n+1) = $zn + (1 - e)#(pocLn) 

Since the S matrix is positive definite, we can invert this knowing the inverse is also a positive 
definite matrix: 

Next, we can substitute these equations into each other, such that there is only one quantity at 
time n+l on the left hand side: 
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‘Simplifying this: 

J 

Since S is symmetric, and PC and MC only differ in their material constants, we can conclude 
all but the last terms on the right-hand sides are positive definite. Howecver, PC and MC are 
not positive definite in themselves, so these terms can lead to corruption due to contributions 
from negative eigenvalues. 
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