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Abstract. Stack Filters define a class of filter that 
is used used widely in image and signal processing. The motivations 
for using an increa.,>ing filter instead of an unconstrained filter have 
been described as: 1) fast and efficient implementation, 2) the relation-

to mathematical morphology and 3) more precise estimation with 
finite sample data. This last motivation is related to methods devel
oped in machine learning and the relationship was explored in [1J. In 
this paper we investigate this relationship by applying Stack Filters 
directly to classification problems. This provides a new perspective 
on how constraints can help control estimation and ap
proximation errors, and also suggests several new learning algorithms 
for Boolean function classifiers when they are applied to real-valued 

Introduction 

A Stack Filter, F : JR IJ 
_--) JR, is defined in terms of threshold decomposition 

and a positive Boolean function, f: {O, l}D ----) {O, I} . A Boolean function 
is a positive Boolean function (pbf) if it satisfies the stacking constraint that 
Ui :?: Vi, Vi implies that f(u) :?: f(v). Stack Filters are a popular nonlinear 
filter for noise suppression in image and processing. 

To apply a Stack Filter to classification problems we threshold the Stack 
Filter output to obtain class predictions. We first use a mirror map m : JRD ----) 
JR2D to the input space m(x) = [x - xl. This expansion has the useful 
property that zero is guaranteed to lie between XeD) and X(D+l) order statistics 

is the ith smallest value of the input vector). that zero is also the 
meUJan of the mirrored input vector if it wa.s augmented with a zero. This 
means we can use the sign of the Stack Filter, sign(F(x)), to predict class 
labels, much like any other classifier. This expansion wa.s inspired, and is 
similar in spirit, to the mirrored threshold decomposition architecture [3]. We 
define a Stack Filter Classifier a.s a Stack Filter applied to the mirrored input 
space, and thresholded at zero. Stack Filters commute with thresholding. and 

http:rporter~lanl.gov


2 

therefore Stack Filter Classifiers can also be defined as a positive Boolean 
function applied to a mirrored input space that has been thresholded at zero. 

Several model classes related to Stack Filters have been suggested for clas
sification including morphological networks [4], min-max networks [5], order 
statistics [6], and the Positive Boolean Function classifier [7]. One of the rea
sons why Stack Filter Classifiers have taken so long to emerge is because 
appear to reduce to a known problem: learning a Boolean function (a pos
itive Boolean function applied to the mirrored input space can realize any 
Boolean function of the original input). However in recent work, we showed 
that different classification loss functions lead to different Boolean function 
learning problems than have been traditionally investigated. We provide a 
brief summary of these results in Section 2. 

Much like Stack Filters that minimize Mean Absolute Error (MAE), Stack 
Filter Classifiers that minimize classification loss functions can be found via 
a linear program. However the size of the linear program is too large for 
most practical problems, and therefore alternative solution methods must be 
found. This paper a number of these alternatives for Stack Filter 
Classifiers. Some of the solution methods are similar to methods suggested 
for minimizing MAE, while others appear to be unique to the classification 

eXI)lore the alternatives with ",,,,,;-h,,;-; 

Stack Filter Classifiers 

In two-class classification, we are given a training set {(xl,yd,···, (XN, YN)} 
of N points, x E IRP, with labels, y E {-I, I}, drawn from a distribution 
px .y . The task is to choose a model (or function) F : lRD lR from a model 
class F whose sign has small expected error: 

PX,y 

Classification performance is mea.'mred the excess error of the classifier 
to the classifier. This error can be 

viewed as a combination of approximation and estimation errors. Approxi
mation error is due to the fact that the Bayes classifier is not represented in 
the model class F. Estimation error is due to the fact that we only have a 
finite number of examples to select the best model from F. These two errors 
have conflicting needs: a common way to red11<.:e approximation error is to 
increase the capadty of the model class but this typically in<.:reases the esti
mation error. The learning algorithm must balan<.:e these needs and the most 
common approach is to choose a function F that minimizes a training set 
error: 

F arg -!!iil!. e(F, 



,IN 
F E arg min N '" (2)

FEr L.....t 
I 

where L : (lR, {-1, I}) ----t lR is a loss fUIlction. The choice of loss function 
affects both the estimation and approximation errors of F and must be care
fully chosen. A popular approach in machine learning is to define a very rich 
model class and then parameterize the loss function in a way that allows the 
tradeoff to be easily tuned to the application: L'Y(F(x), y). At one extreme of 
,,(, the loss function defines a classifier with zero approximation error and at 
the other extreme, a classifier with zero estimation error. It is also desirable if 
the value of "( is well behaved, or in some way easy to tune e.g. it is a smooth 
(convex) function of the excess error, and/or it is constrained to a small, fi
nite number of values. Support vector machines provide one solution to this 
problem for Reproducing Kernel Hilbert space model and in this case 
the loss function includes a regularization 

Much of the interest in Stack Filters is due to the fact that 
under mean absolute error can be formulated as a linear _ 
Iem. In this case the desired output is real valued, Y and the loss function 
is eauivalent to a sum of misclassifcation errors at each threshold level: 

T 

Y)=L :r Y > t) 
t=l 

where we define a threshold function u = x :r t that produces a binary 
vector with components Ui = l{x.i)t}, and we define misclassification error as 

For classification problems we consider different of loss functions. 
A Stack Filter Classifier is a pbf applied to inputs thresholded at zero. This 
means we can minimize training sample error by minimizing misclassifica
tion error at threshold-level o. More popular loss functions include how much 
above (or below) threshold the sample hi classified. This concept can also be 
applied to Stack Filters and it was called rank-order margin in [8]. It requires 
a Stack Filter to select samples "( thresholds greater than median for class 1 
and "( thresholds less than the median for class -1. This means we solve the 
same misclassification loss problem as before, but with inputs thresholded at 
different values. Specifically, class 1 samples will have fewer 1 's and class -1 
samples will have more 1'8. This modification introduces increasing numbers 
of stacking constraints as margin increases, which means misclassification loss 
is minimized over smaller and smaller subsets of Boolean functions. 
Our proposed loss function for Stack Filter ela..'!sifiers is 
loss: 



L,(F(x), y) = - yF(:r»+ 

where (a)+ = rnax(a, 0). Similar to MAE, margin hinge-loss is equivalent 
to a sum of misclassification errors at different values of margin: 

D+, 

L,(F(x), L L(f(x >r ), y) (5) 
i=D-,+l 

This result implies that hinge loss is a good dlOice for optimizing stack filter 
classifiers. There is one parameter, /, which determines the size of the function 
cl&'ls considered during optimization. Furthermore by the average 
(ignoring a constant) misclassification error as a function of / hinge-loss re
duces the sensitivity on the margin parameter. This is an attractive property 
since in since we must choose the value of rank-order margin for the 
application, and by smoothing the error estimate as a function of margin, 
methods like cross-validation should work more effectively. A more detailed 
presentation of this result W&'3 presented in [9]. 

2.1 Rank Expansion 

To reduce approximation error Stack Filter Classifiers require input expan
sion, e.g.) in two-dimensions, the Stack Filter function class has only two 
functions (maximum and minimum). We the input in a similar way 
as Generalized Stack Filters [10]. For each dimension d E [LD] we expand 
the input using a set of monotonically increasing thresholds: 

ex [{:r1- ,···,:1:1 }, ... , tD,l,'" ,3.:D - tD,Tn}] 

The two main ways we choose thresholds are: 1) evenly spaced across the 
input range, and 2) midpoints between consecutive samples in the training 
set. When applying Stack Filter classifiers we threshold the expanded input 
at zero. Since thresholds are applied in order, we can calculate and represent 
this thresholded expansion by i.e., each dimension is replaced by an 
intr>nwf' which simolv counts how many thresholds are below the given 

Td

rd=L 
';,=0 

We call r the rank expansion and it allows us to manipulate a (2D*TD ) dimen
sional Stack Filter with 2D Note, that we apply the same thresholds 
to the mirrored input dimensions which means a mirrored sample at thresh
old zero has the redundant representation [r t·)]. During optimization 
we generate margin samples by simply incrementing and decrementing this 
representation [9]. 



3 Learning Algorithms 

3.1 Hinge Loss 

Hinge loss minimization is a partial Boolean function design problem, subject 
to monotonicity constraints. Each sample in the expanded training set con
tributes 2, look-up table entries from threshold levels: (D * TD ,+ 1) 

* TD + ,). We denote the unique set of look-up table entries in the 
set as: q = ql,"" qrr" where qi E {O, I} (2D*Tn) with output val

ues Z Zl, ... ,Zm, Zi E to, I}. We assign the output values with the linear 
program 

minimize c.z 
subj Zi ): Zj when qi ): qj 	 (8) 
and Zi E {O, l} Vi,j 

The cost of variable Zi is simply the ratio of counts: the number of times qi 
appears in the training set from a class 1 sample, divided bv the number of 
times it appeared from a class -1 sample. 

The rank expansion provides a simple geometric interpretation for Stack 
Filter Classifiers. Misclassification loss minimization at margin, is similar to 
a tiling problem where we maximize training sample coverage with ,-sized 
tiles. At zero training have equal numbers of ones and ze
ros and define small (typically non-overlapping) tiles over training samples. 
As we increase margin, tiles grow in size, one threshold at a time. Eventually 
tiles from different classes overlap, violating the monotonicity constraints. For 
hinge loss minimization, there is a range of tile sizes (1 ... ,) available during 
optimization which means more variables, more constraints, but reduced ap
proximation error. There are two main problems with the hinge loss solution: 

1. 	Computational cost: for most practical problems the hinge loss optimiza
tion is too big to be solved in reasonable time. 

2. of costs: as we increase the dimension of the Stack Filter through 
expansion, the training data costs contribute to an ever smaller 

fraction of the look-up table [11]. 

3.2 A verage Classifier 

One way to address the computational cost is to consider a approximations 
where we solve an LP with a subset of the variables. This of approach has 
been suggested for Stack Filters for MAE [12]. In this case, the approach is to 
identify groups without stacking violations. In our case, the margin parameter 
suggests a natural grouping, where each margin is optimized independently: 

F~ (x) arg min ~ X(D+y,)),, FEF 



To simplify notation in Equation 9 we have assumed the original 2D mirrored 
input space, instead of the expanded input and have also omitted a class 
dependent offset. For class 1 :c is thresholded by X(D+'Y)' which is 
larger than , which means there are less ones. In a similar way, for class 
-1 samples, x thresholded by :C(D-'Y+1), which is smaller than X(D), which 
means there are more ones. The final classifier is the sum of margin optimized 
classifiers: 

D+'Y' 

F(x) (F,(x) > (10) 
'Y=D-'Y'+l 

We call this classifier the average classifier since it averages the output of 
classifiers found at each value of margin. This also has a smoothing effect 
useful for cross validation, but it is not as direct as in hinge loss. Equation 5 
is very close to a stack filter. In it would be a stack filter, if the margin 
classifiers obeyed a weak ordering constraint: 

Fi )! Fj )! ... )! Fk (11) 

If these constraints are met, then the average classifier is 
the hinge loss classifier: given a set of independently optimized 

the constraints, then these pbfs define a stack filter. Since there are 
less constraints in the optimization problems at margin values less than r, this 
stack filter must do at least as well as the hinge loss stack filter, and therefore 
it must be the hinge loss filter. In practice the constraints in Equation 11 are 
usually not met. How well the average classifier approximates the loss 
classifier is related to the estimation error of the optimized pbfs and how well 
behaved estimation error is with respect to the 

Since the average classifier is typically not a stack 
a non-overlapping tiling of the input space. This means that the classifier sac
rifices application speed, implementation ease and interpretability compared 
to the Stack Filter solution. Despite the shortcomings, the average classifier 
also has some significant advantages. In particular, we still need to optimize 
the margin parameter itself, and this can be very expensive for the hinge-loss 
classifier where we must evaluate each margin independently. For the average 

optimizing all margin values upto f has the same cost as optimiz
ing the average classifier at margin,. combined with the fact that the 
average classifier solves a much smaller linear program than the loss, 
means that average dassifier can be applied to a much larger problems. The 
average classifier is an approximation to hinge and in some case this ap
proximation will work better than in other cases. One solution is to combine 
the advantages of both approaches and replace Equation 9 with: 



,+n 

F,(x) = arg min L L(f(x ~ X(D+y,'))' Y) (12)
FEF ,'=,-n 

For n = 'Y this loss function leads to the hinge loss classifier, i.e., each 
margin solution is the hinge loss solution. And for n = 0 the loss function is 
equivalent to the average classifier. For intermediate values we replace misclas
sification loss with hinge loss, which smooths the the estimation error locally 
around margin 'Y. 

We investigated some of the tradeoff's between the average classifier and 
the hinge loss classifier using a synthetic dataset. Two classes are drawn from 
4-dimensional symmetric Gaussians: /1-1 = -I, (J"-I = I and /11 = I, (J"1 = I. 
The training sample size is fixed at 50 and performance evaluated with 5000 
test samples. To keep the problem size reasonable, the number of thresholds is 
fixed at 8 for each dimension. Results were averaged over 20 trials and shown 
on the left in Figure 2. As expected, the performance of the average classifier 
approaches the performance of the hinge loss classifier as n increases. 

3.3 Rank-Distance Classifier 

The average classifier is significantly cheaper than the hinge-loss classifier to 
calculate, however it has poorer performance and is still expensive for practical 
problems: there are O(D * TD ) margin values. In this section we investigate 
an alternative approach that avoids the Linear Program and also begins to 
address the cost sparsity problem. 

The main objective in optimizing hinge loss is to assign class labels to 
input partitions that are poorly represented in the training data. The hinge 
loss solution has useful properties for this problem. However to obtain these 
properties we are required to specify an increasing set of margin samples for 
each training sample and the hinge loss optimization is difficult is due to the 
complex interactions of these samples. In Figure la we show a I-dimensional 
simplification of the hinge-loss problem. Training samples corresponding to 
class 1 (crosses) and class -1 (circles) lie on the middle dark line at threshold 
level O. As margin is increased these samples move out in the lattice and affect 
ever larger partitions of the input space via the monotonicity constraints. The 
hinge-loss optimization finds a continuous path along these constraints that 
maximizes the height (and depth for class -1) of training samples. 

In Figure Ib we have highlighted (with boxes) the additional partitions in 
the input space that have no training samples. A relatively simple approach 
is to estimate class labels for these partitions independently. However since 
no cost is assigned to these partitions, we estimate costs from the hinge-loss 
monotonicity constraints. This approach is not only very easy to implement, 
but also reduces approximation error. For example, on the right in Figure 1 
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a) Hinge-loss solution 

b) Rank-distance solution 

Fig. 1. a) one-dimensional representation of hinge loss monotonicity constraints and 
b) estimating costs by accumulating constraints. 

we show the 'Y = 4 hinge loss solution (top) and the accumulated constraints 
(bottom) for a toy problem of 4 samples and 3 data-dependent thresholds 
per dimension. By accumulating constraints smaller partitions defined by the 
intersection of margin sample partitions can be assigned different class labels . 
We call the accumulated constraints the rank-distance classifier, and it is 
defined as a function of r (the mirrored , rank-index representation of an input 
x) as: 

-y m=-y 

j(r) = sgn( L L l{r)rm (n)} - L L l{r~rm(n)}) (13) 
nEGl m=O nEGO m=O 

where rm(n) is a margin modified version of the nth training sample. This 
classifier is defined by counting the number of positive and negative constraints 
that overlap a given point r . In practice this classifier is easily implemented 
by constructing a rank-order distance matrix, and we add (and subtract) the 
distances from a given point r to each training sample. The distance is the 
value of margin where the point is covered by a training sample. In contrast 
to the Linear program, this approach is memory-based and is similar to a 
Prazen window method. 
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The rank-distance classifier is in fact a Stack Filter (the mirrored input 
space means we can assign any labels to any input partition with a pbf), how
ever it is a different Stack Filter to the hinge-loss minimizer. We used a second 
synthetic experiment to compare the performance of the rank-distance classi
fier. This time, samples are drawn from 4-dimensional symmetric Gaussians 
with parameters J-L-I = 0,0_1 = I and J-LI = 1.51,01 = 1.51. As expected, 
the rank-distance classifier obtained improved performance compared to the 
hinge-loss classifier due to reduced approximation error. 
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Fig. 2. Test errors versus rank-order margin for different learning algorithms. Left) 
Performance of the average classifier compared to minimizing misclassification loss 
at each value of margin (zeroOne) and hinge-loss and Right) Performance of the 
rank-distance classifier compared to zeroOne and hinge-loss classifiers. 

Discussion 

The hinge-loss classifier has interesting properties with respect to estimation 
error . In addition it typically produces a small number of terms and each 
term directly dictates class labels for large partitions of the input space. The 
model is both fast to implement and easy to interpret in a decision tree like 
fashion. In this paper we explored two alternative algorithms that sacrificed 
some of these advantages in order to reduce computation time and red uce 
approximation error. 

The average classifier has reduced computation time and interesting prop
erties that may be worth further investigation. For example, it may work well 
as an online algorithm where the model is continually updated and we main
tain a running estimate of the margin value. It may also be possible to follow 



the approach in [12J and enforce stacking constraints between the margin 
classifiers. 

The rank-distance classifier has almost zero training time and appears to 
obtain better performance than the hinge-loss classifier. The disadvantage of 
the rank-distance classifier is the density of solution and its interpretability: 
we must memorize the entire data-set and derive class labels for a given point 
by accumulating many terms much like a Prazen window classifier. In fact, 
we suggest that in the limit of increased input expansion using a uniform 
grid of thresholds, then the rank-distance classifier is in fact a Prazen window 
classifier using a Kernel with a finite radius of support equal to the margin. 
This is a topic that will be explored in future work. 
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