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Abstract

Scene reconstruction from video sequences has become a prominent computer vision

research area in recent years, due to its large number of applications in fields such as

security, robotics and virtual reality. Despite recent progress in this field, there are

still a number of issues that manifest as incomplete, incorrect or computationally-

expensive reconstructions. The engine behind achieving reconstruction is the match-

ing of features between images, where common conditions such as occlusions, lighting

changes and texture-less regions can all affect matching accuracy. Subsequent pro-

cesses that rely on matching accuracy, such as camera parameter estimation, structure

computation and non-linear parameter optimization, are also vulnerable to additional

sources of error, such as degeneracies and mathematical instability. Detection and

correction of errors, along with robustness in parameter solvers, are a must in order

to achieve a very accurate final scene reconstruction. However, error detection is in

general difficult due to the lack of ground-truth information about the given scene,

such as the absolute position of scene points or GPS/IMU coordinates for the cam-

era(s) viewing the scene.

In this dissertation, methods are presented for the detection, factorization

and correction of error sources present in all stages of a scene reconstruction pipeline

from video, in the absence of ground-truth knowledge. Two main applications are

discussed. The first set of algorithms derive total structural error measurements after

an initial scene structure computation and factorize errors into those related to the



2

underlying feature matching process and those related to camera parameter estima-

tion. A brute-force local correction of inaccurate feature matches is presented, as well

as an improved conditioning scheme for non-linear parameter optimization which ap-

plies weights on input parameters in proportion to estimated camera parameter errors.

Another application is in reconstruction pre-processing, where an algorithm detects

and discards frames that would lead to inaccurate feature matching, camera pose

estimation degeneracies or mathematical instability in structure computation based

on a residual error comparison between two different match motion models. The pre-

sented algorithms were designed for aerial video but have been proven to work across

different scene types and camera motions, and for both real and synthetic scenes.
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Abstract

Scene reconstruction from video sequences has become a prominent computer vision re-

search area in recent years, due to its large number of applications in fields such as security,

robotics and virtual reality. Despite recent progress in this field, there are still a number of

issues that manifest as incomplete, incorrect or computationally-expensive reconstructions.

The engine behind achieving reconstruction is the matching of features between images,

where common conditions such as occlusions, lighting changes and texture-less regions can

all affect matching accuracy. Subsequent processes that rely on matching accuracy, such as

camera parameter estimation, structure computation and non-linear parameter optimiza-

tion, are also vulnerable to additional sources of error, such as degeneracies and mathe-

matical instability. Detection and correction of errors, along with robustness in parameter

solvers, are a must in order to achieve a very accurate final scene reconstruction. However,

error detection is in general difficult due to the lack of ground-truth information about the

given scene, such as the absolute position of scene points or GPS/IMU coordinates for the

camera(s) viewing the scene.

In this dissertation, methods are presented for the detection, factorization and cor-

rection of error sources present in all stages of a scene reconstruction pipeline from video,

in the absence of ground-truth knowledge. Two main applications are discussed. The first

set of algorithms derive total structural error measurements after an initial scene struc-

ture computation and factorize errors into those related to the underlying feature matching

process and those related to camera parameter estimation. A brute-force local correction

of inaccurate feature matches is presented, as well as an improved conditioning scheme

for non-linear parameter optimization which applies weights on input parameters in pro-

portion to estimated camera parameter errors. Another application is in reconstruction

pre-processing, where an algorithm detects and discards frames that would lead to inaccu-

rate feature matching, camera pose estimation degeneracies or mathematical instability in

structure computation based on a residual error comparison between two different match

motion models. The presented algorithms were designed for aerial video but have been

proven to work across different scene types and camera motions, and for both real and
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Chapter 1

Introduction

The field of computer vision has been steadily expanding during the past years

due to its many applications in components of our modern lifestyles, such as in medicine,

autonomous navigation, robotics, virtual reality, security and many more. It is a large area

of research, which involves concepts from many different disciplines such as mathematics,

computer science and even the psychology of perception.

One important research area in computer vision is multi-view scene reconstruction,

which during the past years has seen an increase in applications involving for example secu-

rity, industrial design, virtual environment creation and enhancement, mobile robotics and

reconstruction of cultural heritage sites. Specifically, the work on multi-view reconstruction

from aerial imagery presented in this dissertation is part of a larger project known as the

VidCharts project, which is being carried out at Lawrence Livermore National Laboratory

(LLNL). This project devises advanced algorithms for large-scale video processing, organi-

zation and interaction. Dr. Mark Duchaineau of the Computation Directorate serves as the

Principal Investigator, and the work in this dissertation is part of an on-going collaboration

between LLNL and the Institute for Data Analysis and Visualization (IDAV) at UCDavis,

under Prof. Kenneth Joy.

The particular application currently under development consists of the scenario

where an aircraft is flying around urban environments, carrying an array of sensors which

collects images at high frame rates as the aircraft circles around the scene over and over
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again, such that image data collection is massive. Once enough data has been collected, a

semantic analysis of the scene becomes possible, and activity happening in the scene can

be inferred. Two main stages are involved in this process. In the initial state, basically no

information at all is known about either the cameras acquiring imagery, for example their

positions and orientations, or the scene being viewed, for example its three-dimensional

structure. This implies that all computational resources and processing should be directed

towards gathering information necessary to apply algorithms which allow for the camera

poses and structure to be initially obtained. In the steady state, after enough information

has been collected and a certain accuracy has been achieved as far as the camera positions,

orientations and the computed structure, less and less resources would be needed for this

purpose and could be used on other tasks which would further help infer information about

the scene. For example, if the reconstruction is accurate enough, it becomes possible to

estimate what the next image should look like at the pixel level, which allows for data

compression. With enough scene information, elements such as lighting conditions or the

texture properties of the buildings could be inferred. Additionally, moving objects with

respect to the static scene such as cars and people could be identified and tracked. At

a certain point, given large amounts of information, even higher levels of semantic scene

understanding could be achieved. As a particular example, if two cars where to collide it

would be possible to detect this, given that all static objects and buildings in the scene

would be known and all moving objects would have been identified and tracked.

To achieve such a level of scene understanding, it is clear to see that an immense

amount of data must be collected and processed, and at least part of the computation must

be done on-board, in real-time, where limitations exist on the size, weight and power of

the computational resources that can be carried aboard the aircraft. To deal with these

challenges, VidCharts project members at LLNL have been tackling issues such as pre-

processing, obtaining accurate image correspondences, large-format video transforms and

encoding, motion detection and tracking, and 3D scene reconstruction. Pre-processing of

images is a necessary first step. Since images are acquired from separate cameras, which

even having the same specifications have slight mechanical variations, makes it necessary to

undergo several pre-processing steps before forming one coherent large-scale image, which
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can be used as input to processes such as camera pose estimation and scene reconstruction.

The array of images must be stitched together to form a ‘mosaic’, assuring that effects such

as vignetting, which is reduction in the brightness or saturation of an image near the edges

with respect to the center, have been corrected. Resolution enhancements, known as super-

resolution, can also be applied to the resulting images. The underlying engine behind all of

these operations is to obtain sub-pixel accurate ‘dense image correspondences’. For example,

the registration of successive frames in a video sequence into a common coordinate system

at the pixel level in itself is what enables applications such as dense 3D reconstruction of

the viewed scene, segmentation of background and moving objects and data compression.

Duchaineau’s algorithm [15] provides an accurate and real-time implementation to perform

the dense correspondence process, and is the main component of the VidCharts effort.

Given the context under which scene reconstruction fits into the greater scheme

of the VidCharts project, the rest of this Introduction will describe the steps necessary to

achieve scene reconstruction and previous work from the literature on the subject, followed

by descriptions of novel algorithms that were developed to deal with the shortcomings of

algorithms from the literature. These algorithms will be described in detail in the remaining

chapters of this document.

Though there are variations in the literature, the principal and most common steps

in scene reconstruction are camera calibration, feature extraction and matching, epipolar

geometry estimation, pose estimation, structure estimation and bundle adjustment, and

each of these concepts will now be described. Even though the ultimate goal is to recon-

struct from large arrays of cameras, the work in this document will deal with the specific

case of one camera viewing the scene.

Camera calibration refers to the process of recovering the camera’s intrinsic pa-

rameters. These include the focal length, the principal point, which corresponds to the

image plane intersection of the camera’s principal ray, and pixel skew, a measure of pixel

orientation. All of these parameters are described in detail in Appendix A. Usually, some

information about these parameters is known before-hand from manufacturer specification

sheets, for example the focal length. If the information is unknown, it must be obtained

through a process known as self-calibration [30]. For the particular case of this disserta-
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tion, it was always assumed that reasonably accurate initial values were available, and later

fine-tuned through a posterior bundle adjustment.

Feature matching involves recovering the pixel coordinates of image features that

correspond to the same scene point in a set of images. Sparse feature matching is used for

sparse features such as corners or scale-invariant features. The work of Shi-Tomasi [80] and

Tomasi-Kanade [92] in the early 90’s was pivotal as far as detecting good point matches

and tracking them throughout a video sequence. Currently, the most commonly-used fea-

ture matching algorithms are the ‘Scale-Invariant Feature Transform’ (SIFT) by Lowe [49]

and the ‘Speeded-Up Robust Features’ (SURF) by Bay et al. [5], along with Tola et al.’s

‘DAISY’ [91] algorithm. On the other hand, dense feature matches, known as dense cor-

respondences, can also be obtained for all or most pixels in a set of images. Dense corre-

spondence algorithms make use in many cases of the optical flow between images [36, 6].

Other methods, like [58], examine the implications of shape on the process of finding dense

correspondences and half-occlusions, which are points visible in one of the two cameras,

for a stereo pair of images. An overview and comparison of different dense correspondence

algorithms is given in [77].

The dense correspondence algorithm used in this dissertation is a direct method

solving correspondences coarse-to-fine on 4−8 mesh image pyramids, with a 5×5 local affine

motion model as outlined by Duchaineau et al. [15]. The algorithm guarantees that every

destination pixel is only used once and if possible every pixel gets a correspondence pixel

in the destination frame. All the correspondences are calculated without any knowledge

of the camera pose or epipolar constraints. This leads to a very flexible but still reliable

correspondence calculation. This algorithm is further described in Chapter 2.

Once feature matching has been performed, the reconstruction of a scene through

stereo vision techniques has traditionally made use of a mathematical approach which es-

tablishes the intrinsic geometrical and mathematical relationship between pairs of views,

known as the ‘epipolar geometry’. Given as few as two views of a scene, epipolar geometry

describes the relationship between independent pairs of image feature matches, for example

the pixel coordinates of a given corner of a building as seen through two different camera

positions, and the point in 3D space towards which the light rays from the two camera
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centers through those pixel positions are directed. Details on epipolar geometry can be

found in Appendix B.

The mathematical description of the epipolar geometry can be encapsulated in

its entirety in a 3 × 3 rank-two matrix known as the ‘fundamental matrix’ F , which was

originally introduced into the research community by Luong [50]. There exist both direct

methods to solve for its entries as well as non-linear methods, as described in Appendix B.

The direct methods involve setting up linear equations using information from the input

feature matches and then solving the system through singular-value or eigenvalue decom-

positions. These include the 5-point [84], 6-point [63, 61], 7-point [30] and 8-point [27]

algorithms. As was proven in Hartley’s work [27], the input feature match data should be

normalized to avoid numerical instabilities in the solutions. The survey by Rodehorst [75]

has a very good summary on the advantages and disadvantages of these direct methods,

where it is proven that the 5-point method [84], which is also the most recent, performs

the best and avoids the degenerate cases which may occur with other methods. Non-linear

methods [30] include the ‘algebraic minimization method’, ‘minimization of the epipolar

distance’ and the ‘gold-standard method’, all of which minimize cost functions based on

entries of the fundamental matrix, or its calibrated version, the ‘essential matrix’. The

‘Random Sample Consensus’ (RANSAC) algorithm [18] can be coupled with any of these

methods to help obtain more robust estimates for F . Using the computed epipolar con-

straints in a process known as ‘guided matching’, more matches can be generated across

the images to obtain a dense set of matches [30]. An issue with such constrained matches is

that they depend directly on the quality of the estimated epipolar geometry, making them

mathematically valid but not necessarily correct in reality.

The importance of the essential matrix lies in the fact that it can be decomposed,

using for example Singular Value Decomposition, into the camera’s ‘pose’ or ‘extrinsic pa-

rameters’. Pose consists of relative translation and relative rotation between the cameras.

It can only be recovered directly from the essential matrix since it takes into account the

camera’s intrinsic parameters such as its focal length, skew and principal point, and not

from the fundamental matrix. Pose estimation based on the essential matrix is explained

in Appendix C. A more detailed mathematical derivation can be found in the work of
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Spetsakis et al. [82] and Weng et al. [100]. A complete overview of several different pose

estimators is given in Rodehorst et al. [75], though there are a large number of algorithms

in the literature for recovering the camera extrinsics and also its intrinsics. One interesting

approach determines pose from optical flow [9, 10], by use of a differential epipolar equa-

tion that relates optical flow to both the intrinsics and extrinsics of the camera. Yet other

algorithms deal with situations where information is missing, such as the focal length [66].

Nistér’s approach [57] estimates pose by applying the RANSAC [18] algorithm directly

on the pose parameters. If both feature matches and the corresponding 3D structure are

available, poses for two or any number of cameras viewing this structure can be recovered

using the ‘Direct Linear Transformation’ algorithm [89]. Yet other methods estimate pose

through other techniques, such as using vanishing points [11] and vanishing lines [99].

Once the pose has been recovered, ‘triangulation’ is typically used to compute

3D positions from feature matches, intrinsics and extrinsics. The most common method

is ‘linear triangulation’, which involves solving a 4 × 4 system directly for each point. An

‘optimal triangulation’ method [29] has been proven to give more accurate results, though it

is considerably slower. The state-of-the-art method is Lindstrom’s ‘fast triangulation’ [45],

which outperforms all others as far as speed and robustness. All of these algorithms are

discussed in Appendix D.

In the discussion up until now, pose and structure estimation has only been dis-

cussed for the simplest two-view case. However, there exist techniques where the pose and

structure can be computed directly from three or even more images at once. In Avidan

et al. [3], a threading function operates on two consecutive fundamental matrices and con-

nects them using the ‘trifocal tensor’, which describes the epipolar geometry of three views.

The threading operation guarantees that consecutive camera matrices are consistent with

a unique 3D model, without ever recovering a 3D model. A classic approach known as

‘Tomasi-Kanade Factorization’ [93] solves for both structure and camera motion, where a

factorization method uses a 2F × P measurement matrix of the image coordinates of P

points tracked through F frames. Under orthographic projection this matrix is of rank-

three, and the Singular Value Decomposition technique is used to factor the measurement

matrix into two matrices which represent object shape and camera motion, respectively.
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Once feature matches, poses and scene structure have been computed for multiple

frames, a common post-processing step is to carry out a ‘bundle adjustment’ parameter

optimization, where the total reprojection error of all computed 3D points in all cameras is

minimized using non-linear techniques. A sparse implementation [47] has been developed,

which speeds up processing though this is an inherently slow process. Details on this process

can be found in Appendix E, and also in several publications [30, 17, 98]. Some variations

to the standard method exist. For example, in Zhang et al. [106] a basis of equations for

formulating an improved cost function is presented. It involves less unknowns than the

ones used in standard bundle adjustment by eliminating the camera orientation parameters

through algebraic manipulation.

A number of algorithms exist to carry out pose and structure estimation sequen-

tially for long image sequences, given initial estimates. Our implementation of such a system

is described in Chapter 6, but there are many ways to do this in the literature. For example,

some recent publications exploit the properties of ‘particle filters’ for pose estimation and

reconstruction. In Pupilli et al. [69], a particle filter provides recursive approximations to

the posterior density for the pose parameters of a hand-held camera. In Qian et al. [70], the

structure-from-motion problem is addressed using ‘Sequential Monte Carlo’ methods. A

new algorithm based on random sampling is derived to estimate the posterior distributions

of camera pose and scene structure, and can handle issues such as erroneous feature track-

ing, occlusions and moving objects. Many methods exist which are not based on such filters.

In [71], SSD tracking is combined with incremental structure computation into a system

computing both motion and structure on-line from video. In combination, the structure es-

timation and tracking benefit each other, resulting in both better structure and more robust

tracking. In Nistér [57], a system capable of performing robust live ego-motion estimation

for perspective cameras is presented. The system is powered by RANSAC [18] with pre-

emptive scoring of the motion hypotheses. Of special interest is the approach in [107], where

an incremental motion estimation algorithm to deal with long image sequences is proposed.

It applies to a sliding window of triplets of images, but also uses those points shared only

by two views. The problem is formulated as a series of local bundle adjustments in such

a way that the estimated camera motions in the whole sequence are consistent with each
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other. The computational gain achieved makes it considerably faster than global bundle

adjustment.

A number of algorithms are capable of reconstructing long image sequences but

in a non-sequential manner. In Fitzgibbon et al. [20], a hierarchical processing of images is

used, which uses image triplets and associated trifocal tensors as primitives. This is shown

to optimally distribute error over the sequence. Its major contribution is that it can deal

with closed sequences, where a part of the scene is revisited later on in the sequence, using

additional constraints available for these cases. Nistér [55] also reconstructed scenes using

a hierarchy of trifocal tensors from an uncalibrated frame sequence. In Martinec et al. [52],

a new technique for estimating a multi-view reconstruction given pairwise Euclidean recon-

structions up to rotations, translations and scales is presented. The partial reconstructions

are glued by first estimating camera rotations consistent with all reconstructions, then mod-

ifying all pair-wise reconstructions according to the new rotations and refined by bundle

adjustment, and finally the rotations are used to estimate both camera translations and 3D

points.

Methods also exist for sequential image acquisition from an un-calibrated hand-

held camera or rig [68, 2]. Reconstruction from turn-table sequences has also been shown [19].

Pollefeys et al. [67] perform urban 3D reconstruction from stereo pairs mounted on a car.

The 3D reconstruction is performed based on a plane-sweep stereo algorithm with multi-

ple viewing directions. The most modern methods, such as those presented in Snavely et

al. [81] and Goesele et al. [22], can reconstruct scenes sparsely from images at the Internet

scale. With poses extracted from such methods, dense patch-based methods such as ‘Patch-

Based Multi-View Stereo’ (PMVS) [21] can produce quasi-dense reconstructions from the

same set of images. There are a number of publications with the purpose of evaluating the

different reconstruction methods from the literature. Seitz et al. [79] introduced a com-

parison and evaluation platform for reconstructions from stereo, termed the Middlebury

Stereo Evaluation. Strecha et al. [85] provide a similar framework. Both evaluations pro-

vide publicly-available datasets for testing, and allow the submission of results to allow for

a global comparison.

Yet another area of active research involves how to visualize the obtained 3D
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scene models. For example, Remondino’s work [73, 74] provides good overviews of the post-

processing following the acquisition of 3D points, such as creating triangle meshes from

the computed point clouds. Modern software packages used to visualize such models using

texturing, lighting and other user-defined viewing conditions are also discussed [74].

Even though many different approaches to the 3D scene reconstruction problem

have been proposed, and many clear advances have been made during the past decades since

the problem was first studied, the main issues to this day involve reconstruction accuracy

and complexity. Such issues must be dealt with in order to achieve the desired semantic

analysis we want to achieve for our aerial imagery application. For instance, dense corre-

spondence and feature matching algorithms, from which pose estimation and triangulation

algorithms directly depend on, have not been able to flawlessly deal with changing im-

age conditions such as occlusions, moving objects and lighting changes. No technique so

far, either direct or non-linear, has been capable of extracting error-free poses from images,

though the newest methods, such as the 5-point algorithm, are capable of avoiding degenera-

cies that were the downfall to previous epipolar geometry and pose estimation algorithms.

Bundle adjustment, which has been proven to be necessary to avoid error accumulation in

parameters to the extent possible, is inherently very computationally-expensive. Though

it can be sped up through sparse techniques, it is by far the main bottle-neck if real-time

reconstruction of large scenes is intended. Overall, there are a number of error sources

at each stage of a reconstruction pipeline that can affect the quality of the final multi-

view reconstruction. Unfortunately, detection of such errors is very difficult unless there is

ground-truth knowledge involved, for example absolute poses obtained through GPS and

IMU measurements, that can be used for error detection and correction. Furthermore, the

two issues of accuracy and computational expense are bound to one another, since lower

absolute errors would by itself allow for expensive optimization processes such as bundle

adjustment to converge faster to an optimal solution.

In light of the above, the objective of this PhD dissertation is to present a gen-

eralized error analysis framework for scene reconstruction from aerial video, consisting of

methods for the detection, factorization and correction of error sources present in all stages
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of a reconstruction pipeline, and in the absence of ground-truth knowledge. The main goal

is to reduce errors at the different stages since this not only improves reconstruction qual-

ity, but also helps alleviate the computational expense associated with processes such as

bundle adjustment. Though the presented algorithms were designed for sequential scene

reconstruction from aerial video, they have been proven to work across different scene types

and camera motions, and for both real and synthetic scenes. Furthermore, because of their

nature, the methods are general enough that they can be applied in conjunction with many

different types of scene reconstruction algorithms besides the reconstruction pipelines which

will be described in this document.

The research that was performed can be divided into two main parts, which fol-

low a chronological order in the way they were actually performed. A scene reconstruction

pipeline using unconstrained dense correspondences was initially implemented, as described

in Chapter 2. Even for a reduced amount of images, errors in the dense correspondence

process cause pose and structure estimation inaccuracies that accumulate over time in se-

quential reconstruction. An example of this is shown in the left image of Fig. 1.1, which

shows a dense reconstruction achieved from a few images of the Walnut Creek dataset. The

left-most buildings were reconstructed inaccurately mainly due to occlusions and repetitive

patterns, as seen visually and also evidenced by high reprojection errors. Error accumula-

tion would cause the reconstruction to degenerate further if more images were added to the

reconstruction. Due to the computational expense and error accumulation, a multi-view

reconstruction pipeline was proposed that made use of accurate sparse feature matching

instead of dense correspondences as input, as described in Chapter 6. The goal of this

pipeline is to obtain accurate camera poses throughout a video sequence and create as ad-

ditional output a sparse point cloud representing scene structure. The pipeline operates by

obtaining an initial robust two-view reconstruction and sequentially adding-in new frames

using the ‘Direct Linear Transformation’ algorithm [89] embedded in RANSAC [18], while

bundle-adjusting after every step. An example of this is shown in the right image of Fig. 1.1,

which shows a full orbital reconstruction of the synthetic Lubbock Canyon dataset. The es-

timated camera positions are rendered as yellow points, and it can be seen that they form

almost a perfect circle, matching the true camera trajectory. The poses and structure were
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Figure 1.1: Scene reconstruction from dense correspondences (left), which is prone to inaccu-

racies due to issues such as occlusions and repetitive patterns, as shown for the Walnut Creek

dataset. Higher accuracy in pose and structure estimation can be achieved using sparse feature

matching as shown for the Lubbock Canyon dataset (right), but semantic analysis is no longer

possible due to incompleteness. Camera positions for this case are rendered in yellow.

very accurately estimated, with a very low average reprojection error. Unfortunately, a re-

construction this sparse is not appropriate for the semantic analysis that should be achieved

in our intended application. Current methods for upgrading to a dense reconstruction, such

as ‘Patch-Based Multi-View Stereo’ (PMVS) [21] offer promise as far as achieving very ac-

curate dense reconstructions in general, but still suffer from incompleteness and inaccuracy

in certain cases. Initially, our main focus has been on reducing errors as much as possible

across all stages of the pipeline, but the end goal is to achieve dense, error-free reconstruc-

tion. There is high hope that a method such as the one introduced in Chapter 7 may

eventually lead to this goal.

In this context, two main applications will be discussed for dealing with scene

reconstruction errors in the absence of ground-truth. The first set of algorithms derive total

structural error measurements after an initial scene structure computation and factorize

errors into those related to the underlying feature matching process and those related to

camera parameter estimation. These algorithms were originally designed for the dense corre-

spondence scenario but can be used as-is with sparse feature matching. Another application

of the proposed generalized error analysis framework is in reconstruction pre-processing, in

the scenario of sequential reconstruction from sparse feature matching. An algorithm was

developed that detects and discards frames that would lead to inaccurate feature matching,
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camera pose estimation degeneracies or mathematical instability in structure computation

based mainly on a residual error comparison between two different match motion models.

The main algorithms that were developed are summarized below, and will be described in

detail in the remaining chapters of this document, which each include an overview of the

associated state-of-the-art. This includes an entirely new methodology for scene reconstruc-

tion error detection and correction, which we have termed ‘parallax orbits’.

The work in Hess-Flores et al. [32] presents a novel method to detect and correct

inaccuracies in a set of unconstrained dense correspondences between two images. Details

can be found in Chapter 3. Starting with a set of dense correspondences [15], an initial

pose estimate and dense 3D scene reconstruction are obtained and bundle-adjusted. Repro-

jection errors are then computed for each correspondence pair, which is used as a metric

to distinguish high and low-error correspondences. An affine neighborhood-based coarse-

to-fine iterative search algorithm is then applied only on the high-error correspondences to

correct their positions.

Such an error detection and correction mechanism is novel for unconstrained dense

correspondences, for example not obtained through epipolar geometry-based guided match-

ing [30], since that forces reprojection errors to be zero even when matches are incorrect and

thus masks any errors. Results on real and synthetic imagery indicate that correspondences

in regions with issues such as occlusions, repetitive patterns and moving objects can be iden-

tified and corrected, such that a more accurate set of dense correspondences results from

the feedback-based process, as proven by more accurate pose and structure estimates. Such

an error detection for dense correspondences without knowledge of ground-truth had not

been achieved in the literature. An important motivation for using feedback after bundle

adjustment is to avoid applying the correction mechanism to all available correspondences,

which would result in 10 − 20x slower processing times during this phase. While it is not

the objective here to explicitly solve for the occlusion problem in reconstruction or detect

moving objects, the end goal is to achieve the best possible correspondence accuracy in such

problem areas, even if it implies a higher computational expense, which makes it important

to apply only where necessary.

The method discussed in Hess-Flores et al. [32] mentioned above and in Chap-



13

ter 3 yields good error detection and correction results for dense correspondences, pose

and structure estimation, but the main drawback of the method is that applying bundle

adjustment is very expensive. As will be described, it is possible to obtain a measure of

the error in the dense correspondences, and additionally in camera parameters, by using a

very simple measure of ray divergence when attempting scene reconstruction. Details on

this algorithm can be found in Knoblauch et al. [41], and in Chapter 4. Such ray diver-

gence is a function of both the quality in the given unconstrained dense correspondences

as well as in the estimated camera parameters. Total reconstruction error is obtained by

measuring ray divergence for each dense correspondence pair; under perfect conditions such

rays should intersect exactly in space but this is generally not the case. The set of ray

divergences provides an error map without requiring ground-truth information or making

any assumptions about the scene, which is the main novelty. Additionally, an error separa-

tion is introduced, such that errors related to the dense correspondences can be separated

from errors related to camera parameter inaccuracies. The total error map consists of a

smooth global error superimposed by high-frequency errors. Considering that the two main

error sources are camera-parameter inaccuracies and inaccurate dense correspondences, the

important assumption is made that camera parameters introduce a smooth overall error,

and can be modeled by a B-spline surface, while correspondence errors show up as local,

high-frequency errors and are modeled as the difference between the total error map and

the B-spline surface. A further analysis of the two types of errors based on signal process-

ing signal-to-noise-ratio theory allows for a more systematical decision on which of the two

processes, dense correspondence computation or camera calibration, have a greater error

and must be improved.

Furthermore, using the error measure for camera-related parameters, it is then

shown how it can be used to improve the convergence properties of the bundle adjustment

process. This line of work is described in Hess-Flores et al. [33], and also in Chapter 4. In

this case, a set of very accurate yet sparse feature matches is used as input, such that the

total ray divergence error is assumed to correspond to camera-parameter inaccuracies. It is

known that divergences vary smoothly, and based on their histogram a set of weights can

be used in bundle adjustment to improve its convergence. A proof of the validity of ray
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divergence as a measure of camera parameter uncertainty is provided, since it correlates well

with Beder et al.’s confidence ellipsoid roundness measure for computed 3D scene points [7]

in the case when image feature covariances are set to identity, which is a reasonable as-

sumption given very accurate input feature matches. It is proven that this novel weighting

scheme outperforms other common bundle adjustment weights such as image feature covari-

ances [8, 105], and coupled with its inexpensive computation it becomes very suitable for

general multi-view pose estimation and reconstruction applications. The entire procedure

is first derived for the two-view case, but also shown how this can easily be extended to

multiple views.

The algorithms described in Chapters 3 and 4 describe error detection, factor-

ization and correction techniques, demonstrating the approaches mainly for the two-view

case. However, in the extension to multiple views an essential pre-processing step is how

to choose which frames to use if reconstructing from a large number of images or from

streaming video, which becomes possible if using accurate sparse feature matching. This

process is known in the literature as ‘frame decimation’, and there are a surprisingly small

number of algorithms to do this in the literature. The goal of frame decimation is not

only to reduce the computational load but also discard frames that could possibly lead to

inaccurate feature matching, pose degeneracies and mathematical instability in structure

computation. To this end, a method is presented for non-parametric sequential frame dec-

imation algorithm for image sequences in low-memory streaming environments. A detailed

explanation is found in Knoblauch et al. [40], and also in Chapter 5. Previous approaches

from the literature apply a global frame decimation, which takes into account the entire

set of frames and is therefore intractable for streaming video, and/or rely on thresholds

that make them scene-dependent. The novel algorithm eliminates these issues, and is a

key component of the sequential sparse reconstruction pipeline described in detail in Chap-

ter 6, which operates with decimated keyframes. A frame decimation cost function was

designed that ensures at most three frames are kept in memory at any given time, and

has one global maxima representing a good keyframe at each evaluation step. The cost

function is essentially a weighted version of Torr’s ‘geometric robust information criterion’

(GRIC) [94], which provides residual error relationships between epipolar geometry and ho-
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mography fitting, such that pose degeneracies and structural instability are detected when

homography fitting is more accurate than epipolar geometry fitting. Weighting is based on

information from feature matching, and favors shorter baselines and with a larger coverage

of image area. The approach was tested with different real and synthetic datasets consisting

of different scene types and camera motions, and provides keyframes resulting in sequential

multi-view reconstructions with very low and constant reprojection errors, while reducing

the amount of frames typically to 20%− 40% of the original number.

The most recent line of work in this dissertation, and with the potential to be the

most relevant, is a novel method that exploits the strong constraint imposed by the path of

a moving camera to allow for a fundamentally different way of detecting and concurrently

correcting errors in the different scene reconstruction processes. The main insight behind

this method is that parallax movement corresponding to a feature track should ideally be

a scaled version of the camera trajectory when projected onto a plane. This constraint had

not been explicitly taken into account in the existing scene reconstruction literature, and it

is shown how it is a valid constraint that obeys epipolar geometry criteria. It is discussed

how this principle can be used to concurrently improve camera parameters, scene structure

and also the feature tracks themselves using a very efficient, more accurate, faster and more

complete alternative to traditional bundle adjustment, which can be performed in one sim-

ple, non-iterative step. The theory behind this novel constraint is detailed in Chapter 7.

The inputs are a sparse reconstruction and feature tracks for a set of images, along

with the corresponding camera projection matrices. Such information can be obtained for

example with the pipeline described in Chapter 6. The first step is to pick an anchor frame,

such that scene reconstruction will be performed with respect to this particular frame, and

using only those feature tracks visible in that frame along with their associated cameras.

Next, a ‘reconstruction plane’ is chosen. Rays are shot from all cameras through the pixel

positions for each track and intersected with this plane. Each feature track projected on the

plane is referred to as a parallax orbit or parallax path. If all parallax orbits are translated

to a common origin, and the same is done for the mirrored projection of the camera path on

the plane, it can be proven that each parallax orbit on the plane is a scaled version of the

camera path on the plane. Furthermore, it can be proven that assuming such a common



16

origin, parallax orbit positions for all feature tracks seen by a particular camera must lie

on the same line on the reconstruction plane, such that reprojection error is zero along

these lines. Traditional bundle adjustment searches for such lines, but without using the

intersecting parallax orbits to help guide the optimization, and this is the key advantage

of the method, which is based on two fundamental constraints imposed by incorporation

of camera trajectory information. This new methodology is still in its infancy as of the

completion of this dissertation, and much work remains to be done to prove the generality

of the framework, but there is hope that it can have a major impact on the future accuracy

and speed of multi-view reconstruction.

In summary, the following is a list of the topics to be covered in the remainder

of this dissertation. A detailed description of how to achieve scene reconstruction for the

simplest case, two views, is described in Chapter 2. The procedure is demonstrated mainly

for the case when dense correspondences are used as input. Chapter 3 describes the itera-

tive algorithm that was developed to detect and correct dense correspondence inaccuracies

based on feedback from pose and structure estimation between two views. Next, the new

algorithm that was proposed for improving the performance of bundle adjustment based on

reconstruction ray divergence is described in detail, in Chapter 4. The last chapters in the

dissertation deal with the extension to sequential multi-view reconstruction, making use of

robust sparse feature tracking instead of dense correspondences. One key element in this

case is frame decimation, which filters frames that are ill-posed for pose and structure esti-

mation as well as feature matching prior to being transferred to the reconstruction pipeline.

A novel algorithm for sequential frame decimation is described in Chapter 5. Chapter 6

describes in detail the sequential multi-view pose and sparse structure estimation pipeline

that was developed. Finally, the fundamental concepts in the new method based on par-

allax orbits is described in Chapter 7. Finally, conclusions of the work presented in the

dissertation are provided in Chapter 8.
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Chapter 2

Two-View Pose and Structure

Estimation

As was first mentioned in the Introduction, scene reconstruction from video se-

quences is important in many modern applications, such as in security, virtual reality,

robotics, industrial design, mobile robotics, reconstruction of heritage sites and many oth-

ers. In particular, dense reconstruction from aerial video sequences allows information to

be gathered such that a semantic analysis of the content of a scene becomes possible. Ad-

ditionally, the registration of successive video frames into a common coordinate system,

necessary for reconstruction, also allows for the segmentation of background and moving

objects, as well data compression.

For example, if the reconstruction is accurate enough, and information about the

next positions of the cameras can be inferred from all the information collected and pro-

cessed before, it should become possible to estimate what the next image should look like, at

a pixel level. At a certain point, other information such as lighting conditions, the texture

properties of the buildings, etc. could already be known as well. Since the scene at some

point would be known well enough, any moving objects, such as cars and people, could

more easily be identified and even tracked. Then even higher levels of scene understanding

could eventually be achieved.

A dense scene reconstruction is key in order to achieve such a semantic analysis. To
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give an example, a dense reconstruction from images of the Walnut Creek dataset is shown

in Fig. 2.1. It can be seen that it is possible to achieve dense reconstruction, but a closer

look reveals that there are regions in the images that were reconstructed inaccurately. This

in itself summarizes the main issue that has been encountered in the literature for scene

reconstruction, and introducing novel ways to detect and correct the issues that result in

inaccurate reconstructions is the main goal of the present document. It is important to note

at this point that a dense reconstruction is strictly necessary in order to achieve a semantic

understanding of the viewed scene. If ‘dense correspondences’, consisting of pixel-to-pixel

matches between pairwise frames as described in Section 2.1.2 are used as input, these are

affected by issues such as occlusions, moving objects and repetitive patterns. The present

chapter, along with Chapters 3 and 4, deal with reconstruction from dense correspondences

and solutions for issues that arise in this scenario. If more robust but sparse features are

used for a sparse reconstruction, the scene might not be adequately sampled though more

accuracy is obtained. Sparse reconstruction is discussed in Chapters 5, 6 and 7. Since

sparse approaches can be used to obtain robust pose and initial structure estimates, an

additional way of performing reconstruction is to apply a final dense reconstruction method

starting from the sparse set of points, as discussed in Chapter 6. The objective of the

present chapter is to provide a detailed look into a reconstruction pipeline based on dense

correspondences, and for the simplest case of two views. This explains some of the funda-

mental concepts in reconstruction that are applied throughout the rest of the document.

Section 2.1 will describe such a two-view reconstruction pipeline in detail, followed by quan-

titative and qualitative results in Section 2.2. Finally, Section 2.3 discusses how to achieve

a three-view reconstruction from dense correspondences, along with the issues present when

extending to more views.

2.1 Two-View Reconstruction Pipeline from Dense Corre-

spondences

There are a number of algorithms in the literature that can be used to achieve

reconstruction from two or more images, but the basic steps, and those which are used in
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Figure 2.1: Dense three-view reconstruction (bottom) from frames 1623− 1625− 1628 of the

Walnut Creek dataset (top), based on dense correspondences.

our two-view reconstruction pipeline, are the following [30]:

• Camera calibration: described in Section 2.1.1.

• Feature matching: described in Section 2.1.2.

• Epipolar geometry estimation: described in Section 2.1.3.

• Pose estimation: described in Section 2.1.4.

• Structure computation: described in Section 2.1.5.

• Incorporation of additional views: described in Section 2.1.6.

• Bundle adjustment: described in Section 2.1.7.

The following subsections will describe each of these steps in the order in which

they are actually performed in a two-view reconstruction pipeline, followed by results and

analysis in Section 2.2.
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2.1.1 Camera Calibration

The goal of camera calibration is to obtain the camera’s ‘intrinsic parameters’,

consisting of the camera’s focal length, principal point and pixel skew. These parameters

can be assumed known or estimated. Normally these values can be obtained from the

specification sheet for a given camera, or from EXIF tags found in images acquired from the

camera. In most cases this information is available, and we start out with this information

for our two-view and multi-view reconstructions. If unknown, there are self-calibration

methods in the literature to obtain the intrinsic parameters using only feature matches.

A detailed description of the parameters involved, camera geometry and methods for self-

calibration can be found in Appendix A.

2.1.2 Feature Matching - Dense Correspondences

Feature matching is the process of locating the pixel coordinates of a specific scene

point, such as the corner of a building, in multiple images. There are both sparse and dense

methods to achieve matching. Sparse methods such as SIFT [49] and SURF [5] obtain a

sparse set of scale-invariant features based on neighborhood gradient magnitude and direc-

tion information. A high-dimensional feature vector is created for obtained keypoints, for

example 128D for SIFT and 64D for SURF. Feature matching then comes down to per-

forming an Approximate Nearest Neighbors search between feature vectors of two images.

Sparse feature matching is discussed in further detail in Chapter 6. Since in this chapter

we will describe dense reconstruction from dense correspondences, this process will now be

described in detail.

The computation of dense image correspondences has been of great importance

recently in several Computer Vision applications. For example, the dense registration of

successive frames in a video sequence into a common coordinate system at the pixel level

enables applications such as dense 3D reconstruction of the viewed scene, segmentation of

background and moving objects and data compression.

The goal of a dense correspondence process is to output a 2D coordinate for each

source pixel indicating its forward correspondence into the target domain. There are dif-
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ferent approaches for this in the literature. Harris and Stephens [24] introduced a motion

analysis algorithm based on corners and edges, which is only suitable for specific objects

of interest that are to be tracked. Other approaches base the correspondence search on

epipolar constraints as shown in [68]. To exploit the epipolar constraints the camera poses

have to be known in advance or have to be calculated with a subset of reliable correspon-

dences. A number of other approaches are based on optical flow [6]. A great overview of

the available methods can be found in the work of Hirschmüller and Scharstein [35, 77].

For the VidCharts project, Mark Duchaineau’s dense correspondence algorithm is

used [15], which is part of the LibGen library and is a general-purpose unconstrained dense

correspondence optical flow-based solver. There are several reasons for starting out with a

general-purpose dense correspondence algorithm. By not using epipolar constraints as in

guided matching, it allows for errors in the dense correspondences to be unmasked in later

stages. Additionally, it is a more general approach that adequately samples the scene; for

example sparse feature matchers could fail to find a significant amount of features in regions

with little intensity variation, whereas dense correspondences could still be obtained.

The warping function for this algorithm is a bijection, such that there are no

folds or gaps in the mesh of warped samples. A coarse-to-fine image pyramid is built as a

diamond hierarchy, to improve prediction quality and remove artifacts. The algorithm is

iterative with two phases applied at successively finer resolution levels [15]. Each iteration

has a matching phase followed by a straightening phase. The resulting transformation for

level ‘i’ is used as a starting prediction for level ‘i + 1’. There can be hundreds or thou-

sands of iterations at each level. The first phase, the matching phase, consists of gradient

descent. For each source pixel, a local gradient is computed at its current position in the

target image. This is used to make a linear prediction of the direction and distance to move

the source pixel in the target image to match its intensity. For robustness, the step size

is clamped to a fraction of a target pixel. As the gradient magnitude becomes small, the

gradient direction becomes more noise than signal, so such pixels are disqualified, as well as

those that go out of bounds of the target image, from motion during the matching phase.

Next, a straightening phase is applied. Whereas each source pixel moves independently in

the matching phase, in this phase information about the current locations of source pixel
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Figure 2.2: Dense correspondences - optical flow on a coarse-to-fine image pyramid [15].

Applications include mosaicing, super-resolution, mover detection and dense reconstruction.

The process is shown for frames 1− 3 of the Palmdale dataset.

neighborhoods is used to locally regularize the warp. For each source pixel, a local 5 × 5

neighborhood of locations is used to compute an affine transformation from the source to

target image. The new target location of each source pixel then becomes a weighted av-

erage of its target locations as predicted by all the local affine transformations to which it

contributes.

As far as performance [15], the matching and straightening phases achieve 145

million and 68 million pixel iterations per second, respectively. This is 230 times that of the

un-optimized CPU implementation, or 3000 times if some simplifications are made, which

yields 7 frames per second on 1024 × 1024 images. The hierarchical process is shown in

Fig. 2.2. The dense correspondence process is iterative, and for accurate results, typically

hundreds or even thousands of iterations must be run at each level of the diamond hierar-

chy. Fig. 2.3 displays the diamond hierarchy layout when advancing to a finer-resolution

scale, and also shows an example warpcontrol file to specify the amount of iterations and

commands at each level, where i stands for gradient descent, v for a global affine fit and 5 to

applying affine-fitting in local 5×5 neighborhoods around the current pixel being analyzed.
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Figure 2.3: Diamond hierarchy for dense correspondences [15] (top), and a sample warpcontrol

file for specifying the number of iterations and commands to control the warp process at each

level (bottom).

2.1.3 Epipolar Geometry Estimation

The ‘epipolar geometry’ between two views describes the intrinsic projective ge-

ometry between the two views. This relationship is encapsulated by the 3× 3 ‘fundamental

matrix’, F . The importance of this matrix is that it contains information about the rel-

ative rotation and translation, or pose, between a pair of cameras. There are a number

of algorithms in the literature to compute the fundamental matrix, and this is discussed

in detail in Appendix B. For the results and tests shown in this chapter, the Normalized

8-point algorithm [27] was used. Either dense correspondences or sparse feature matches

can be used to compute the F matrix, and any of the methods found in the literature can

be embedded in RANSAC [18] to improve estimation robustness.

2.1.4 Pose Estimation

The process of pose estimation yields a relative rotation and translation between

two cameras. Assuming known camera intrinsic parameters, the ‘essential matrix’ E can

be computed from the fundamental matrix F . The E matrix can then be decomposed into

relative rotation R and relative translation T , recovered as a unit direction vector, using
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Singular Value Decomposition. The first camera is normally assumed to be in the origin of

the world coordinate system. Four possible (R, T ) pairs are recovered, and a ‘depth test’

must be used to determine which of the four possible (R, T ) pairs is correct, such that depths

must be positive in both cameras for the correct pair. This procedure for recovering pose

is described in detail in Appendix C, though there are many other methods, as discussed

in the same Appendix.

2.1.5 Structure Computation

The process of structure computation yields the 3D position for a scene point corre-

sponding to a feature match or correspondence. The most common method in the literature

for this is ‘linear triangulation’, where a system of equations based on both relative pose and

feature match positions is solved to obtain a homogeneous 3D position (X,Y, Z,W ), such

that the final coordinates in 3D space are (X/W,Y/W,Z/W ). This process is described in

detail in Appendix D, along with other methods available in the literature.

2.1.6 Incorporation of Additional Views

The incorporation of additional views, known commonly as ‘3D-2D registration’,

can be performed in a number of ways, but the ‘Direct Linear Transformation’ is the most

common and direct method. Given a set of previously-computed scene points and also

matches between the previous camera and the current camera, for example the third with

an initial two-view reconstruction, a linear system can be solved to compute the ‘projection

matrix’ for the new (in this case, third) camera. Projection matrices are further described

in Appendix C. The absolute rotation and translation for that camera with respect to the

first can be recovered using QR-decomposition of the projection matrix. Just like with

fundamental matrix estimation, estimation of the projection matrix can also be embedded

in RANSAC [18]. The DLT method is described in Appendix F.

2.1.7 Bundle Adjustment

The objective of ‘bundle adjustment’ is to perform a non-linear optimization of all

estimated parameters, such as pose and structure, such that reprojection error with respect
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Figure 2.4: Dense reconstructions (bottom) between frame pair 0− 1 (top) from the Leuven

City Hall dataset [85].

to the input feature matches is minimized. Intrinsic parameters and radial distortion can

also be included as part of the optimization. Details can be found in Appendix E.

2.2 Tests and Results

Using the described pipeline, dense two-view scene reconstructions, without incor-

poration of additional views at first, were achieved for pairwise frames in different datasets.

Fig. 2.4 shows dense reconstruction snapshots between frames 0−1 of the Leuven City Hall

dataset [85]. Fig. 2.5 shows dense reconstruction snapshots between frames 0 − 1 of the

Rocks 2 dataset [60]. Fig. 2.6 shows pairwise reconstructions between frames 0 − 4 and

frames 4− 7 of the Megascene1 dataset.

Yet another representation of a scene that can be achieved after pose and structure

estimation is via a ‘depth map’, with respect to a chosen camera. For example, Fig. 2.7

shows depth maps obtained with respect to the first camera of a pairwise reconstruction,

for the Coneland and Walnut Creek datasets.

Besides visual results, a more exhaustive analysis of the mathematical behavior

seen in pose and structure estimation was performed, to obtain a better understanding

of mechanisms that cause failures. This is very important considering that pairwise pose
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Figure 2.5: Dense reconstructions (bottom) between frame pair 0− 1 (top) from the Rocks 2

dataset [60].

and structure estimation is the building block for multi-view reconstruction. To this end,

tests were performed on both real and synthetic scenes to aid in testing the mathematical

behavior and stability of two-view reconstruction. All code for the described two-view

reconstruction pipeline was written in the C language. For certain matrix operations, such

as the Singular Value Decomposition and obtaining eigenvalues and eigenvectors, functions

from the Numerical Recipes for C library were used. In order to check the numerical

values being obtained, another version of the pipeline was written but now using Intel’s

OpenCV computer vision library. Comparisons between the two libraries showed very

slight numerical differences in the obtained results.

A series of tests was designed to obtain a better understanding of the underlying

factors that affect the Normalized 8-point algorithm [27] from dense correspondences, pose

estimation using the computed fundamental matrix and the subsequent linear triangulation

of 3D positions. The tests can be grouped in three main categories, and each will now be

described:

• Test by varying the amount of iterations per level used to create correspondences
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Figure 2.6: Dense reconstructions between frame pair 0−4 (bottom left) and frame pair 4−7

(bottom right) from the Megascene1 dataset. Frames 0− 4− 7 are displayed from left to right

along the top row.

• Test by varying the amount of correspondences used to compute F

• Test by adding noise to good correspondences to analyze robustness

2.2.1 Test by Varying the Amount of Iterations Per Level Used to Create

Correspondences

As was previously mentioned, dense correspondences were obtained using a pro-

gram included in Mark Duchaineau’s LibGen library, where the coarse-to-fine optical flow-

based algorithm works by iterating at the different levels of the resolution pyramid [15].

This can either be done manually (‘warpdemo’ program) or automatically (‘programwarp’),

by specifying the amount of iterations per level with which the program should run. If a

higher number of iterations is used, in theory the quality of the correspondences should

improve, which was the hypothesis to be tested. A higher number of iterations, however,

implies an increased processing time. This particular test consisted on creating correspon-

dences for an image pair (frames 1623 − 1628) from the Walnut Creek dataset, using the

default iterations per level, and then 2x, 3x, 4x and 5x these amounts per level.

The following observations were made. First, visual results improve as the amount

of iterations is increased, though the change isn’t too noticeable after a certain amount of

iterations is used. For example, 3x, 4x and 5x iterations produce basically no difference
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Figure 2.7: Depth map for the reconstruction between frame pair 1 − 20 from the Coneland

dataset computed with respect to frame 1 (left), and depth map for the reconstruction between

frame pair 1623 − 1628 from the Walnut Creek dataset computed with respect to frame 1623

(right). Darker colors indicate lower depth values.

in the visual or numerical results obtained. Based on the above result, correspondences

were generated using 5x iterations for every possible image combination in the six-image

1623−1628 burst. This assured that good correspondences were being used and this allowed

the behavior of the Normalized 8-point algorithm to be directly analyzed. Good 3D results

were obtained for all images except for consecutive images, where the short ‘baseline’, or

separation between cameras, caused linear triangulation to fail, which is a known problem

with the method. In order to devise a metric to determine when the baseline is too small,

a numerical analysis was made of the intermediate results obtained in the reconstruction

process. The following data was analyzed for each possible two-view reconstruction in the

six-image burst:

• Condition number of the data matrix A used to extract the fundamental matrix F .

• Frobenius norm of F .

• Average value of W from all computed 3D points (X,Y, Z,W ).
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Fig. 2.8 visually shows these trends, and from them the following conclusions can be reached.

First, the condition number of the data matrix A to solve for the fundamental matrix de-

creases as the baseline increases. Lower condition numbers are more numerically stable

than higher ones. Furthermore, a wider baseline also correlates with a higher Frobenius

norm for F and higher average values for the homogeneous coordinate W in each obtained

(X,Y, Z,W ) 3D point. There are some fluctuations given that different images are used but

the general trend holds true. These results indicate that the Normalized 8-point algorithm

and/or the linear triangulation process does not deal well with small baselines. As far as

linear triangulation, it has been proven that a small baseline makes it difficult to triangu-

late points since not enough displacement is available and this manifests as near-singular

data matrices when solving for 3D points. As for the Normalized 8-point algorithm, the

fundamental matrices show a lot of numerical instability and the method suffers from ‘de-

generacies’, such that the epipolar geometry can sometimes be undefined or not uniquely

determined. These conditions are further discussed in Chapter 5. Since direct methods like

this one are used to seed non-linear methods such as the ‘gold-standard’ method, erroneous

results can be obtained when seeding with a bad starting point. Thus, in general the more-

robust 5-point algorithm [84] should be used, since it deals much better with degeneracies

and is the state-of-the-art fundamental matrix estimation algorithm. Furthermore, a more

systematic method we devised to determine when the baseline is too small, and which also

detects degeneracies, is described in Chapter 5.

2.2.2 Test by Varying the Amount of Correspondences Used to Compute

F

In this test, the fundamental matrix F was computed by randomly choosing 100,

1000, 10000 and 100000 correspondences out of the 288447 total correspondences available

for Walnut Creek image pair 1623 − 1628. This particular image pair was chosen due to

the very good visual results obtained in the 3D reconstruction. In general, as the number

of correspondences used to estimate F increases, a number of effects are seen. First, the

value of W in each (X,Y, Z,W ) 3D point increases, as it did in the iteration test, while
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Figure 2.8: Trend charts for values obtained in pose and structure estimation, for varying

baselines in Walnut Creek dataset two-view reconstructions.

X, Y and Z themselves remain fairly constant. What this basically does is change the

scale of the reconstructed points. Also, the translation in the X and Y directions becomes

more dominant with respect to the Z-translation, which is what is expected due to the

type of camera movement for this particular dataset, and visually-better 3D structures are

observed.

2.2.3 Test by Adding Noise to Good Correspondences to Analyze Ro-

bustness

In this test, random noise of up to 2 pixels and then up to 5 pixels was added to a

subset of 100, 1000, 10000 and 100000 correspondences out of the 288447 total correspon-

dences available for Walnut Creek image pair 1623− 1628, to see how this affected the 3D

results and estimated fundamental matrix. Subjectively good 3D results were obtained for

these levels of noise, though numerical values do change, indicating that estimation of the

epipolar geometry and 3D points is robust even in the presence of some noise, given that the

noise is added to correspondences which would otherwise be very accurate and also using a
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large-enough baseline.

2.2.4 Results After Bundle Adjustment

An analysis was also performed to numerically analyze the effects of applying bun-

dle adjustment on a dense two-view reconstruction. With synthetic data, it is possible to

analyze if this process actually improved the initial pose and structure estimates, since the

real values are known. However, for real scenes such as Walnut Creek, only the reprojec-

tion error output from the ‘Generic SBA’ program used for bundle adjustment [47] (see

Appendix E for further details) and visual inspections on the final 3D points can tell if the

process fine-tuned the initial estimates. For example, SBA was applied on the pose and

structure estimates for the 1623− 1628 frame pair reconstruction. After 41 iterations, the

total reprojection error was reduced from 2.57852e+ 06 pixels to 0.156807 pixels, in 147.61

seconds, which is very time-consuming despite the sparse implementation of the algorithm.

In order to visually get a sense of how bundle adjustment can affect the quality of a re-

construction, Fig. 2.9 shows the reconstructions obtained before and after applying bundle

adjustment on the pairwise pose and structure corresponding to frame pair 15 − 17 of the

Palmdale dataset. Notice how the reconstruction after bundle adjustment shows smoother

terrain transitions.

2.3 Extension to Three or More Views

To achieve three-view reconstructions, the ‘trifocal tensor’ is a common tool used

in the literature [3]. However, given a previously-computed structure between two frames

and matches with respect to a newly-added image, we have found that the ‘Direct Linear

Transformation’ (DLT) embedded in RANSAC provides very good results. This process

is detailed in Appendix F. Yet another way to achieve it using two previously-computed

pairwise reconstructions that share a frame in common is by applying trinocular constraints

on the magnitudes of the translation vectors recovered between the three cameras. This

method, however, has not provided results as accurate as those obtained using DLT. The



32

Figure 2.9: Dense reconstructions of frames 15−17 from the Palmdale dataset before (middle)

and after (bottom) applying bundle adjustment. The two frames 15− 17 are shown on the top

row.

following figures show snapshots of three-view reconstructions obtained using this proce-

dure. Fig. 2.10 shows snapshots of dense reconstructions between frames 0 − 4 − 7 and

4 − 7 − 9 of the Megascene1 dataset. Fig. 2.11 shows snapshots of dense reconstruction

between frames 1− 15− 20 of the Coneland dataset.

Even though visually the obtained three-view reconstructions in general appear

to be correct, and reprojection errors are low, there are a number of issues with this se-

quential dense reconstruction approach when attempting reconstructions longer than three

views, even when using robust methods such as RANSAC for pose and projection matrix es-

timation. Dense correspondences suffer from occlusions, texture-less regions and repetitive

patterns that cause inaccuracies, such that only small amounts of images could be reliably

processed before pose and structure estimation falls apart due to accumulated error. Fur-

thermore, bundle adjustment optimization of parameters, which has been proven in the
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Figure 2.10: Dense reconstruction of frames 0 − 4 − 7 (bottom left) and frames 4 − 7 − 9

(bottom right) from the Megascene1 dataset, with input frames along the top row.

literature to be necessary for accurate results, is extremely expensive and time-consuming

for the dense case. The complexity of bundle adjustment is O(MN3), where ‘M’ is the

number of feature points and ‘N’ is the number of frames. Since bundle adjustment should

ideally be applied after addition of every new image for sequential dense reconstruction, scal-

ability becomes a major issue. The dense correspondence algorithm [15] has been proven

to perform in real-time and is parallelizable, but that does not necessarily apply to the rest

of the pipeline, specially in the case of bundle adjustment, and with very large image sizes

and high frame rates. Every feature must be tracked through every image, which is very

difficult because of the mentioned issues, and yet errors in any of the steps must be identi-

fied and corrected since they will always propagate, affecting the reconstruction over time,

specially in such a sequential reconstruction approach. Due to the mentioned issues, much

of our early work was devoted towards detecting and correcting the main sources of errors

present in dense correspondences, attempting to improve parameter estimation robustness,

and seeking more efficient ways to achieve reconstruction from dense correspondences, as

will be detailed in Chapters 3 and 4.
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Figure 2.11: Dense reconstructions (bottom) of frames 1−15−20 from the Coneland dataset,

shown along the top row.
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Chapter 3

Dense Correspondence Error

Detection and Correction

In Chapter 2, it was discussed how scenes can be reconstructed starting from a set

of unconstrained dense correspondences. It was also mentioned that long reconstructions

could not be achieved this way because of pose and structure inaccuracies resulting from

using inaccurate dense correspondences, which are affected by issues such as occlusions,

texture-less regions, moving objects and repetitive patterns.

To this end, in this chapter a novel method to detect and correct inaccuracies in a

set of unconstrained dense correspondences between two images is presented. In summary,

starting with a robust, general-purpose dense correspondence algorithm, an initial pose es-

timate and dense 3D scene reconstruction are obtained and bundle-adjusted. Reprojection

errors are then computed for each correspondence pair, which is used as a metric to distin-

guish between high and low-error correspondences. An affine neighborhood-based coarse-

to-fine iterative search algorithm is then applied only on the high-error correspondences

to correct their positions. Such an error detection and correction mechanism is novel for

unconstrained dense correspondences, for example not obtained through epipolar geometry-

based guided matching. Results indicate that correspondences in regions with issues such

as occlusions, repetitive patterns and moving objects can be identified and corrected, such

that a more accurate set of dense correspondences results from the feedback-based process,
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as proven by more accurate pose and structure estimates. The complete derivation can be

found in Hess-Flores et al. [32], but the method will be explained here in detail.

3.1 Introduction

Dense correspondences suffer from inaccuracies in their estimation that arise when-

ever there are certain conditions such as occlusions and moving objects present in the scene,

and also in regions with little texture or repetitive patterns. Such conditions do not nec-

essarily affect algorithms for sparse feature matching, but certain applications strictly call

for the use of dense correspondences, and any of these adverse conditions ultimately affect

quality in such applications. To this end, a novel method for detecting and correcting in-

accurate dense correspondences will now be described, giving the proof of concept for the

case of two input images.

The detection and correction mechanism is enabled by feedback after estimating

camera poses and scene structure from the two views and applying bundle adjustment.

Using reprojection error after bundle adjustment as the metric to distinguish between high-

error and low-error correspondences, an affine neighborhood-based coarse-to-fine iterative

algorithm is applied to correct high-error correspondences. The main assumption is that

the input dense correspondence set must be unconstrained; for example it cannot have been

generated from techniques such as guided matching [30] for the algorithm to work. The

reprojection error metric used to detect errors has no meaning for correspondences con-

structed assuming a perfect fit of these to a given epipolar geometry, as will be detailed

later. An important motivation for using feedback after bundle adjustment is to avoid

applying the correction mechanism to all available correspondences, which would result in

10 − 20x slower processing times during this phase. While it is not the objective of the

work presented here to explicitly solve for the occlusion problem in reconstruction or detect

moving objects, the end goal is to achieve the best possible correspondence accuracy in such

problem areas, even if it implies a higher computational expense, which makes it important

to apply only where necessary. Experimental results on real and synthetic data sets indeed

show an overall improvement in the accuracy of the dense correspondence set after applying
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the procedure.

Error detection for dense correspondences has been done in the past, but either

under simplifying assumptions or with respect to ground-truth data. In [102], matching

errors are identified and corrected, but only one specific scene type is handled. The algo-

rithm in [53] evaluates matching algorithms by introducing an error surface from matching

errors. In both cases, the simplifying assumption of searching for disparity along scan lines

is made. An exhaustive overview and evaluation of dense correspondence algorithms is

given in [77], though the comparisons are done with respect to ground-truth values. As

for error correction, an algorithm known as optimal triangulation [30] makes an attempt to

correct correspondences based on the pre-computed epipolar geometry between the images.

However, such a correction, while mathematically correct and obtained by minimizing a

geometrically meaningful criterion, does not necessarily produce matches that are correct

in reality; it also reduces reprojection error after reconstruction to zero, thus preventing

error detection using such a criteria.

An initial reconstruction of the scene from the two input views is needed as part

of the algorithm, and this was described in detail in Chapter 2, but a brief overview of

the steps taken here is now given. In general, a reconstruction pipeline consists of obtain-

ing matches (correspondences) between the images, then computing the relative camera

poses between them and finally computing the structure of the scene. The matches used

for the initial pose estimation can either be sparse features, for example corners, or dense

correspondences, which assign a correspondence in a destination image to each source im-

age position, and can be computed through a variety of methods [77]. For two views, the

epipolar geometry between them, encapsulated by the fundamental matrix F [30], can be

computed from the initial matches. This matrix can be computed through direct methods,

such as in [84, 30], as well as through non-linear methods [30]. The RANSAC algorithm

can be coupled with these methods to help obtain more robust estimates for F . Using the

computed epipolar constraints, more matches can be generated across the images to obtain

dense correspondences (details can be found in [30]). Again, an issue with such constrained

correspondences is that the new matches depend directly on the quality of the estimated

epipolar geometry, making them mathematically valid but not necessarily correct.
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Once matches are available, either sparse or dense, the relative pose (rotation and

translation) between the cameras viewing the scene can be computed. Several methods

exist, and an overview of different pose estimators is given in [75]. In the particular case

that the F matrix is available or has been computed from matches, and if the camera’s in-

trinsic parameters (such as the focal length, skew and principal point) are assumed known,

the essential matrix E can be computed and decomposed into the relative rotation and

translation. Finally, the scene’s 3D structure can be obtained using the available sparse or

dense matches. Typically, linear or optimal triangulation [30] is applied on each correspon-

dence pair to generate a 3D position corresponding to the scene structure. Once pose and

structure estimates are available, a common fine-tuning step for both estimates is to carry

out a bundle adjustment, where the total reprojection error of all computed 3D points in

all cameras is minimized using non-linear techniques [30]. Fortunately, sparsity in the data

has allowed for great speed-ups in this process [47].

By coupling the use of unconstrained dense correspondences in a bundle-adjusted

reconstruction pipeline, a novel mechanism to identify the most inaccurate dense correspon-

dences and correct them using an iterative method can be achieved. The entire procedure

will be described in detail in Section 3.2, followed by experimental results (Section 3.3) and

conclusions (Section 3.4).

3.2 Proposed Algorithm

3.2.1 Pose and Structure Estimation Based on Dense Correspondences

The first step in our algorithm is to compute unconstrained dense correspondences

between two images, for which the sub-pixel accurate direct method [15] described in Chap-

ter 2 was used. As mentioned earlier, dense correspondences are prone to errors resulting

from occlusions, moving objects, texture-less regions and repetitive patterns. For now, the

next steps of pose and structure estimation must proceed despite these errors, but it will

be explained in Section 3.2.2 how these issues can be respectively detected and corrected

through a novel mechanism based on feedback.

The first step in estimating the relative pose between the two cameras is to estimate
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the 3×3 fundamental matrix F , which encapsulates the epipolar geometry between the two

views. The direct and robust 5-point method [84] embedded in RANSAC is currently being

used. It is important to mention that even though a large amount of correspondences are

available for estimating F , only a small number are actually needed. Even if the minimal

amount is used, the use of RANSAC coupled with random sampling ensures that a reliable

F can be estimated in a computationally-efficient yet accurate manner. Now, the essential

matrix E is obtained from the fundamental matrix, assuming known intrinsic parameters

for the camera, and factorized into the rotation and unit translation (R, t) pair representing

the pose. To obtain the scene structure as a set of 3D points for each correspondence pair,

linear triangulation was used. A dense scene structure must be computed, since it will be

used as part of the error detection and correction mechanism based on feedback that will

be described later on.

The objective of the next step, bundle adjustment, is to adjust pose and structure

estimates in such a way that the total reprojection error of the 3D points with respect to

their corresponding 2D correspondences in each camera is minimized [30]. Details on the

bundle adjustment process can be found in Appendix E. An implementation that exploits

the sparse block structure of the normal equations solved at each iteration to greatly speed

up the process was used [47]. Bundle adjustment must be applied to the entire structure,

in order to allow for detection of high-error correspondences, as outlined next.

3.2.2 Outlier Correspondence Detection and Correction

Once bundle adjustment has been applied on the structure and two cameras, all

correspondences are now classified based on the reprojection error of the 3D point each pair

generated; those classified as having low reprojection errors will be referred to as inliers, and

high-error ones as outliers. Since bundle adjustment is the maximum-likelihood estimator

for zero-mean Gaussian noise, the optimized pose and structure estimates, plus the known

intrinsic parameters, allow for the ‘unmasking’ of errors purely in the correspondences in

this step. If very erroneous initial pose and structure estimates arise from a very inaccurate

input dense correspondence set, optimization may actually guide the estimates away from

the global optimum in such cases, thus failing to unmask pure correspondence errors, but
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Figure 3.1: Applying a low threshold to detect outliers from a set of correspondences (left)

results in unnecessary processing (middle left), while a high threshold erroneously yields very

few outliers (middle right). An appropriate threshold must identify only the problematic regions

(right).

it is assumed that a reasonable amount of correspondences are accurate enough such that

initial pose and structure estimates are in the vicinity of their optimal values.

The reprojection error for the ith correspondence pair is taken as the sum of

the absolute values of the errors obtained by reprojecting its resulting 3D point into each

individual image. Then, a threshold on the reprojection error ri (Eq. 3.1) given optimized

cameras âj and structure b̂i is established, such that correspondence pairs whose error is

above the threshold are deemed outliers, while the rest are inliers. Without this threshold, or

with a low one, the procedure described in the next section, whose processing time is linear in

the amount of pixels, would be applied to nearly every pixel in the image, which is expensive.

On the other hand, a higher threshold would imply faster processing, but with the downfall

that some correspondences with relatively substantial errors are left uncorrected. This is

shown in Fig. 3.1, which shows the effect of the used threshold on the number of detected

outliers. The algorithm should solely detect high-error correspondences in problematic

regions. An analysis of the reprojection error histograms for different data sets reveals

that the curves gradually taper off as the reprojection error grows. This observation is

key towards determining an appropriate threshold. From visual observation of the detected

outliers using different thresholds for different real and synthetic data sets, along with the

corresponding histogram information, it was determined that a threshold t of an average (as
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defined in Eq. 3.2) plus 1.5 standard deviations (Eq. 3.3) of the reprojection errors results

in an appropriate outlier detection.

ri =
2∑
j=1

|d(Q(âj , b̂i), xij)| (3.1)

µr =
1

N

N∑
i=1

ri (3.2)

t = µr + 1.5

√√√√ 1

N

N∑
i=1

(ri − µr)2 (3.3)

Next, for a given outlier correspondence pair, the objective is to correct the position

of the match in the target image to the information in the source image, while keeping the

position in the source image fixed, to find a better match than the one currently available.

The algorithm works on a coarse-to-fine resolution pyramid, where a fixed amount of itera-

tions, typically hundreds, is applied per resolution level, such that the pixel count doubles

at each level. After constructing the hierarchy, a sub-pixel accurate iterative, three-phase

algorithm is applied at successively finer levels. Each iteration consists of perturbation,

matching (based on gradient descent) and affine-fitting phases. The resulting transforma-

tion for level i of the hierarchy is used as a starting prediction at level i+ 1.

Starting at the coarsest level, a fixed-size image chip from the source image is

centered at the start position on the target image. The first phase of one iteration, per-

turbation, consists of adding noise to the source image chip in order to avoid local minima

which could possibly occur in the next phase, which is based on gradient descent. In this

matching phase, for each pixel of the source image chip, a local gradient is computed at

its current position in the target image. This gradient is used to make a linear prediction

of the direction and distance to move the source pixel in the target image to match its

intensity [15]. Each pixel moves independently in this phase. For robustness, the movement

step size is only a fraction of a pixel, and further modified according to the magnitude

of the gradient. As the gradient magnitude becomes small, as determined by an adaptive

threshold, the gradient direction becomes more noise than signal, and such pixels are elim-

inated from use in the next phase. In the final phase, a least-squares fit is applied to find

an affine transformation to be applied to the source image chip. Only those pixels inside
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Figure 3.2: Affine correction process (see text for details).

the chip that were not eliminated during the matching phase are used. The three-phase

process is iterated a number of times at this coarsest level first and then at successively

higher resolutions, resulting in a new and more accurate correspondence position in the

target image once completed. The process is illustrated in Fig. 3.2. For an aerial view of a

small section of a road with vehicles, the upper left image shows the initial position of the

image chip, where gradients are color-coded such that the largest gradients are displayed in

lighter colors. Results of the three-phase algorithm are also illustrated for a given iteration:

the upper right image shows the result of noise perturbation followed by matching, where

the image depicts via tilts in the pixels the direction and also the movement of each indi-

vidual pixel, and the lower left image shows the affine fit computed from this information.

The lower right image shows marked with an ‘X’ those pixels that were eliminated in the

matching phase. Though this correction process is expensive, the goal is to achieve more

accurate correspondences by taking into account the actual structure of the neighborhood

around a given point, which is more strict than using just the pure epipolar constraint,

which could be geometrically but not physically correct.

To determine the most appropriate fixed neighborhood size, the improvement per-

centage in the average reprojection error for detected outliers with respect to the average
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obtained before correction was tested for different sizes. It was concluded that similar results

are obtained, which is quite remarkable and indicates that the correction process is very ro-

bust even when using a relatively small neighborhood. For the Aerial Views I dataset [60],

though slightly better results are obtained for a large 59 × 59 neighborhood (3.04% im-

provement), an 11 × 11 size (2.9% improvement) was chosen as it yields good results with

only a fraction of the processing time. Results were actually worse (1.9% improvement) for

a 35× 35 neighborhood.

3.3 Results

In this section, the results of the presented approach are analyzed. Both real and

synthetic data sets were used to test the algorithm. Tests on real imagery included an aerial

imagery dataset, Walnut Creek, and two publicly-available data sets: Aerial Views I [60]

and Rocks 2 [35]. Fig. 3.3 shows the resulting 3D structure obtained after correction using

an image pair from the Walnut Creek data set. Fig. 3.4 shows reprojection errors after

bundle adjustment, color-coded such that white means a high error and black a low one,

over a uniform gray background, for the same image pair. It is clear that the higher errors in

general are seen on structures that tend to have plain or repetitive patterns, for example on

highways and train tracks (circled in red), near occlusion edges (green) and near the edges

of the image (blue). After applying the proposed method, it can be seen that reprojection

errors in these areas are generally lower, and the reconstruction is very accurate as seen

in Fig. 3.3 for such areas. The highest remaining errors are seen near occlusion edges,

which makes sense since there is information missing in such areas (as opposed to texture-

less regions, which can potentially be matched with enough neighborhood information). A

synthetic scene, Coneland, was also used to test the proposed algorithm. Fig. 3.5 shows

results of the outlier detection and correction from two images of this dataset.

A ground-truth evaluation of the proposed algorithm was also performed. Table 3.1

shows the pose errors with respect to the ground-truth values when using the original set

of dense correspondences versus the modified set after applying the proposed algorithm

for the Coneland data set. Translational error is obtained as the angle in degrees of the
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Figure 3.3: Closeups of a reconstruction (top) and its two input images from the Walnut

Creek dataset (bottom), after outlier correction.

dot product between the ground-truth translation and each estimate. Rotational error is

obtained as the angle for the quaternion corresponding to the difference rotation matrix

between ground-truth and estimated rotations for each case. It can be seen that pose

estimates improve, even though the robust RANSAC is used to estimate F , showing that

an overall more accurate set of correspondences is indeed achieved. Table 3.2 shows the

outlier percentage and outlier reprojection error improvement percentage when applying the

algorithm for some of the test data sets. At first glance the improvements may seem small,

but when dealing with sub-pixel accuracy even small errors can result in large structural

inaccuracies, so in practice the improvement is substantial.

One possible improvement for the algorithm is to use adaptive neighborhood sizes

for the outlier correction process, based on intensity variation statistics for a given chip

position. Using larger chips could potentially yield more accurate results in texture-less

regions. The use of hardware solutions, such as using GPU’s to speed up expensive processes,

must also be further analyzed.
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Table 3.1: Pose errors 4R for rotation and 4T for translation (in degrees) with respect

to ground-truth values using original and modified dense correspondences, for the Coneland

dataset.

Correspondences 4R 4T

Original 9.818953◦ 2.443838◦

Modified 0.167859◦ 0.418460◦

Table 3.2: Outlier percentage, average outlier reprojection error µE (in pixels) before correc-

tion and error improvement percentage 4E for tested datasets.

Dataset Outliers µE 4E

Walnut Creek 5.442% 2.072 10.956%

Aerial Views I 8.475% 11.392 3.234%

Coneland 5.753% 2.759 3.404%

3.4 Conclusions

A new method for detecting and correcting outlier dense correspondences between

two images was presented. Initial estimates for the pose and scene structure are obtained

from the given dense correspondences, assuming known camera intrinsic parameters, and

are then bundle-adjusted. The resulting reprojection errors per correspondence pair are

used as a metric to separate high-error and low-error correspondences. Then, an affine

neighborhood-based iterative algorithm operating on a coarse-to-fine resolution pyramid is

used to correct outlier correspondences. Results on both real and synthetic scenes show

that a more accurate set of dense correspondences is obtained after applying the proposed

method, which results in an improvement in pose and structure estimates.
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Figure 3.4: Reprojection errors after bundle adjustment (left) for an image of the Walnut

Creek data set. The detected and corrected outliers are shown (middle), along with errors for

the resulting set of correspondences (right).

Figure 3.5: Reprojection errors after bundle adjustment (left) for an image of the Coneland

dataset. The detected and corrected outliers (middle) are shown, along with the errors for the

resulting set of correspondences (right).
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Chapter 4

Ray Divergence-Based Bundle

Adjustment Conditioning

Chapter 3 discussed a method to correct a set of dense correspondences between

two views by using feedback from the pose and structure estimation process after bundle

adjustment. While good results were obtained, the main drawback of the method is that

applying bundle adjustment is very expensive.

As will be described in this chapter, it is possible to obtain a measure of the

error in the dense correspondences, and additionally in camera parameters, by using a very

simple measure of ray divergence when attempting scene reconstruction. Details on this

algorithm can be found in Knoblauch et al. [41]. Such ray divergence is a function of both

the quality in the given unconstrained dense correspondences as well as in the estimated

camera parameters. The set of ray divergences provides an error map without requiring

ground-truth information or making any assumptions about the scene, which is the main

novelty. Additionally, an error separation is introduced, such that errors related to the dense

correspondences can be separated from errors related to camera parameter inaccuracies. A

further analysis of the two types of errors based on signal processing theory allows for a more

systematical decision on which of the two processes, dense correspondence computation or

camera calibration, has a greater error and must be improved. Furthermore, using the error

measure for camera-related parameters, it is then shown how it can be used to improve
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the convergence properties of the bundle adjustment process. In this case, a set of very

accurate yet sparse feature matches is used as input, such that the total ray divergence

error is assumed to correspond to camera-related errors. It can be shown that divergences

vary smoothly, and based on their histogram a set of weights can be derived and used in

bundle adjustment to improve its convergence. It is proven that this novel weighting scheme

outperforms other common bundle adjustment weights such as image feature covariances,

and coupled with its inexpensive computation, it becomes very suitable for general multi-

view pose estimation and reconstruction applications. Details on this process can be found

in Hess-Flores et al. [33], but will be explained in detail here. Since the work in Hess-

Flores et al. [33] encompasses the results from our earlier work in Knoblauch et al. [41],

this algorithm will be described in detail in this chapter, with Section 4.2.1 dedicated to

describing the initial work in Knoblauch et al. [41] in more detail.

4.1 Introduction

During the past years there has been a surge in the amount of work dealing with

multi-view reconstruction of scenes, for industry and in many other modern applications,

as has been mentioned previously. State-of-the-art algorithms [81] provide very accurate

matching, camera poses and scene structure, based on sparse features such as those ob-

tained with the SIFT [49] or related algorithms. These recent algorithms are capable of

reconstructing large scenes from even unstructured image sets, obtained for example from

the Internet. Pollefeys et al. [67] perform urban scene reconstruction from stereo pairs

mounted on a car, where the 3D reconstruction is performed based on a plane-sweep stereo

algorithm with multiple viewing directions. There are many other approaches for scene

reconstruction from images, using either pre-calibrated cameras [103] or estimating camera

pose for each frame [25] as part of the reconstruction.

In all such scenarios, camera parameters such as location, orientation and intrin-

sics may be available or accurately estimated for some of the cameras but not all. This

could also be the case even in structured sets of images acquired with the same camera.

Because of this reason, despite very accurate feature matching, the accuracy of a multi-view
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reconstruction still relies on accurate camera parameter calibrations. This creates a great

need to identify where and why errors are present in these parameters, specifically without

the need to know ground-truth, since this is not always available. In the absence of ground-

truth data, multi-view algorithms usually resort to bundle adjustment [47, 98] to reduce

reprojection error, which is the most meaningful geometric measure of accuracy in the lack

of any ground-truth. However, this can be an expensive element in a scene reconstruction

pipeline for high numbers of scene points and cameras, despite recent and efficient sparse

implementations such as SBA [47], and must be used wisely. Furthermore, it requires a

good enough starting point close to the global minimum for convergence.

The main goal of the line of work presented in this chapter is to show how simple

ray divergence when attempting scene reconstruction is an inexpensive yet powerful tool

that can aid in bundle adjustment convergence for multi-view stereo. Ray divergence is

defined as the shortest distance between rays emanating from each respective camera cen-

ter and through each pixel position of a given feature track, as will be further described in

Section 4.2.1. This work is partially inspired by our recent algorithm [41], which measures

per-correspondence ray divergence when attempting scene reconstruction from a set of ini-

tial unconstrained dense correspondences and then decomposes the total error map into

errors related to camera parameters and correspondence errors. To our knowledge there

had been no other previous work on such an error factorization without using ground truth

knowledge. The ray divergence metric relies on the input feature matches being uncon-

strained, which is what allows for measuring geometric errors. As mentioned previously,

using matches generated for example through epipolar geometry-based guided matching

would yield no reconstruction error, since these are generated such that they lie on the

same epipolar plane with the point they represent in 3D space.

As far as other previous work on camera parameter error analysis, it has been done

for the most part with respect to ground-truth values, such as the methodology to test the

accuracy of camera pose estimation presented in Rodehorst et al. [75]. The work in Zhao et

al. [109] deals with how extrinsic and intrinsic calibration inaccuracies contribute towards

depth estimation errors, but for the specific case of a stereo camera pair with a known base-

line and other relative positioning information. Benchmarks also exist for reconstruction
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accuracy [79, 85], though the analysis is done versus ground-truth values, and our algorithm

is based on ray divergence rather than the accuracy of exact recovered positions.

In our algorithm, we compute ray divergence per feature track and use it as a joint

measure of all camera parameter inaccuracies, without the need for ground-truth knowledge

and prior to actually computing the 3D structure. We start out as presented in our initial

error factorization algorithm [41], which will be explained in more detail in Section 4.2.1,

first computing ray divergences for all available feature matches but with the important

difference that robust SIFT features instead of dense correspondences are used, keeping in

mind that such feature matches are also unconstrained and therefore it is possible to extract

a geometric error unlike in guided matching. We also assume that these feature matches

are highly accurate, and this is generally true since sparse SIFT matches are less prone

to mismatching due to occlusions, repetitive patterns and texture-less regions than dense

correspondences. To further ensure that we have very accurate matches, epipolar geometry-

based RANSAC outlier removal [30] is applied prior to computing ray divergences. This in

turn allows us to assume that the total ray divergence error corresponds only to camera-

related inaccuracies, such that we can avoid the error factorization in Knoblauch et al. [41]

to obtain camera parameter errors.

As will be discussed, the validity of ray divergence as a measure of camera parame-

ter uncertainty can be proven, since it correlates well with Beder et al.’s confidence ellipsoid

roundness measure for computed 3D scene points [7] in the case when image feature co-

variances are set to identity. Furthermore, since ray divergence encodes camera inaccuracy

information, we show how it can be used in weighted bundle adjustment to improve its

convergence properties. It is shown how this scheme outperforms weighting based on more-

expensive image feature covariance metrics [8, 105] or Beder et al.’s confidence measure.

The entire procedure is first derived for the two-view case, but later shown how this can

easily be extended to multiple views. In summary, our algorithm presents a very practical

and inexpensive way to measure camera parameter uncertainty in the absence of ground-

truth information and use that uncertainty to improve bundle adjustment conditioning.

The entire procedure will be described in detail in Section 4.2, followed by experimental

results (Section 4.3) and conclusions (Section 4.4).
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4.2 Proposed Algorithm

Our analysis will begin with the two-view case, where it is first shown in Sec-

tion 4.2.1 how to compute ray divergence, and in Section 4.2.3 how to set up weighted

bundle adjustment based on ray divergence values. The extension to multiple views will be

outlined in Section 4.2.4.

4.2.1 Two-View Ray Divergence Calculation for Dense Correspondences

The first step in our algorithm [33] is to compute ray divergence per feature match,

similarly to Knoblauch et al. [41], except we start with sparse SIFT features [49] instead of

dense correspondences. However, to better understand the factorization process, a detailed

analysis of the work in [41] will now be performed. This paper introduces a simple error

evaluation based on ray divergence. The main contribution is the separation of the error

into the two main error sources, the camera parameter error and the correspondence error,

without the prerequisite of ground-truth data.

In the case of perfect feature matches or correspondences, camera intrinsics and

extrinsics and no radial distortion, rays starting from each camera center and through the

respective image plane feature location should intersect at an exact position in 3D space,

but due to any inaccuracies this generally will not occur. We define ray divergence as the

shortest distance between such rays, as depicted on the left image of Fig. 4.1.

Ray directions Di for the two cameras are calculated per Eq. 4.1, with xi and yi

being the pixel coordinates in each image. The absolute orientation Ri and position Ci

for each of the two cameras is computed by factorizing the essential matrix, which can be

computed from feature matches using N-point algorithms [30], as explained in Appendix B.

The cameras’ intrinsic parameters, such as focal length and principal point, with no pixel

skew, are assumed to be at least roughly known in order to create each 3 × 3 matrix Ki,

which are equal if the same camera is being used.

Di = Ri ∗K−1i ∗
(
xi yi 1

)T
(4.1)

Given the camera center locations Ci, the shortest distance between the two rays corre-

sponds to the Euclidean distance between the nearest distance points Pi on each ray as
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shown in Eq. 4.2, with ti defining the distance to move along each ray. Finally, the ray

divergence d can be obtained from di = |P1 − P2|2.

Pi = Ci + ti ∗Di (4.2)

It is important to note that the error is directional. In order to get a direction,

the cross product of the two direction rays is taken and the resulting vector direction

is considered to be the positive direction. The error calculation is performed for every

dense correspondence pair across a pair of images. As shown in [41], the total error map

consists of a smooth global error superimposed by high frequency errors. The two main

error sources are camera-parameter inaccuracies and inaccurate dense correspondences. The

important assumption is made that camera parameters introduce a smooth overall error but

correspondence errors show up as local, high-frequency errors. The absolute values and also

direction of the total ray divergence error is taken into account as it is possible that crossing

rays change their spatial order [41]. To separate the two error sources, the camera error is

first estimated. For this, a least-squares B-spline approximation to the total ray divergence

error map is computed. The B-spline used in the algorithm consists of a 5×5 support point

grid, and is commonly referred to as a Bézier Curve. To filter the smooth camera error

from the high-frequency correspondence error, a simple pixel-wise subtraction between the

total error map and the smooth B-spline surface, corresponding to the camera-parameter

errors, yields the correspondence error map.

To show how errors in camera parameters affect ray divergence in a global, smooth

manner, a total ray divergence map was obtained for a few test sequences. This error

comprises any inaccuracies with the camera poses, intrinsics or radial distortion. Each was

factorized into camera-parameter error maps, modelled as smooth B-spline surfaces, and

correspondence error maps, composed by the remaining high-frequency components. The

resulting camera-parameter error maps are shown in Fig. 4.1.

Signal-to-noise ratio (SNR) analysis

As discussed in the previous section, the camera error is modelled as a B-spline sur-

face, which is a deterministic function. The correspondence error, on the other hand, is the
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Figure 4.1: Concept of ray divergence d (left), and sample dense camera parameter error maps

for image pairs from different datasets (right), to depict their smooth variation.

difference between the overall error and the camera error surface and is non-deterministic.

Thus, it can be viewed as noise. For a given image, noise can either be independent or

dependent on the image data. It will be assumed that the two errors are independent, since

only a subset of the correspondences chosen by RANSAC are used to compute the camera

pose, which are not necessarily representative of the entire set of correspondences. If the

correspondence error is modelled as independent additive noise, the overall error f(i, j) is

the sum of the signal (camera error) s(i, j) and the noise (correspondence error) n(i, j), as

shown in Eq. 4.3.

f(i, j) = s(i, j) + n(i, j) (4.3)

The noise n is approximately zero-mean Gaussian and described by its variance σ2n.

The relationship between the two sources of error can be described by the signal-to-noise

ratio (SNR), which is given by Eq. 4.4, where σs and σn are the standard deviations of the

camera error and correspondence error, respectively.

SNR =
σs
σn

(4.4)

If there were a dependency between the two sources of error, the noise could be

modelled with a multiplicative or non-linear model, but such models are mathematically

more complicated, which further justifies assuming independence. Assuming that the ‘sig-

nal’ is the camera error, and that the correspondence error is the ‘noise’, a high SNR

indicates numerically that the camera error is the dominant one, and that some algorithm

should be applied to overcome this deficiency. On the other hand, an SNR smaller than one

suggests that the correspondences are the main error source and that the main focus should

be on correspondence improvement. An SNR around one shows that both error sources
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have around the same influence.

The signal-to-noise ratio (SNR) representation allows to obtain valuable informa-

tion. For example, it tells if the correspondences or the camera error are dominant and

suggests which of these inputs should be fixed first. In the case of dominant correspondence

errors, the worst correpondences based on the error map should be revisited. If the camera

error is dominant, the pose estimation should be refined. It also allows for comparison

across sequences, where SNR values indicate for which types of scenes (for example flat

versus heavily textured) different dense non-epipolar correspondence algorithms are more

likely to fail. To prove the validity of the proposed SNR approach, histograms for both

the camera error and the correspondence error can be obtained for different sequences. As

expected, the camera error histogram approximately follows a smooth distribution. This is

inherently true because B-spline surfaces by definition are smooth, and differentiable at any

point. The correspondence error histogram, on the other hand, follows an approximately

Gaussian distribution, of type N(α, σ2). This has been verified for the given test sequences.

Results summary for dense correspondences

Tests were conducted on a machine with Quad Core CPU @2.66 Mhz and 4 GB

of RAM. All results were achieved in a few seconds depending on the size of the input

images, as described in [41]. Different real and synthetic datasets were tested. As described

in [41], for aerial imagery datasets it is seen that the largest correspondence errors appear

in occlusion areas and in areas where there is not enough texture for the correspondence

algorithm to lock down the best correspondences. There are also high errors where moving

objects appear, such as on roads. The problem is that these objects move from one frame

to the other and therefore the correspondences are incorrect. These results demonstrate

that problem areas are found by the introduced correspondence error map.

Tests performed with synthetic imagery, where perfect camera positions and cor-

respondences are known, were aimed at proving that the assumption of the smooth camera

error is correct and that the extraction of correspondence errors results in a reliable error

map. The algorithm was also tested with perfect camera poses but using computed dense

correspondences, and it was seen that the main error source by far is due to inaccurate
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correspondences, as expected and supported by the low SNR value of 0.26, which supports

the similarity of the total error map and the correspondence error map. If using both com-

puted camera poses and dense correspondences, the resulting correspondence error map is

up to normalization just like the one with the perfect camera poses, which shows a correct

separation of camera error from correspondence error, and the high SNR of 4.83 implies that

the camera error is dominant in this case. Yet another test was performed to prove that if

using perfect correspondences the total error should correspond to the camera error. This

turned out to be true, as seen by the high SNR value of 35.7, which implies that essentially

all the error is in the camera parameters.

4.2.2 Two-View Ray Divergence Calculation for Sparse Feature Matches

As mentioned, to use ray divergence for bundle adjustment conditioning, as will

be detailed in the rest of this chapter, we will assume from now on that we count with a

very accurate set of feature matches, and that ray divergence d is then computed for all

available feature matches. In Knoblauch et at. [41], the resulting set of divergences corre-

sponds to the total reconstruction error which is a function of both feature matching errors

and camera-related errors, but the main difference now is that we assume the entire error

corresponds to the cameras given that feature matching is very accurate. This turns out

to be a good approximation even if there are small matching errors. Matches will never be

perfect in reality, but we filter bad matches through RANSAC on the epipolar geometry,

using a 3.84σ2 inlier threshold on Sampson error [30], or assuming that the set of initial

features has been evaluated using Zeisl’s metric [105] such that only those considered reli-

able for matching are left.

Therefore, we can say that ray divergence di for a given feature match is a func-

tion of relative rotation between the two cameras Rrel, relative translation Trel, intrinsic

parameters for the two cameras K1 and K2, and radial distortion, which we’ll represent as

distorted pixel coordinates (xri, yri), such that di = f(Rrel, Trel,K1,K2, xri, yri).

Starting with sparse features, a smooth but sparse set of surface points is obtained

as shown in Fig. 4.2 for the Palmdale dataset, which shows grayscale-coded ray divergence

values for all available matches. In general, it has been observed that the highest diver-
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Figure 4.2: Ray divergences (left) for the set of matches from a pair of Palmdale dataset

images (middle), displayed such that lighter colors indicate higher divergences. The true radial

distortion map for the used camera, in pixels, is also displayed (right).

gences tend to occur towards the edges of images, as seen in Fig. 4.2, where most matches

are on the left-hand side of the images, in part because of radial distortion, and it becomes

clear that we want such matches to have less of an influence in bundle adjustment because

of their higher ray divergence, as discussed further in Subsection 4.2.3.

4.2.3 Bundle Adjustment Weighting with Ray Divergences

Now that ray divergences have been computed, and assuming that these are a

function mainly of camera parameter inaccuracies, it will be shown how these values can be

used as input weights to bundle adjustment in order to improve its convergence properties.

However, one further step before applying bundle adjustment is to obtain initial estimates

for the scene’s structure. We use Lindstrom’s triangulation algorithm [45] due to its superior

accuracy and speed with respect to standard linear triangulation [30].

Weighted bundle adjustment

The objective of bundle adjustment is to adjust pose and structure estimates in

such a way that the total reprojection error of the 3D points with respect to their corre-

sponding 2D feature track positions in each camera is minimized [30]. The cost function

which is traditionally minimized can be expressed as the sum of squares of the reprojection

error between each 3D point and the feature matches which yielded it, as explained in detail

in Appendix E. The SBA implementation [47] was used to perform the bundle adjustment,

since it exploits the sparse block structure of the normal equations solved at each iteration

to greatly speed up the process.
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The Levenberg-Marquardt algorithm is based on solving the ‘augmented normal

equations’ at each iteration. In weighted bundle adjustment, each input feature is weighted

differently with the objective of improving convergence by giving less weight to those fea-

tures that are more likely to be inaccurate. In practice, these weights are implemented

as covariances. The normal equations have the form shown in Eq. 4.5, but when using

weighted bundle adjustment, the equations change to the form shown in Eq. 4.6, where Σ

corresponds to a block-diagonal matrix consisting of 2×2 covariance matrices for each input

feature, J is the parameter Jacobian matrix, δp the parameter update step, µ the damping

term and ε the error vector.

(JTJ + µI)δp = JT ε (4.5)

(JTΣ−1x J + µI)δp = JTΣ−1x ε (4.6)

Comparison with reconstructed point confidence ellipsoid roundness

Before proceeding, we wish to analyze the validity of ray divergence as a measure

of camera errors, such that it can aid in bundle adjustment. Beder et al. [7] present an

algorithm to determine the best initial pair for a multi-view reconstruction. Their analysis

is based on computing a confidence ellipsoid for each computed 3D scene point X, such that

its roundness measures the quality of each obtained point. For two views, the covariance

matrices of image feature matches x′ and x” are given by C ′ and C” respectively. Then, the

covariance matrix CXX of the distribution of the scene point coordinates X is proportional

to the upper left 4 × 4 sub-matrix N−11:4,1:4 for the inverse of the 5 × 5 matrix N given by

Eq. 4.7. The A and B matrices encode information related to the projection matrices for

the two cameras, the image coordinates of the feature match yielding the scene point, and

the 3D point coordinates.

N =


AT

B
 C’ 0

0 C”

BT


−1

A X

XT 0

 (4.7)

Now, if the homogeneous vector X = [XT
0 , Xh]T is normalized to Euclidean coordinates,

the covariance matrix of the distribution of the Euclidean coordinates is given by Eq. 4.8,
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where Je corresponds to the Jacobian of a division of X0 by Xh.

C(e) = JeCXXJ
T
e (4.8)

Finally, if we perform the singular value decomposition of the matrix C(e), the roundness

R of the confidence ellipsoid is obtained as the square root of the quotient of the smallest

singular value λ3 and the largest singular value λ1, per R =
√

λ3
λ1

. The value of R lies

between 0 and 1, and only depends on the relative geometry of the two poses, the feature

positions and the 3D point; radial distortion is not modeled.

Something very important to note here is that image feature covariances [8, 105]

are defined completely by the intensity variations in local neighborhoods and thus may look

rather random to visual inspection, with no clear pattern as the image is traversed, as seen on

the right in Fig. 4.2. On the other hand, the surface of ray divergences has a much smoother

shape, which is a function of all camera parameter inaccuracies. So if we filter out all features

that have high image covariances, matches obtained between remaining ‘good’ features are

still bound to the information ray divergence provides, in order to know if they are overall

good or bad matches for reconstruction purposes. This is the power of using ray divergence

to weight bundle adjustment, since it provides information beyond just the feature matching

uncertainty. For example, two perfect matches could still yield a non-zero ray divergence

due to camera inaccuracies. Therefore, using ray divergence or even the values provided

by Beder et al.’s metric [7], though more expensive to compute and not inclusive of radial

distortion, provide a stronger constraint towards weighting bundle adjustment than image-

based covariances [8, 105]. The right side of Fig. 4.3 shows the result of applying Zeisl’s

image covariance metric [105] on a select group of SIFT features, displayed as ellipses

with size proportional to covariance values. The left side shows the smooth transitions

in values for Beder et al.’s confidence ellipsoid roundness [7] using identity image feature

covariances, and the middle shows its correlation with ray divergence. Though it is not

an exact correlation because of differences near the edges of images, where the behavior is

slightly different, the bulk of points show a very good correlation (a coefficient of 0.93 for

the main linear part of this particular plot), such that higher divergences, in absolute value,

exhibit lower roundness.
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Figure 4.3: Reconstructed point confidence ellipsoid roundness values using identity image

feature covariances (left) for the set of matches from a pair of Palmdale dataset images, where

lighter colors indicate lower confidence values. The middle image shows its correlation with ray

divergence. The right image displays Zeisl’s covariance metric values [105] for SIFT features in

a Stockton image as green ellipsoids.

Gaussian weighting

A close look at a ray divergence histogram reveals a smooth curve, typically reach-

ing a maximum near zero. If we assume that the probability p(d) that a given feature match

exhibits a ray divergence d is given by Equation 4.9, where µd corresponds to the mean ray

divergence and σd to its standard deviation for a given two-view set of feature matches, we

can essentially assume that ray divergence histogram values follow a Gaussian probability

density function (pdf) and use these values as weights for bundle adjustment. The average

and standard deviation are computed directly from the ray divergences for the available

set of feature matches. Since these weights must be input as 2 × 2 covariance matrices,

we assume an isotropic probability distribution and set the diagonal elements with equal

pdf-based values, while setting the remaining two elements to zero. It is very important

to note that we want to penalize low pdf values since these correspond typically to higher

divergences. Therefore, we ‘invert’ the pdf values and place this number along the diago-

nal; their original values are obtained again later from matrix inversion while solving the

augmented weighted normal equations. This results in higher covariances providing lower

weights.

p(d) =
1

2πσ2d
e
|d−µd|

2

2σ2
d (4.9)
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The advantages of using Gaussian values as weights is that positive weights are always

obtained, no matter what the divergence values are or if they show zero-crossings. The

area under the computed Gaussian curve is always unity, by definition, and this is helpful

towards mathematical stability since very large variations between the smallest and largest

assigned weights is not typical. Also, exponentials are much cheaper to compute than for

example a singular value decomposition, as needed in Beder et al.’s algorithm [7]. Finally,

ray divergence transitions are smooth such that high ray divergences should be assigned

higher covariances than lower ones.

4.2.4 Extension to Multiple Views

The extension to multiple views is rather simple, and is based directly on the

two-view case. In a sequential multi-view pipeline, since covariances have to be specified as

2× 2 covariance matrices for each feature of a given feature track, for each feature in a new

image we simply assign the Gaussian-based weight corresponding to the ray divergence for

the feature’s match to the prior image. Average and standard deviation are obtained from

the set of pairwise matches between the two most recent images, in order to compute the

pdf prior to computing each individual weight. Covariances for the features in the very first

image can be initialized to identity, or by computing them from images [8, 105] for better

initial accuracy. This way of chaining pairwise consecutive estimates works well no matter

what the number of frames as long as pairwise ray divergence estimates are obtained for

‘good’ baselines, neither too small nor too large, which can usually be achieved through

a prior frame decimation [40]. This process will be explained in detail in Chapter 5. An

analysis of this baseline effect on divergences is discussed in Section 4.3. For non-sequential

cases, the average of all ray divergence values for all matches to a given feature could

potentially be used, though we have yet to test this case.

4.3 Results

The algorithm was tested on real scenes such as Stockton, Palmdale, castle-P19 [85]

and Medusa [68], as well as synthetic scenes such as Megascene1 and Coneland. All tests
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Figure 4.4: Ray divergence histograms at increasing baselines from left to right, for pairwise

frames from the Stockton dataset.

were conducted on a single-core Intel Xeon machine at 2.80GHz with 1 GB of RAM, on one

thread. For all tests, we assume that the same camera is used per dataset and have initial

values available for the focal length and principal point, though these in some cases were

inaccurate. Images were not undistorted prior to testing, and were acquired sequentially.

One important initial experiment consisted in analyzing the behavior of ray di-

vergence given different baselines. For this, we started out with one frame of the Stockton

sequence and then obtained ray divergences at different baselines from that particular frame.

In Fig. 4.4, results show that Gaussian fitting works well for ‘good’ baselines, which are typ-

ically achieved by applying frame decimation [40] or other choosing algorithms [81] such

that the baseline is not too small since linear triangulation instability and pose estimation

degeneracies occur or too large since feature matching errors are more likely. This was also

verified in several other datasets. The middle image shows the most smooth histogram, and

that is where frame decimation picked the best keyframe. In general, with good baselines

ray divergence histograms are smooth and can generally be approximated well by Gaussian

fitting. With other baselines, ray divergences would not be suitable for Gaussian fitting and

therefore for bundle adjustment, since the values are more heavily affected by noise. A good

frame decimation is key to our algorithm’s success. Table 4.1 shows the reprojection error

and processing time results for different baselines, where it is shown that the chosen frame

decimation keyframe at a baseline of three frames yielded the lowest reprojection error and

processing time per point.

In the next experiment, we compared processing times and reprojection errors

obtained using weighted bundle adjustment under four different conditions: bundle adjust-
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Table 4.1: Number of points, final total reprojection error R (pixels), bundle adjustment

iterations I, processing time t in seconds and min/max ray divergence for Gaussian-pdf ray

divergence-weighted bundle adjustment at different baselines, for the Stockton dataset. The

best results were obtained for the keyframe selected by a previous frame decimation, which has

a three-frame baseline.

Baseline Points R I t mind maxd

Consecutive 3605 0.049 150 4.24 −0.606 0.774

3 frames 3369 0.013 33 0.83 −0.863 0.508

5 frames 1831 0.200 73 0.87 −0.774 0.561

8 frames 476 0.111 30 0.09 −0.297 0.537

ment weighted by image feature covariances [8], by confidence ellipsoid roundness with and

without including image feature covariances, and based on ray divergences. This was only

performed on ‘good’ two-view baselines, obtained with prior frame decimation. Table 4.2

shows the results for some test datasets. Average values for all test parameters were ob-

tained across pairwise frame analysis for all consecutive pairs of each dataset. Unweighted

bundle adjustment was not compared, since the comparison would not be direct. Time is

consumed by the SBA software [47] to read-in covariance data, and there is matrix inversion

for covariance matrices and multiplication of these with Jacobian matrix elements at each

iteration, so processing times are typically higher when using covariances. Even so, our

bundle adjustment weighting outperforms unweighted bundle adjustment as far as final re-

projection error in almost every case, as seen on the right in Fig. 4.6 where NBA represents

the unweighted case. It can be seen that ray divergence-based weighting outperforms every

other type of weighting in just about every category, though it’s slightly slower and with a

higher reprojection error than the more-expensive UIBA in a few cases. However, overall

our weighting scheme provides the best combination of processing time, final reprojection

error and computational complexity in computing weights. As far as complexity, Beder’s

algorithm (UWBA and UIBA) for example includes the inversion of a 5×5 matrix and two

singular value decompositions of a 4× 4 matrix and a 3× 3 matrix, whereas ray divergence
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Table 4.2: Iterations I, final total reprojection error R (pixels) and processing time t (seconds)

in (I,R, t) format obtained using bundle adjustment under four different weighting schemes:

image feature covariances (CBA), reconstructed point confidence ellipsoid roundness with

(UWBA) and without (UIBA) including image feature covariances, and Gaussian-pdf with

ray divergences (RDBA).

Dataset CBA UWBA UIBA RDBA

Stockton 43, 0.621, 0.90 40, 0.171, 0.84 37, 0.072, 0.79 38, 0.015, 0.78

Palmdale 23, 4.687, 0.45 22, 1.692, 0.38 20, 0.831, 0.41 22, 0.113, 0.37

castle-P19 150, 281.13, 0.99 150, 4150, 0.95 150, 1046.1, 0.88 97, 90.036, 0.62

Dinosaur 26, 2.631, 0.06 22, 0.286, 0.05 24, 0.09, 0.05 24, 0.162, 0.05

Megascene1 49, 12.14, 0.04 42, 0.179, 0.03 45, 0.074, 0.03 46, 0.124, 0.04

Coneland 150, 28052, 1.10 150, 1880.38, 0.99 115, 599.88, 0.79 126, 81.86, 0.90

computation does not involve SVD or inversions at all. The feature covariance method

CBA is also more expensive, requiring multiple exponential evaluations for each covariance

matrix, whereas our method computes a single exponential value.

Having proven that the algorithm performs very well on pairwise reconstructions,

it was also applied as explained in Section 4.2.4 to perform multi-view reconstructions us-

ing our sparse multi-view reconstruction pipeline, which is described in Chapter 6. Fig. 4.5

shows on the top row sparse reconstructions that were obtained while applying sequential

multi-view reconstruction, bundle-adjusting with each added image using ray divergence-

based weighting. These high-quality sparse reconstructions allow for other algorithms to

be applied, such as dense reconstructions with the PMVS algorithm [21] as shown on the

bottom row of Fig. 4.5. Fig. 4.6 shows the effect on scene reconstruction of using original

distorted images versus versions that were undistorted using parameters recovered per our

weighted bundle adjustment, for the Palmdale dataset.
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Figure 4.5: Top row: sparse multi-view reconstructions for the Stockton (left), Medusa (mid-

dle left), Palmdale (middle right) and Megascene1 (right) datasets. Their respective dense

reconstructions using the PMVS algorithm [21] are shown on the bottom.

Figure 4.6: Side view of a multi-view reconstruction showing the effect of using distorted

images (left) versus undistorted images per our algorithm (middle), for the Palmdale dataset.

Total reprojection errors are lower than with other weighting schemes (right), as shown for a

few datasets.

4.4 Conclusions

An algorithm that makes use of scene reconstruction ray divergence for weighting

bundle adjustment and improving its convergence properties was introduced. It was shown

that ray divergence, which is a function of all camera parameter inaccuracies, is more

efficient to compute and outperforms other weighting schemes such as those based on image

feature covariances. There is no dependence on ground-truth information, and results show

an improved convergence on different real and synthetic scene types.
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Chapter 5

Non-Parametric Sequential Frame

Decimation

The previous chapters discussed methods for detecting and correcting errors in

dense feature matching, camera parameter estimation and structure estimation. Even

though those methods help to alleviate some of the issues seen with scene reconstruction in

general, in the specific case of using dense correspondences, because of sequentially adding-

in error-prone correspondences the resulting pose and structure estimation errors could be

reduced mainly by using dense bundle adjustment, and this makes the reconstruction pro-

cess intractable for scenarios where real-time processing of very large images and image sets

is required.

For this reason, we began working in a fundamentally different way. Instead of

starting from dense correspondences, it was decided to work with a very sparse yet accurate

set of feature matches to obtain accurate camera extrinsic and intrinsic information, along

with a sparse scene structure, and leave the dense reconstruction process as the very last

step. The remaining chapters in this thesis will describe this framework in detail, keeping in

mind that the algorithms already presented in Chapters 3 and 4 could still be used within

this framework.

A very essential pre-processing step for multi-view reconstruction, and one which

had not been dealt with previously in our work due to the fact that small amounts of images
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were being used, is how to choose which frames to use if reconstructing from a large number

of images or from streaming video. Such extended reconstructions become possible if using

accurate sparse feature matching. This process is known in the literature as ‘frame decima-

tion’, and there are a surprisingly small number of algorithms to do this in the literature.

The goal of frame decimation is not only to reduce the computational load but also dis-

card frames that could possibly lead to inaccurate feature matching, pose degeneracies and

mathematical instability in structure computation. To this end, a method is presented for

non-parametric sequential frame decimation for image sequences in low-memory streaming

environments. A detailed explanation is found in Knoblauch et al. [40]. The main con-

tribution of this work is the introduction of a sequential low-memory work-flow for frame

decimation in embedded systems where memory and memory traffic are limited. Such

an online pre-processing filter removes frames that are ill-posed for reconstruction before

streaming. The method will now be explained in detail.

5.1 Introduction

There exist a great number of different algorithms to achieve multi-view recon-

struction in the literature, as was shown in the Introduction [81, 68, 55]. Basically all al-

gorithms begin by extracting feature matches [49, 5] between frame pairs, to then compute

the epipolar geometry, poses and scene structure. However, as part of the automation of

such algorithms, it has become a challenge to find ‘good’ image pairs for pose and structure

estimation. There are a few algorithms in the literature to achieve such ‘frame decimation’,

as listed in Knoblauch et al. [40]. Nistér [56] proposed a frame decimation algorithm based

on global motion estimation between frames and a sharpness measure to remove redun-

dant frames. Ahmed et al. [1] proposed a frame decimation algorithm based on number of

correspondences, the ‘geometric robust information criterion’ (GRIC ) [94] and a point-to-

epipolar line cost between frame pairs. Royer et al. [76] introduced a simple sequential frame

decimation algorithm for robotic applications. Their frame decimation decision is based on

the number of available correspondences between keyframes, and tries to decimate as many

frames in-between keyframes without going below an empirically chosen number of corre-
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spondences. Torr et al. [95] use their previously introduced GRIC approach to improve the

correspondence track extraction over several frames by analysing if the epipolar geometry

or a homography is a better motion model for the given frames. The active search algorithm

proposed by Davison [14] performs a global analysis of frames to decide which one adds the

most new information to a multi-view reconstruction. All of these approaches either analyze

frames in a global manner, after they have all been acquired, and/or rely on thresholds that

make them scene-dependent. It is clear that for streaming environments buffering many

frames in memory in order to perform such a global analysis is not suitable. Also, we seek

a general algorithm that can work on any type of scene, and independently of the camera

movement.

To this end, the main contribution of this work is to provide a low-memory, sequen-

tial and threshold-independent approach to frame decimation, such that good ‘keyframes’

for pose and structure estimation are filtered to a sequntial multi-view reconstruction

pipeline, and the rest are discarded. The cost function used for frame decimation is based

on a weighted version of Torr’s GRIC criterion, as will be explained in the remainder of the

chapter, where weights are derived from an analysis of feature matching and such that one

global maxima is obtained at each keyframe evaluation step.

5.2 Proposed Algorithm

Fig. 5.1 shows the flow chart for the proposed approach [40]. Given a keyframe k,

the first step is to obtain feature matches with respect to the present candidate frame, k+ i.

A cost function, fG, is then evaluated. Feature matches are obtained based on SURF [5]

features. The cost function continues to be evaluated for subsequent candidate frames as

long as the cost function’s value increases, such that fG(k, k + (i − 1)) <= fG(k, k + i).

When a frame pair for which the value of fG decreases with respect to the last, and is a

positive value, the previous frame is chosed as the next keyframe. The first suitable frame

pair for the sequence is initialized using Beder and Steffen’s algorithm [7]. The process then

repeats, and all extracted keyframes can be used for pose and structure estimation, while

discarding all others. Notice that at most three frames, being the current keyframe and
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Figure 5.1: Flow chart for the proposed sequential frame decimation algorithm [40].

current and last candidate frames need to be kept in memory.

5.2.1 Camera Pose Degeneracy and Structural Instability Detection

Because of the way the cost function is designed, as will be explained, the frame-

work filters frames that can cause pose estimation degeneracies as well as avoiding small

baselines, where linear triangulation suffers from mathematical instability due to decom-

position of near-singular matrices. At the same time, the baseline is kept small enough to

allow for accurate feature matching. With longer baselines, occlusions and lighting changes

for example can have a negative impact on any matching process.

There are two cases for pose estimation degeneracy, known as the motion de-

generacy and the structure degeneracy. The motion degeneracy arises when the relative

movement between frames consists of only a rotation and no translation. In such cases, the

epipolar geometry between the views is undefined. The structure degeneracy occurs when

matches between frames correspond to scene points that lie on the same plane in space. In

this case the epipolar geometry is not unique, as there is a two-parameter family of possible

solutions. However, in both of these cases a homography mapping between the two frames

can still be achieved, and used to describe the relative change in the scene. Notice also

that in these same scenarios where homography fitting is good, numerical errors in linear
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triangulation for structure computation are more likely to occur. A metric known as Torr’s

‘geometric robust information criterion’ (GRIC) [94] is a useful tool that allows a compar-

ison between the quality of an epipolar geometry fit to the data versus a homography fit.

The GRIC criterion is based on the goodness of fit of a model and also on its parsimony,

which is basically a penalty favoring lower-dimensional models. The lower the value for

GRIC, the better the model fits the data, be it an epipolar geometry fit or a homography

fit. Therefore, the relative comparison between the two model fits, which we call relative

GRIC or relGRIC, provides information about the quality of a frame pair for pose and

structure estimation. The expression for GRIC(X) is defined by Eqs. 5.1 and 5.2, while

relGRIC is defined as in Eq. 5.3, where H stands for a 3× 3 homography matrix and F to

a 3× 3 fundamental matrix for epipolar geometry.

GRIC(X) =
∑
i

ρ(e2i )i + λ1dn+ λ2k (5.1)

ρ(e2i )i = min(
e2i
σ2
, λ3(r − d)) (5.2)

relGRIC(F,H) =
GRIC(H)−GRIC(F )

GRIC(H)
(5.3)

The goodness of fit consists of the sum of squared residuals ei of either F or H

with respect to the input feature matches. The parsimony is based on d, the number of

dimensions modeled (d = 3 for F and d = 2 for H), k, the number of degrees of freedom

in the model (k = 7 for F and k = 8 for H), r, the dimension of the input data, which

corresponds to r = 4 in the case of 2D correspondences, σ2 is the variance of the residual

errors, and similarly to Ahmed et al. [1] we set λ1 = log(r), λ2 = log(rn) and λ3 corresponds

to a limit for the residual error.

If the value of relGRIC is low or negative, it means that a homography fit has lower

errors, and in these cases pose degeneracies or structural instability can occur. Therefore, a

frame pair can be considered ‘good’ for pose and structure estimation the higher the value

for relGRIC.
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5.2.2 Weighting Based on Feature Matches

The value of relGRIC provides information about pose degeneracy and structural

instability, and its value tends to increase with the baseline. However, this is true as long

as there are enough good matches available to reliably compute the epipolar geometry, and

this is not possible with very large baselines, where less good matches are obtained due

mainly to occlusions and lighting changes. To take this important factor into account, a

weighting term cW for relGRIC had to be created, which takes into account the amount

and image layout of the matches used for estimating relGRIC. A good measure for the size

of the baseline is the ratio between the number of feature matches of the source keyframe

with the present frame, NC , and the number of features in the source keyframe, NF . To

take into account only good matches, NC was replaced by NI , which is the number of inlier

matches from the RANSAC-based fundamental matrix calculation. The expression for cW

is shown in Eq. 5.4.

cW =
NI

NF
(5.4)

As the baseline grows, the value for cW tends to decrease. To additionally ensure that the

matches cover as much of the scene as possible, such that a better representation of the

scene can be obtained, another weight was introduced. This weight aR, shown in Eq. 5.5,

is a ratio between the feature match area cA and image size iA, such that cA is the area

of the axis-aligned bounding box of all inlier matches. This ratio should remain as high as

possible in order to better represent the scene.

aR =
cA

iA
(5.5)

5.2.3 Frame Decimation Cost Function

The GRIC value and feature match-based weighting can be combined to obtain

the final cost function for decimation. Keeping in mind that we seek positive values for

relGRIC as more suitable for pose and structure estimation but without using too large of

a baseline, where feature matching becomes more inaccurate, the cost function fG is simply

a multiplication of the two terms, as shown in Eq. 5.6.

fG = (cW ∗ aR) ∗ relGRIC(F,H) (5.6)
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Figure 5.2: First five keyframes extracted by the proposed frame decimation [40] for different

datasets. From top to bottom: Stockton, Medusa [68], Leuven Castle [68], castle-P30 [85] and

Model House [19].

It can be seen that fG will have a high value if relGRIC has a high value and the match-

based weighting is also high, but will decrease as the baseline grows. This provides an

adequate baseline size that minimizes errors from feature matching and pose estimation.

5.3 Results

The proposed frame decimation algorithm was tested on real and synthetic scenes

of different types and with different camera motions. Detailed results are given in Knoblauch

et al. [40], but the main results will be summarized. Examples of decimated sequences can

be seen in Fig. 5.2. All the different scene types and camera motions are decimated well

by the proposed algorithm, including the case of the Model House sequence [19], which

had been spaced before-hand to allow for good baselines. In this case, decimation did not

discard any frames, as expected due to the good nature of the input frames for pose and

structure estimation.
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Figure 5.3: Cost function fG [40] and its components (aR*cW , relGRIC) vs. reprojection

error for pairwise reconstructions with respect to frame k = 0 of the Stockton dataset.

An evaluation of the cost function fG was carried out, as shown in Fig. 5.3, where

fG, relGRIC and the match-based weights are plotted against reprojection error for a set of

frames from the Stockton dataset with respect to the first keyframe, at k = 0. The value for

fG is highest at frame k + 3, which is also where the lowest reprojection error is seen, and

that is where the next keyframe was chosen to be. Additionally, it can be seen that frame

k + 1 has a negative fG value and is therefore prone to structural instability, as evidenced

by the high reprojection error. Also, the highest value for relGRIC is obtained at frame

k+5, but this frame was not chosen as the keyframe since the match-based weighting, which

is monotonically decreasing, makes the final fG value lower than at frame k + 3, and this

way a large baseline is avoided. After performing frame decimation for the entire sequence,

38 percent of the frames remained and the rest were discarded.

A similar analysis was performed for the Medusa dataset [68], where 23 percent

of frames were extracted. More frames are decimated in this scene than for Stockton since

the camera movement seems to stall at times with respect to the distance to the scene,

with very small consecutive baselines during those moments. In general, comparing values

of relGRIC and fG shows that with small baselines, such that a large portion of the scene

is covered by each and every frame, the value of relGRIC is the dominant part of the cost
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Figure 5.4: Reconstructions between chosen keyframe pair 1− 13 (left) and low reprojection

error pair 1− 5 (right) for the Medusa dataset.

function fG. However, the match-based weights have a much greater influence over the

value of fG when there are larger baselines between consecutive frames and therefore less

overlap between frames.

A further analysis of results for Medusa shows that low reprojection errors were

obtained for frames where the baseline with respect to the current keyframe was very small

and therefore the resulting value for fG was negative. This can happen with small baselines

since structure computation suffers from numerical instability in such cases, especially when

using linear triangulation, but low reprojection errors are possible since noisy computed

positions can still lie along rays that reproject close to the input feature matches. This

effect can be seen in Fig. 5.4, where the reconstructions between frames 1− 13, where the

keyframe was chosen, and 1 − 5 both have low reprojection errors but the reconstruction

between frames 1− 5 is very noisy. This makes it clear that chosen keyframes should yield

low reprojection errors with respect to the past keyframe but that reprojection error by

itself should not be used as the cost function for the frame decimation decision.

Another experiment consisted in analyzing whether or not the amount of obtained

keyframes is independent of the input frame rate. To this end, the Medusa [68] video

sequence was decoded into 5, 10, 15 and 20 fps and keyframes were extracted for each case.
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Figure 5.5: Reprojection error during sequential reconstruction with decimated frames. The

crosses represent keyframes and the corresponding reprojection error with every newly-added

keyframe is plotted [40].

Results show that the number of keyframes remains nearly constant, with variations due

to the fact that decimation is non-unique (locally optimal) and also because frames that

would be possible keyframes are not even present in the lower decodings.

Finally, to show that keyframes chosen with the proposed decimation are well-

suited for pose and structure estimation, starting with a two-view reconstruction, keyframes

were sequentially added into the reconstruction and the average reprojection error after

each addition was evaluated. Results show that the average reprojection error in pixels

after addition of every extracted keyframe remains very small and constant, as shown in

Fig. 5.5, where keyframes are represented by crosses and remaining frames were discarded.

This shows that degenerate camera poses, structural instabilities and large baselines were

all avoided.

5.4 Conclusions

Our work in Knoblauch et al. [40] introduced a non-parametric sequential frame

decimation algorithm for scene reconstructions in low-memory streaming environments,

which reduces the number of input images for pose and structure estimation by discarding

frames that lead to pose degeneracies, structural instabilities or inaccurate feature matching.
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The main contribution is a sequential algorithm based on evaluating a cost function which

reaches a global maximum representing the next keyframe at each evaluation step. At most

three frames are needed in memory at a time when making the decimation decision, which is

independent of thresholds or assumptions about the scene. The cost function is a weighted

version of Torr’s ‘geometric robust information criterion’ (GRIC), which compares residual

error between epipolar geometry and homography fitting to a set of feature matches. The

approach was proven to perform well with different scene types and camera motions, as

evidenced by a reprojection error analysis using extracted keyframes.
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Chapter 6

Multi-View Pose and Sparse

Structure Estimation

Chapter 2 described in detail the process of two-view reconstruction from dense

correspondences. Chapter 5 described a procedure to obtain keyframes that are appropriate

for pose and structure estimation from a video stream. Assuming that a set of keyframes has

been extracted, and using the building blocks of scene reconstruction detailed in Chapter 2

as well as the Appendices, the goal of this chapter is to describe the implementation of

a multi-view sequential reconstruction pipeline. The major difference with respect to the

procedure described in Chapter 2 is that sparse yet very accurate feature matching is used

instead of dense correspondences, allowing for much longer reconstructions and with much

faster processing times, since bundle adjustment acts over a much more reduced set of

structure parameters and the input values to bundle adjustment are closer to their global

maximum given the better initial pose and structure estimates obtained from the accurate

feature matches.

There are a number of possible ways to achieve a multi-view reconstruction in

the literature, and many methods are presented in the Introduction. Some representative

examples are given here. For short sequences, one possible method is to compute all pairwise

poses for each camera with respect to the first, apply ‘N-view’ linear triangulation and a

final global bundle adjustment. For longer sequences, it is possible to obtain subsequence
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Figure 6.1: Sequential addition of new cameras and points to an existing reconstruction,

applying bundle adjustments for fine-tuning.

reconstructions, and finally merge all into one through similarity transformations. The use

of Kalman and particle filters has also been explored, and this process is explained later on

in this chapter. Another method is to begin with an initial reconstruction involving only

two or three images, and then sequentially add-in new cameras and points, applying bundle

adjustments for fine-tuning. New projection matrices and poses can be initialized using

the ‘Direct Linear Transformation’, as explained in Appendix F. This process is illustrated

in Fig. 6.1. Due to the very good results we obtained in initial tests, this is the general

methodology we chose for multi-view reconstruction. The steps involved are detailed in

Section 6.1, and the obtained results are shown in Section 6.2. Finally, Section 6.3 discusses

other methods in the literature for sequential multi-view pose and structure estimation.

6.1 Multi-View Sparse Reconstruction Pipeline

A complete and automated sequential reconstruction pipeline will now be de-

scribed. The building blocks for reconstruction, such as for example pose estimation (Ap-

pendix C), structure computation (Appendix D), incorporation of new views (Appendix F)

and bundle adjustment (Appendix E) are all explained in more detail in the Appendices

and also in Chapter 2. Therefore, here only the main steps are listed. There are two main

components, the first which corresponds to computing an initial two-view scene reconstruc-
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tion, and the second is the incorporation of new images into the initial reconstruction.

Initial two-view reconstruction:

1. Using the proposed frame decimation algorithm (Chapter 5), find the best next

keyframe starting from the first image of the sequence.

2. Compute SIFT [49] matches between the image pair.

3. Compute the epipolar geometry using the Normalized 8-point algorithm embedded in

RANSAC with outlier removal (Appendix B).

4. Compute the relative pose between the two cameras (Appendix C) and an initial scene

reconstruction using ‘fast triangulation’ [45].

For each new keyframe, starting from the third:

1. Compute SIFT features for the current keyframe and inlier matches with respect to

the previous keyframe.

2. Initialize new feature tracks or continue existing ones with the new matches.

3. Compute the projection matrix for the new keyframe using DLT with 3D-2D matches

(Appendix F).

4. Recompute the entire structure to take into account the new keyframe, using N-view

linear triangulation (Appendix D).

5. Apply bundle adjustment to fine-tune all current pose and structure estimates (Ap-

pendix E). Poses can be obtained from projection matrices using RQ-decomposition.

Optimization can also include intrinsics and radial distortion (Appendix A). If enough

matches can be obtained, this procedure allows for processing of hundreds of images

or more. An accurate initial estimate of the intrinsics is essential. Such information is

usually extracted from image meta-data or from the camera specifications whenever

available.
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An essential component of such a pipeline is the feature detection and matching

algorithm used, since this is the fundamental building block of the pipeline. Pose and struc-

ture estimation as well as incorporation of new images and bundle adjustment all rely on

accurate feature matching to produce accurate results themselves.

There are a few current methods for feature detection and matching which pro-

vide very good results and are widely used by the Image Processing and Computer Vision

research communities. For sparse feature detection and matching, Lowe’s ‘Scale Invariant

Feature Transform’ (SIFT ) algorithm [49] has proven to be the most widely-used and was

the first of its kind. Algorithms inspired by SIFT soon followed, such as ‘Speeded-Up Robust

Features’ (SURF ) by Bay et al [5] and more recently ‘Gradient Location and Orientation

Histogram’ (GLOH ) [54], which is an extension of SIFT designed to increase robustness and

distinctiveness. For dense matching, a number of algorithms were described in the Intro-

duction, and the algorithm we use in this project [15] was explained in detail in Chapter 2,

but there a number of new and successful dense algorithms which are worth mentioning,

such as SIFT-Flow [46], which performs dense matching of SIFT descriptors, DAISY [91],

which is a dense descriptor for wide-baseline stereo, and PatchMatch [4], which matches

image patches based on the Approximate Nearest Neighbors algorithm.

Due to the success we have had using it as the building block for our pipeline, the

SIFT algorithm will now be described in more detail. The algorithm’s purpose is for ex-

tracting distinctive invariant features from images, which then allows for reliable matching

between different views of a scene. The features are invariant to image scale and rotation,

and provide robust matching across a large range of affine distortion, change in 3D view-

point, addition of noise, and change in illumination [49].

There are four basic steps involved, which will be summarized here but details can

be found in Lowe [49]. The first is scale-space extrema detection, where a search over all

scales and image locations is implemented by using a difference-of-Gaussians function to

identify potential interest points. Next is keypoint localization, where at each candidate

location, a detailed model is fit to determine location and scale. Keypoints are selected

based on measures of their stability. In the next step, orientation assignment, one or more

orientations are assigned to each keypoint location based on local image gradient directions.
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Figure 6.2: SIFT features (top) and matches (bottom) between frames 1− 3 of the Palmdale

dataset, where matching positions are displayed as lines between matching features in the two

images, which are stacked vertically.

All future operations are performed relative to the assigned orientation, scale, and location

for each feature, to provide invariance to these. Finally, a local image descriptor is created.

The local image gradients are measured at the selected scale in the region around each

keypoint, and transformed into a representation that allows for significant local shape dis-

tortion and change in illumination. The concept of SIFT matching is illustrated in Fig. 6.2.

6.2 Tests and Results

The described pipeline was applied to a number of real and synthetic scenes. Sam-

ple images of real scenes are shown in Fig. 6.3 and Fig. 6.4 shows sample synthetic scenes.
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Figure 6.3: Sample datasets depicting real scenes: Palmdale (top), Stockton (middle) and

Medusa [68] (bottom).

A series of screen shots show sparse reconstructions obtained for some of these datasets

using the proposed pipeline. Figs. 6.5 and 6.6 show results for the Dinosaur dataset [60].

Figs. 6.7, 6.8 and 6.9 show results for the Medusa dataset [68].

An image coordinate can be modified to take into account radial distortion, as

explained in Appendix A. Using the distortion parameters computed from bundle adjust-

ment, undistorted images can be created, as shown in Fig. 6.10. Fig. 6.11 shows the effect

on a multi-view reconstruction of using original, distorted images versus their undistorted

counterparts, for the Palmdale dataset.

Even though good results were obtained with the proposed pipeline, there are a

number of potential improvements that can be applied. One such improvement is to use an

initial reconstruction based on a trifocal tensor instead of a two-view reconstruction since

this adds robustness to the initial set of points as more images are taken into account,

though this takes away the benefits of fast triangulation [45], which is an algorithm for

two views. Another potential improvement is to replace SIFT or SURF feature detection

and matching with the previously-mentioned DAISY [91] algorithm, a SIFT-inspired dense

wide-baseline feature matcher. Currently, the minimum amount of images a point should

be visible in to be included in the current reconstruction is set at two, but more accurate
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Figure 6.4: Sample datasets depicting synthetic scenes: Coneland (top) and Megascene1

(bottom).

initialized points are achieved if seen by a greater number of views, so such a control over

the number of views for initialization will be included. A multi-view extension of our dense

correspondence error detection and correction algorithm [32] will be analyzed, in order to

get rid of or correct reprojection error or positional outliers at each step, but now based on

sparse feature matching instead of dense correspondences. Additionally, computation can

be saved by not re-computing points already seen by a large amount of cameras, as well as

applying selective instead of global bundle adjustment at each step. Certain existing points

in the structure could be unaffected by the incorporation of a new view, either because no

information is available in it to affect the point, or because the current position is stable

enough to not be affected. Recognising these cases would save a lot of re-computation which

is currently being done.

The sparse structure and poses given by this pipeline can be used as input for dense

reconstruction algorithms such as the novel ‘Patch-Based Multi-View Stereo’ (PMVS ) [21].

Figs. 6.12, 6.13, 6.14 and 6.15 show reconstructions obtained with PMVS [21] for the Stock-

ton, Medusa, Megascene1 and Palmdale datasets, respectively.
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Figure 6.5: Rendered structure (top) and correspondence track summary (bottom) for the

Dinosaur dataset [60].

6.3 Other Methods for Sequential Pose and Structure Esti-

mation

It is clear from experiments run so far that standard bundle adjustment, even in

its sparse form, is very slow and computationally-intensive, and not a viable option for error

reduction if real-time processing of large images is intended. Also, standard bundle adjust-

ment has typically been used as a final post-processing step to obtain optimal poses and

structure when all the data is already available. This is clearly not an option with the enor-

mous amount of data that can be obtained from the intended aerial imagery application.

Some of the recent algorithms for sequential pose and structure acquisition instead make use

of probability theory to try to achieve accurate pose and structure estimates. Specifically,

Kalman filters and particle filters can be used to probabilistically model camera poses, and

can be used to update the probability of being in a certain state based on acquired new

observations.

The ‘Kalman filter’ is a recursive filter that is capable of estimating the state of
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Figure 6.6: Rendered cameras and structure for the Dinosaur dataset [60].

a dynamic system from a series of incomplete and possibly noisy measurements. The filter

consists of a set of equations for a predictor-corrector estimator that seeks to minimize the

error covariance of parameter estimates. In the particular case of scene reconstruction, the

Kalman filter can be used for estimating the pose parameters of rotation R and translation

T if accurate initial estimates are known, even if noise and occlusions affect the feature

matches from which the poses could be estimated. For example, the motion of a camera

could have a state vector which consists of the six parameters of the camera pose, plus its

translational and angular velocities. Any measurements, such as image location of feature

match positions, are assumed to be related to the state by a linear or non-linear measure-

ment model. At each time step, the Kalman filter first makes an estimate of the current

state, a priori, along with its covariance matrix, which is a measure of uncertainty in the

state variables. This estimate is then refined by incorporating measurements to yield the

a posteriori estimate and its covariance matrix. Noise, initial uncertainty and posterior

distributions are all assumed to be Gaussian. One problem with Kalman filters for this

application involves the chosen motion model. If the model is too simple, for example

by assuming constant velocity, the results obtained could be inaccurate. Furthermore, if

measurements are assumed to be independent when they are really not, for example image

projections of points that all belong to the same plane in space, this can result in a false

reduction in the covariance of the a posteriori state estimate, which makes the estimate

unreliable and renders the process inaccurate.

A more general formulation known as ‘particle filters’ was created, which repre-
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Figure 6.7: Multi-view reconstruction (top) of the Medusa dataset [68], with sample images

on the bottom.

sents the state density as a mixture of Gaussians that can approximate any density, instead

of restricting posterior state distribution to be strictly Gaussian as in Kalman filters. The

resulting set of ‘particles’, which are in essence weighted hypotheses, allow for keeping track

of several hypotheses over time, and this is what makes particle filters more robust in gen-

eral than Kalman filters. One major issue with particle filtering is that a large number of

particles may be needed if the motion is not well-defined, which makes the process slow.

Furthermore, the mean or median of particle values is used to make the state estimate,

which may not be an accurate estimate. However, the use of particle filters does have some

advantages, since they do not require linearization of the relation between the state and the

measurements, and additional information can be input into the system as part of the state

vector, for example if GPS data from the set of cameras is available.

Several publications exploit the properties especially of particle filters for pose es-

timation and scene reconstruction. In Pupilli et al. [69], a particle filter provides recursive

approximations to the posterior density for the pose parameters of a hand-held camera.

Each particle represents a pose, and these are weighted according to their likelihood, which
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Figure 6.8: Multi-view reconstruction (top) of the Stockton dataset, with sample images on

the bottom.

is computed by a process similar to template matching, where the reprojections of a set of

points into the image plane for a given pose are compared with respect to a template. In

Qian et al. [70], the structure from motion problem is addressed using ‘Sequential Monte

Carlo’ methods. A new algorithm based on random sampling is derived to estimate the

posterior distributions of camera poses and scene structure. Experimental results show

that issues such as erroneous feature tracking, occlusions and moving objects can be well-

modeled and addressed using the proposed method.

Other algorithms in the literature also deal with the processing of long sequences,

but not necessarily using filters, and were all analyzed initially to see if any helpful ideas

could be gathered towards our pipeline implementation. In Fitzgibbon et al. [20], instead of

sequential processing of the images, a hierarchical processing is used, building from image

triplets and associated trifocal tensors. This is shown to optimally distribute error over the

sequence. Its major contribution is that it can deal with closed sequences, where a part of

the scene is revisited later on in the sequence, using additional constraints available for these

cases. However, hierarchical processing with streaming large images might affect real-time
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operation, so this approach might not be suitable for our application. In Martinec et al. [52],

a new technique for estimating a multi-view reconstruction given pair-wise Euclidean recon-

structions up to rotations, translations and scales is presented. The partial reconstructions

are glued by first estimating camera rotations consistent with all reconstructions, and then

pair-wise reconstructions are modified according to the new rotations and refined by bundle

adjustment while keeping the corresponding rotations constant. Finally, the refined rota-

tions are used to estimate both camera translations and 3D points. This approach requires

multiple point cloud reconstructions to be estimated, which could lead to inaccuracies when

registering them together, as opposed to obtaining one initial reconstruction which could

then be fine-tuned incrementally. In Rachmielowski et al. [71], SSD tracking is combined

with incremental structure computation into a system computing both motion and struc-

ture on-line from video. In combination, the structure estimation and tracking benefit each

other, resulting in both better structure and more robust tracking. By makine use of the 3D

structure, the method can manage visibility constraints, add new image patches to track as

they come into view and remove ones that are occluded or fail. In Nistér [57], a system ca-

pable of performing robust live ego-motion estimation for perspective cameras is presented.

The system is based on RANSAC with pre-emptive scoring of the motion hypotheses. In

the approach of Zhang et al. [107], a novel incremental motion estimation algorithm to

deal with long image sequences is proposed. It applies to a sliding window of triplets of

images, but also uses those points shared only by two views. The problem is formulated as

a series of local bundle adjustments in such a way that the estimated camera motions in

the whole sequence are consistent with each other. The computational gain achieved makes

it considerably faster than global bundle adjustment.

The above approaches all present different ways to deal with sequential scene re-

construction, but in most cases it is clear that real-time performance is not possible with

large images and high frame rates unless some fundamental modifications were performed.

For example, hardware acceleration on a GPU of such algorithms, as well as in our own

pipeline, is an important topic that should be taken into account.
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Figure 6.9: Multi-view reconstruction (top) of the Megascene1 dataset, with sample images

(middle) and feature track summary (bottom).
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Figure 6.10: Original, distorted Palmdale image (top left) and its undistorted version (top

right), with the computed distortion map on the bottom.

Figure 6.11: Effect on a multi-view reconstruction of using original, distorted images (left)

versus their undistorted counterparts (right), for the Palmdale dataset.

Figure 6.12: Patch-Based Multi-View Stereo (PMVS) [21] applied on the sparse reconstruction

pipeline output for the Stockton dataset.
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Figure 6.13: Patch-Based Multi-View Stereo (PMVS) [21] applied on the sparse reconstruction

pipeline output for the Medusa dataset.

Figure 6.14: Patch-Based Multi-View Stereo (PMVS) [21] applied on the sparse reconstruction

pipeline output for the Megascene1 dataset.

Figure 6.15: Patch-Based Multi-View Stereo (PMVS) [21] applied on the sparse reconstruction

pipeline output for the Palmdale dataset. The entire dataset (652 images) was reconstructed,

with decimation filtering through roughly one out of every 10 frames.
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Chapter 7

Parallax Orbits

As has been described throughout this document, the main issue with all recon-

struction algorithms is the inaccuracy in structure computation due to inaccurate feature

matching and camera parameters. Such inaccuracies are alleviated by bundle adjustment,

but this can be a very expensive step in a reconstruction pipeline and relies on somewhat

accurate pose and structure estimates.

The goal of the present chapter is to present the theory behind a novel method

that exploits the strong constraint imposed by the path of a moving camera to allow for a

new way of performing bundle adjustment. The main insight behind this method is that

parallax movement corresponding to a feature track should ideally be a scaled version of

the camera trajectory when projected onto a plane. It is discussed how this principle can

be used to concurrently improve camera parameters, scene structure and also the feature

tracks themselves using a very efficient, more accurate, faster and more complete alternative

to traditional bundle adjustment, which can be performed in one simple, non-iterative step.

As input, we assume that we have a sparse reconstruction of a scene, based on

sparse feature tracks, and some information on the camera projection matrices or intrinsic

and extrinsic calibration data, such as the focal length, skew and principal point as well as

relative or absolute position and orientation. Such information can be obtained with our

pipeline as described in Chapter 6, or with software packages such as Bundler [81], which

is also based on SIFT feature detection and matching [49], but a short summary of the
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process is now given. Once matches are available, either sparse or dense, the relative pose

between the cameras viewing the scene can be computed. In the particular case that the

fundamental matrix F is available or has been computed from matches, and if the camera’s

intrinsic parameters are assumed known, the essential matrix E can be computed and de-

composed into the relative rotation and translation. Finally, the scene’s 3D structure can

be obtained using the available sparse or dense matches. Once pose and structure estimates

are available, bundle adjustment is applied to fine-tune all estimates. All of these steps are

explained in detail in Chapters 2 and 6, and also in the Appendices. The Bundler package

assumes the general case of unordered image sets, but in our framework this as well as

ordered image sets can be used. In the ordered case, to ensure at least somewhat accurate

pose and structure estimates, the use of frame decimation ensures the use of good image

pairs for pose and structure estimation [40], as detailed in Chapter 5.

Once the mentioned inputs are available, the first step in our algorithm is to pick

an anchor frame, such that scene reconstruction will be performed with respect to this

particular frame. Now only those feature tracks that are visible in this frame need to be

kept, along with just the cameras associated with these tracks. Next, a reconstruction plane

must be chosen, and conditions that this plane must meet will be described in Section 7.1.2.

Rays are then shot from all available cameras for each track and intersected with this plane.

Each feature track projected on the plane will be referred to as a parallax orbit, or equiva-

lently parallax path. If all parallax orbits are translated to a common origin, and the same

is done for the mirrored projection of the camera path on the reconstruction plane, it can

be shown that each track’s projection on the plane is an exact but scaled version of this

path. Furthermore, it can be proven that assuming such a common origin, parallax orbit

positions for all feature tracks seen by a particular camera must lie on the same line on the

reconstruction plane. These are the two fundamental constraints imposed by incorporating

camera trajectory information into parameter optimization. The next sections discuss how

these constraints can be used in practice to improve parameter estimates. A detailed intro-

duction to the concept of parallax orbits is given in Section 7.1. The application of parallax

orbits to solve the bundle adjustment problem in a fundamentally different way is detailed

in Section 7.2.
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Figure 7.1: Sparse ground-truth reconstruction of the Dinosaur dataset (upper left), and

ray intersections with the plane Z = −1 (upper right). The same is shown for the dinoRing

dataset [79] on the bottom.

7.1 Introduction to Parallax Orbits

In order to understand the concept of parallax orbits, it will first be assumed that

we have a set of images for which perfect feature matches and exact knowledge of each

camera’s intrinsics, extrinsics and radial distortion is available. In this scenario, rays ema-

nating from each camera center and through the respective feature match position on each

image plane should intersect at an exact position in 3D space. Now assume that these rays

continue on in space and eventually intersect some plane. We define the intersections each

camera’s rays create on that plane, which will be defined from now on as the reconstruction

plane π, as replicas. To visualize this concept, Fig. 7.1 shows a sparse reconstruction of the

Dinosaur dataset on the left, and ray intersections with the plane Z = −1 on the right.

Each replica visually resembles a 2D projection of the 3D object on the plane. If a different

plane is used, different replica shapes are obtained on that particular plane, but it will be

shown later that what matters is the relative position of ray-plane intersections and not
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Figure 7.2: Ray-plane intersections for the Dinosaur dataset, at planes Z = −1 (left), Z = 0

(middle) and Z = 5 (right).

the actual shape of the replicas. The effect of plane position on replica shape is shown

in Fig. 7.2. Again, some conditions do exist on what plane can be used, and this will be

discussed further in Sec. 7.1.2.

7.1.1 Ray-Plane Intersection Calculation

As mentioned previously, it is assumed that 3 × 4 projection matrices for each

camera and a set of sparse feature tracks are available as inputs. In our coordinate rep-

resentation, we define each projection matrix as shown in Eq. 7.1, where K corresponds

to each respective camera’s 3× 3 intrinsic calibration matrix, R is its absolute orientation

matrix and T its absolute position. We work directly with P , but [K,R, T ] can be easily

extracted from P using QR-factorization [30]. If these were not available but a set of feature

tracks and sparse 3D structure was, the Direct Linear Transformation algorithm embedded

in RANSAC can be used to robustly extract these [30], as discussed in Appendix F.

P = K[R|T ] (7.1)

Each camera center C = (X,Y, Z,W ) can be computed from PC = 0 as the null-space

of P using Singular Value Decomposition, but for improved numerical stability we use the

expressions shown in Eq. 7.2, where pi corresponds to the ith column of P [30].
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X = det([p2, p3, p4])

Y = −det([p1, p3, p4])

Z = det([p1, p2, p4])

W = −det([p1, p2, p3])

(7.2)

For a given feature in an image, a ray starting from the respective camera center

C and through its position x on the image plane can be computed parametrically per

Eq. 7.3 [30]. The right pseudo-inverse P+ of a projection matrix P is computed from

P+ = P T (PP T )−1. Since a ray can be defined with two points, one will always be the

camera center and the other a point X in space defined by the parameter λ.

X(λ) = (P+)x+ λC (7.3)

Given this general ray equation, to compute the intersection between a ray emanating from

a camera center and a plane (A,B,C,D), we compute the value of the parametric distance

along the ray, which will be referred to as t, for which the intersection is achieved. Let the

ray R(t) = R0 + tRd, t > 0, such that R0 = [X0, Y0, Z0] corresponds to the camera center

C coordinates and Rd = [Xd, Yd, Zd] is some point along the ray. If the plane is defined as

Ax+By+Cz+D = 0, then A(X0 +Xdt) +B(Y0 +Ydt) + (Z0 +Zdt) +D = 0, which yields

the value for t shown in Eq. 7.4.

t =
−(AX0 +BY0 + CZ0 +D)

AXd +BYd + CZd
(7.4)

This ray-plane intersection is then performed for all available feature match positions across

all cameras.

7.1.2 Reconstruction Plane Conditions

The chosen reconstruction plane must comply with a series of criteria. First, it

cannot intersect the visual hull made up of the scene and cameras. It must also be placed

such that the camera path can be projected onto the plane. We found that the best solution

to both requirements is to first obtain a best-fit plane to the camera path, and place the
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reconstruction plane parallel to the best-fit plane at a position that is somewhat outside of

the scene-camera visual hull.

7.1.3 Choosing an Anchor Frame

Since the amount of images in a sequence could be arbitrarily long, anchor frames

should be chosen such that there is overlap between them and information for the entire

scene is contained in the set of anchors. For now, focus will be on explaining the algorithm

for one particular anchor frame only.

Given an anchor frame, the first action to be taken is to choose only feature tracks

that span that particular anchor, out of the complete set of available tracks, along with the

respective projection matrices for cameras whose tracks span the anchor. Additionally, the

computed scene structure must only span these cameras. To explain with an example, take

for instance the Dinosaur dataset [60]. This dataset consists of 36 equally-spaced frames,

corresponding to turn-table views of a plastic dinosaur. If the very first frame is chosen as

the anchor frame, and using the provided ground-truth feature tracks, it can be seen that

these span at most 11 frames, so the algorithm would proceed with projection matrices and

tracks that span only those specific frames.

7.1.4 Initial Parallax Orbit Computation

After choosing an anchor frame, parallax orbits are computed at the anchor frame

for each feature track. As was described in Section 7.1, if rays are shot through each

camera center and through each feature of a track, a parallax orbit, or path, is formed on

the reconstruction plane. This can be seen on the left-hand side of Fig. 7.3 for all ground-

truth feature tracks visible in the first frame, which was chosen as the first anchor frame.

The right-hand side shows a top view of the parallax orbits formed for a chosen set of those

feature tracks, where each path has the color of the corresponding 3D scene point. The

outermost green track corresponds to the projection of each camera center on the plane,

reflected such that it has the same orientation as the parallax orbits. From this it is clear

that each parallax orbit is a scaled version of the camera path, simply located at different

positions and of different lengths depending on the length of each feature track. This is the
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Figure 7.3: Parallax orbits for an anchor frame of the Dinosaur dataset, at plane Z = −1

(left). A top view of the paths obtained for a chosen set of feature tracks is shown on the right.

key observation towards understanding our algorithm, as each scale defines the 3D position

along each ray to the anchor.

7.1.5 Translation of Parallax Orbits to the Anchor Position

Now that everything has been projected onto the reconstruction plane, we can

work in a 2D coordinate system with (x, y) coordinates. In this system, the first step is

to translate all parallax orbits on this plane such that the ray-plane intersections of each

path at the anchor frame lie on the same origin. In this representation, shown in Fig. 7.4,

it becomes much more clear to see that the parallax orbits follow the shape of the reflected

camera path exactly, but at different scales.

7.1.6 Zero Reprojection Error Lines

A closer analysis of Fig. 7.4 reveals another very important concept: in the

position-invariant space achieved after translating all parallax orbits and the reflected cam-

era path to a common origin, ray-plane intersections for all features seen in the same camera

along with the projected and reflected camera center all lie on the same line. In general, if

this is achieved for a given set of cameras and feature tracks, the reprojection error for the

3D positions yielded by those features in those cameras is 0. However, notice that those

features could be moved along that same line, still yielding zero reprojection error but now

with incorrect scaling, which manifests as an inaccurate 3D structure. The very power of
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Figure 7.4: Parallax orbits and reflected camera paths translated to a common origin on the

reconstruction plane, using the first (left) and 18th (right) frames as anchors, for the Dinosaur

dataset, at plane Z = −1. The original projected camera paths are shown in blue, with their

reflected versions in green.

our technique lies in the fact that we can make use of this resulting grid structure instead

of simple fitting on a line for parameter optimization, which is essentially what traditional

bundle adjustment achieves while blindly searching for the best solution along this line.

How this grid can be used will be discussed in Section 7.2, but first in Section 7.1.7 it will

be analyzed how such a geometric construct meets epipolar geometry constraints, and is

thus a valid construct for a novel type of bundle adjustment.

7.1.7 Relation with Epipolar Geometry

Finally, we wish to show how the described geometric construct is geometrically

valid as it exactly matches epipolar geometry constraints. Since we count with projection

matrices for each of the cameras, it is possible to extract pairwise fundamental matrices F

between any camera pairs. For a pair of cameras, let P be the projection matrix for the

first camera, P ′ for the second camera, P+ is the pseudo-inverse of P and C is the camera

center for the first camera. Then it follows that the fundamental matrix between the two

views is given by Eq. 7.5.

F = [P ′C]xP
′P+ (7.5)

If the epipole e′ is known, then F can be computed from F = [e′]xP
′P+, since e′ = P ′C.

Yet another equivalent expression is F = K−TRKT [KRT t]x, where [K,R, t] correspond to
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Figure 7.5: Anchor frame position in red (left) and epipolar lines for search in other images

(right) for the Dinosaur dataset. Scales are color-coded such that black corresponds to ‘0’ and

white to ‘1’.

the camera’s intrinsics and extrinsics as described previously. Another useful identity is

that P ′ can be recovered from F and e′ such that P ′ = [[e′]xF |e′], where e = KRT t and

e′ = Kt.

Now that the basic equations have been described, it will be analyzed how the

parallax orbits construct relates to epipolar geometry. It is very important to mention that

the line of search positions formed on each image plane, formed by reprojection of a given

parallax orbit and which will be referred to as locus, corresponds to the epipolar line from

the anchor camera to the current one. Furthermore, if a ‘successful’ match is found in the

second image, the exact position of the match in a third image is given by the intersection

of the locus with the corresponding epipolar line. Perfectly-defined epipolar lines can be

obtained from the set of locus lines, which can be used for epipolar geometry searching,

which makes this framework very useful for wide-baseline matching.

Any exact match (x, x′) should meet the criteria x′ = (FN,1 ∗x1)x(FN,N−1 ∗xN−1).

An example of this is shown in Fig. 7.5, where the left-most image shows in red the feature

that should be matched in the other images, and the remaining images show the corre-

sponding epipolar line to search over, where scales are color-coded such that black is ‘0’ and

white corresponds to ‘1’. This search space can be further constrained for example through

the use of homographies, but that is out of the scope of this introduction to the parallax

orbits framework and we just limit the discussion here to showing that epipolar geometry

constraints are actually met within this framework.
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7.2 Bundle Adjustment Through Parallax Orbits

One major issue with bundle adjustment is that it basically searches ‘in the dark’

for the global optimum. Since no prior knowledge of the camera path is assumed, and this is

not used as a constraint, there is always a chance of getting stuck in a local minimum. With

the presented framework, we can ensure that the global minimum is always reached, one for

which the reprojection error is zero and also such that all feature tracks are consistent with

the camera path. Knowing the limitations of traditional bundle adjustment, in the next

sections we discuss ways of replacing bundle adjustment for parameter optimization based

on the parallax orbits framework for four different scenarios: perfect cameras and feature

matches, perfect cameras and imperfect feature matches, imperfect cameras and perfect

feature matches, and finally the general case of imperfect cameras and feature matches.

Perfect cameras and perfect feature matches

For perfect cameras and feature matches, the parallax orbits and camera path

on the reconstruction plane form identical and scaled shapes. Furthermore, the relative

position along a line drawn from the 2D origin on the plane to each projected camera

position on the plane, which defines scale for a given parallax orbit, should be the same

for all features of a given feature track with respect to their corresponding camera. This

concept is illustrated at the top-left in Fig. 7.6, where every parallax path position snaps

onto a perfect ‘grid’ over the reconstruction plane, where (x, y) are used as coordinates on

this plane. For illustration purposes, each of these lines, along which reprojection error is

zero, is shown in light green. The camera path on the reconstruction plane appears as a set

of larger blue squares, and there are five tracks in total along five cameras C1 to C5, where

parallax orbit positions for each track are drawn in a given color and at a given scale. To

show these orbits continuously, each is rendered as a gray curve. Notice how each curve is

a scaled version of the camera path.
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Figure 7.6: Parallax orbits and camera paths for perfect cameras and perfect feature matches

(top left), imperfect cameras and perfect feature matches (top right), perfect cameras and

imperfect feature matches (bottom left), and imperfect cameras and feature matches (bottom

right).

Perfect cameras and imperfect feature matches

In this case, shown at the bottom-left in Fig. 7.6, the camera path falls exactly

onto the perfect grid discussed in the perfect cameras and features case, but not the parallax

orbits for feature matches. The positions where each should ideally latch onto are shown in

yellow. We can show, using the Dinosaur dataset as an example, that it is possible to ‘fix’

feature tracks such that they can essentially become as accurate as ground-truth tracks.

Fig. 7.7 shows a plot of ground-truth tracks in image space and SIFT-based tracks on the

right. Notice how some of those tracks are clearly incorrect. Though the resulting 3D

structure may look visually correct, its reprojection error is still not zero even after bundle

adjustment. By moving feature track positions such that they lie on the perfect grid, the

resulting reprojection error is essentially eliminated.
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Figure 7.7: Image locations of ground-truth feature tracks (left) and SIFT-based feature tracks

(middle) for the Dinosaur dataset. The visually-correct yet slightly inaccurate reconstruction

obtained from SIFT features is also displayed (right).

Since we know the camera path, adjusting the feature matches involves two steps.

First, since the light-green zero reprojection error lines are ‘perfect’ given the ground-truth

camera path, we move each parallax orbit for a feature of a track the shortest distance such

that it lies along its corresponding line for the given camera. Then, we move each along its

respective line the shortest distance such that the camera path curve is exactly reproduced

at a particular scale.

Imperfect cameras and perfect feature matches

This case is shown at the top-right in Fig. 7.6. Conversely to the case of perfect

cameras and imperfect tracks, now the parallax orbits for feature matches lie correctly on the

perfect grid and create perfect lines emanating from the anchor position and towards each

camera. In this case, adjusting the cameras comes down to moving each camera’s projection

on the reconstruction plane the shortest distance such that it lies along the correct path,

and then along each corresponding line the shortest distance such that the best-fit parallax

orbit curve is met for the set of cameras. This can be done through standard quadratic

fitting for example, but depends on the type of camera path.

Imperfect cameras and feature matches

This is the general case, and one that is most frequently encountered in real sparse

reconstructions. This scenario is shown at the bottom-right in Fig. 7.6. In this case, we
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first have to find the best-fit zero reprojection error locus lines, and additionally the best-

fit parallax orbits. Then we can snap each parallax orbit position and camera projection

onto this grid to obtain the optimal positions. The initial locus line-fitting must be very

robust. We use standard linear regression but embedded in RANSAC [18] for this purpose.

Assuming a line y = mx + b and N 2D positions, the slope m and intercept b can be

computed from Eq. 7.6. Next, a best-fit consensus parallax orbit must be obtained. Finally,

we perform snapping on the perfect grid as described in the previous sections.

m =
NΣxy − (Σx)(Σy)

NΣx2 − (Σx)2

b =
Σy −m(Σx)

N

(7.6)

7.2.1 Geometrical Constraints on Scale Space

A homography is a simpler model than the epipolar geometry model. It allows

for a 2D prediction of a 3D movement, but since it doesn’t correctly account for parallax

like epipolar geometry does, it generally presents a residual error for a given feature match.

However, residual measurements for a homography computed over the set of available fea-

ture matches can provide bounds on the expected image-to-image 2D movements of feature

matches, to greatly constrain the multi-view chain of matches. Pairwise homography esti-

mation over a set of feature tracks can greatly constrain the search space between scales

ranging from 0 to 1, such that typically around 90% of scales are removed after this fil-

ter. Using the resulting homography prediction position which is closest to the locus line,

searching involves simply moving along that line within the maximum residual distance, for

searching only over those scales. For large baselines, the homography model becomes very

inaccurate, so it should only be applied in a pairwise manner for closest consecutive views.

In fact, to determine just how accurate the homography model is with respect to the more

general epipolar geometry model, Torr’s ‘Geometric Robust Information Criterion’ (GRIC)

metric [94] can be used.
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7.3 Future Work

The theory behind our novel method has been presented, but much work remains

to be done with respect to testing these principles on a large number of real and synthetic

scenes, depicting different camera motions, to see how general the method can be. If proven

to work in all cases, we seek to achieve very accurate dense matching and reconstruction.

Since our framework is occlusion-invariant, and uses information from all cameras and

feature tracks, we can initialize new tracks by searching in scale space for the best scale,

starting from a given position in the anchor frame. Once the correct scale has been found for

a track, and by extension all corresponding feature track positions across all image planes,

to find the 3D position for the corresponding scene point all that has to be done is to move

along the ray from the anchor frame proportionally to the recovered scale. This is much

faster and more accurate than applying for example multi-view linear triangulation [30]. The

search in scale space could involve searching along the path for the position where intensities

best agree (for example, with the lowest standard deviation), and can be aided by using

resolution scale-space or feature descriptors, image patch-matching and also homographies

since these help provide bounds on the scales to search over. For planar scenes the geometry

can be recovered almost exactly without the need to search. An accurate and robust dense

reconstruction can be achieved by applying this procedure for all available pixels of an anchor

frame. Initial estimates show that 3D structure can be computed about 2000 times faster

than computing pairwise optical flow-based dense correspondences. If used jointly with color

segmentation, the joint analysis of computed tracks could make for a novel algorithm for

obtaining accurate matches and structure over texture-less regions. Yet another consequence

of our framework is that it allows for the auto-completion of tracks after occlusion: any

discontinued paths that manifest as separate tracks can be joined by looking at which

orbits have the same scale. Also, we are looking into the mathematical definition of a

multi-view tensor based on the proposed principles. Looking further, the framework could

also be potentially used for the compression of both images and structure parameters, by

storing mainly scale-space information instead of explicit image plane or 3D positions.
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Chapter 8

Conclusions

In this dissertation, a generalized error analysis framework was presented for scene

reconstruction from aerial video, consisting of methods for the detection, factorization and

correction of error sources present in all stages of a reconstruction pipeline, and in the ab-

sence of ground-truth knowledge. The presented algorithms were designed for sequential

scene reconstruction from aerial video, but have been proven to work across different scene

types and camera motions, and for both real and synthetic scenes. Furthermore, because

of their nature the methods are general enough that they can be applied in conjunction

with many different types of scene reconstruction algorithms besides the dense and sparse

reconstruction pipelines described in this document.

Two main applications were discussed for dealing with errors in the absence of

ground-truth. The first set of algorithms derive total structural error measurements after

an initial scene structure computation and factorize errors into those related to the underly-

ing feature matching process and those related to camera parameter estimation. Based on

this novel detection of specific error sources in the reconstruction process, a brute-force local

correction of inaccurate feature matches was presented, as well as an improved conditioning

scheme for non-linear parameter optimization which applies weights on input parameters in

proportion to estimated camera parameter errors. An overview will now be given of these

methods.

A scene reconstruction pipeline using unconstrained dense correspondences ob-
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tained from a pair of stereo images was initially introduced. Even for a reduced amount

of images, errors in the dense correspondence process cause pose and structure estimation

inaccuracies that accumulate over time in sequential reconstruction. To this end, an algo-

rithm for iterative dense correspondence error detection and correction through feedback

from the bundle adjustment process was presented. The main goal was to detect and cor-

rect outlier dense correspondences between two images. Initial estimates for the pose and

scene structure are obtained from the given dense correspondences, assuming known camera

intrinsic parameters, and then bundle-adjusted. The resulting reprojection errors per corre-

spondence pair are then separated into high-error and low-error correspondences based on

a threshold computed from reprojection error statistics. Then, a brute-force affine search

iterative algorithm operating on a coarse-to-fine resolution pyramid and inspired by the

original dense correspondence algorithm is used to correct outlier correspondences. Results

on both real and synthetic scenes show that a more accurate set of dense correspondences

is obtained after applying the proposed method, which results in an improvement in pose

and structure estimates.

Due to the computational expense and error accumulation in sequential recon-

struction from dense correspondences, a multi-view reconstruction pipeline was proposed

that made use of accurate sparse feature matching instead of dense correspondences as

input. The goal of this pipeline is to obtain accurate camera poses throughout a video

sequence and create as additional output a sparse point cloud representing scene structure.

The pipeline operates by obtaining an initial robust two-view reconstruction and sequen-

tially adding-in new frames using the Direct Linear Transformation algorithm embedded in

RANSAC, while bundle-adjusting after every step.

Given that bundle adjustment is by far the most expensive process in the pipeline,

an algorithm for bundle adjustment conditioning based on scene reconstruction ray diver-

gence was designed. The proposed algorithm first computes ray divergences when attempt-

ing scene reconstruction triangulation from a set of sparse SIFT feature matches. Under

ideal conditions, camera rays through a pair of feature matches should intersect in an ex-

act position in space, but since in general this does not hold true due to errors in any of

the underlying processes, those errors manifest as divergence between the camera rays. As
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demonstrated, such errors can be factorized as a smooth component due to camera pa-

rameter errors plus a high-frequency component representing matching errors. Assuming

accurate feature matching, ray divergence errors are due mainly to camera parameter es-

timation inaccuracies. It was proven how ray divergences provide similar information to

other reconstructed point uncertainty measurements, and thus is valid to use as a means for

weighting bundle adjustment and improving its convergence properties. Due to its smooth

variation across neighboring matches, from its histogram over the set of matches a set of

weights can be derived, based on the Gaussian probability density function. It was shown

that this novel weighting scheme is more efficient to compute and outperforms other weight-

ing schemes such as those based on image feature covariances. As is the common theme

throughout this dissertation, there is no dependence on ground-truth information, and re-

sults show an improved convergence on different real and synthetic scene types.

Finally, the concept of parallax orbits was introduced. Given an initial set of fea-

ture matches, poses and scene structure, an additional and strong camera path constraint

allows for a concurrent error detection and correction in the pose estimation, feature match-

ing and structure computation processes that essentially eliminates the need for traditional

bundle adjustment parameter optimization. This constraint had not been explicitly taken

into account in the existing scene reconstruction literature, and it was shown how it is a

valid constraint that obeys epipolar geometry criteria. Though this new methodology is still

in its infancy as of the completion of this dissertation, and much work remains to be done

to prove the generality of the framework, there is hope that it can have a major impact on

the future accuracy and speed of multi-view reconstruction.

Another application that forms part of the proposed generalized error analysis

framework is in reconstruction pre-processing. An algorithm was presented that detects

and discards frames that would lead to inaccurate feature matching, camera pose estima-

tion degeneracies or mathematical instability in structure computation based mainly on a

residual error comparison between two different match motion models. Known as frame

decimation, such a filter is an essential component of a reconstruction pipeline such as

the sparse pipeline described in this document, which operates based on frame decimation

keyframes. Existing decimation algorithms in the literature decimate frames globally and
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cannot perform in environments such as in streaming aerial video, so the main contribution

is the ability to decimate in a streaming fashion, and without the need for scene-dependent

thresholds. To this end, a new frame goodness metric was introduced, which is designed

to choose only one global maximum value at each keyframe evaluation, needing at most

three frames in memory at a given time. The cost function is a weighted version of the

GRIC criterion for residual error comparison between epipolar geometry and homography

estimation. The GRIC component detects pose degeneracies and mathematical instability

in structure computation, which occur with small baselines. Weighting is based on feature

match layout and ratio with respect to the number of obtained features, and is meant to

filter out very wide baselines. The algorithm was proven to perform well across different

types of target scenes and camera movements.
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The following appendices describe in detail some of the basic steps and mathemat-

ical formulations used throughout this document. The first appendices, corresponding to

camera calibration (Appendix A), epipolar geometry estimation (Appendix B), pose estima-

tion (Appendix C), triangulation (Appendix D), bundle adjustment (Appendix E) and the

direct linear transformation (Appendix F), each describe essential components to a scene

reconstruction pipeline. Finally, Appendix G describes the theory behind a novel algorithm

for computing the relative pose between two cameras using only information available from

a set of image patches.
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Appendix A

Camera Calibration

The objective of this appendix is to derive the conversion between 3D scene points

and positions in pixel space. This requires an explanation of both the concepts of perspective

projection and the pin-hole camera model, as explained in Section A.1. The camera’s

intrinsic parameters will be described in Section A.2, and its radial distortion model is

described in Section A.3.

A.1 Perspective Projection and the Pin-Hole Camera Model

A real camera can be modeled using the pin-hole camera model, and such that

the screen coordinates of scene points are acquired using the perspective projection model.

In the pin-hole camera model, the center of the camera, C, is considered to be a point

(CX , CY , CZ) at the origin of a 3D coordinate system, which will be called from now on

the camera coordinate system. The viewing direction of the camera is pointing along the

Z-axis of this coordinate system, which is also known as the principal axis. The image

plane is a rectangular region where the scene being viewed projects to in space, such that

the plane is parallel to the XY plane of the camera coordinate system, and is a distance f ,

corresponding to the camera’s focal length f, away from the camera center C. The principal

point corresponds to the intersection of the principal axis and the image plane. These

concepts are illustrated in Fig. A.1.

A light ray between the camera center C and an arbitrary position in 3D space
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Figure A.1: Pinhole camera model and the concept of perspective projection.

and in front of the camera, P = (Xcam, Ycam, Zcam), gets projected on the image plane with

2D coordinates (px, py) = (xcam, ycam). The 3D coordinates of P are measured with respect

to C. The 2D image plane coordinates are obtained using perspective projection, which

simply applies the mathematical relationship between triangles given by Thales’ theorem,

as shown in Eqs. A.1 and A.2. The relationship can also be expressed as shown in Eq. A.3,

where λ is simply a scale factor, and can be expressed in terms of the camera’s focal length

f and the depth of the 3D point, Zcam, as shown in Eq. A.4. Furthermore, an equivalent

matrix expression using homogeneous coordinates can be used to describe the perspective

projection, as shown in Eq. A.5.

xcam =
fXcam

Zcam
(A.1)

ycam =
fYcam
Zcam

(A.2)

λ


xcam

ycam

f

 =


Xcam

Ycam

Zcam

 (A.3)

λ =
Zcam
f

(A.4)
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Figure A.2: Camera’s principal point and coordinate system with respect to the image plane.

λ


xcam

ycam

fcam

 =


1 0 0 0

0 1 0 0

0 0 1 0





Xcam

Ycam

Zcam

1


(A.5)

A.2 Intrinsic Parameters of the Camera

In real images, the origin of the image coordinates, for example the bottom-left

corner of the image plane as seen in Fig. A.2, does not coincide with the principal point,

and the scaling along each image axis is different, so the image coordinates must undergo a

further transformation. The transformation consists of a 3× 3 matrix known as the camera

matrix K, which contains the camera’s intrinsic parameters and provides the transformation

between an image point and a ray in Euclidean 3D space. Let (x0, y0) correspond to the

position of the camera’s principal point, and let (xcam, ycam) be an image-plane position

with respect to the camera’s coordinate system, as shown in Fig. A.2.

The relation between camera coordinates and image pixel coordinates is given in

Eqs. A.6 and A.7, where the parameters kx and ky have units of pixels/length. This same

information can be expressed in matrix form as shown in Eq. A.8. The 3 × 3 matrix in

Eq. A.8 corresponds to the upper-triangular camera matrix K. The ‘focal distances’ in the

K matrix, corresponding to the (1, 1) and (2, 2) diagonal elements, are given by Eqs. A.9
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and A.10. Dividing Eq. A.9 by Eq. A.10 results in the camera’s aspect ratio, αx
αy

. Lastly,

the pixel skew s, which is an angular measure of the deviation of a pixel’s shape from being

rectangular, is normally assumed to be 0.

kxxcam = x− x0 (A.6)

kyycam = y − y0 (A.7)
x

y

1

 =
1

f


αx s x0

0 αy y0

0 0 1



xcam

ycam

f

 (A.8)

αx = fkx (A.9)

αy = fky (A.10)

To give an example of a typical K matrix, the camera used for one of the test

datasets being used, Walnut Creek, has the following specifications:

• Focal length: f = 38mm

• Pixel pitch (for both the ‘x’ and ‘y’ directions): 9.12× 10−6 meters

• Image size: 1512× 2268 pixels

• Principal point: (756, 1134) (assumed to be right in the middle of the image)

• Skew s: assumed to be 0

These values result in the following K matrix:

K =


4166.6665 0 756

0 4166.6665 1134

0 0 1
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A.2.1 What If the Intrinsic Camera Parameters Are Unknown?

A common problem in the literature deals with determining the camera’s intrinsic

parameters, most importantly the focal length, when these are unknown. Determining the

camera intrinsic parameters by using only information from images taken by the camera is

known as self-calibration [87, 64], and can be achieved if the type of motion of the camera

is not a critical motion sequence [87], in which case degeneracies or ambiguous solutions are

obtained.

One common approach in the literature is to use Kruppa’s equations to help solve

for the camera matrix K. These equations link the intrinsic parameters with the epipolar

geometry between pairs of views [87]. By assuming constant intrinsic parameters, this and

other methods based on the ‘absolute conic’ were developed. The absolute conic is the only

conic which stays fixed under all Euclidean transformations, such that its position relative

to a moving camera is constant. If the projection of the absolute conic can be determined,

K can be recovered from the resulting matrix through Cholesky factorization [87, 64]. For

example, a method for dealing with varying and unknown intrinsic parameters using this

principle is detailed in [65]. In the work presented in this document, it is always assumed

that the intrinsics are known with a fair degree of certainty, for example from camera

specification sheets or EXIF tags in images. However, a generalization to try to also obtain

these parameters analytically instead of assuming their values is a potential upgrade to our

scene reconstruction pipelines.

A.3 Radial Distortion Model

An important aspect related to camera calibration is to take into account the ra-

dial distortion of the used camera(s) [38]. The effect this has on an image, specially if using

what is known as a fish-eye lens, is that the acquired scene appears to radiate outwards

in concentric circles instead of following a rectangular grid such as the shape of the image

plane. Such a distortion pattern is seen on the right side in Fig. A.3 for the Palmdale

dataset, which was acquired with a fish-eye lens. Since distortion values can sometimes be

as high as dozens of pixels, this can seriously affect the quality of feature matching coordi-
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Figure A.3: Original, distorted Palmdale image (left) and its undistorted version (middle),

with the computed distortion map on the right.

nates and therefore pose and structure estimation. It must be corrected for either during

pre-processing of images or during bundle adjustment, as was done for the middle image in

Fig. A.3 with respect to the original distorted image on the left, in order to achieve accurate

matching results.

An image plane coordinate can be modified to take into account radial distortion

as shown in Eq. A.11, where r2 = x2 + y2 is the distortion radius for given (x, y) pixel coor-

dinates, kc is a 5×1 vector storing the image distortion coefficients and dx is the tangential

distortion vector measuring principal point decentering [38], as defined in Eq. A.12. The

final pixel coordinates are then obtained per Eq. A.13.

xd = (1 + kc(1)r2 + kc(2)r4 + kc(5)r6)xcam + dx (A.11)

dx =

 2kc(3)xy + kc(4)(r2 + 2x2)

kc(3)(r2 + 2y2) + 2kc(4)xy

 (A.12)


x

y

1

 = K


xd

yd

1

 (A.13)
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Appendix B

Epipolar Geometry Estimation

Let x correspond to the 2D image position (x, y) of a pixel in an image of a scene,

and let x′ correspond to the (x′, y′) corresponding match coordinates in another image. The

epipolar geometry describes the intrinsic projective geometry between the two views. This

relationship is encapsulated by the fundamental matrix F , a rank-two 3 × 3 matrix such

that x’TFx = 0. Fig. B.1 illustrates the concept of epipolar geometry.

Some definitions related to epipolar geometry will now be given. From Fig. B.1,

it can be seen that both image points x and x′ project to the same 3D point X in space,

for rays starting from the respective camera centers C and C ′. The ‘epipolar plane’ is the

plane which intersects X, C and C ′. The ‘baseline’ is the line segment in 3D space which

connects the camera centers. The ‘epipoles’ e and e′ are the image positions where the

baseline intersects each image plane. Finally, the ‘epipolar lines’ are the segments that

connect e with x and e′ with x′, respectively. Also, note that these lines correspond to

the intersection of the epipolar plane with each respective image plane. Also, note that

the back-projection of x from C to X is mapped as the line l′ in the second view. In the

same way, the back-projection of x′ from C ′ to X is mapped as l in the first view. The

family of possible epipolar planes, depending on the position of X, is known as the ‘epipolar

pencil’, which all contain the baseline. Given these definitions, Section B.1 will formally

define the fundamental matrix F , which mathematically encapsulates the epipolar geometry

information. Section B.2 describes a variety of methods used in the literature to compute
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Figure B.1: Epipolar geometry, where C and C’ are the camera centers, x and x’ the image

correspondences, e and e’ the epipoles, l and l’ the epipolar lines and X is the point in 3D

space seen by x and x’.

F . Finally, Section B.3 discusses the definition of epipolar geometry when more than two

views are present.

B.1 Properties of the Fundamental Matrix

The fundamental matrix F corresponds to the algebraic representation of the

epipolar geometry. To each position x in one image, there exists a corresponding epipolar

line l′ in the other, such that there is a projective mapping from points to lines. Also, x is

mapped to x′ lying on l′, and l′ is obtained as the line joining x′ to e′. Other important

properties of F are the following. The epipolar equation is given by Eq. B.1. The matrix is

of rank-two, with 7 degrees of freedom, not 9, since one is lost due to common scaling, and

another one is lost since det(F ) = 0. There are two DOF corresponding to e, two for e′,

and three for the epipolar line homography mapping a line through e to a line through e′.

Full rank is not achieved since any x on l maps to l′, so there’s no inverse mapping. The

epipolar lines for x and x′ are given respectively by Eqs. B.2 and B.3. The epipoles e and

e′ are given respectively by Eqs. B.4 and B.5, such that e is the right null-space of F , while

e′ is its left null-space.

x′TFx = 0 (B.1)

l′ = Fx (B.2)
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l = F Tx′ (B.3)

Fe = 0 (B.4)

F T e′ = 0 (B.5)

B.2 Computation of the Fundamental Matrix F

The F matrix can be computed either directly, using 5, 6, 7 or 8-point methods as

will be discussed, or through non-linear optimization methods such as ‘algebraic minimiza-

tion’, ‘minimization of the epipolar distance’ or the ‘gold standard method’. An excellent

overview of these methods and epipolar geometry in general is Hartley and Zisserman’s

Multiple View Geometry book [30].

Our initial implementation uses Hartley’s ‘Normalized 8-point’ algorithm [27], or

N8P. Being a direct method, it yields a unique solution and usually works as a good starting

point for a posterior non-linear minimization technique. However, based on results from

the literature, the 5-point algorithm yields the best results overall. Even though 10 possible

solutions are obtained for the entries of F , it doesn’t suffer from degeneracies like the 8-

point method, where in certain cases F cannot be uniquely determined. However, to better

understand the methods for computing F in the literature, the N8P algorithm will be ex-

plained in detail, since it is representative in general of the methods used for this purpose.

The 5-point method is much more involved, and the reader is referred to [84] for further

details. After describing N8P, other direct and non-linear methods from the literature will

be briefly described.

B.2.1 8-point Algorithm

With direct methods such as the 8-point method, the F matrix can be recovered

from feature matches alone, without needing any additional information such as camera

intrinsics. Assume a pair of matches (x, x′). The epipolar equation for the pair is given by

Eq. B.1. If the left side of the equation is expanded, the result in Eq. B.6 is obtained. For

‘n’ pairs of matches, a system of the form Af = 0 can be solved to obtain the 1× 9 vector
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f , whose entries make up the 3× 3 F matrix, per Eq. B.7.

x′xf11 + x′yf12 + x′f13 + y′xf21 + y′yf22 + y′f23 + xf31 + yf32 + f33 (B.6)


x1x1 x1y

′
1 x1 y1x

′
1 y1y

′
1 y1 x′1 y′1 1

...
...

...
...

...
...

...
...

...

xnxn xny
′
n xn ynx

′
n yny

′
n yn x′n y′n 1





f11

f12

f13

f21

f22

f23

f31

f32

f33



= 0 (B.7)

With this mathematical definition in mind, the 8-point method has the following

properties. First, the solution is determined up to scale only. For exactly 8 points, a unique

solution is obtained. For more than 8 points, a least-squares solution is required on the

over-constrained system. To do this, first the singular value decomposition A = UDV T

of the data matrix A is obtained, and the solution for f is the last column of V , which

corresponds to the smallest singular value. This effectively minimizes ‖Af‖ subject to the

constraint ‖f‖ = 1.

Normalized 8-point algorithm

Without normalization of the image coordinates, the standard 8-point algorithm

becomes sensitive to the origin of the image coordinates and the scale. The condition

number of the data matrix A becomes large, and this can result in numerical instabilities.

Hartley [27] proposed a method, the Normalized 8-point algorithm or N8P, to perform this

normalization, such that much more robust results can be obtained when using the 8-point

algorithm.

The following steps are performed. First, all image coordinates are translated

such that their centroid lies at the origin (0, 0). This implies first finding the centroid

of all xi positions and independently the centroid of all x′i positions, and multiplying the
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original coordinates by respective transformation matrices that perform the translation to

the centroid, as seen in Eqs. B.8 and B.9.

x̂i = Txi (B.8)

x̂′i = T ′x′i (B.9)

After translation, all coordinates are scaled so that the RMS distance from the

origin is
√

2. Using the normalized coordinates, the F matrix is obtained using the 8-point

method, such that x̂′Ti Fx̂i = 0. To ensure that F is of rank-two, a singularity constraint

must be applied, which finds the closest singular F ′ to F such that the Frobenius norm

‖F − F ′‖ is minimized. To do this, given the singular value decomposition F = UDV T ,

where D = diag(r, s, t), with r ≥ s ≥ t, with U and V as orthogonal matrices, the closest

singular F ′ can be obtained per Eq. B.10. The final step in the N8P algorithm is to

denormalize by the original transformation matrices, as shown in Eq. B.11.

F ′ = Udiag(r, s, 0)V T (B.10)

F ′′ = T ′TF ′T (B.11)

B.2.2 Other Linear Methods Used to Compute F

The following methods have also been used in the literature for the computation

of the fundamental matrix.

7-point method

Details on this method can be found in Hartley and Zisserman’s book [30], but

a summary of the main algorithm is provided. The F matrix has 9 entries but is defined

only up to scale. The singularity condition det(F ) = 0 gives a further constraint, which is

cubic since F has three rows. Since F has only 7 degrees of freedom, it is possible to solve

for it from just 7 point correspondences. By forming the 7 × 9 set of equations Af = 0,

which yields a two-dimensional solution set, the general solution using SVD has the form

f = λf0 + µf1, or in matrix terms, F = λF0 + µF1. Thus, the condition det(F ) = 0 gives a
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cubic equation in λ and µ, and either one or three real solutions for the ratio λ : µ, which

must be individually tested for the correct solution.

6-point methods

Two different 6-point methods have been developed: one by Pizarro et. al [63] and

a previous one by Philip [61], who himself proved in [62] that the original method does not

work for planar scenes. They are both based on the essential matrix and involve its ‘trace

constraint’, defined in Eq. B.12.

2EETEtrace(EET )E = 0 (B.12)

• Method of Pizarro et al.: The 9 equations from Eq. B.12 are composed into a 9× 10

matrix from which the four rows corresponding to the four largest singular values are

selected. From the four resulting equations, a sixth-degree polynomial is computed

and then solved to obtain the entries of E.

• Linear six-point solver from Philip: The 9 equations from Eq. B.12 are composed into

a 9×10 matrix and the unknown entries of E are solved for linearly, for example with

SVD.

5-point method

In this method, developed by Nistér and Stewenius [84], solutions are found as

roots of a 10th-degree polynomial. First, it uses the linear equations from the epipolar

constraint to parametrise the essential matrix with three unknowns. Then, it uses the rank

constraint and the trace constraint of E to build ten third-order polynomial equations in the

three unknowns. Finally, a Gröbner basis, which is a subset of the terms of the polynomials,

is derived, which is then used to construct a 10× 10 ‘action matrix’ whose eigenvalues and

eigenvectors encode the ten solutions to the polynomial.

B.2.3 Non-Linear Methods Used to Compute F

Detailed explanations on the three main nonlinear methods can be found in [30],

but an overview of each will now be given.
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Algebraic minimization

This method minimizes ‖Af‖ subject to the two constraints ‖f‖ = 1 and det(F ) =

0. The main idea is to vary the epipole e such as to minimize the algebraic error ‖Af‖ =

‖AEm‖, where E is a 9× 9 matrix composed of the entries of e, which is assumed known,

such that F = M [e]x, where the entries of the matrix M correspond to the values of the

vector m. The Levenberg-Marquardt algorithm is used to iteratively minimize the error,

and involves computing an SVD at each step. A non-iterative algorithm involving SVD also

exists.

Minimization of the epipolar distance

The epipolar distance is defined as the distance of point x′ to the epipolar line Fx.

The algorithm is as follows. Let Fx = (λ, µ, ν) and x′ = (x, y, 1)T . The distance measure

used is known as the ‘Sampson distance’, and is defined in Eq. B.13. The total cost function

over all xi and x′i is given by Eq. B.14, which must be minimized over the parametrization

of F .

d(x′, Fx) = x′TFx(λ2 + µ2)−
1
2 =

x′TFx

((Fx)21 + (Fx)22)
1
2

(B.13)

∑
i

d(x′i, Fxi)
2 =

∑
i

x′Ti Fxi

((Fxi)21 + (Fxi)22)
1
2

(B.14)

Maximum-likelihood (Gold-standard) method

This algorithm assumes Gaussian image noise, and requires an initial 3D recon-

struction. It works as follows. Let P = [I|0] and P ′ = [M |t] be the projection matrices

corresponding to the two cameras, as explained further in Appendix C. The 3 × 3 matrix

M should be a good estimate of the second camera’s rotation with respect to the first, and

t a good estimate of its 3D translation. Let Xi = (Xi, Yi, Zi,Wi)
T be the 3D position in

homogeneous coordinates for the ith 3D point. Then, the values x̂i = PXi = (xi, yi, 1)T

and x̂′i = P ′Xi = (x′i, y
′
i, 1)T are computed. Given these pixel coordinates, the objective is

to iterate over P ′ and Xi to minimize the cost function provided in Eq. B.15. This min-

imization involves a total of 3n + 12 parameters, corresponding to 12 parameters for the
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projection matrix P ′ and three for each point Xi. Finally, once P ′ = [M |t] is obtained, the

final step is to compute F = [t]xM .

∑
i

(d(xi, x̂i)
2 + d(x′i, x̂

′
i)
2) (B.15)

B.2.4 Using Random Sample Consensus (RANSAC)

The ‘Random Sample Consensus’ or RANSAC algorithm is based on testing hy-

potheses and choosing the one for which the greatest number of inliers is achieved. Details

on the method in general can be found in its original publication [18], but a brief outline

of how it is applied to the specific case of estimating a fundamental matrix F from a set of

correspondences is given here. The method is based on the 7− point algorithm as this has

given the best results [30], so the first step in the algorithm is to select a random sample

of 7 feature matches, from which the fundamental matrix is computed. The next step is

to measure the number of inliers for this hypothesis value of F , which corresponds to the

number of matches for which the Sampson distance (Eq. B.13) is lower than a given thresh-

old. After running the algorithm a number of times, the F matrix with the largest inlier

support is chosen. Finally, a final F matrix is estimated from only the inlier matches.

B.2.5 Degeneracies in the Estimation of F

A degeneracy in the estimation of the epipolar geometry occurs either when the

epipolar geometry is undefined or when it cannot be uniquely determined. There are two

cases for degeneracy, known as the ‘motion degeneracy’ and the ‘structure degeneracy’.

The motion degeneracy arises when the relative movement between frames consists of only

a rotation and no translation. In such cases the epipolar geometry between the views is

undefined. The structure degeneracy occurs when matches between frames correspond to

scene points that lie on the same plane in space. In this case the epipolar geometry is not

unique, as there is a two-parameter family of possible solutions. For example, it has been

proven that the N8P algorithm fails when matches for scene points that lie on the same

plane are used. However, the 5-point method [84] has been proven to work well under these

circumstances. Additionally, the work in [23] deals with cases where correspondences include
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a low percentage of inlier correspondences and/or a large subset of the inliers is consistent

with a degenerate configuration of the epipolar geometry that is totally incorrect. More

details on epipolar geometry degeneracy and its detection can be found in Chapter 5.

B.3 Epipolar Geometry Between More Than Two Views

The description of the epipolar geometry can be extended to three views, using

the trifocal tensor [3]. This tensor plays a similar role to the fundamental matrix for two

views, but unlike F , it also relates lines, not just points. Mixed combinations of lines and

points can also be related through the tensor.

The estimation of the trifocal tensor is more difficult than the estimation of the

two-view epipolar geometry, since several constraints must be evaluated to determine if a

given tensor is valid. In [3], a threading function operates on two consecutive fundamental

matrices and connects them using the trifocal tensor. The threading operation guarantees

that consecutive camera matrices are consistent with a unique 3D model, without ever

recovering a 3D model.
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Appendix C

Pose Estimation

In Appendix B it was described how to obtain the ‘fundamental matrix’, which

is the mathematical description of the epipolar geometry between two views. As it will be

discussed in this section, its importance lies in that it encapsulates the relative pose between

the two cameras, which is defined as a 3×3 rotation matrix R and a 3D translation vector t,

better known as the camera’s extrinsic parameters, given that the intrinsic calibration of the

camera is known, as was described in Appendix A. Section C.1 will define the camera’s ex-

trinsic parameters. Section C.2 describes the calibrated version of the fundamental matrix,

known as the ‘essential matrix’ E, and how it can be decomposed into extrinsic parameters.

Finally, Section C.3 discusses other methods for pose estimation from the literature.

C.1 Extrinsic Camera Parameters and Projection Matrices

In Appendix A, the relation between image coordinates and scene positions was

derived with respect to the camera’s coordinate frame. In general, however, the camera’s

position in 3D space does not coincide with the origin of the world coordinate system. This

implies that 3D coordinates with respect to the camera coordinate system must undergo a

Euclidean motion, described by a 3 × 3 rotation matrix R and a 3D translation vector t,

in order to determine their positions with respect to the world coordinate system. Eq. C.1

describes this relationship between camera coordinates (Xcam, Ycam, Zcam) and world coor-
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dinates (X,Y, Z). 

Xcam

Ycam

Zcam

1


=

 R t

0T 1




X

Y

Z

1


(C.1)

If the conversion from image pixel coordinates to camera coordinates (as encapsu-

lated by K and described in Appendix A) is concatenated with the conversion from camera

coordinates to world coordinates, under the perspective projection model of Eq. A.5, this

results in a 3×4 matrix known as a projection matrix P . This matrix expresses the relation-

ship between 2D image positions measured in pixels and the corresponding 3D points with

respect to the origin of the world coordinate system, and contains the information from the

intrinsic parameter matrix K as well as the extrinsic parameters R and t, as displayed in

Eq. C.2.

x̃ =


x

y

1

 = K


1 0 0 0

0 1 0 0

0 0 1 0


 R t

0T 1




X

Y

Z

1


= K[R|t]X = PX (C.2)

Projection matrices have the following main characteristics:

• The camera center C is located at (X,Y, Z)T = −RT t. It can also be obtained as the

null-vector of P , such that PC = 0.

• P has 11 degrees of freedom, and is of rank-three.

Now that the camera’s extrinsic parameters have been explained, it will be dis-

cussed how these can be recovered from the previously-obtained fundamental matrix, through

a matrix called the essential matrix E. For this discussion, it will always be assumed that

the first camera is placed at the origin of the world coordinate system, and thus its projec-

tion matrix is P = K[I|0]. The second camera will be defined by P ′ = K[R|t].
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C.2 The Essential Matrix

Let a projection matrix P ′ = K[R|t] and a 2D image point x = P ′X. If the K

matrix is known, let x̂ correspond to the image point expressed in normalized coordinates,

as shown in Eq. C.3. The value x̂ can be interpreted like an image of X with the camera

[R|t] having the identity matrix I as its calibration matrix. In this way, K−1P ′ = [R|t]

corresponds to the normalized camera matrix. Let P = [I|0] and P ′ = [R|t] be a pair

of normalized camera matrices. Then E is the fundamental matrix corresponding to the

normalized cameras, as shown in Eqs. C.4 and C.5.

x̂ = K−1x = [R|t]X (C.3)

E = [t]xR = R[RT t]x (C.4)

x̂′TEx̂ = 0⇒ x′TK ′−TEK−1x = 0⇒ E = K ′TFK (C.5)

The matrix E obtained in (C.5) is a very important quantity known as the essential

matrix E, which is basically a special case of F for image coordinates normalized by the

camera matrix. Now, the properties of E will be examined, and it will be seen how the

camera’s extrinsic parameters can be recovered directly from it. A detailed mathematical

derivation is found in [82, 100], but here only the main concepts involved will be explained.

C.2.1 Properties of the Essential Matrix E

The essential matrix has the following properties. First, it has has five degrees of

freedom; R and t have three each but there’s an overall scale ambiguity. Also, E has two

equal singular values and the third is null. Let W and Z be respectively the orthogonal

and skew-symmetric matrices defined by Eqs. C.6 and C.7. Then E can be decomposed

through the singular value decomposition as expressed in Eq. C.8, with S = kUZUT , where

k is simply a scale factor.

W =


0 −1 0

1 0 0

0 0 1

 (C.6)
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Z =


0 1 0

−1 0 0

0 0 0

 (C.7)

E = [t]x = SR = Udiag(1, 1, 0)(WUTR) (C.8)

As seen in Eq. C.5, the essential matrix E can be computed from normalized image

coordinates (Eq. C.9) or from F if the K matrix is known, as shown in Eq. C.10.

x′TEx = 0 (C.9)

E = K ′TFK (C.10)

The camera matrix P ′ can be retrieved from E up to scale and a four-fold ambi-

guity, and this is the main importance of the E matrix. If E is factorized as E = SR, S as

defined per Eq. C.11 determines the translation t up to a sign, while there are two possible

and valid values for R, which will be called R1 and R2, defined respectively in Eqs. C.12

and C.13.

S = UZUT (C.11)

R1 = UWV T (C.12)

R2 = UW TV T (C.13)

The orthogonal matrices U and V are obtained from the singular value decom-

position of E. Thus, for a given E = Udiag(1, 1, 0)V T and the projection matrix for the

first camera P = [I|0], there are four possible solutions for the second camera’s projection

matrix, where u3 and v3 correspond to the last columns of U and V , respectively:

P ′ = [UWV T |+ u3] = [UWV T | −R1 ∗ −v3]

P ′ = [UWV T | − u3] = [UWV T | −R1 ∗ v3]

P ′ = [UW TV T |+ u3] = [UW TV T | −R2 ∗ −v3]

P ′ = [UW TV T | − u3] = [UW TV T | −R2 ∗ v3]
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The 3D point X will be in front of both cameras in one solution only. This concept

is known as cheirality, and is further discussed in [28]. How to choose the correct of the

four solutions for P ′ based on this constraint will be explained in further detail later, after

first introducing the concept of triangulation, in Appendix D.

C.3 Pose Estimation Through Other Methods

It is worth noting that a number of different approaches have also been taken to

find the extrinsic camera parameters. A few examples will be given in this section.

C.3.1 Pose Estimation Using Optical Flow

In two publications by the same authors [9, 10], a procedure is described for self-

calibration of a moving camera from instantaneous optical flow, which allows the extrinsics

and some intrinsic parameters of the camera to be determined solely from the instantaneous

positions and velocities of a set of image features. The proposed method relies on the use of

a differential epipolar equation that relates optical flow to the intrinsics and extrinsics of the

camera. The information about the camera’s extrinsics and internal geometry enters the

differential epipolar equation via two matrices. It emerges that the optical flow determines

the composite ratio of some of the entries of the two matrices. It is shown that a camera with

unknown focal length undergoing arbitrary motion can be self-calibrated via closed-form

expressions in the composite ratio.

C.3.2 Pose Estimation Using Vanishing Points and Lines

‘Vanishing points’ are points to which parallel lines appear to converge, due to

perspective projection. The set of all vanishing points on a projective plane constitutes

a ‘vanishing line’. A good example of their use appears in [11], where in the first step,

the focal length and principal point are recovered from a single image of a cube. In the

second step, the extrinsic parameters are recovered from an image stereo pair of a suitable

planar pattern. By matching the corresponding vanishing points in the two images, the

rotation matrix can first be computed, and then the translation vector is estimated by
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means of a simple triangulation. Another approach using vanishing lines and rectangular

parallelepipeds is presented in [99].
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Appendix D

Triangulation

In Appendix C, it was shown how the relative pose between two cameras can

be estimated, most commonly through the decomposition of the epipolar geometry-based

‘essential matrix’. This appendix will describe techniques to recover the 3D structure of a

scene given a set of sparse or dense feature matches, the camera intrinsics and the relative

pose (R, t) between the cameras, assuming that the first camera is placed at the origin

of the world coordinate system. Optionally, intrinsic and extrinsic information can be

encapsulated together in projection matrices, which can be used as inputs. Section D.1

will describe the most common method for triangulation in the literature, known as linear

triangulation. Section D.2 describes a more-accurate yet more expensive method, known as

optimal triangulation.

D.1 Linear Triangulation

The input to linear triangulation for the computation of scene structure is a set

of matches (xi, x
′
i) between two images and the corresponding 3 × 4 projection matrices

for each camera, respectively P and P ′. Let x = PX be the image plane coordinates of a

scene point X, and x′ = P ′X ′ the image plane coordinates of its match x′ given the scene

point X ′. Linear triangulation makes use of the fact that X and X ′ should be equal since

the feature matches x and x′ should yield the same 3D point. However, with noise, these

back-projected lines usually do not intersect. Bearing in mind that there are four possible
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values for P ′, as explained in Appendix C, the procedure described in the next steps is

used to both obtain a ‘test’ 3D point value from a single pair or pairs of feature matches

and determine which is the correct P ′ matrix. Once this has been determined, the same

procedure used to obtain the mentioned 3D point is followed for every pair of matches to

obtain all 3D points that make up the scene’s structure.

Assuming that the ith feature match is tested, and since Xi should equal X ′i, the

relations for P and P ′ shown respectively in Eqs. D.1 and D.2 should hold. Using normal-

ized image coordinates, the expressions in Eqs. D.3 and D.4 are obtained.

P = KPcam ⇒ K−1xi = PcamXi (D.1)

P ′ = KP ′cam ⇒ K−1x′i = P ′camXi (D.2)

xcam,i ≡ PcamXi (D.3)

x′cam,i ≡ P ′camXi (D.4)

From this, 2D image positions up to a scale factor w can be obtained from the

rows of Pcam, as shown in Eq. D.5. The same procedure can be followed for x′cam, by using

P ′cam. Expanding Eq. D.5, the result in Eq. D.6 is obtained. If the exact same equations

are also set up for x′cam,i, a 4× 4 system of the form AX = 0 is obtained. Once A has been

set up, let Anorm be the normalized version of A, defined per Eq. D.7.

w


xcam,i

ycam,i

1

 =


Pcam,1

Pcam,2

Pcam,3

Xi (D.5)

 Pcam,3xcam,i − Pcam,1

Pcam,3ycam,i − Pcam,2

Xi = 0 (D.6)

Anorm =



A1
||A1||
A2
||A2||
A3
||A3||
A4
||A4||


(D.7)
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Finally, Xi is obtained as the eigenvector corresponding to the smallest eigen-

value of Anorm
TAnorm, or also the last column of V in the singular value decomposition

Anorm = UDV T . Obtaining Xi through the use of Eqs. D.1 - D.7 is known as ‘linear trian-

gulation’. The obtained 3D point is in homogeneous coordinates. With Xi, the depths in

front of each camera are now computed with the expressions shown in Eqs. D.8 and D.9,

where r3 and r′3 correspond to the last rows of the left 3 × 3 sub-matrices of P and P ′,

respectively. Also, w and w′ correspond to scale factors, such that pixel coordinates x and

x′ are defined as shown respectively in Eqs. D.10 and D.11.

Depth(X,Pcam) =
sign(det(I))w

W ||r3||
=

w

W
(D.8)

Depth(X,P ′cam) =
sign(det(R))w′

W ||r′3||
(D.9)

x = PcamX = w


x

y

1

 (D.10)

x′ = P ′camX = w′


x′

y′

1

 (D.11)

X̃ =



X

Y

Z

W


(D.12)

Now, Eqs. D.1 - D.9 must be evaluated for the four possible P ′cam matrices. Finally,

the correct P ′cam is chosen such that positive depths are obtained for both images. The final

step consists of denormalizing the camera matrices, as shown in Eqs. D.13 and D.14. Since

we now have both P and the correct P ′, linear triangulation is used to obtain homogeneous

3D points X̃i for every pair of matches, with Xi as the final 3D scene point per Eq. D.15.

P = KPcam (D.13)
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P ′ = KP ′cam (D.14)

X̃i =



Xi

Yi

Zi

Ti


⇒ Xi =

1

Ti


Xi

Yi

Zi

 (D.15)

D.1.1 Reconstruction Ambiguity

If no metric information from the scene is available, but the intrinsic parameters

from the cameras are known, the scene can be reconstructed up to a similarity transfor-

mation, consisting of a rotation, translation and scaling factor, such that true angles and

length ratios are respected. However, this leads to what is known as the ‘two-view recon-

struction ambiguity’, and can be stated as follows. Given image correspondences xi and x′i,

the reconstruction (P, P ′, Xi) results, with xi = PXi and x′i = P ′Xi. However, Eqs. D.16

and D.17 show that the same pixel positions are obtained if using different projection ma-

trices and points, as evidenced by multiplication using a 4× 4 similarity transformation H

and its inverse. Such an equivalent reconstruction yields the exact same image points. If

the cameras are not intrinsically calibrated, the same ambiguity occurs, though H would

be a 4× 4 projective transformation instead of a similarity, where angles and length ratios

are not respected, only image positions, and a projective reconstruction is the most that

can be accomplished.

xi = PXi = PHH−1Xi = P̃ X̃i (D.16)

x′i = P ′Xi = P ′HH−1Xi = P̃ X̃ ′i (D.17)

D.2 Optimal Triangulation

A method which has been proven to be more accurate than linear triangulation,

known as optimal triangulation, was developed by Hartley and Sturm [29]. This algorithm

uses the previously-computed epipolar geometry in order to move the original feature match

positions x and x′ over their respective image planes such that they end up at the closest

positions which lie on epipolar lines. This results in minimizing a 6th-order polynomial,
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using parameters from the epipolar lines and fundamental matrix. This is performed prior

to applying linear triangulation, since the new positions for x and x′ are ensured to lie on

the same epipolar plane as the scene point they represent, and therefore any triangulation

method would triangulate directly to that 3D point in space. This method was implemented

and tried in our pipeline. However, the difference both visually and in the new position of

the feature matches is usually very small, and with a much greater processing time from

solving the 6th-order polynomial for each point.

Lindstrom’s ‘fast triangulation’ algorithm [45] provides a way to solve essentially

the same cost function but using a quadratic equation instead, and has proven to be the

fastest and most accurate algorithm so far for the triangulation of scene structure. Specif-

ically, it is based on minimizing the L2 reprojection error, and re-writes optimal triangu-

lation’s equations in terms of Kronecker products, which allows for terms to cancel out.

Convergence occurs in exactly two iterations, so the method is non-iterative, and agrees

to very high precision with the original optimal triangulation result [29], but with higher

stability and 1-4 orders of magnitude greater speed. Additionally, unstable camera config-

urations are handled with great results, where other methods such as linear triangulation

with near-parallel cameras will in general not work.
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Appendix E

Bundle Adjustment

As was discussed in Sections C and D, the result of pose estimation and triangu-

lation is respectively the projection matrices P and P ′ and a set of 3D points, one corre-

sponding to each feature match. If using the ‘Direct Linear Transformation’ (Appendix F)

or some other method to extend to multiple views, eventually there would be a reconstruc-

tion consisting of M cameras viewing N 3D points. If all estimates were perfect, there

would be a set of rays starting from each camera center, going through each corresponding

pixel in each image plane and then on to intersect at an exact 3D position is space. Since in

general this will not occur, the objective of bundle adjustment is to adjust these rays in such

a way that the ‘total reprojection error’ of the 3D points with respect to their corresponding

2D feature tracks in each camera is minimized. The end result of this minimization is a

change in both the positions of the original 3D points as well as in the cameras’ projection

matrices P1.....PM , where intrinsic and radial distortion parameters may be allowed to vary

in the minimization along with the pose parameters, which are typically optimized.

E.1 Standard Bundle Adjustment

The cost function which is traditionally minimized can be expressed as the sum of

squares of potentially a very large amount of non-linear, real-valued functions, each corre-

sponding to the geometric reprojection error between each 3D point and its corresponding
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feature track, as shown in Eq. E.1.

min(ai, bj)

n∑
i=1

m∑
j=1

vij(d(Q(ai, bj), xij))
2 (E.1)

Since each 3D point has 3 parameters and each camera has 11, this minimization

involves a total of 3N + 11M parameters. The following notation is used:

• N 3D points are seen in M cameras

• xij : projection of the ith point on image j

• vij : binary variables that equal ‘1’ if point i is visible in image j, and ‘0’ otherwise

• aj : vector that parametrizes each camera j

• bi: vector that parametrizes each 3D point i

• Q(aj , bi): predicted projection of point i on image j

• d(x, y): Euclidean distance between the image points represented by vectors x and y

The minimization is achieved using non-linear least-squares algorithms, from which

Levenberg-Marquardt has proven to be one of the most successful due mainly to its use of an

effective damping strategy that lends it the ability to converge quickly from a wide range of

initial guesses. By iteratively linearizing the function to be minimized in the neighborhood

of the current estimate, the LM algorithm involves the solution of linear systems known

as the ‘normal equations’. The solution of such linear systems determines an increment to

the current estimate. In the particular case of bundle adjustment, these equations have a

sparse block structure due to the lack of interaction between the parameters, as shown in

Fig. E.1.

This sparse block structure can be exploited to greatly speed up the algorithm,

which is inherently time-consuming and computationally expensive from the minimization

involving perhaps millions of parameters.

A sparse bundle adjustment C/C++ package known as SBA, written by Lourakis

and Argyros [47], is widely used to implement bundle adjustment given initial structure
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Figure E.1: Sparsity pattern of a 992× 992 normal equations matrix.

and pose estimates. In this sparse variant of the LM algorithm, the zeros pattern is ex-

plicitly taken into account to avoid storing and operating on such elements. SBA relies

on ‘LAPACK’ to solve the normal equations resulting in the Levenberg-Marquardt mini-

mization process. It allows for the minimization of both structure and pose parameters,

or alternatively only structure or pose parameters. Intrinsics and radial distortion may be

allowed to vary in the minimization as well, though typically with an increase in the number

of iterations and processing time. The SBA program requires at least the following input

information, depending on the desired parameter optimization:

• Initial estimates for the camera pose parameters, with a separate line for each camera,

containing 7 parameters, a 4-element quaternion for rotation and a 3-element vector

for translation. For example, in the three-view case:

1.000000 0.000000 0.000000 0.000000 0.000000 0.000000 0.000000

0.999739 0.000005 -0.008636 -0.021136 0.001269 0.000208 0.000099

0.997184 0.002234 -0.051503 -0.054470 0.002923 0.000172 0.000044

• Initial estimates for the 3D point parameters along with their respective image feature
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matches, made up of lines of the form:

X Y Z nframes frame0 x0 y0 frame1 x1 y1 ...

• Camera intrinsic calibration parameters, provided as a 3×3 camera calibration matrix

K in a file.

For example, the following output is obtained when using a camera with fixed

intrinsics across 7 frames:

Starting BA with fixed intrinsic parameters SBA using 465 3D pts, 7 frames

and 1916 image projections, 1437 variables. Method BA-MOTSTRUCT, expert

driver, analytic jacobian, fixed intrinsics. SBA returned 19 in 19 iter, reason 2,

error 0.675396 [initial 19.0947], 26/19 func/fjac evals, 26 lin. systems. Elapsed

time: 0.33 seconds, 330.00 msecs.

The above means that SBA applied 19 iterations of the Levenberg-Marquardt

algorithm on 1437 variables, lowering the total reprojection error from 19.0947 pixels to

0.675396 pixels in 0.33 seconds.

The following example shows a comparison of what happens when intrinsics are

also optimized, for the Leuven City Hall [85] dataset. Frame pair 0− 1 was used, and only

a sparse reconstruction was obtained. In general, convergence takes significantly longer and

usually reaches the maximum number of allowed iterations, set by default at 150. This

shows that optimizing over intrinsics should be used with care, and in our experience it has

given better results to leave this step for the very final bundle adjustment. All intermediate

bundle adjustments should be carried out only over pose and structure estimates, keeping

both intrinsics and radial distortion parameters fixed.

Optimizing only pose and structure:

SBA using 948 3D pts, 2 frames and 1896 image projections, 2856 variables.

Method BA-MOTSTRUCT, expert driver, analytic Jacobian, fixed intrinsics,

without covariances. SBA returned 35 in 35 iter, reason 2, error 11.2591 [initial
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170.885], 44/35 func/fjac evals, 44 lin. systems. Elapsed time: 0.28 seconds,

280.00 msecs.

Optimizing all intrinsics, radial distortion parameters, pose and structure:

SBA using 948 3D pts, 2 frames and 1896 image projections, 2876 variables.

Method BA-MOTSTRUCT, expert driver, analytic Jacobian, without covari-

ances, variable distortion (3 fixed), variable intrinsics (2 fixed). SBA returned

150 in 150 iter, reason 3, error 2.3036 [initial 172.986], 156/150 func/fjac evals,

184 lin. Systems. Elapsed time: 4.30 seconds, 4300.00 msecs.

The final example is for a dense reconstruction between frame pair 1 − 3 of the

Palmdale dataset. It goes to show how extremely time-consuming bundle adjustment can

be for the dense reconstruction case, even when using only two frames, and especially if

intrinsics and radial distortion are included as part of the optimization. This is one of the

main reasons why an initial sparse approach for pose and structure estimation is preferred,

deferring the dense reconstruction process until later on once an accurate sparse structure

has been estimated along with the associated poses.

Optimizing only pose and structure:

SBA using 294665 3D pts, 2 frames and 589330 image projections, 884007

variables. Method BA-MOTSTRUCT, expert driver, analytic Jacobian, fixed

intrinsics, without covariances. SBA returned 150 in 150 iter, reason 3, error

25.0539 [initial 131068], 191/150 func/fjac evals, 190 lin. Systems. Elapsed

time: 162.27 seconds, 162270.00 msecs.

Optimizing all intrinsics, radial distortion parameters, pose and structure:

SBA using 294665 3D pts, 2 frames and 589330 image projections, 884027 vari-

ables. Method BA-MOTSTRUCT, expert driver, analytic Jacobian, without

covariances, variable distortion (3 fixed), variable intrinsics (2 fixed). SBA re-

turned 47 in 47 iter, reason 2, error 26148.3 [initial 131068], 52/47 func/fjac
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evals, 68 lin. Systems. Elapsed time: 247.21 seconds, 247210.00 msecs.

Other good references regarding bundle adjustment are [30], [17] and [98], which

is the most detailed survey on this particular subject. In [106], a basis of equations for

formulating an improved bundle adjustment cost function is presented. It involves less

unknowns than the ones used in standard BA by eliminating the camera orientation pa-

rameters through algebraic manipulation.

E.2 Weighted Bundle Adjustment

As mentioned, the Levenberg-Marquardt algorithm is based on solving the normal

equations at each iteration. In weighted bundle adjustment, each input feature is weighted

differently with the objective of improving convergence by giving less weight to those features

that are more likely to be inaccurate. Such weights are implemented as covariances. The

normal equations have the form shown in Equation E.2, but when using weighted bundle

adjustment, the equations change to the form shown in Equation E.3, where Σ corresponds

to a block-diagonal matrix consisting of 2× 2 covariance matrices for each input feature, J

is the parameter Jacobian matrix, δp the parameter update step, µ the damping term and

ε the error vector.

(JTJ + µI)δp = JT ε (E.2)

(JTΣ−1x J + µI)δp = JTΣ−1x ε (E.3)
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Appendix F

Direct Linear Transformation for

3D-2D Registration

The Direct Linear Transformation (DLT) is a method for 3D-2D registration, such

that new images can be incorporated into an existing reconstruction. The derivation can

be found in the work of Sutherland [89], but the main concepts will be explained here.

To give an example, assume a reconstruction has previously been obtained between

two views, and that a set of sparse or dense matches exists between the second camera and

a third camera which will be registered to the initial two-view reconstruction. The output

of the DLT process in this case is a 3 × 4 projection matrix P for the third camera such

that xi,3 = PXi, where xi,3 corresponds to the pixel positions in the third image of the ith

feature track that spans all three images, while Xi is the 3D position of the scene point

corresponding to that track, which had been computed from the first two images.

In general, the projection equation given by Eq. F.1 can also be written as a cross

product, as shown in Eq. F.2. This can be further re-written in matrix form such that

Eq. F.3 is obtained, where P 1, P 2 and P 3 correspond to the rows of the projection matrix

P . The last row of this system is redundant, so a 2×9 system of the form Aip = 0 remains.

For the three-view case mentioned above, for N feature tracks extending into the third

image and their corresponding scene points, a 2N × 9 system Ap = 0 is formed and can be

solved for ‘p’ using SVD, where ‘p’ corresponds to the 12×1 vector form of the 3×4 matrix
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P for the third image. The SVD solve essentially minimizes ||Ap|| subject to ||p|| = 1. In

general, if an input reconstruction involving N images is computed from feature tracks that

also span image N + 1, DLT allows for the recovery of the 3 × 4 projection matrix PN+1

for image N + 1.

xi = PXi (F.1)

xi × PXi = 0 (F.2)
0T −wiXT

i yiX
T
i

wiX
T
i 0T −xiXi

−yiXT
i xiX

T
i 0T



P 1

P 2

P 3

 = 0 (F.3)
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Appendix G

Patch-Based Pose Estimation

The main work presented in this dissertation consisted of a sequential approach

to multi-view reconstruction, using point features as the primitive for feature matching.

However, the question arises: is the sequential approach using point features the best way

to go about the reconstruction problem? As an alternative, using image patches instead of

simple point features could potentially provide added robustness and completeness.

There are a number of possible ways to work with patches. One of them is to

obtain poses and a sparse point-based structure first and then apply a dense patch-based

method, along the lines of ‘Patch-Based Multi-View Stereo’ (PMVS) [21] but not necessarily

PMVS itself. For example, the dense correspondence algorithm [15] used throughout this

document could be used to help extract stable patches, as an alternative to PMVS, which

tends to leave ‘holes’ where patches do not meet local photo-consistency and global visibil-

ity constraints. Starting out with a sparse point cloud, and extending it using the dense

correspondence algorithm, it may be possible to achieve a strictly dense scene reconstruc-

tion. Furthermore, it is proven here that it is possible to solve for all camera positions and

orientations using just a few tracked image patches, which could potentially be more robust

than sequential pose, structure and bundle adjustment estimation. The theory behind this

novel method for pose estimation will now be detailed, limiting the discussion only to the

mathematical derivation of the method without providing concrete results here.

The proposed method works as follows. Assume that a set of image patches has
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been tracked for a set of images. By working with patch differential information, equations

can be set up to solve for the poses of each camera viewing the set of patches, specifically

the (X,Y, Z) positions of each camera along with the quaternion elements representing ori-

entation.

Assuming patch information is known in some parametrization, for example such

as that provided by the PMVS algorithm [21], the goal is to obtain pose for a new camera

from information about patches that have been tracked in that camera. Starting from the

projection equations of a given patch in the new image, differential information provides

10 equations in the 7 extrinsic parameters. These are systems of multivariate polynomial

equations. Their solution has been achieved in the literature using ‘algebraic geometry’

techniques. In such scenarios, it is typical to obtain multiple solutions, each of which must

be tested to obtain the correct one.

For the 7-parameter, 10-equation case, we’ve achieved a solver based on the hidden

variable resultant [44], and that process will now be described. The projection of a 3D point

X into the image plane, at position x, is given by x = PX. The projection matrix P is

defined as shown in Eq. G.1, where K corresponds to the 3× 3 matrix of intrinsic camera

parameters, R is the 3 × 3 rotation matrix (Eq. G.2) and t is the 3D translation vector

(Eq. G.3) corresponding to camera pose. In quaternion notation, where q = (w, x, y, z), the

elements of R can be expressed as shown in Eq. G.4.

P = K[R|T ] (G.1)

R =


r11 r12 r13

r21 r22 r23

r31 r32 r33

 (G.2)

t =

[
tX tY tZ

]T
(G.3)

R =


w2 + x2 − y2 − z2 2(xy − wz) 2(wy + xz)

2(wz + xy) w2 − x2 + y2 − z2 2(yz − wx)

2(xz − wy) 2(wx+ yz) w2 − x2 − y2 + z2

 (G.4)
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If pose parameters are fixed, such that the derivatives of the elements of both R

and t are zero, we can create a set of equations based on patch differential information, by

first writing out the terms in Eqs. G.1, G.2 and G.3 as shown in Eq. G.5. Taking derivatives

on the parameters from Eq. G.5 with respect to the u and v patch coordinates, the relations

shown in Eqs. G.8 and G.9 are obtained, respectively. Now, the parameters displayed in

Eqs. G.6 and G.7, defined in terms of the u and v patch coordinates, are all assumed known

from the given patch parametrization. Additionally, an equation arises from the definition

of a quaternion, as in Eq. G.10.


x

y

w

 = K


r11X + r12Y + r13Z + tX

r21X + r22Y + r23Z + tY

r31X + r32Y + r33Z + tZ

 (G.5)

xu =
∂x

∂u
yu =

∂y

∂u
wu =

∂w

∂u
Xu =

∂X

∂u
Yu =

∂Y

∂u
Zu =

∂Z

∂u
(G.6)

xv =
∂x

∂v
yv =

∂y

∂v
wv =

∂w

∂v
Xv =

∂X

∂v
Yv =

∂Y

∂v
Zv =

∂Z

∂v
(G.7)

xu

yu

wu

 = K


r11Xu + r12Yu + r13Zu

r21Xu + r22Yu + r23Zu

r31Xu + r32Yu + r33Zu

 (G.8)


xv

yv

wv

 = K


r11Xv + r12Yv + r13Zv

r21Xv + r22Yv + r23Zv

r31Xv + r32Yv + r33Zv

 (G.9)

w2 + x2 + y2 + z2 = 1 (G.10)

With Eqs. G.5 through G.10, a system of polynomial equations can be set up, of

the form AX = 0. The system contains 10 equations, 7 variables (4-element quaternion and

3D position vector) and 11 monomials made up of combinations of the variables. Eq. G.11

displays the resulting system of equations.

Using the hidden variable resultant method [44], we can choose one of the vari-

ables, say z, and treat it as a parameter, such that the data matrix would be a function

of this variable. A 10× 10 system A(z)X̂ = 0 results, where A is a function of the hidden
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variable and X̂ corresponds to the parameter vector without the z variable. This system has

a solution if and only if the determinant of the data matrix is zero. The resulting 10th-order

polynomial in the hidden variable can be solved using QR-reduction of the companion ma-

trix, which many software packages support. Then, each real solution is substituted into A,

and x, y and w are read-off from the singular vector corresponding to the smallest singular

value. Cheirality is tested for each obtained quaternion to obtain the final rotation. In tests

performed so far, only one of the 10 candidate solutions meets cheirality requirements, and

is thus the correct solution.



Xu 2Yu 2Zu 0 −Xu 0 2Zu −Xu −2Yu Xu 0 0 0 −xu

−Yu 2Xu 0 −2Zu Yu 2Zu 0 −Yu 2Xu Yu 0 0 0 −yu

−Zu 0 2Xu 2Yu −Zu 2Yu −2Xu Zu 0 Zu 0 0 0 −wu

Xv 2Yv 2Zv 0 −Xv 0 2Zv −Xv −2Yv Xv 0 0 0 −xv

−Yv 2Xv 0 −2Zv Yv 2Zv 0 −Yv 2Xv Yv 0 0 0 −yv

−Zv 0 2Xv 2Yv −Zv 2Yv −2Xv Zv 0 Zv 0 0 0 −wv

X 2Y 2Z 0 −X 0 2Z −X −2Y X 0 0 0 −x

−Y 2X 0 −2Z Y 2Z 0 −Y 2X Y 0 0 0 −y

−Z 0 2X 2Y −Z 2Y −2X Z 0 Z 0 0 0 −w

−1 0 0 0 −1 0 0 −1 0 −1 0 0 0 1





x2

xy

xz

xw

y2

yz

yw

z2

zw

w2

TX

TY

TZ

1



= 0

(G.11)

The proposed method must be tested further, and several aspects of this, such

as the most appropriate patch parametrization, are still to be fully defined. Some recent

algorithms provide ways of doing this, such as PMVS [21], Adobe’s PatchMatch [4] and

the work by Goesele et al. [22]. Furthermore, to generalize the current method to different

patch and camera configurations, all of which cannot be solved using the hidden variable

resultant, other algebraic geometry methods and packages must be analyzed. In general,

the solutions involve Gauss-Jordan elimination to obtain a Gröbner basis for the set of

monomials, followed by eigen-decomposition of the action matrix for a chosen monomial.

Software packages for algebraic geometry such as Singular (http://www.singular.uni-kl.

de/), Macaulay2 (http://www.math.uiuc.edu/Macaulay2/) and PHCPack (http://www.

math.uic.edu/~jan/PHCpack/phcpack.html) all provide support for such solvers.

It is also important to note that we have also achieved a system for solving for the

3D position of a representative point on the patch along with its differential information.
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This can be achieved with either one patch and three cameras (which involves 23 parameters

and 23 equations) or using two patches and two cameras (25 parameters and 26 equations).

Solving such systems is extremely time-consuming and that is the main reason why we chose

to work instead with known patch parametrizations.


