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Abstract 

The Challenge in Numerical Software 

for Microcomputers 

by 

* W~ J . ." Cody 

Microcomputers are now capable of serious numerical computation using 

programmed floating-point arithmetic and Basic compilers. Unless numerical 

software designers for these machines exploit experience gained in providing 

software for larger machines, history will repeat with the initial spread 

of treacherous software. This paper discusses good software, especially 

for the elementary functions, in terms of reliability and robustness. The 

emphasis. is on insight rather than detailed algorithms, to show why certain 

things are important and how they may be achieved. 

"What history and experience teach us is this that people . . . 

never have learned anything from history, or acted on principles deduced 

from it" .., Hegel 

"Those who cannot remember the past are condemned to repeat it" :-. 

Santayana 

1. Introduction 

We are now witnessing in the microcomputer industry an ac~elerated 

repetition of the d·evelopment of computers in general. Within a short time 

* Work performed under the auspices of the· U.S. Energy Research and Development 
Administration in the Applied Mathematics Division, Argonne National Labora
tory, Argonne, IL-60439. 
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microcomputers have achieved memory size, wordlength, instruction sets and 

peripherals with capabilities rivaling those found on minicomputers just a 

few years ago. Microcomputer software now includes operating .systems, 

algebraic language interpreters and compilers, graphics packages and text

editing programs. Although most of.this software is primitive, within a 

few years there may be almost no practical distinction between the hardware 

and software capabilities of microcomputers and minicomputers, except 

perhaps speed. 

One discouraging aspect of this development is that much of the emerg

ing software ignores the lessons learned in the development of software for 

larger machines. (New software for the larger machines often ignores these 

lessons as well, reaffirming the observations of Hegel and Santayana.) 

Once disseminated, inferior software is difficult to eradicate. This is 

especially true for numerical software.~- witness the lingering death of 

IBM's Scientific Subroutine Package [11]. Fortunately, little numerical 

software is available for microcomputers and there is still time to produce 

a decent product for the first generation. The challenge is to do the job. 

This paper discusses problems and techniques in preparing good numeri

cal software based upon experiences with larger computers. The intent in 

this presentation is to provide insight and motivation, to show why certain 

things are important and indicate how they may be achieved. Detailed algo

rithms and descriptions of good numerical software for a variety of tasks 

·are to be found elsewhere, and are not included here. Section 2 begins by 

considering the background of suchwork, including limitations imposed on 

the software by current and expected microcomputer hardware/software environ

ments. Section 3 introduces and discusses certain desirable attributes of 

numerical software. Section 4 discusses the design of software for the 
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elementary functions, and Section 5 briefly discusses other items of numeri-

cal software that will probably be among the first to appear. 

2. Background 

We assume that floating-point arithmetic of some form is available. 

Numerical software can and does exist without it, e.g., software for 

numerically controlled machine tools, but most scientific computation and 

data reduction is best done with it. To the author's knowledge no hardware 

floating-point microcomputer CPUs exist yet. Floating-point operations are 

still either programmed or provided on a peripheral arithmetic device. 

The most important consideration in floating-point arithmetic is that 

it be "clean" and free of anomalous behavior. Clean arithmetic properly 

rounds the results of the four basic arithmetic operations, generating 

nece.ssar.y gt.tRr,d di.gits in intermediate st_ages of the opeJ;ations to protect 

--
the rounding. It is also free of mathematical surprises -- numerical 

behavior that deviates without warning from the expected norm. Anomalous 

behavior is often associated with the fringes of the arithmetic system and 

considered to be ignorable by all but the most finicky numerical analysts, 

but this is not necessarily the case. Some of the most insidious examples 

can affect computations far removed from the fringes of the system. For 

example, on a certain line of minicomputers it is often true that A + A is 

correct, but 2.0*A is incorrect by up to 15 times the normal rounding error. 

This discrepancy, as with many anomalous behaviors, is the result of a 

combination of unfortunate design decisions. In this case the arithmetic 

is hexadecimal coupled with rounding by truncation and a lack of guard 

digits. When such combinations appear on short wordle_ngth machines, the 

results of even simple numerical computations of any length must be suspect 

[16]. 
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The set of computers with clean floating-point arithmetic, hardwired or 

programmed, is probably empty even though it is easy to design such an 

arithmetic. When floating-point must be programmed it is clearly harder and 

more expensive to write a clean package than a slightly dirty one. The 

clean package also probably occupies more space and executes more slowly. 

All of this translates into a visible expense that the package author and 

user are each anxious to eliminate under the assumption that the shortcuts 

taken introduce only minor perturbations from the expected norm. The same 

considerations apply to hardware design. Engineers attempt to cut expenses 

by eliminating guard digits and proper rounding, or by substituting clever 

circuitry to perform almost correct arithmetic in more efficient ways. A 

classic example is the large scale machine which, among other things, treats 

floating-point numbers with the smallest exponent and a legal significand 

as nonzero for addition and subtraction operations, but which for engineering 

reasons treats them as zero for multiplication and divisions. Thus there 

exist nonzero X on this machine for which l.O*X is zero. Admittedly these 

numbers lie on the fringe of the arithmetic system in this case. 

Anomalies can also arise when honest efforts are made to improve the 

characteristics of a design. For example~ some computers carry more preci

sion in the active ~rithmetic register~ than they carry in stored numbers, 

essentially limiting roundoff e~ror in any computation to that incurred in 

storing a number away and recovering it. But then there are two possibly 

different values of a number, the one in the registers and the one in storage, 

which can lead to a situation where X-X is nonzero. This has obvious impli

cations for testing convergence of iterative processes, among other things. 

Even with clean arithmetic the job of writing good numerical software is 

not easy. All computations must still be carried out over that discrete 
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bounded subset of the real number system dictated by the floating-point 

representation scheme. Usually the set is closed under the arithmetic 

operations by including underflow and overflow. But the arithmetic opera

tors may not always return the closest element to the "true" result, 

introducing roundoff error. There are other peculiarities traceable to the 

arithmetic system as well. The common hexadecimal floating-point representa

tion introduces "wobbling precision," for instance, in which there may be as 

many as three fewer significant bits, almost one less decimal place of 

significance,'in the representation of some numbers than others. This 

phenomenon may force a reorganization of computation to avoid poor signifi

cance in the representation of intermediate results. For example, one 

algorithm for the tangent func.tion uses the fractional part of X*(4/pi). But 

the hexadecimal constant 4/pi has less significance than the hexadecimal 

constant pi/4, and almost one extra decimal place of accuracy can sometimes 

be obtained by using the fractional part of X/(pi/4) instead [6]. 

Supportive software is another factor to consider. The cost of unclean 

arithmetic can be compounded by poor algebraic language interpreters and 

compilers. Consider the standard Fortran compilers on the line of machines 

which confuses zero and nonzero numbers. Because these compilers use 

floating-point addition and subtraction in making logical comparisons, a 

Fortran statement such as 

IF (X .NE. O.OEO) y = l.OEO I X 

can trigger an interrupt for division by zero despite the obvious effort to 

avoid that possibility. (The "fix" is to replace X by 1. OEO*X in the 

logical expression.) 

As with hardware designs, honest efforts to improve compilers can lead 

to unexpected problems. Optimizing compilers, for instance, often greatly 
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improve inefficient code written by inexperienced programmers; on the other 

hand, if unrestrained, they sometimes undermine careful code written by 

experienced programmers. It is a common practice on machines without guard 

digits to rewrite the expression X-1.0 as (X-0.5)-0.5 to preserve accuracy 

for X slightly less than 1.0. There is at least one compiler which help

fully combines constants whenever possible, thus replacing the second 

expression with the first. This optimization cannot be suppressed; it must 

be avoided by programming subterfuge. 

The· list of hardware and software related pitfalls is a long one which 

we will not pursue further. The interested reader may consult more detailed 

discussions such as (3,10,13). The point we have tried to make is that 

there are peculiarities in existing hardware and supportive software that 

affect numerical computation~ in subtle ways. 

Good numerical software can be written using unclean arithmetic and 

imperfect compilers; that is not an issue. Any anomaly can be avoided by 

appropriate programming provided the anomaly is known and provided its 

avoidance is important. The problem is that known anomalies constantly 

inspire evasive programming action, and unsuspected anomalies, or anomalies 

whose importance is not anticipated, frustrate even experienced programmers. 

The money saved in the design of less-than-clean arithmetics and compilers 

is expended many times over in attempting to write self-immunizing software 

or in naive reliance upon numerical results obtained from non-immunized 

software. This tremendous cost is hidden. Clean arithmetic and good com

pilers simply make the job of providin~. good numerical software easier and 

cheaper. 

For the record, we describe a simple floating-point arithmetic that we 

feel would facilitate the preparation of good numerical software. We start 
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with a sign-magnitude representation so that every number can be negated, 

and a binary or decimal, but definitely not hexadecimal, radix. The primary 

working precision is fourteen to eighteen decimal places of significance with 

an exponent range at least ten times the significance, i.e., if the arith

metic carries S significant digits it can represent numbers with exponents 

up to lOS. The exponent range is balanced so that almost every number can 

be reciprocated. Underflow and overflow interrupts are precise, with replace

ment of underflow by zero .and continued execution possible. Rounding is 

"clean" wi·th the equivalent of two guard digits,· and rounding by truncation 

is optional. Finally the results of arithmetic operations carry the same 

precision as stored quantities. A double working precision with a compatible 

representatio~ would also be useful, although there is an inconsistency in 

our design philosophy when we double the precision without modifying the 

exponent range. 

Such a floating-point arithmetic is not available anywhere. It is 

possible to achieve much of this on a microcomputer, although the suggested 

precision and exponent range may be unrealistic for this type of machine. 

Less precision and range is acceptable, however, if the rest of the design 

is good. The worst combination would be short significand and short exponent 

range coupled with hexadecimal representation and a truncating arithmetic 

without guard characters [16]. 

The arithmetic we are most likely to see on microcomputers for the next 

few years is exemplified by the software floating-point package for the 

INTEL 8008 and ·8080 in use at Lawrence Livermore·~aboratory [17], and the 

modified calculator chip recently announced by National Semiconductor 

Corporation [18]. The software package is binary, while the chip is decimal. 

Each provides about eight decimals of precision, but the software only 
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provides decimal exponents up to roughly 20, while the chip carries decimal 

exponents up to 99. Each provides the four basic operations plus a square 

root, with the chip from four to ten times slower than the software. The 

author does not know the details of the arithmetic in either case, but sus-

pects the worst. The importance of the chip is that it also provides the 

usual array of elementary functions, constants and conversions found on hand 

calculators. We will discuss the implications of that in more detail later. 

3. Attributes of Good Numerical Software 

We define an item of numerical software as a running documented computer 

program available in a particular computer environment. This distinguishes 

software from an algorithm printed in a journal or a numerical method des-

cribed in a textbook. The item of software probably implements such an 

algorithm or numerical method, but it is a separate entity not to be confused 

with the others. It has characteristics all its own completely independent 

of the underlying algorithm [20]. The same basic algorithm may be imbedded 

in several different programs differing widely in details of organization 

and numerical behavior, therefore differing in those characteristics affecting 

performance. The important new ingredient in the successful implementation 

of an algorithm is a detailed knowledge of the arithmetic system and the 

supportive programming systems to be exploited. We saw in the last section 
. . 

that there are times when 2.0*X.is best calculated as X+X. Attention to 

subtleties such as this may make the difference between a very useful imple-

mentation and something less. 

Our discussion will concentrate on only those software attributes 

related to performance. Ideally we would like to have numerical software 

that is accurate and efficient, -and resilient under misuse. We would like 

to have numerical programs that can be trusted to accept our data, operate 
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I 

upon it, and either return valid numerical results or an explanation of why 

they cannot be obtained. Such programs are described as reliable and robust. 

Reliability refers to the ability of the program to perform a well-

defined computation both accurately and efficiently. Of course, reliability 

starts with the choice of the proper algorithm, but it is primarily an 

attribute of the software. Reliable software successfully handles the 

problem set defined by the underlying numerical analysis, realizing accuracy 

over that problem set close to the theoretical prediction. Reliability is 

relative, and improper appreciation of the computer environment may degrade 

reliability by restriction of either the problem set or the obtainable accuracy. 

Robustness re~ers to the ability of a program to avoid or gracefully 

recover from computational difficulties without unnecessary interruption of 

program execution·. Consider the problem of underflow for example. In most 

cases when underflow occurs an error message is generated and then execution 

continues with a zero result. If the underflow significantly alters the final 

computed result it is destructive; otherwise it is non-destructive. The 

usual underflow error message is annoying to. a user b,ecause it does not tell 

him what he wants to know, namely whether the underflow was destructive or 

non-destructive. Robust software is completely free of underflow, so the 

question of its importance never arises. To achieve this! the computation 

is restructured wherever possible,- consistent with the requirements for 

reliability, to avoid ·expressions that might cause underflow. Should the 

possibility of underflow be unavoidable, tests are made for it ahead of time 

and appropriate remedial action is taken if it is detected. Non-destructive 

underflow is quietly bypassed and execution continues with a zero result; 

destructive underflow is bypassed with an error return, including precise 

diagnostic information. Other types of error conditions that might arise 
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are treated in an analogous manner. 

4. The Elementary Functions 

Among the first important items of numerical software to appear in any 

computer system are subprograms for elementary and algebraic functions. 

These functions are considered to be so important that they are often pre

defined in algebraic programming languages such as Basic and Fortran. 

Special libraries of appropriate ·subprograms then accompany compilers for 

these languages. 

Fundamental as these functions are, we will see that the programs imple

menting them sometimes contain gross blunders that go undetected for years. 

It is still rare for an elementary function library to contain programs of 

uniformly high quality even though the techniques for writing such programs 

have been known and practiced by some individuals for over fifteen years. 

Until now most of this knowledge has appeared in small bits and pieces widely 

scattered in the literature, and the average system programmer assigned the 

task of writing the library programs has had to rely on his own often meager 

knowledge of calculus and numerical analysis. This background is insuffi

cient for the preparation of reliable and robust function programs. Much· 

of the following discussion is based upon a forthcoming software manual for 

the elementary functions [7] designed to,assist just such systems pro

grammers in the preparation of better programs than they could probably 

write by themselves. 

A typical algorithm for evaluating an elementary function consists of 

three distinct steps. The first accepts an arbitrary argument within the 

function domain and reduces it to a related argument in a primary domain, 

plus some additional parameters. The second evaluates the function, or a 
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related function, for the reduced argument. The third then combines the 

computed function value with the additional parameters to reconstruct the 

desired function value of ·the original argument. 

As an example, an algorithm for the evaluation of sine(x), where xis 

expressed in radians, might be based on the following analysis. Let 

x = N*pi+f where 1£1 < pi/2. Then 

. N . 
sine(x) = sign(x) * sine(£) * (-1) • 

The first step in the algorithm is to determine N and f given x. The second 

step is to calculate sine(£), probably using a truncated Taylor series, a 

Pade approximation or perhaps even a minimax rational approximation. The 

final step is to reconstruct sine(x) from Nand sine(£). 

We consider the first two steps in more detail to see how they may be 

designed for reliability and robustness. Our basiG assumption i8 that the 

given argument x is exact. This is not often the case in practical situa-

tions, but a program as important as an elementary function routine should be 

designed to satisfy the most demanding user, and there are users with exact 

integer arguments. This emphasis on accuracy cannot be justified if the 

extra cost is excessive, but in most cases the more accurate routine costs 

only a few percent more to implement and use than the less accurate one. 

Under the assumption of exact arguments the argument reduction step is 

critical in preserving accuracy. For the sine routine the expression 

f = x - N*pi 

must be evaluated carefully lest there be a loss of significance in f asso-

ciated with taking the difference of two nearly equal quantities. The 

obvious step is to extend x to double working precision, a representation 

that is again exact, and calculate f in this higher precision. This is 
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clearly too expensive to consider in most cases, but much the same effect 

can be achieved by careful reformulation of the calculation-in the working 

precision. Let Cl and C2 be two constants whose sum represents pi to 

beyond the working precision, and let Cl be exactly representable in less 

than working precision. Cl = 201/64 works for most non-decimal machines. 

Then calculate 

f = (x - N*Cl) - N*C2 • 

Now the loss of leading s_ignificant digits in the first term is compensated 

by a gain in trailing significant digits in the second term, provided the 

product N*Cl can be exactly represented in the registers, i.e., provided 

N, hence x, is not too large. The added expense is one stored constant and 

two operations. 

The restriction on the size of X or. N"appears to be an added limitation 

on the domain of the function routine, but this is not really so. As x 

becomes large in magnitude the machine representation of x approaches an 

integ~r multiple of the machine representation of pi and there is little 

significance in f, hence little significance in the computed sine. A robust 

routine should warn the user of this situation rather than provide a random 

number for a function value. The limitation on the size of N merely clari

fies the situation and establishes a reasonable boundary for the largest 

acceptable argument. Near this boundary point the function has·already 

become "grainy", i.e., arguments .which differ by only one unit in the least 

significant bit position return function values which agree to only a few 

leading significant bits. 

Argument reduction steps for other functions differ in detail but follow 

the same general pattern. In almost every case careful handling of critical 

computations involving a mathematical·constant will pay big dividends in 
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accuracy with minimal expense. This assumes that the argument is exact, 

because there is no way to compensate for an unknown error in the argument. 

Table I shows the difference careful argument reduction can make for selected 

function computations on an H.P. 65 hand calculator. This machine is an 

older programmable 10-digit decimal machine. In the cases cited up to half 

of the precision has been lost in the usual argument reduction which is 

hardware on this machine, but all figures are correct when carefully pro-

grammed argument reduction is used (later H.P. calculators also return full 

precision results). The similar loss of half of the precision in a nominal 

6-digit microcomputer can be serious. 

Table I 

Effect of careful argument reduction in selected cases 
·on an H.P .• 65 hand calculator 

Function Sin(22) Tan(ll) Ln(l.OOOl) 

"True" Value -8.8513 09290 E-3 -225.95084 65 9.9999 50000 E-6 

"Hardware" Value -8.8513 06326 E-3 -225.95092 46 9.9999 00000 E-6 

Careful Argument -8.8513 09290 E-3 -225.95084 64 9.9999 50000 E-6 
Reduction 

The argument reduction step is often the best place for two related 

programs to be merged. The sine routine can serve double duty, for example, 

by being used for the computation of the cosine as well. Because 

cosine(x) = sine(x+pi/2) 

we could calculate the cosine by adding pi/2 to the argument and then calculat-

ing the sine. But we must be careful! Careless addition of pi/2 will negate 

an accurate argument reduct~on. We. can retain full significance in f if 

instead of adjusting x we adjust the value of N for the computation of f. 
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Details are to be found in [7] if they are not obvious. 

The second step allows the programmer a great deal of freedom within 

limitations imposed by accuracy. In our sine routine, as in most routines, 

the most useful approximations come from the family of rational functions, a 

typical member being 

R (f) = p (f) I Q (f) mn m n. 

where P and Q are polynomials of degree m ·and n, resp. ectively. The special m n · 

case n=O corresponds to pure polynomial forms such as truncated Taylor 

series. In true rational forms, those with both m and n nonzero, one coeffi-

cient may be chosen arbitrarily to satisfy additional numerical constraints, 

all other ~oefficients being scaled accordingly. Such scaling is often used 

to avoid loss of significance associated with wobbling precision on hexa-

decimal machines, ·or to save one mnlttplication in the evaluation of 

Q (f) = ((q * f + q 1) * f + q 2) * f + ... · n n n- . n-

by setting ~ = 1.0. Tru~ rationals may also be rewritten as truncated 

continued fractions to avoid roundoff in the usual .representation, or broken 

into a constant plus a rational correction term to better represent a slowly 

varying function. These and other possible maneuvers make true rational 

forms generally superior to polynomials for achieving reliability. 

Approximations are most efficient when they preserve basic analytic 

properties of the function being approximated. In our example, sine(£) is 

an odd function, i.e., sine(-£) = ;..sine(£). This property is preserved by 
. 2 

rationals of the form f*R(f ), and most sine programs use such an approxima-

tion. But programs which use the same approximation for all values of f may 

not be robust, because the intermediate quantity £
2 

can underflow for 1£1 

sufficiently small. If £2 is replaced by zero when underflow occurs, the 
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underflow is probably non-destructive, but the resulting arithmetic interrupt 

and error message are still annoying. A robust sine program avoids the 

underflow entirely by trapping out lfl less than some threshold, say 2**(-t/2) 

where there are t bits in the significand of a floating-point number, and 

returning f for the function value. Again the added expense for a clean 

program is minimal • 

. The chip mentioned in the previous section undoubtedly portends the next 

major modification to machine hardware for scientific computation. This 

particular chip is intended for use with microcomputers, but there are clear 

indications that similar hardware or microprogrammed implementations of the 

elementary funct~ons are also under consideration for maxicomputers [19]. 

Comparing the complexity of these functions with the complexity of floating

point arithmetic, and considering the lack of clean arithmetic hardware, 

there is g·enuine cause for concern ·about the quality· of functions implemented 

in this way. 

Calculator chips are our primary examples of this type of technology. 

Most of these use a CORDIC scheme [21] in the second step of the general 

computation outlined above. This involves a continued product expansion of 

the function instead of the usual rational approximation. The CORDIC method 

is fast and accurate in· most cases, the major exception being the accuracy of 

logarithms for arguments close.to 1.0. Chips in recent Hewlett-Packard cal

culators are even accurate in this case, but the details of the scheme used, 

presumably a modified ~ORDIC, are secret. Outside of the primary range the 

accuracy of ·the function still depends upon the argument reduction, a fact 

most chip designers ignore. Only a few calculators, again including recent 

Hewlett-Packard models, are as careful in argument reduction as we have 

advocated. 
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Verifying the'reliability and robustness of a function program is as 

delicate a·task as writing the program. in the first place. Consider the 

simple problem of accuracy testing. The objective is to measure the error 

in computed function values given exact arguments. The problem is to devise 

a testing procedure which can do this without introducing additional error, 

systematic or random. The best testing procedures involve direct comparisons 

against higher precision computations, but such techniques are complicated 

and often difficult to implement, especially when the higher precision arith

metic must first be programmed. A second class of testing procedures 

measures the error in selected mathematical identities. These procedures 

are less discerning than the first ones, but are easily implemented. Care

fully done, test programs based on identities distinguish between good and 

bad function programs and provide error statistics only slightly inferior to 

those provided by tests of the first kinJ. 

As an example, one procedure for testing the sine function measures the 

relative error 

E = [sine(x) - sine(x/3) (3- 4sine2(x/3))] I sine(x) 

in the triple angle formula. Arguments are drawn randomly from intervals 

selected to minimize the subtraction error in E and to focus the accuracy 

test on.one particular aspect of the sine routine. Arguments from the inter

val (O,pi/2) are used to test the routine when no argument reduction is 

needed, i.e., to test the basic computation of sine(f) for the reduced argu

ment f; and arguments from the interval {6pi,l3pi/2) are used to test the 

accuracy of the argument reduction scheme. In both cases, unless x and x/3 

are exact machine numbers, however, test results are contaminated to the 

point where they are useless. There are simple ways for assuring that these 

exactnes~ conditions hold, but we do not want to get into detailed numerical 
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analysis here. We _urge the interested reader to consult [7] for more infor-

mation on these and other useful tests for the sine function, including a 

complete Fortran test program. 

Table II gives res.ults from selected runs of that test program on several 

different computer systems. An examination of the error statistics indicates 

which systems have sine routines with good basic approximations, good argument 

reduction schemes, and good alternate entries for the cosine function. Tests 

were also run using Basic 1.1 on the Datapoint 2200, where a curious blunder 

was detected in the sine routine. Computations were reasonably good for 

lxl < 2pi, but the routine returned the value of sine(4x) for x > 2pi. This 

blunder was not detected by the identity tests described above, but was 

detected by a different test designed for that specific purpose. 

Table II 

Results of random argument accuracy tests of sine and 
cosine routines based on triple angle formulas. All 
tests were 2000 uniformly distributed-arguments in each 
interval. MRE is MAX(ABS(E)), the maximum absolute 
value of the relative error E, and RMS is the root
mean-square value of the relative error E. 

Machine, Test and Interval 
Library, and 

cosine(x) Fl. Pt. sine(x) sine(x) 
Significance (O,pi/2) (6pi,13pi/2) ~7Ei,l5;ei/2) 

:TBM 370/195 
MRE 16**(-4.84) 16**("'-4.84) 16**(-4.82) Extended Fortran 

6 Hex RMS "16**(-5.30) 16**(-5 .31) 16**(-5.31) (24 bits) 

PDP 11/45 
MRE 2**(-22.06) 2**(-22.26) 2**( -11. 37) Fortran 

DOS 8.02 
RMS 2**(-23.90) 2**(-23.91) 2**(-16.34) (24 bits) 

Varian 72 
MRE 2**(-20.13) 2**( -8.46) 2**( -9.31) Fortran E3 

(22 bits) 
RMS 2**(-22.20) 2**(-13.45) 2**(-14.69) 
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As we indicated earlier it is not often that the data used is precise 

enough to justify our approach to accuracy. The real benefits are intangi

ble. Kuki states that the major benefit is psychological [15]. The average 

user places great faith in the. basic library programs, just as he trusts the 

arithmetic operations. He_usually looks elsewhere for an explanation when 

computational error is unacceptably large. Programs written as carefully as 

we suggest can be demonstrated to be accurate, building the user's confidence. 

Less carefully written programs.can be demonstrated to be inaccurate on exact 

~ata, destroying the user's confidence, even though they may be perfectly 

acceptable for processing his data. The penalty with the less accurate rou

tine is that the user may be misled in his search for errors in his computa

tion. In extreme cases he may even provide his own, often inferior, 

replacements. 

5. Other Common Numerical Software 

It is much easier to write good elementary function programs than it is 

to write good numerical software for other purposes. Elementary functions 

are simple mappings of one one-dimensional subset of the real numbers into 

another. Usually there are only a few paths through an elementary function 

routine, and it is the details of implementation, not the choice of algorithm, 

that decide how reliable and robust the routine will be. By contrast, most 

other mathematical processes of interest, even those representable in ~imple 

mathematical terms, are complicated mappings involving subsets of n-space. 

There are many paths through a typical subroutine for such a process. In 

this case it is primarily the choice of algorithm that determines reliability 

and robustness of software and not so much the details of implementation, 

although the latter cannot be ignored completely. 
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We do not expect microcomputers to be called upon very soon to do 

matrix eigenanalysis or solve stiff differential equations, but they probably 

will be expected to do such simple tasks as summing data, performing linear 

regression, calculating the Euclidean norm of a vector, and solving quad-

ratic equations. In each case the obvious algorithm can give reasonable 

looking yet incorrect results without warning. The following example is 

adapted from Kahan [14]. 

Linear regression is the process of fitting a straight line to data in 

the least squares sense. A typical regression program in a microcomputer 

might be expected to automatically receive data from an online experiment 

until the end of the experiment is signalled, and then return the regression 

coefficients and perhaps the mean and standard error for the data. The 

classical equations are 

and 

Y=Mx+B 

M = Exy - ExEy/n 

Ex
2 

- (Ex)
2
/n 

B = (Ey - Mix)/n 

x = Ex/n 

2 . 2 2 
s = [Ex - (Ex) /n]/(n-1) 

X 

where n is the number of data points (x,y), xis the mean, s is the standard 
X 

deviation, andY is the value.predicted by the linear regression [8]. A 

number of chips now used in hand calculators facilitate the use of these 

equations by providing one instruction which automatically augments each of 

the sums when given a new (x,y) data pair. There will naturally be a tendency 

to use these classical equations should such chips become available on micro-

computers. Yet these equations can lead to surpris~ng problems. For example, 

considet: an implementation in single ·precision ~rithmetic on the IBM 370/195. 
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This machine uses hexadecimal floating-point arithmetic with a 24 bit signi-

ficand, i.e., it nominally represents numbers to at least 7 significant 

decimal places. However, given the two points (1365.0, 1.0) and (1366.0, 2.0), 

the program returns the grossly-incorrect values 

Calculated True 

M 0.5 1.0 
" 

B -681.25 -1364.0 

X 1365.5 1365.5 

s 1.0 1/12 
X 

without any indication of a malfunction. The problem in this particular case 

2 arises because Ex /n cannot be represented exactly in the machine, even 

2 though Ex can. 

A slight modification of the computation will give correct results for 

this data, i.e., we can simplify the expression forM by multiplying the 

numerator and denominator by n, but that is not the important point. We are 

treating the symptom arid not· the disease when we do that. The new formula-

tion will inevitably cause trouble with slightly different data. Adding the 

point (1367.0,.3.0) results in an error exit for division by zero, for 

instance, because now the two terms in the denominator agree to machine 

precision. The·real difficulty is that the classical equations are inherently 

unreliable for numerical computation on a short wordlength machine. We must 

seek a different algorithm. 

The equations for M and. s 2 can be rewritten as 
X 

.. 

M = E(x-x)(y.;.y) 
..;_2 

E(x-x) 
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which scales things so that none of the intermediate results becomes too large 

in comparison to the wordlength. Of course, this does not help much if the 

computation of x and y now requires that all data be kept in storage until 

the value of n is known. Fortunately that is not the case; running estimates 
k 

of xk = L xi/k and of ak = 
i 

k --: 2 L {xi-xk) can be calculated by recurrence methods 
i 

as follows [8,14]. Let x1 = Then 

~l = xk + {xk+l - ~)/{k+l) 
and 

- 2 
~+l = ~ + k{k+l)[{xk+l- ~)/(ktl)] ~ 

This approach allows the computation of linear regression coefficients 

essentially to within roundoff in the coefficients regardless of the number of 

terms. Further, the regression coefficients, means and standard deviations 

can be obtained at any intermediate point without disturbing subsequent 

computations. 

There are similar algorithmic problems associated with each of the other 

mathematical processes mentioned earlier [1,9,12]. All have been solved, and 

experienced numerical analysts are aware of the solutions. But the computa-

tions appear to be so trivial mathematically that computer users are constantly 

writing their own software for these tasks completely unaware that there are 

problems. 

It is somehow ironic that the average user providing his own software is 

often no worse off than his colleague who relies naively on the software pro-

vided for him in a library. There appears to be no remedy for the situation. 

But microcomputer users are not alone; we are all victims of ignored history. 

The·real challenge in numerical software was known to Hegel and Santayana. 
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