
Project Description

1 Introduction
High performance computational science and engineering simulations have become an increasingly

important part of the scientist’s problem solving toolset. A key reason is the development of widely used

codes and libraries that support these applications, for example, Netlib, a collection of numerical libraries

[33]. The term community codes refers to those libraries or applications that have achieved some critical

level of acceptance by a user community. Many of these applications are on the high-end in terms of

required resources: computation, storage, and communication. Recently, there has been considerable inter-

est in putting such applications on-line and packaging them as network services to make them available to

a wider user base. Applications such as data mining [22], theorem proving and logic [14], parallel numeri-

cal computation [8][32] are example services that are all going on-line. Transforming applications into ser-

vices has been made possible by advances in packaging and interface technologies including component

systems [2][6][13][28][37], proposed communication standards [34], and newer Web technologies such as

Web Services [38]. Network services allow the user to focus on their application and obtain remote service

when needed by simply invoking the service across the network. The user can be assured that the most

recent version of the code or service is always provided and they do not need to install, maintain, and man-

age significant infrastructure to access the service. For high performance applications in particular, the user

is still often required to install a code base (e.g. MPI), and therefore become involved with the tedious

details of infrastructure management. In the network service model, the service provider is responsible for

all of these activities and not the user. The user need not become an expert in high performance computing.

An additional advantage of high-end network services is that the user need not have specialized computa-

tional resources in order to use the service, and the user need not be concerned with performance tuning.

This can all be done by the service provider.

We believe that the next dominant paradigm for high performance computing will be based on high-

end network services. Putting high performance applications on-line will create a new generation of com-

munity services. Community services have several features which make their deployment challenging: (i)

they must provide high performance, (ii) they are resource intensive, and (iii) they may be built upon a

large existing code base. Many groups have built significant infrastructure for providing domain-specific

high-end services [6][8][12][14][22][24][27][31][32]. However, this process is labor-intensive and time-

consuming as evidenced by the development time required to build many of these systems. The reason is

that these systems are all built from the ground-up with little existing infrastructure to utilize.

Providing efficient, reliable, secure, and scalable services requires significant run-time infrastructure

and middleware (Figure 1). The goal of this project is to develop general-purpose middleware to support
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the rapid deployment of high-end community services. In this proposal, we will focus on scalable middle-

ware in support of resource management and reliability. We also propose a system architecture that inte-

grates the middleware components. Our middleware and system architecture will be designed to

accommodate and integrate middleware solutions for security and user interface1 developed by other

groups. We will produce middleware that can be leveraged by community services running in clusters,

supercomputers, and in Grids. One of the novel aspects of our approach is that the tension between

resource sharing for the “common good” and resource monopolization for the “individual good” is signifi-

cantly reduced. To increase the impact of this project, the middleware will be integrated into a widely used

implementation of the Message-Passing Interface (MPI), MPICH from Argonne National Laboratory, and

the Condor system from the University of Wisconsin. The middleware will be evaluated by applying it to

high-end network services of interest to DOE.

1.1 High-End Network Services: Models and Middleware

We plan to investigate two “application classes” very common to high performance computing: data

parallel and distributed (Figure 2). This focus allows the project to instantly impact a large class of applica-

tions, but the middleware developed will still be very useful to other application classes. Complete support

for other application classes is our ultimate objective. To test our middleware, we plan to develop services

in each class.

Parallel services are implemented by parallel programs that require communication between the con-

stituent processors. Examples of parallel services include numeric solvers, N-body simulators, parallel

CFD, etc. Distributed services are similar to parallel services, but do not require communication among the

distributed processors. Examples include stochastic simulation (e.g. monte-carlo), parameter studies, etc.

Each processor is assigned a set of independent tasks on demand from a master node, and communicate

results back to it. In this project, we plan to develop several parallel and distributed network services to test

1. By user interface, we refer to the low-level interface API, e.g. web service, RPC, etc, as opposed to a GUI level.

Figure 1: Community Service Framework. This project will address bold pieces. Middleware “hooks” (dotted lines)
will be provided to third party solutions for security (e.g. Kerberos) and user interface (e.g. GridRPC, web services).
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our middleware infrastructure: some examples include parallel iterative solvers, N-body simulators, and

parallel rendering, based on applications available to us, and DOE applications.

High-end services are challenging for two reasons: performance heterogeneity and statefulness. Per-

formance heterogeneity means that performance will depend upon the input parameters (e.g. N in an NxN

equation solver service) perhaps in an unpredictable way. Statefulness means that some services require

that state be maintained between invocations either because the semantics of the service requires it or more

likely, to improve performance. As an example of the latter, imagine a matrix multiply that takes two input

matrices to produce the output. If the user wishes to multiply a chain of matrices it should be possible to

retain the prior “matrix state” to eliminate the communication of partial matrix products to and from the

client. This kind of optimization is essential given the high cost of network communication. We propose

middleware solutions that address performance heterogeneity and statefulness for both data parallel and

distributed services.

When transforming applications into network services several additional challenges become immedi-

ately apparent. Network services imply the potential of multiple concurrent users across the network and

heterogeneous service requests (e.g. requests with different input parameters). The run-time infrastructure

must provide acceptable performance for a wide-spectrum of users; users should get “what they pay for” or

“what is agreed to”. In addition, some high-end services will retain state between invocations. This sug-

gests that if the service is replicated and the user request relies on stored state at a given replica, then the

infrastructure must insure this service replica is selected each time for the user. Finally, the service should

be reliable and failures should be masked from the user and the service provider. Other important issues

include ease-of-use and security. However, in this proposal we focus on the middleware needed to achieve

robust high performance execution as this will be central to early acceptance by the scientific and engineer-

ing community. Solutions for user/programming interfaces [10][34][38][46] and security [3][7] have been

proposed elsewhere, while reliability and high performance are often difficult to achieve simultaneously.

We will insure that our architecture and middleware is open to enable integration with other “best practice”

middleware solutions to these problems (Figure 1).

Figure 2: Classes of High-end Network Services. CPUs are the squares, computational tasks are circles. Data par-
allel services operate on a distributed data domain. Distributed services process a large task set.

(a) Parallel (b) Distributed
3



To meet performance and reliability objectives, we believe network services must be malleable or

adaptive with respect to system resources. For example, in order to balance resource allocation between

competing service requests, resources must be dynamically shared. The system should be able to take

resources away from one request to allow another request to make progress. Adaptivity also allows the sys-

tem to implement dynamic resource negotiation, where resources can be “bought” from a compensated

request, or removed from a lower priority request. This flexibility is needed because community services

may support a fairly diverse user community. Adaptivity also supports fault tolerance since it allows the

application to reconfigure around a failed node. We assume that there is a minimum amount of resources

that a service needs to execute. If this minimum amount is not available to a new request, then it must be

queued. This minimum may be input parameter dependent and must be supplied by the service itself. The

most common case is a minimum number of CPUs due to memory constraints.

Community services support an adaptive API which permits adaptive resource allocation by the sys-

tem, including: (i) the addition and removal of resources (e.g. CPUs), (ii) functions to return measured

incremental performance information (e.g. performance over the last k work units2), (iii) functions to

return the measured overhead of adaptive actions (e.g. adding/removing resources), and (iv) functions that

implement negotiation. Middleware will be designed for i, iii, and iv in each of the service categories (ii

will be supplied by the service or application itself). For (i), adaptivity represents a challenging issue

because it can be difficult to implement. However, for threaded parallel applications [9][23] and master-

slave distributed applications [18] adaptivity is not hard to implement. Even for parallel message-passing

programs using sockets, we have built applications that support adaptivity and showed it can be done with

modest effort [42]. Because community services will be used over and over, we feel the effort will be

amortized. In this project, we propose to develop specific middleware to cope with the problem of adaptiv-

ity for the service provider. Since many parallel applications are implemented using the Message Passing

Interface standard (MPI), we propose to transform a widely used MPI implementation (MPICH from

Argonne National Laboratory) into an adaptive version to support parallel services. The adaptive MPI will

be more dynamic than the static MPI. In particular, it will allow processors to be added and removed

dynamically. We will build upon an adaptive version of MPICH being developed by our collaborators at

the Innovative Computing Laboratory (Jack Dongarra). They have developed a fault tolerant MPI that

adapts to a failed process. The transformation from an MPI application to a community service is depicted

in Figure 3. Ultimately, we would like to automate application-level adaptation as well via adaptation code

libraries. For example, adding or removing a processor from a data parallel application often requires data

2. A work unit is an amount of work meaningful to the application for the purpose of resource management - it could
be number of iterations or time steps, number of tasks, etc.
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redistribution and load rebalancing. At this stage, adaptation routines must be implemented by the service

provider. In the future, we will develop middleware routines that implement such adaptation for several

common classes of parallel codes, e.g. matrix- and grid-based data parallel. This is the first step to provid-

ing greater automation for increasingly complex applications. Over time we expect to build a large reposi-

tory of such routines that can be used by a wide-variety of parallel services. In the scope of this proposal,

we will provide a common standard API for adaptation that all transformed applications will implement.

Adaptivity in distributed services is much simpler to implement since the individual CPUs do not

communicate - CPUs can be easily added and removed. While there is no equivalent standard to MPI for

high-performance distributed applications, the Condor system [20][29] from Wisconsin is becoming the

environment of choice for many distributed applications. We plan to develop middleware that can interop-

erate with Condor in two ways: (1) having out-of-the-box Condor control the resource pool but allow the

community service infrastructure to submit job (i.e. service) requests to it and (2) allowing Condor jobs

(that represent service requests) to be placed under the control of the community service infrastructure.

The latter will require some modifications to stock Condor3. In particular, the community service infra-

structure must be able to communicate with a distributed Condor application to add or remove resources.

Once adaptivity is supported by the middleware for both classes (i), it should be straightforward to deter-

mine the cost and benefit of adaptation (iii) by instrumenting its performance over time. We describe our

proposed instrumentation-based technique, performance surfaces, later in Section 1.2.2.

Negotiation middleware (iv) defines the policies that a service will use for negotiation. Negotiation is

driven by an external resource request from a user or from another service4. The negotiation function

defines what the service should do if a request for additional resources is made, including: (a) from which

requests will resources be taken (if any) and (b) what kind of compensation (if any) should those requests

be granted. This function will have a default behavior but will also be parameterized by the needs of spe-

cific users. For example, when an initial service request is made, the user may optionally supply negotia-

3. We have requested access to the Condor source for this effort.

4. The “environment” may contain several community services.

Figure 3: Transformation Steps. Middleware will be developed along the arrows.
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tion criteria such as: (a) whether they are willing to give up resources, and to whom, (b) desired

compensation, and (c) how many resources to maximally give up. Whether the user is allowed to negotiate

for resources is a separate issue that we address later. We envision different negotiation policies to be

implemented and encapsulated by our middleware libraries.

1.2 Community Services: System Architecture and Run-time Support

Transforming an adaptive high-performance application into a community service requires additional

run-time support infrastructure and middleware. This infrastructure will consist of software components

both in support of the services and service provider administrators. In the first phase of this project, we will

target a service provider environment that consists of a single site which contains a single space-shared

Linux cluster resource dedicated to a single network service. In the second phase of this research, we will

extend the service provider environment to a multi-site Grid.

1.2.1 System Architecture

The community service infrastructure is an open architecture that consists of three software compo-

nents designed to manage services: a meta-service that manages an entire portfolio of provided services, a

service manager that manages each network service, and a request manager that manages each user

request (Figure 4). The meta-service is responsible for the overall management of the service providers

environment. It provides facilities to add and remove services, and performs global management of the

sites resources by allocating and deallocating resource pools to separate services. It is accessible via com-

mand-line tools to the service provider administrator and to the individual service managers. The meta-ser-

vice runs in the “home site”, a site that is designated as a central point of administration. These software

components will be built upon reusable middleware.

Figure 4: Community Service Architecture. Two services are shown: S1 and S2. Service S1has two running
instances (R11 and R12). User sends request for service to service manager; the service manager creates a request
manager to serve request and return results to the user. Service manager maintains persistent state in support of
resource management. Request manager API includes the adaptive API provided by the application.
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The service manager handles client requests for a particular service. It tracks the current requests for

the service, gathers incremental performance updates from the request manager, and makes resource allo-

cation decisions on behalf of user5 requests within its resource pool. It also maintains a performance his-

tory of the service, performs resource accounting, mediates negotiations, and records whether the service is

caching state on behalf of a particular user. It also launches a request manager instance for each service

request. The request manager is a front-end linked in with the service code (large shaded circles in Figure

4). The back-end consists of the parallel/distributed processes that carry out the service (solid circles in

Figure 4). Both the front- and back-end implement the adaptive API. For example, when the service man-

ager requests performance information from the front-end, each back-end node is contacted to provide it.

Similarly, if the service manager tells the front-end to remove a processor, a subset of affected back-nodes

would be contacted. The service manager provides an initial resource allocation to the request manager to

handle the service request. However, it is possible that resources can be added or removed later as part of

dynamic resource management.

Platforms
Community services can be implemented on a variety of platforms including clusters, supercomput-

ers, and Grids. The extent to which the community service infrastructure has control over resources

impacts the kind of deployment possible. Ideally, the community service infrastructure is given exclusive

control over a set of resources, e.g. a partition of a cluster or a supercomputer, and has support for dynamic

process creation on non-local nodes as in Unix/Linux systems. On some batch-scheduled machines, one or

both of these capabilities may not available. If neither is available, then the community service infrastruc-

ture would run outside the machine, and submits service requests to it (i.e. jobs) as users invoke the ser-

vice. This implementation would not provide fully-adaptive resource management, but would nonetheless

be useful. For example, our approach builds an accurate performance prediction model of the service using

prior request information to make resource management decisions. This information could be used to

request an appropriate number of resources given the parameters of the request.

In a Grid environment, the platforms at different sites may be heterogeneous, e.g. a cluster, supercom-

puter, or a more loosely-coupled set of “desktop” machines. The community service infrastructure

deployed at each site may be different based on the nature of the resources and control policy as described

above. Our strategy for Grid deployment is described more fully in Section 1.2.5.

1.2.2 Adaptive Resource Management

Since server provider resources will be multiplexed across concurrent user requests, effective

resource management is essential to providing acceptable performance, and is based on four ideas: perfor-

5. In this proposal, the “user” could be an interactive user or a client program running on behalf of a user.
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mance prediction, adaptivity, accounting, and negotiation. Middleware will be developed supporting each

of these capabilities.

Performance Prediction
Performance prediction is needed to estimate the cost of executing a specific instance of a service

request on a given amount of resources. This problem is challenging because resources may be heteroge-

neous and service execution time may depend on input parameters. For example, the time to solve an NxN

system of equations on K resources may be different from the time required to solve the same system on L

resources or to solve a MxM system of equations on N resources. We have had success in building predic-

tion models for data parallel programs in prior research [40][42] based on cost function specification. In

particular, we were able to predict the cost and benefit of adaptations and execution time for a suite of data

parallel programs to within 10% (a Jacobi solver - STEN, Gaussian elimination with partial pivoting - GE,

and Genomic sequence comparison, CL), using cost functions. However, for complex services, we believe

static specification of cost functions is not always possible. We propose the concept of a performance sur-

face to support the estimation of service execution time for more complex services. The performance sur-

face is constructed from triples of the form: (service time, service parameters, 6) from

prior service requests This will be performed within the service manager which will maintain a perfor-

mance history of the service. The proposed research extends our earlier work by allowing the system to

approximate the cost function. We will investigate three techniques for the estimation including: multivari-

ate and nonlinear regression, local linear regression and clustering, and cost function selection (Figure 5).

Cost function selection requires that the service provider pick a generic cost function prototype from a

library of pre-generated functions (e.g. linear dependence on i parameters, quadratic dependence on j

parameters, etc.), and then estimation techniques would be used to learn the appropriate constants. We

have had prior success with such pre-built cost functions [42]. Our ultimate goal would be to gradually

relax the dependence on the pre-generated functions and develop more general procedures. A second tech-

nique that is very promising is local linear regression and clustering. In this technique, we apply linear

regression using a subset of prior values that are clustered near the new data point. In preliminary experi-

ments with an N-body simulation application with quadratic complexity, this method achieved estimation

accuracy to within 4%. Since each technique may be effective in different situations, we propose to apply

all prediction techniques in “parallel”, recording which yields the best prediction over time and selecting

the “winner”. We expect that prediction accuracy will improve as the number of prior requests increases

given this technique. This estimated performance will be made available internally to support resource

management but will also made available externally to support queries like “what performance can I

6. Because resource allocation may fluctuate for a particular request, this must be an average over time.

allocated_resources
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expect on K resources given certain input parameters?”, “how much time is left for my request?”, and

“when will my request start?”. The use of performance prediction is not only useful for delivering high

performance, but also for providing predictable performance. We believe that many users would prefer a

predictable network service that achieved acceptable performance over a service that might be spectacular

in performance some of the time, but at other times performed poorly.

Adaptivity
Adaptivity is required when the system decides take resources away from a running service instance

to provide them to another service request. Resource management policies implemented at the service

manager govern how resources are to be allocated. For example, a service manager may initially allocate a

large number of resources (based on a prediction as in Figure 5) to a request because there are no other

requests pending thus supporting “resource monopolization”. But when competing requests start to arrive

and insufficient resources are available to run them, then the system may choose to “harvest” resources

from running service requests, supporting “resource sharing”. Performance prediction is crucial to adaptive

resource management because deciding how to best allocate resources dynamically depends on the estima-

tion of service execution time. Additionally, if the system decides to harvest resources to enable another

request to run, harvesting can be based on picking “victim” requests that would least feel the performance

impact (which can be predicted using the performance surface). The overhead of harvesting must also be

measured within the service and made available as part of the decision process (the performance surface

technique can be applied to estimate this cost as well). Another planned option is to assign priorities to user

requests and use priority ranking to pick victims. If the system decides to harvest below the required mini-

mum number of resources for the request, it must be frozen and queued. Some experiments with adaptive

scheduling as applied to both supercomputing workload traces of parallel jobs and real parallel jobs,

revealed that it can reduce average wait time and overall finishing time substantially [44] (Figure 6). This

suggests that it may be very effective in both increasing throughput and reducing latency for parallel net-

Figure 5: Performance Surface. (a) Local linear: linear regression is applied to a subset of points (bet. rv and rx)
near new request rn. This achieves more accurate prediction than a global linear regression. (b) Cost function selec-
tion: performance for prior instances of a service for two input parameter values (Na and Nb, Na > Nb) have been
recorded over time. A new request with parameter value Nc (Na ≥ Nc ≥ Nb) is estimated (dashed curve).
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work services. In addition, some preliminary experimentation with an on-line network service for N-body

simulation, indicates that improved service time on the order of 30-50% is achieved with adaptive schedul-

ing [30].

Policy Space
How will the service manager make such adaptive resource management decisions? First, we believe

that there is considerable value in allowing the service provider to establish priority classes for its user

base. For example, the service provider may wish to: (i) give priority to collaborators, (ii) reserve some

capacity for local users or for students using the service in an education setting, or (iii) “charge” for the ser-

vice based upon the number of resources requested and the time period of their use. In the proposed

research, we plan to initially support two classes of requests, that we classify as either “best-effort” or

“guaranteed”. A guaranteed request is a request that will be given a soft guarantee or contract for some

level of performance (e.g. some amount of resources, and/or a guaranteed start or finishing time). A guar-

anteed request will be limited to priviledged users and would be suitable for production runs. A best-effort

request is not guaranteed any level of performance and such requests will be the first candidates to give up

resources to satisfy guaranteed requests. Whether best-effort requests can be harvested below their

resource minimum (and therefore frozen) to support guaranteed requests is up to the service provider. In

Figure 6: Benefits of Adaptive Scheduling. Performance is shown as a function of the minimum resources required
for the job expressed as a % of the ideal amount. No adapt waits for the ideal number of resources, moldable will
mold the job to the available resources, backfill will move jobs in the queue if they do not delay other jobs, and
adaptive will dynamically adjust resource consumption. Top graphs are the supercomputer workload and the bottom
are real job traces based on the GE, CL, and STEN applications. No adapt is omitted for the real job trace as it is sig-
nificantly worse (by an order of magnitude).
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support of guaranteed requests, the query mechanism described earlier can determine whether the guaran-

tee is feasible. Estimating when a new candidate request will start depends on estimating when the requests

ahead of it will complete or release sufficient resources (e.g. via negotiation or harvesting) for the candi-

date request to start execution. Completion time will be estimated in a similar manner.

It will also be possible for a guaranteed request (i.e. via the submitting end-user) to ask for additional

resources while the request is running to boost performance further. To satisfy such a request, the service

manager can harvest from best-effort requests or can enter a negotiation to “buy” resources from another

guaranteed request. The negotiation information provided with the request and the default negotiation

behavior of the service will determine how this is to be done. Otherwise, resources cannot be taken away

from guaranteed requests. Negotiation may also impact queued requests because even guaranteed requests

may be queued provided they have been assured a certain start and finishing time. Any negotiations

between running requests that would serve to further delay such a guaranteed request will not permitted,

unless further negotiations take place. Estimating the runtime of queued requests requires a performance

estimation for each request (on the queue) based on the number of resources available at the moment the

request is predicted to start. In our model, we limit the option of adding resources via negotiation to guar-

anteed requests. However, the service manager can independently decide to add resources to a best-effort

request if resources become available and are unused. If a best-effort request wishes to initiate a request for

additional resources then it must first become a guaranteed request provided it is authorized to do so. When

harvesting from best-effort requests, the victims can be selected based upon the impact of harvesting on

their execution time and possibly their priority for those environments that wish to assign specific priorities

to users.

In this project, we assume that requests are marked as either best-effort or guaranteed and that for the

latter, negotiation parameters are supplied7. Negotiation parameters indicate how much compensation this

user wants for each resource taken away, the conditions under which they will allow resources to be taken

away, and from whom this user is willing to provide resources. Given such parameters, all negotiations can

occur on the “service side” without user intervention. Research is needed to characterize the space of use-

ful negotiation parameters that can support such service side negotiations. The advantages of this approach

are that negotiation can proceed without repeated user involvement across the network and more effi-

ciently within the service environment.

A negotiation should result in compensation to the guaranteed request or user in terms of resources

that will be granted for later use. Resource accounting will be performed within the service manager to per-

sistently maintain this information for its users. An accounting record will be created for each user consist-

7. How the service provider designates requests as best-effort or guaranteed is outside the community service model.
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ing of the total resources consumed and total resources left to use (both in number and duration). Resource

management policies can be constructed to use this accounting information. For example, a service man-

ager could put a cap on the resource consumption of users with “best-effort” privilege.

Middleware will be developed to support performance prediction, adaptivity, negotiation, and

accounting. In this project, we also plan to investigate adaptive resource management policies given these

building blocks. Our goal is to develop novel resource management policies and negotiation mechanisms

including those that are appropriate for stateful services, and to provide basic hooks to allow a service pro-

vider to easily configure a service manager to select a desired resource management strategy. Throughout

this project, one of the fundamental questions we expect to answer is how much of the middleware can be

“generic” and how much must be “service specific”?

1.2.3 Robustness

High performance is a necessary, but not sufficient condition for community services to become a

widely used paradigm for scientific computing. It is important that community services also be robust and

resilient to failure from the perspective of the end-user. From the perspective of the service provider, the

community service should be self-maintaining and self-healing in the event of failures. We plan to handle

processor failure where a processor has become unavailable due to crash or reboot within the service envi-

ronment, or a transient network failure between the service provider environment and the end-user. Since a

processor could be running a process associated with a request or a community service component, we pro-

pose to handle both aspects of reliability: request reliability and infrastructure reliability.

Request reliability will be achieved by several techniques. First, processor and network failures will

be detected by the request manager. A processor failure will be easily detected since the request manager

will periodically request performance information from the front-end via the adaptive API. The front-end

will then contact each back-end node via its adaptive API. If this information does not arrive and the com-

munication times out, then a processor failure is presumed to have occurred and an action is taken. Simi-

larly, if the request manager times out in trying to send the final response back to the end-user, it may

assume the network link is down temporarily. In this latter case, the system will buffer the response and

periodically retry sending it back to the end-user. After a certain number of retries, it will archive the

response to disk, and allow to user to request it later from the service manager. The result will be removed

from disk after a fixed amount of time. Processor failures within a distributed service can be handled fairly

easily since their is no coordination between the constituent processes. The master tracks the set of tasks

allocated to the failed slave and adds those tasks back to the task pool. Parallel services are more difficult

to handle since the processes communicate and a failed node will stall the service. We distinguish between
12



a front-end and back-end failure since a front-end failure causes the request manager to fail because they

are linked together.

We plan to investigate several reliability methods for parallel services. First, if sufficient resources

exist some requests will be dynamically replicated. If a request fails, then all resources associated with that

request are returned to the system, and the other requests continue. In earlier work, we developed an algo-

rithm that would automatically create replicas as needed [45] that will be applied in this project. Second, it

is possible that no additional resources exist for replicas, so the service instance will have to checkpoint its

state to enable recovery. Such a function would be invoked by the request manager periodically. In addi-

tion, a function to restore state must also be provided. This follows our resource allocation philosophy - if

there are sufficient resources then high reliability at low cost can be achieved by replication via “resource

monopolization”. When resource sharing is needed to support concurrent users, then more expensive reli-

ability techniques like checkpoint/restart will be needed.

When a failed processor is detected by the request manager it restarts the failed process on another

node (i.e. adds a processor) and tells the service instance to restore state from the latest checkpoint and

“roll back” the computation. If no free processor is available, then the request is contracted in size - the ser-

vice instance restores state from the most recent checkpoint state and the computation is rolled back. In this

case, the state is re-distributed based on the contracted number of processes. The adaptive API will be

extended to support reliability functionality including store/restore. Other functions will be modified to use

checkpoint state when appropriate, e.g. add/remove_processor. For parallel services written in MPI, we

will leverage the fault tolerant MPI from the ICL group.

Infrastructure reliability requires that the key infrastructure components survive failure, without

extensive service-provider intervention. To achieve this, the infrastructure components must log all state

changes to disk to allow recovery. Whenever state change occurs within each component, the state must be

logged for recovery. Unlike, request-level recovery there is no roll-back mechanism for the infrastructure.

Fortunately, the amount of state within each component is far less than within the typical service instance.

Service manager state includes the set of active request managers and the associated user requests (both

active and queued, whether requests are stateful, etc.), whether any are replicas, and the current resource

allocation for this service. If a service manager goes down, then the meta-service component will be

responsible for re-starting it on an available machine from the stored state. Failure is detected by heartbeat/

time-out messages sent from the meta-service component to each service manager periodically. If a request

manager goes down (along with the front-end of the service), then this will be detected by the service man-

ager (which receives periodic performance information from the service manager) and will be re-started.

The front-end of the service will also provide store/restore functions that checkpoint the front-end and

invoke the store/restore functions on each process in the back-end. The meta-service component must also
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checkpoint relevant state about the services installed and the associated service managers, resources allo-

cated to each service, etc. Meta-service failure will be detected by a service manager that is designated as

the primary. Recovering from this failure can be accomplished manually - e.g. the service manager can

notify the service provider who will re-start the meta-service. Alternatively, the meta-service can be

installed as a local OS-level service on the meta-service machine (e.g. /etc/services in Unix) and

presume that this machine will ultimately get rebooted and the meta-service will be re-started automati-

cally. This latter method is cleaner, but assumes the meta-service machine is fixed. The meta-service can

also be replicated, and a leader election protocol can be used. In this proposal, we plan to address reliability

for the single site cluster platform as a first-step towards a solution in the multi-site Grid.

1.2.4 Securing Community Services

Community services must be protected to ensure safe and secure execution. Security issues include

authentication, authorization, and data protection. For community services protected within secured fire-

walls, the most likely scenario at secure sites like DOE laboratories, the problem is less severe. We envi-

sion a virtual firewall for community services exposed to the outside (Figure 7). This virtual firewall must

guard against denial-of-service attacks, allow data flowing to and from a community service to be

encrypted if necessary, authenticate end-users, and authorize their privilege to access community services.

We plan to “stand on the shoulders of others” to allow specific security solutions to be easily integrated

into the community service infrastructure. For example, Kerberos is a well-known solution for authentica-

tion and authorization and a Kerberos integration should be accommodated. In particular, we will design

our system components (request manager and service manager) so that secure versions can be easily

implemented by providing a security layer which implements the virtual firewall. It will filter, route, and

potentially discard, all incoming and outgoing messages. Initially, the security layer will be a simple pass-

through, but we will work with partners that wish to put existing security standards and solutions into this

layer.

Figure 7: Virtual Firewall. Desired security processing, e.g. authentication, authorization, encryption/decryption,
filtering, and routing, etc. are performed at the virtual firewall.

Community
Service

user/client

security layer

request
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1.2.5 Grid-enabled Community Services

For high-demand services, achieving acceptable performance may require the use of resources

beyond the “home site”. Installing network services at multiple sites allows the service provider to offer

more scalable service to users. Computational Grids [17][19][21][25][29] have been proposed as a para-

digm for exploiting geographically-dispersed resources with convenient software interfaces. We believe

Grid technology will be extremely useful as a low-level building-block in distributing community services

across multiple sites. As a toe-hold, we presume that a Grid infrastructure such as Globus [17] is running

on the distributed sites. We plan to investigate two models for Grid-enabled community services: (1) CS-

everywhere and (2) CS-Condor. In the first model, the community service infrastructure of Figure 4 is run-

ning at each site with all resources under its control. The second model is more typical of a Grid environ-

ment in which the community service infrastructure may not have direct control over all resources. In CS-

Condor, Condor controls the resources at a remote site, but job requests for a distributed service can be sent

to it. The integration with Condor will show that our architecture can interoperate easily with other systems

and also gives us access to Condor-controlled resource pools for experimentation. A Condor site would not

participate in negotiation or adaptation - it would simply run job requests submitted to it. In both models,

the appropriate binaries (meta-service, service manager, and service binaries) would be stored in every site

at a location known to the “home site” meta-service at boot-time.

In CS-everywhere, each service manager maintains its own performance history using its local perfor-

mance surface for requests executing on its site resources. For CS-Condor, the performance of a Condor

site would be maintained within the “home site”. In the first phase of this research, we assume that a single

request will be satisfied within a single site, therefore the request manager need not change in the Grid sce-

nario. In the final phase of the project, we will allow single requests to be spread across multiple sites.

In the multi-site Grid, resource management becomes more complex for three reasons: (i) Grid

resources are heterogeneous, (ii) Grid resources are distributed, and (iii) requests could span multiple sites.

The presence of multiple sites means that the first job of resource management is to select an appropriate

site to handle a request. Once a site is selected, then the resource management techniques developed for a

single site can be applied. Selecting a site is a difficult problem because sites have heterogeneous resources

and may have different numbers of active and pending (queued) requests. Which site is best depends on the

site resources, request characteristics, and current request load, and performance prediction is key to mak-

ing this decision. Therefore, a simple load sharing approach will not be sufficient. We have had prior suc-

cess with a bidding based scheme for scheduling parallel jobs (as opposed to parallel services) in a multi-

site Grid in the Gallop system [41] and a similar approach will be applied here.

We propose to investigate a weighted bidding scheme for site selection based on a performance pre-

diction from each site8. A user sends their request to the “home site” service manager. Since each site
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maintains its own local performance history, the “home site” service manager asks each remote service

manager to estimate the performance of the candidate request given its input parameters and the current

state of its remote resources (including any queued requests) using its local performance surface. For CS-

Condor, the estimation for a Condor site is done by the “home site”. If it is a guaranteed request, then this

process can end as soon as a site indicates that it can meet the guarantee. Otherwise, for best-effort

requests, all sites would be considered. In general, a Condor site would only be considered for a best-effort

request since the community service infrastructure cannot control its resource allocation/deallocation. A

site that has run a large number of prior requests, particularly requests that are similar to the candidate

request, is more likely to provide an accurate estimation than a site that has run fewer requests. Since the

quality of estimation for all sites is not equal, we propose a weighting scheme in which the selection algo-

rithm will give greater weight to a more “experienced site”. For example, if site 1 predicts an execution

time of 100 time units based on 5 prior requests with little similarity to the candidate request, and site 2

predicts an execution time of 120 time units based on 100 prior requests with some similarity to the candi-

date request, then the latter site may be a more reliable choice for a best-effort request. For guaranteed

requests, the process is more difficult. A stronger assurance is needed for a guaranteed request: the bar

must be higher for the similarity measure and number of prior requests. Research is needed to quantify the

selection process: how to measure request similarity particularly when the service has multiple input

parameters? how to weight an estimation based on similarity and the number of prior requests for both

best-effort and guaranteed requests?

The presence of a multi-site Grid also opens up the possibility that resources in several sites can be

used for the same request (iii). This would be useful for distributed services in which little or no communi-

cation is required (e.g. parameter studies). Others have demonstrated the value of multi-site distribution for

these kind of problems [1][4][20][41]. To support the distribution of requests, a more global resource man-

agement mechanism will be needed: the pool of available resources within a service domain across all sites

will first be determined by the “home site” service manager, then performance estimation will be per-

formed across this global set of resources. In this case, the performance surface will be computed and

maintained in the “home site” service manager and will be based on resource combinations across all sites.

For this kind of service, request managers will be running at each site as part of the same request instance.

Other groups are investigating the general problem of resource management for Grid applications

[4][5][36] with a focus on the scheduling of a single application using shared Grid resources. In contrast,

8. For the high-end services in this project, we assume the amount of computation/communication within the service
far dominates any network cost to and from the client. Therefore, this cost does not play a role in site selection. This
capability was provided in Gallop and could be added later.
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we are scheduling concurrent requests to several “applications” (services) over a pool of resources that the

environment controls (in the case of CS-everywhere) and shares (CS-Condor).

1.3 Research Agenda

The research agenda is to develop community service middleware and software components for sev-

eral platforms including clusters, supercomputers, and Grids. We will work with DOE scientists to identify

candidate applications and transform them into network services using the community service infrastruc-

ture on the desired platforms within DOE. We will prototype each platform here at Minnesota - we have

access to significant cluster and supercomputing resources at the Minnesota Supercomputer Institute. In

addition, the PI operates a Linux Giganet cluster. We will evaluate both the performance and reliability of

the selected DOE network services on each platform. We will perform the following specific activities in

support of this project:

Year 1:
•Define the adaptive API in support of resource management and reliability

•Develop and deploy the community service architecture (service and request managers and meta-service) on clus-
ter platform
•Develop an adaptive MPI impl. that works with the community service infrastructure
•Develop an adaptive Condor library that works with the community service infrastructure
•Select several high-end DOE applications as candidates

Year 2:
•Design and implement middleware for adaptivity, reliability, accounting, negotiation, and performance prediction
•Design and implement middleware for dynamic resource management
•Evaluate performance of test services here at Minnesota
•Extend resource management middleware to multi-site Grids (CS-everywhere and CS-Condor)
•Design security layer with pass-through semantics
•Modify DOE applications to use community service middleware

Year 3:
•Design and implement techniques for reliability (replication, checkpoint/restart, heartbeats, etc.)
•Port DOE applications to community service environment and deploy on DOE platforms
•Evaluate performance and reliability of the services and the community service infrastructure
•Publish and promote outcomes of this project

2 DOE Impact
We believe that community services will enable more effective use of terascale computational

resources within DOE both in terms of increased application performance and resource utilization. In addi-

tion, by deploying useful high-end services in areas such as high performance simulations, data mining,

etc., much of the complexity of the underlying implementations can be hidden from the end-user making

these terascale resources more accessible. We plan on direct support for MPI (to implement parallel serv-

ices) and Condor (to implement distributed services) to enable rapid transformation from MPI and Condor
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codes into community services. In addition, we plan an integration with Globus to support Grid-enabled

community services, thus capitalizing on DOE investments made in Globus.

This project will have a strong synergy with many of the on-going MICS/SciDAC research projects,

in particular. Our work is based upon packaging high-end codes and making them available to scientists

within DOE as running services. We rely on DOE to provide high-end codes to us through collaboration.

For example, terascale PDE solvers (TOPS ISIC project), terascale simulation tools (TSTT ISIC project)

would be excellent candidates. We believe that our work would positively impact these projects by provid-

ing a wider user base within DOE. Our project addresses the run-time components needed to build, deploy,

and maintain community services. We also rely on DOE to provide an environment into which community

services can be deployed and an interface that allows users to access them in a convenient manner. The

SciDAC collaboratory software environment and Middleware portals project both plan to provide high-

level interfaces to software and resources. Since community services couple software and resources

together they would form an excellent back-end for science portals or collaboratories.

Our work complements a number of other efforts within the MICS/SciDAC program. Software

frameworks (Applied PDE ISIC project and Center for Component Technology ISIC) are a technology

very related to community services. Frameworks are software building blocks used to construct applica-

tions from reusable modules. Community services can be used to put such frameworks on-line, e.g. the

modules within a framework can be deployed and tuned as community services made available on a vari-

ety of back-end resources. The community service run-time library could be wrapped around such a mod-

ule to can manage its scheduling, resource management, reliability, and security during execution.

3 Qualifications
The PI is a leader in high performance computing, scheduling and resource management, and apply-

ing these technologies to computational science applications in parallel, distributed, and Grid environ-

ments. He was an early architect for the Mentat and Legion metacomputing systems, and has built

numerous software systems and middleware to support application scheduling in distributed systems:

Prophet, Gallop, Service Grid, and Smart File Objects. His prior research was funded in part by an NSF

CAREER award (ACR-9996418: 1996-2001). He has strong ties to the Minnesota Supercomputer Insti-

tute, Army High Performance Computing and Research Center in Minneapolis, and Digital Technology

Center.

4 Budget Justification
The scope of the project requires a 3-year time window. Developing community service infrastruc-

ture, applying it to real DOE applications, and performing an experimental evaluation are all time-consum-

ing tasks. The PI will be responsible for design activities, project organization, and supervision. He will
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also make trips to DOE to collaborate on the selection of candidate DOE applications for experimentation.

He requests summer salary to support these activities. A Ph.D student will be responsible for implementa-

tion, deployment, and experimentation activities. We believe this can be accomplished with a modest bud-

get ($250K) since we have already made significant progress on adaptive resource management algorithms

and have built a small prototype in our lab.
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