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Abstract:  There has been strong interest in the new and emerging field called resilience engineering.  
This field has been quick to align itself with many existing safety disciplines, but it has also distanced 
itself from the field of human reliability analysis.  To date, the discussion has been somewhat one-
sided, with much discussion about the new insights afforded by resilience engineering.  This paper 
presents an attempt to address resilience engineering from the perspective of human reliability analysis 
(HRA).  It is argued that HRA shares much in common with resilience engineering and that, in fact, it 
can help strengthen nascent ideas in resilience engineering. This paper seeks to clarify and ultimately 
refute the arguments that have served to divide HRA and resilience engineering. 
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1.  INTRODUCTION AND DEFINITIONS 
 
1.1.  Human Reliability Analysis Defined 
 
Human reliability analysis (HRA) is the predictive study of human errors, typically in safety-critical 
domains like nuclear power generation [1].  Human error, in this context, describes any action or 
inaction on the part of an individual that decreases the safety of the system with which he or she is 
interacting.  The term “human error” carries with it negative connotations [2], often implying blame 
may be ascribed to an individual.  Generally, however, HRA does not view human error as the product 
of individual shortcomings but rather as the culmination of contextual and situational factors that 
impinge on human performance.  These factors are commonly referred to as performance shaping 
factors, which serve to enhance or degrade human performance relative to a baseline [3]. 
 
HRA is often depicted as consisting of three distinct phases [4]: 
 
1. Modeling of the potential contributors to human error. This phase typically enlists some variety of 

task analysis to decompose an overall sequence of events into smaller units suitable for analysis.  
There is, however, no universally agreed standard for the best level of decomposition, which can 
lead to confounds when attempting to compare analyses from different HRA methods.  HRA is 
often modeled as part of an overall probabilistic risk assessment (PRA) model of human and 
system failures, in which the human unit is called the human failure event. 

2. Identification of the potential contributors to human error. At this phase, relevant performance 
shaping factors are selected.  As with task decomposition, there is no standard list of performance 
shaping factors, and there is considerable variability between HRA methods.  Recently, the 
standard-like Good Practices for Human Reliability Analysis [5] produced a set of 15 performance 
shaping factors to consider at a minimum.  Still, HRA methods range from a single performance 
shaping factor (e.g., available time in the time-reliability methods) up through 50 performance 
shaping factors. 

3. Quantification of human errors.  In this phase, a human error probability (HEP) is calculated.  
Each HRA method features a slightly different approach to quantification, including expert 
estimation, the use of performance shaping factor multipliers, scenario matching, Bayesian 
approaches, and simulations.  Quantification determines the likelihood that the particular action 
modeled in the previous HRA phase will fail.  This error likelihood ranges from 1/100,000 for 
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high reliability up to 1.0 for guaranteed failure.  Nominal values for skilled actions are around 
1/1000 to 1/100.  Note that it is possible to have only qualitative HRA, which addresses insights 
particularly from the error identification phase but does not produce HEPs. 

 
Meister [6] has noted that HRA is unique within human factors because of its emphasis on prediction.  
Much of traditional human factors focuses on the description of phenomena with an eye toward 
improving a design to maximize human performance.  For example, usability engineering within 
human factors reviews human performance on system designs and makes recommendations to 
promote interfaces that are effective, efficient, and satisfying to the user [7].  Such 
recommendations—while driven by user performance data—are almost always qualitative in nature, 
and they generally stop short of predicting the degree of improved usability that can be expected from 
interface improvements.  In fact, common practice in usability engineering is the test-retest cycle, 
whereby an interface redesign is tested to verify improvements in usability.  
 
In contrast, HRA is typically applied to as-built systems, whereby the emphasis is to identify 
vulnerabilities in human performance.  This emphasis fits well within safety critical industries, where 
the certification of sufficient safety levels is crucial in the licensing and operation of a system.  In 
many cases, potential vulnerabilities in the system are addressed as corrective actions:  the as-built 
system is refined in such a way as to minimize interactions that my compromise human reliability [8], 
including writing or revising procedural guidance for carrying out operations.  Increasingly, HRA is 
being considered not only for as-built systems but also in the design of novel systems [9].  Thus, HRA 
is gradually evolving from documenting human errors, to mitigating them in as-built systems, to 
designing them out of new systems. 
 
1.2.  Resilience Engineering Defined 
 
Resilience engineering has been somewhat difficult to define, because it exists more as a conceptual 
framework than a tight-knit method.  This loose definition is intentional, designed not to constrain the 
emergence of resilience ideas prematurely.   The main precepts of resilience engineering are contained 
in two edited book volumes [10-11] that include papers delivered to two resilience engineering 
workshops.  The latter volume [11] contains an extensive case study to showcase the capabilities of 
resilience engineering.  Obviously, the field is very young still, but it has attracted considerable 
attention already (e.g., [12-13]) and is being heralded as a major new way of thinking about safety. 
 
Hale and Heijer [14, p. 40] define resilience as, “…the ability in difficult conditions to stay within the 
safe envelope and avoid accidents.”  They note that there is overlap between resilience engineering 
and concepts found in high reliability organizations and safety culture.  Westrum [15, p. 59] offers a 
succinct definition of resilience engineering as, “…the ability to prevent something bad from 
happening, … to prevent something bad from becoming worse, or … the ability to recover from 
something bad once it has happened.”  Woods and Hollnagel [16] define resilience engineering in 
practical terms as the move from reactive to proactive safety.  The core argument here is that safety 
science has traditionally focused on identifying factors that undermine existing safety rather than 
designing systems, processes, and organizations that optimize safety.  The latter is the basis of 
resilience engineering. 
 
Sheridan [13] explains resilience in terms of how each engineered system has safety buffers—over-
engineering of sorts—that make the system robust in the face of challenges to the system.  Production 
or efficiency constraints—such as NASA’s earlier unofficial motto of “faster, better, cheaper”—can 
minimize these buffers, resulting in systems that are safe within the bounds for which they are 
engineered but that may not be able to withstand unanticipated challenges beyond the design basis.  
The goal of resilience engineering is therefore to ensure that safety buffers are not compromised in the 
design, operation, or maintenance of a system.  Moreover, all systems are acted upon by an 
organization—from line workers to management.  The organization plays a key role in buffering 
safety.  It is this organizational element that is most directly relevant to human factors research and 



practice.  For this reason, resilience engineering has also been likened to safety culture, a comparison, 
as noted in [14], that most resilience engineers do not eschew.  
 
2.  THE RESILIENCE-RELIABILITY RIFT 
 
Some proponents of resilience engineering suggest that it represents a paradigm shift away from 
conventional safety approaches, including HRA [16, p. 4]: 
  

According to this paradigm [of HRA], ‘error’ was something that could be 
categorized and counted.  This led to numerous proposals for taxonomies, estimation 
procedures, and ways to provide the much needed data for error tabulation and 
extrapolation.  Studies of human limits became important to guide the creation of 
remedial or prosthetic systems that would make up for the deficiencies of people.  
Since humans, as unreliable and limited system components, were assumed to degrade 
what would otherwise be flawless system performance, this paradigm often prescribed 
automation as a means to safeguard the system from the people in it.  In other words, 
in the ‘error counting’ paradigm, work on safety comprised protecting the system 
from unreliable, erratic, and limited human components (or, more clearly, protecting 
the people at the blunt end—in their roles as managers, regulators and consumers of 
systems—from unreliable ‘other’ people at the sharp end—who operate and maintain 
those systems). 

 
I believe this view is misguided.  It represents a pessimistic view of the role of HRA in system safety, 
and it only considers HRA in its quantitative error-counting capacity.  HRA has been used to establish 
safe operating criteria for a number of safety-critical applications like nuclear power, aviation, oil 
drilling, and rail.  But, it goes beyond a numbers game.  Second-generation HRA methods like 
ATHEANA [17] and MERMOS  [18] underplay quantitative techniques in favor of clear qualitative 
insights.  Both approaches afford the opportunity to predict human errors and thus have a quantitative 
component, but the emphasis in these newer methods is clearly on understanding error mechanisms 
rather than enumerating them.  These error mechanisms pave the path for error mitigation and 
prevention in a more straightforward manner than in earlier generation HRA methods. 
 
Further, while HRA does consider human error as something that is to be avoided—and that is 
avoidable—it does not do so in a pejorative fashion.  The human is not the weak link in the system; 
rather, the factors that contribute to human fallibility and that degrade human performance are weak 
links.  Automation, rather than being the goal of HRA as suggested by Woods and Hollnagel [16], is 
often understood as a paradox—increasing automation degrades human vigilance, which is essential in 
safe performance [19].  Moreover, HRA is required by good practice [5] to consider recovery 
actions—those actions performed by humans that return the system to a safe state after a disruption.  
Without human recovery, the safety of most systems would fall severely short. 
 
The point of this counterargument is not to wage semantics between sibling fields.  My specific point 
is that many elements of HRA directly complement the aims of resilience engineering.  Resilience 
engineering is not a paradigm shift away from HRA.  It is the crystallization of many ideas that have 
emerged in the nearly fifty years of HRA, coupled with ideas from other safety disciplines like high 
reliability organizations and safety culture.  I do not in any way wish to stand in the way of this fusion 
of ideas; however, I wish to dispel myths that may make it seem that HRA and resilience engineering 
are anything but complementary undertakings. 
 
To address these points, the next two sections discuss separately what HRA already brings to 
resilience engineering and what resilience engineering uniquely brings to HRA. 
 
 
 
 



3.  WHAT HRA BRINGS TO RESILIENCE 
 
3.1.  Quantitative Emphasis 

 
While I have refuted that HRA carries a single-minded zest for quantification, quantification is 
absolutely an important part of HRA.  One of the clear benefits of quantification in HRA is the ready 
prioritization of risks.  Resilience engineering holds tremendous promise to establish a robust safety 
paradigm, but it does so in a very broad fashion at present.  As resilience engineering matures, it will 
benefit from having tools not just to identify those factors that create resilience but also to prioritize 
them.  Resilience exists as an ideal, but it must also be practicable.  Quantification—whether borrowed 
from current HRA or utilizing its own novel approach—will allow resilience engineering to address 
safety step-by-step.  The first steps in order of prioritization will be those factors that carry the most 
impact—an impact that is best realized through quantitative metrics.  Next steps will be of less impact 
but still contribute to the improved safety and resilience of the system.  Final steps will be iterative—
measured or quantitative assessment of the continued resilience and adaptations and refinements as 
needed.  Achieving resilience is not an all-or-nothing proposition; resilience may be achieved step-by-
step, scaling according to priorities for the most urgent vs. less urgent risks to safety.  Quantification—
when correctly implemented—orders those priorities in an objective manner. 
 
Quantification in HRA also brings with it evidence used to guide decision making.  Quantification is 
the basis of risk-informed decision making, precisely because it allows regulators, managers, and 
safety experts to prioritize which issues are serious, high likelihood risk and which are low likelihood.  
There exists no current analog in resilience engineering to risk-informed decision making.  Yet, if 
resilience engineering is to be effective, it must successfully make its point to those policy-makers 
who can affect changes.  Resilience engineering does not yet have the quantitative tools to cost-justify 
or risk-inform such safety changes. 
 
3.2.  Performance Shaping Factors 
 
As noted earlier, there is no universally agreed upon list of performance shaping factors in HRA.  
Different factors reflect differences in method assumptions, domains, and the contexts in which these 
methods are applied.  There has not—to date—been an attempt to apply performance shaping factors 
to resilience engineering. Their widespread use in HRA has made for more usable and consistent 
applications, requiring less reliability acumen on behalf of practitioners to perform valid analyses.  
Performance shaping factors capture particular configurations that are optimized for good vs. poor 
performance.  Likewise, it is feasible that as case studies of resilient and brittle processes and 
organizations are documented, certain common characteristics emerge for those extremes.  Those 
characteristics are essentially the performance shaping factors that characterize resilience.  
Articulating and defining such performance shaping factors can simplify future assessments of 
resilience and bring about greater consistency in resilience engineering work.  As specific resilience 
shaping factors are developed, resilience engineering becomes potentially a more streamlined process, 
thereby facilitating its greater impact on the safety community.  As long as resilience concepts remain 
abstracted and as long as the markers of resilience are vague, the practice of resilience engineering 
risks remaining artificially limited.  Resilience shaping factors are, in my view, a necessary—if not 
inevitable—step toward the widespread dissemination of resilience engineering. 
 
3.3.  Systemic View 
 
As discussed earlier, HRA is typically part of an overall PRA that includes both hardware and human 
contributions to reliability.  As Woods and Hollnagel [16] proposed, humans are often seen as the 
weakest link in the process—something to be avoided rather than capitalized upon.  I have argued that 
humans are not treated quite so pessimistically in HRA modeling, and their ability to recover from 
system upsets is particularly prized.  In fact, it is this ability to recover that makes humans an asset to 
any hardware system. 
 



HRA exists as part of a broader systemic view, coupled closely with PRA.  The extent to which 
resilience engineering takes a systemic view is variable, but there is much to be learned from the 
example of HRA:   
 
• Just as there is danger of villainizing the error-prone human in an overly pessimistic PRA model, 

it is equally possible to glorify the ability of the resilient human to “rescue the day” in an 
optimistic resilience model.  Neither is a realistic assessment of human performance.  Just as it is 
important to credit human success in HRA, so it is to recognize the possibility of human, crew, 
and even organizational failure in resilience engineering.  Understanding human limitations is as 
much key to resilience as understanding the opportunities for rebounding from setbacks. 

• PRA and HRA have helped specify barriers to human errors, often in the form of hardware backup 
and automation systems.  Such interventions should not be dismissed off-hand by the resilience 
engineering community.  A resilient system includes not just well-tuned humans but also systems 
that complement the ability of the human to be resilient.  Some resilience engineering is focused 
on hardware resilience, but there needs to be a continued merger of the human-centered and 
hardware-centered resilient approaches.  

 
4.  WHAT RESILIENCE BRINGS TO HRA 
 
4.1.  Unexampled Events 
 
Epstein notes [20, p. 60]:  
 

The focus of these PRAs is almost entirely on known system disturbances such as 
initiating events, and static, sequential views of accident emergence and 
progression.…  Risk models were used not for their insights, but for the quantitative 
results offered, thus never exploring novel failure modes of the facilities, totally 
missing the ability to postulate unexampled events and strange system and extra-
system influences/interactions/background. 

 
Unexampled events are defined as unanticipated or unconceived-of events, the emergence of known 
factors into a surprising state, or events with an inconceivably small likelihood of happening.  The 
now famous quote by former US Secretary of Defense, Donald Rumsfeld, proves illustrative for 
unexampled events [21]:   
 

There are known knows.  There are things we know that we know.  There are known 
unknowns.  That is to say there are things that we now know we don’t know.  But 
there are also unknown unknowns.  There are things we do not know we don’t know. 

 
Rumsfeld’s matrix of epistemic uncertainty may be completed (see Table 1) with unknown knowns, 
those things we do know but don’t realize we know.  Unexampled events encompass both known 
unknowns and unknown unknowns — they represent those events for which we have no surety of their 
occurrence or nonoccurrence.  We may not even have anticipated these types of events.  A hallmark of 
resilience is the ability of a system or organization to withstand such unanticipated upsets.  Reliability, 
especially when considered as a quantitative or probabilistic endeavor, can only treat unknowns as 
uncertainty.  The province of reliability is the ability to predict performance for known circumstances.  
Unfortunately, there remain many unknowns in all systems—having a robust PRA or HRA that 
encompasses only known knowns can leave too much to chance and may prove disastrous folly.   
 
 
 
 
 
 
 



Table 1:  Rumsfeld’s Matrix of Epistemic Uncertainty 
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A solution to this is to use possibilistic thinking [22] in PRA and HRA.  The probabilistic thinking 
typical in risk analysis is based largely on what we know from past occurrences—events that have 
been observed and that had some reasonable likelihood of occurring in the past and have a similar 
likelihood of occurring again in the future.  The fallacy of this approach is that it may overlook low 
likelihood yet still possible events, some of which could have a high consequence despite their rarity.  
Possibilistic thinking strives to find ways to open up what may happen without regard to the 
probability.  This may be seen as worst-case thinking (e.g., the consequences of a meteor striking a 
large city) or best-case thinking (e.g., winning the lottery).  Obviously, a system should not be 
designed assuming either extreme (e.g., we would not design a system assuming it will always fail or 
never fail).  Possibilistic thinking, as put into action, must have some constraints, which may come 
from probabilistic thinking.  Overall risk is often seen as the product of the likelihood of an event and 
its consequence [3].  Whereas traditional PRA and HRA often interpret risk significant events to be 
those that have a reasonable likelihood of occurring, it may be reasonable to strike a balance between 
likelihood and consequence.  High consequence events, even if they are low likelihood, may be worth 
considering in the analysis and are, in fact, the basis of disaster recovery and first responder modeling 
[22]. 
 
The lesson learned from resilience engineering is that not all risks can be anticipated, and probabilistic 
quantification does not guarantee that a system is safe in the face of all threats or challenges.  
Possibilistic thinking has proved a challenge especially to PRA—but also to HRA, to a lesser extent—
because it upsets the quantitative framework that underlies the risk models.  Resilience engineering 
clearly cannot yet elucidate a wide range of possibilistic events, but as the field explores such 
scenarios, it will be able to provide insights that may help both PRA and HRA better accommodate 
possibilistic events. 
 
4.2.  Dynamic Events 
 
While there is some unfolding exploration of dynamic event trees in PRA and dynamic performance 
shaping factors in HRA [23], PRA and HRA are largely based on static models of event progression.  
That is to say, PRA and HRA typically look at well defined sequences of events.  When an unexpected 
event happens that breaks the pre-defined sequence, the models are not readily reconfigured to 
consider the effects of this change. 
 
In contrast, resilience engineering is at home is such unexpected sequences.  The emphasis of 
resilience engineering is not on a pre-determined cause of action but rather on a dynamic series of 
responses that ultimately serve to protect the system.  The lack of rigid response modeling helps 
resilience engineering to be flexible to realistic yet unlikely event progressions.  HRA and PRA stand 
much to learn from this approach, although it will require considerable decoupling from the current 
static modeling.  The paradoxical solution to becoming more dynamic may not come from improved 
modeling techniques but rather from a decrease in formal modeling.  Dynamic risk modeling may 
involve less anticipation about how events will unfold and more emphasis on how systems and 
humans respond across a wide variety of conditions.  It is not without irony that such a development 
might result in more resilient PRA and HRA models.  As PRA and HRA strive to learn alongside 



resilience engineering, the methods stand to achieve a greater level of flexibility that will enhance their 
ability to model a wider ranger of events.  
 
5.  DISCUSSION 
 
Clearly, both HRA and resilience engineering stand to benefit considerably from closer interactions.  
This paper has provided brief sketches of HRA and resilience engineering, coupled with key points of 
intersection.  It has been my goal to draw the two fields closer together, because the two fields are 
compatible in their desire to facilitate safety across systems and organizations.  Each approach 
naturally brings slightly different emphases, which serve to make them complementary.  Rather than 
espouse a paradigm shift as some proponents of resilience engineering have proposed, I believe the 
more fruitful approach is a fusion of both lines of research and practice. Safety is characterized by 
both reliability and resilience.  Now is the time to reconcile the rift between resilience and reliability.   
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