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The use of unattended monitoring systems for monitoring the status of high value assets ~ ~~i~
and processes has proven to be less costly and less intrusive than the on-site inspections
which they are intended to replace. However, these systems present a classic information
overload problem to anyone trying to analyze the resulting sensor data. These data are
typically so voluminous and contain information at such a low level that the significance
of any single reading (e.g., a door open event) is not obvious. Sophisticated, automated
techniques are needed to extract expected patterns in the data and isolate and characterize
the remaining patterns that are due to undeclared activities.

This paper describes a data analysis engine that runs a state machine model of each
facility and its sensor suite. It analyzes the raw sensor data, converting and combining the
inputs from many sensors into operator domain level information. It compares the
resulting activities against a set of activities declared by an inspector or operator, and
then presents the differences in a form comprehensible to an inspector.

Although the current analysis engine was written with international nuclear material
safeguards, nonproliferation, and transparency in mind, since there is no information
about any particular facility in the software, there is no reason why it cannot be applied
anywhere it is important to verify processes are occurring as expected, to detect intrusion
into a secured area, or to detect the diversion of valuable assets.

INTRODUCTION

The data collected by remote monitoring systems come from a wide variety of sensors
including discrete state sensors (e.g., breakbeams), sensors that measure continuous
physical quantities (e.g., radiation levels), and video cameras. Analysis of this data
requires extracting and classifying patterns in the sensor data and interpreting them in
terms of the expected activities at the monitored facility.

There are many characteristics that make sensor data analysis both difficult and labor
intensive. First, the processes being monitored may have a tremendous degree of
variability (steps in the operation may not always be performed in the same order).
Second, many of the sensors provide only minimal information, indicating activity but
not conveying sufficient information to reliably classify the nature of the activity. Third,
interpretation of the raw sensor data is facility- and process-specific, requiring a high
degree of human training. Fourth, the data maybe incomplete (two objects can pass
through a breakbeam with only one resultant trigger). Fifth, there maybe “noise” from
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background activities, either expected or unexpected (e.g., two activities occurring
simultaneously). Finally, measurements of continuous physical quantities have inherent
uncertainty. All of these factors must be accounted for in assessing how well the events
from many sensors correlate with canonical, or nominal behavior.

A key issue from an operational perspective is that it is not feasible to expect a human to
manually perform all of the analysis reliably. A simple approach to automating the
analysis of large quantities of sensor data is to model the system processes and the
associated sensor suites with finite state machines, compare the raw sensor data against a
set of expected patterns, and point out any discrepancies. We will define a state machine
later in this paper.

There are, ideally, at least six levels of information one would like to extract out of the
data from sensors in a remote monitoring system. The analysis engine described in this
paper is capable of extracting information at all of these levels:
1.

2.

3.

4.

5.

6.

Error reports from sensors, e.g., radiation is too high, temperature is too low, etc.
This information can be extracted by comparing the sensor reading against a set
point or declared operating range.
Detection and flagging of inconsistent data, e.g., hot cell door was opened but the
confirming gamma radiation level did not rise. This information is extracted by
comparing two sensors whose data are known to correlate.
Reports of missing operations, e.g., the canister was stored in the silo but its lid
was not completely welded. This is the last level of information which is easy for
a human inspector to extract from raw sensor data, since it can still be found,
typically, by examining the output of one sensor within a known time window.
Reports of operations performed out of order, e.g., the basket was raised from the
cooling pond before it was filled. This information becomes available only if the
proper order of operations is known and the data from multiple sensors can be
temporally compared. It can be extremely difficult for human analysts to reliably
detect out of order operations. This, and the following levels, requires tracking
the states of a process.
Reports of extra operations, e.g., the grapple lifted 61 bundles out of the pool, but
the basket only holds 60 (where did the last one go?). This information requires
quantitative analysis, something a computer is well equipped to do.
Sensor suite and network integrity. How good is our monitoring sensor suite? Do
we believe the data we are getting is worth processing?

Once the information is extracted, it can be summarized at several levels and presented to
the user. We currently offer four levels of detail. At the highest summary level, we
indicate how many declared activities occurred as expected and how many had
discrepancies. At the second level, the user can see what specific errors occurred for
each activity. At the third level, the user can see the errors in the context of the overall
process. Finally, at the fourth level, the user can look at the raw sensor data. This “drill-
down” approach is common in analysis systems and allows the user to get as much detail
as is needed to resolve questions without immediately being overwhelmed with detail.



APPROACH

The analysis engine is built as a finite state machine engine. State machines have been
used to model interactive processes for decades and are a powerful tool in software
engineering. A state machine is an object that has a set of well-defined states. “Events”
cause the state machine to transition from one state to another. For example, a door may
either be in an “open” state or a “closed” state. When a person opens a closed door, the
“opening” action, or “event”, causes the door to transition from the “closed” state to the
“open” state. In our analysis engine, we model the monitored processes as a set of
coupled state machines by defining the allowed states for objects in the process and the
events that cause transitions between those states. It is important to capture both the
normal state-event combinations and the abnormal combinations.

The analysis engine requires 3 inputs to process the raw data from an unattended sensor
system; it must know what activities were expected (declared operations), it must have
available the full set of raw sensor data for the period being inspected, and finally, it must
know what sensors should and must report during the declared activities. This is
represented schematically in Figure 1.
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Figure 1: Analysis Engine Processes

The top row of boxes represents what the operator or inspector believes to have happened
during the period of interest. The process declarations at the highest level represent
simply a group of activities. For example, a nuclear facility might declare a campaign
during which 240 bundles were moved from the cooling pond out to storage silos. The



campaign is broken down into activities like: bundles moved into a basket within a
transfer flask, flask dried, basket lid welded on, basket moved to silo, etc. The level of
detail modeled at the activity level should closely reflect what can be verified by the
sensors installed at the facility.

The middle row of boxes represent the modeling of the facility at the sensor and activity
levels. For example, if the grapple sensor in the cooling pond goes above a predefine
trigger level, that signals that a bundle has been grabbed. This is sensor level
interpretation. The “grabbed” sigrud, coupled with the corresponding “released” signal
(from the same sensor) represents the activity of moving one bundle from the tray to the
basket. This model of the facility maps between the activities at the facility and the
sensor events that would occur for each of those activities.

The lowest level of boxes represents the translation of the raw sensor data into operator
meaningful events or “activities.” Since the analysis engine is a state machine, the raw
data is fiist converted into a sequence of events which describe the important transitions
in the signal from each sensor. Discrete sensors tend to have fairly straightforward
translation rules: “break-beam activated” translates into “cart moved past break-beam.”
Analog sensors (radiation, temperature, etc.) tend to be more difficult to translate, but a
fairly simple rule set applied to the raw analog data has been shown to properly extract
good event sets from visually noisy data. Figure 2 is the waveform from a radiation
sensor monitoring the transfer of spent fuel bundles from storage trays in a cooling pond
to a basket in a transfer flask. The markers, triangles and diamonds, were placed
automatically using a simple set of rules to identify key points in the transfer process.
This figure illustrates how process-related “events” can be extracted from a visually
complex data set.

Time (seconds)

Triangle @lack) = Hoist to tray translation Triangle (yellow) = Tray to turntable translation

Triangle (blue) = Grapple fine adjustment Diamond (red). Tray midpoint

Triangle (green) = Grasping bundle at tmy

Figure 2: Radiation sensor waveform with events marked
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The next step in the process requires aggregating sequences of events into actions
comprehensible to an operator or inspector. This is done internally in the analysis engine
state machine which can assemble patterns of raw data events and group them into
meaningful activities.

The last step in the process compares the list of activities declared by the
inspector/operator against the activities which were actually observed by the sensor suite.
During the comparison, the analysis engine can identify extra events or activities as well
as point out missing events or activities. Timing between activities is checked, allowing
both timeout (an event must occur before the timer expires) as well as timein (the event
must not occur before the timer expires) events. Violations of timeout and timein events
may also be reported to the inspector.

MECHANICS

The current implementation of the analysis engine is written in JavaTMas a web-based
Applet. It runs on a PC under Windows NTTM,but should be readily portable – at least as
much as Java allows. There is almost no site-specific information contained within the
software itself, so it is not necessary to rewrite the software for installation at a new
facility. The one exception to this rule is that the software must have an interface to the
data collection facility at each site, thus, it must know the format of the data and structure
of the database to get the raw data required for the analysis. The information required for
the analysis engine is almost entirely contained in databases. This greatly enhances the
ability of site-knowledgeable personnel to change the models of the site configuration or
processes to accommodate new configurations or different processes.

THE PROCESS

We glossed over some of the details of how’this process works when applied to a real
facility. First, there is a one time set-up sequence of operations which are performed by a
site expert who knows the processes at the facility as well as the sensor suite and its
expected responses during those processes. Second, there is a short sequence of steps
required each time a dataset is analyzed. These steps can be performed either by an
operator at the site orb y an inspector neither of whom are expected to have sensor and
sensor response knowledge.

ONE TIME OPERATIONS (setup steps)

There are two steps required to characterize a site and its operations. First, a site expert
must list the operations which could be performed at the site and break down each
operation into a set of activities observable by the sensor suite. The list of allowed
operations and activities is stored and is available to an operator or inspector as a set of
templates for building a declaration of activities(details below). Second, the site expert
tells the system what sensor reports are expected during each activity. This step is
performed using an existing tool which can extract the important sensor events from the



data stream using a fairly simple set of operator selected rules. This tool, the event
generator, is a stand-alone piece of software with a GUI that helps the operator select the
set of rules that must be satisfied for each sensor to trigger an event. For example,
gamma sensor 1 might trigger event “Basket lifted” when the reading goes above
250mR/h. Rules can be logically combined so rules like “Basket lifted” might be
triggered when the reading goes above 250mR/h and then remains level for more than 40
seconds. The set of rules that identify events in the raw data streams is stored for use
during actual data analysis (below).

OPERATIONS REPEATED FOR EACH ANALYSIS

When the operator/inspector is ready to check a dataset, a list of operations and activities
(the “declared operations”) from the activity templates originally created by the site
expert are assembled. This list of declared activities should, as closely as possible,
describe what happened during the period of interest. The raw data are then run through
the analysis engine, the knowledge generator. The analysis engine passes the data to the
event generator that picks up the rules originally created by the site expert and “marks”
the significant events in the data according to those rules. The “marked’ data is then
passed back to the analysis engine which uses it to assemble activities actually
performed. The list of actual activities is compared against the list of declared activities.

When the analysis of the data is complete, the knowledge generator presents the results to
the operator/inspector in displays of increasing detail; the operator can check the results
in as much or as little detail as deemed necessary. Broadly speaking, these levels are:

1. Highest level, a single box which shows green (no errors observed), yellow
(activity incomplete), or red (declared activities did not match actual activities).

2. Summary level, a single display that shows how many activities were green, how
many were yellow, and how many were red.

3. Error summary level, a set of displays which allow the operator to see just the
errors (differences observed by the state machine) which occurred during each
activity.

4. Detail level, a set of displays which allow the operator to examine the errors in the
context of activities for the whole process.

5. Sensor display, a display that lists each sensor and its state of health during the
operations.

6. Graphed data display, a set of displays which graph the raw data for each sensor,
or in parallel, graph the data for a set of sensors. The graph itself can be
windowed dynamically so that any period of data can be examined in any desired
detail (even down to a single data point!)

CAPABILITIES

Since the analysis engine itself contains no knowledge of site operations, it must have
nominal behavior described as one of its inputs. Once nominal behavior is defined, the
analysis engine can identify aberrations. The site expert would normally be involved in
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expanding the initial facility model to incorporate these aberrations. Of course, care must
be taken when expanding the facility model to make sure that a path is not being opened
for diversion. Since both nominal behavior and common aberrations may be described in
the facility model, the inspector is freed to spend more time and resources examining the
truly unexpected events. Another increase in the level of modeling could train the
analysis engine to look for event patterns which looked “like” diversion scenarios or
safety lapses.

One of the great advantages to modeling a site as a state machine is the ability to extract
information from sensor data streams which depends not only on the state of one sensor,
but on its past states, as well as the states and past states of any or all other sensors in the
system. Thus, a particular pattern might indicate diversion of material if the facility is in
one state, yet it might be part of normal operations if the facility is known to be in a
different state. This is why it is important to analyze remote sensor data in a state
machine which can track all the states of the entire facility.

fhJMNLiRY

A proof-of-concept analysis engine which could process data from the sensors at an
actual CANDU reactor facility was implemented a year ago to prove that processing the
data from a remote sensor suite could be automated in a computer driven state machine.
This proof-of-concept was successfully used to compare the raw data from a campaign
including several transfers against a matching set of declarations. This proof-of-concept
engine was capable of finding extra activities as well as missing events and process
timeout events. The current analysis engine was designed to be completely independent
of site knowledge; as such its state machine engine can compare the raw sensor data
against activity declarations from any site that can model their processes and sensors.
Limited experience has shown that it takes only a relatively small amount of time to
model a facility. As a rule of thumb, a sensor takes about a dozen descriptive lines, and
each process takes 10 to 50 descriptive lines. Modeling time varies widely, but falls
dramatically after the first few models are made.

A number of enhancements have been planned and funded for work in the future. First,
work is planned in the next two years to post-process sensor data and isolate repeating,
unexpected patterns. The first, and most obvious, use for this would be to characterize
the sensor reports which occur during known activities. This would vastly reduce the
expert knowledge necessary to create the lists of operations, activities, and sensor reports
which are currently required to feed the state machine engine (the steps in the setup
process). The second use would be to look for repeated patterns which occur in the data
after expected patterns have been extracted. It is this usage which is most likely to
uncover covert activities like lapses in safety procedures or diversion of material.

Second, work has been planned to extend the capability of the existing engine to handle
multiple, simultaneous, interacting processes. Currently, the design presupposes that if
multiple processes are underway that they cannot trigger the same sensor at the same
time. If this is not true, then an event might occur which could be interpreted multiple



ways. In this situation, it is assumed that the most likely solution is the right answer. For
example, a door-open event could mean that material was being diverted, or that a
canister was being moved as part of a declared process, or both. As knowledge
generation currently stands, it can only track one hypothesis. If that hypothesis is wrong,
intervening events may have been interpreted incorrectly.

Third, work is planned to extend the user interface of the state machine engine to track
both the processes performed and materials so the operator/inspector can tell at a glance
how many activities were undertaken and how much material was processed. It would be
very useful to know, at the end of processing a week worth of unattended sensor system
data, that the sensors reported that 240 bundles were moved out of the cooling pond
(material count), but only 239 were processed (process count).
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