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Collapsible steering column designs are credited 
with saving tens-of-thousands of lives since their 
introduction in the late 1960’s. The collapsible 
steering column is a safety feature designed to 
absorb energy and protect-the driver in a head-on 
collision. One of the most frequently used design 
concepts employs two telescoping metal tubes that 
slide over one another as the oeupant impacts the 
steering wheel. Hardened steel ball bearings are 
embedded in a plastic sleeve located between the 
two tubes. There are two primary mechanisms for 
energy absorption during steering column collapse. 
One is the friction between the bearing and tube 
surfaces. Another is the gouging of the tubes’ 
surfaces by the bearings. Current analytical models 
are unable to adequately capture the physics behind 
this process. 

In this paper we will present an overview of a 
parallel finite element code, currently under 
development, that can be used to simulate the highly 
nonlinear response of this energy absorbing 
mechanism. Our parallel algorithms are constructed 
on a message-passing foundation. The actual 
message-passing implementation used was the 
Argonne-developed p4 package. However, other 
message-passing libraries can easily be 
accommodated as they are largely identical in 

function and differ only in syntax. 
algorithm is restructured as a set c 

Once the 
processes 

communicating through messages, the program can 
run on systems as diverse as a uniprocessor 
workstation, multiprocessors with and without 
shared memory, a group of workstations that 
communicate over a local network, or any 
combination of the above. Benchmarks of the 
parallel code performance on networks of 
workstations and the IBM SP1 parallel 
supercomputer will be discussed. / 

-J Collapsible Steering 
The collapsible steering column is an automotive 

component for which state-of-the-art simulation is 
inadequate. The design goal of a collapsible 
steering column is to provide enough resistance to 
safely decelerate the driver during a crash. 

The schematic depicts an energy-absorbing 
mechanism commonly used in collapsible steering 
columns. The mechanism consists of two 
telescoping tubes that slide over one another as the 
driver hits the steering wheel. Hardened-steel ball 
bearings provide the resistance. When the steering 
column collapses, energy is absorbed as the ball 
bearings deform the metal tubes. 
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Current analytical models cannot adequately 
capture the physics of this event; thus, bearing size 
is determined by trial-and-error at assembly. 
Numerical experimentation at Argonne on high- 
performance computer architectures promises better 
results. 

Figure 1: Collapsible steering column 

EXPLICIT NONLINEAR FINITE ELEMENT 
ALGORITHM 

After spatial semi-discre_tization is performed, the 
governing equations of motion are: 

Mii(t) = f(t), where f(t) = fext(t) - fint(t)(l) 

The equation of motion is integrated in time using 
the central difference algorithm summarized in 
Figure 2. The internal forces (fins are evaluated by 
reduced integration with stabilization [1][2][3]. 

Many production engineering decisions must be 
made on the basis of crude computational models 
because the computational hardware to conduct full- 
scale simulations is not readily available. Attention 
has focused on high-performance computer 
architectures as an effective avenue to bridge the 
gap between computational needs and the power of 
computational hardware. With these powerful tools 
at their disposal, engineers would be able to tackle 
sophisticated simulations which are currently 
intractable without the use of empirical data and the 
separate modeling of each region of the problem to 
break the problem up into models which are 
manageable. 

It is clear that the greatest potential for 
improvements, and consequently the biggest 
challenge, lies in the substitution of the key 
algorithms in an application program with 
redesigned algorithms which exploit the new 
architectures and use better or more appropriate 
numerical techniques. In early work, we have 
obtained order-of-magnitude increases in the 

P1 Perform domain decomposition 

1. Initial conditions: 

u(0) = uo, u(-$) = uo 

j = t = 0; initialize elements 

2. Loop over elements: e = 1 to ne 
a. GATHER u, from u 
b. Evaluate strains: d = Bii, 
c. Evaluate stress: 6 = S(d) 
d. Compute element forces, fe 
e. ASSEMBLE fe into f 

End loop over elements 

P2 EXCHANGE fl among processors 
sharing common interface nodes 

Calculate the contact forces to 
be applied to the nodes of impacting 
element pairs 

3. Loop over nodes: I = 1 to nn 

a. ii, = ~ ; ' f ~  

b. 

c. 

~ : + 1 / 2  = u, .j=1/2 + Atii, 

u{+' = 4 + A t u ,  j+1/2 

End loop over nodes 

4. t + t + A t ; j - j + l ; g O t o 1  

Figure 2: Flowchart for explicit integration in a 
parallel distributed environment 
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computational speed over conventional 
supercomputers for three-dimensional nonlinear 
analysis of shell structures on the massively parallel 
Connection Machine 2. However, these speedups 
required substantial redesign of the underlying data 
structure and the development of an innovative class 
of "Exchange" algorithms which minimized 
interprocessor communication but at the expense of 
redundant computations and storage. However, 
because the computational capabilities of massively 
parallel machines generally far exceed their 
interprocessor communication capabilities, this class 
of algorithm has proven much faster than alternate 
schemes in spite of the redundancies. A complete 
description of these studies may be found in [4], [5], 
and [6]. 

Single-Instruction Multiple-Data fine-grained 
massively-parallel computers such as the Connection 
Machine-2 favor an element-per-processor data 
structure; interelement communication and 
interprocessor communication become equivalent. 
On any parallel platform with a coarser granularity, 
larger subdomains are necessary and interdomain 
communication becomes more complicated. The 
combination of the Exchange algorithm and the 
Argonne-developed p4 message-passing system ([7] 
and [SI) has provided a powerful approach for the 
adaptation of an explicit transient finite element 
program for use on a wide range of parallel 
platforms. p4 allows the programmer to pass data 
(scalar, array, or common block) among cooperating 
processes through Berkeley UNIX 4.3BSD 
interprocess communication sockets. 

Once the algorithm is restructured as a set of 
processes communicating through messages, the 
program can run on systems as diverse as a 
uniprocessor workstation, multiprocessors with and 
without shared memory, a group of workstations 
that communicate over a local area network, or any 
combination of the above. However, careful 
attention must be paid to the minimization of 
communication and synchronization costs. The 
basic concepts were first tested on a network of 
workstations described in [9]. The extension of this 
work to an Intel hypercube architecture is described 
in [lo]. Benchmarks for networks of workstations 
and shared and distributed memory MIMD 
multiprocessors were presented in [ll]. A 
performance profile for all phases of the 
computation on the Intel Delta is presented in f121. 

The extensions to the basic explicit finite element 
code for execution in a parallel distributed 
environment (Steps P1 and P2) are briefly 
summarized in the following section. 

DISTRIBUTED PARALLEL COMPUTING 

Domain Decomposition (Step P1) 
A preprocessing utility is used which reads nodal 

coordinate, element connectivity, boundary 
condition, and loading data from an input deck, 
decomposes the mesh into subdomains, records 
subdomain adjacencies and generates an input deck 
for each processor describing its subdomain. This 
preprocessing program is based on algorithms and 
code described in Refs. [13] and 1141. 

Exchange of Nodal Forces (Step P2) 
At each time step, subdomain computations 

proceed independently in parallel in accordance with 
the serial finite element algorithm given in Section 
2. First, the element internal forces are computed, 
followed by nodal force-vector assembly, and for 
parallel computations, an exchange of element 
internal forces for nodes at subdomain interfaces 
(Step P2). Finally, the equations of motion are 
integrated. The need for synchronization of 
processes arises from the fact that not all the steps 
of the algorithm can be run in parallel 
independently. At some point during each time 
step, messages must be exchanged to update various 
arrays. The exchange of internal forces pertaining 
to interface nodes is required because contributions 
from elements in neighboring subdomains are not 
added in fint. No kinematic quantities, i.e., 
displacements, velocities, accelerations, are 
exchanged. The equations of motion for the 
interface nodes are integrated redundantly. Each 
subdomain is in itself a complete finite element 
mesh. Thus, in addition to requiring minimal 
communication, the exchange algorithm has the 
advantage of allowing analysts to use the same post- 
processing software for each subdomain as they 
would normally do for a job executing on a single 
processor machine. 

IMPACI' CONTACT SIMULATIONS 

Data locality and the attendant overhead arising 



from the necessary interprocessor communication 
has impeded the application of high-performance 
computer architectures for many important 
engineering applications featuring contact-impact. 
To simulate the impact of two bodies modeled by 
finite element meshes, it is necessary to check 
whether the elements of one mesh interpenetrate the 
other mesh. On a massively parallel computer, a 
complete check over all possible interactions would 
saturate the system with interprocessor 
communication. The formulation of an effective 
algorithm for contact-impact on distributed memory 
parallel platforms demands that careful attention be 
paid to controlling the amount of interprocessor 
communication. 

The algorithmic enhancements essential for 
bringing the Connection Machine 2 to bear on two- 
body (target-penetrant) contact-impact simulations 
was presented in [15]. First, the processors were 
divided into two groups; each group was dedicated 
to one body. Next, a parallel assembled surface 
normal algorithm was used to identify surface 
elements. A sphere or pinball was then embedded 
into each of these surface elements. Data necessary 
for the detection of contacting pinball pairs was 
collected using the CMFORTRAN intrinsic function 
(PACK). This data was exchanged between the two 
groups of processors. Finally, the search for 
contacting paris and the ,computation of penalty 
forces proceeded in parallel. 

The results of a benchmark computation 
comparing the performance of the Connection 
Machine 2 to the Cray XMP/18 are presented in 
Table 1. The dataset contained a total of 16K 
elements (8K penetrant mesh and 8K target mesh). 
The simulation was run for 1000 time steps on the 
Connection ,Machine 2 using the parallel pinball 
algorithm and on the CRAY XMP/18 using the 
vectorized version of the code. 

Table 1. Two-body Contact-Impact Simulation, 
16384 elements, 1000 time steps 

I Total 1 Platform Solution Contact 

Cray 799.8 secs 213.0 secs 

I 418.9 secs 1 346.9 secs I Connection I Machine 

PARALLEL EXTENSIONS TO THE PINBALL 
ALGORITHM 

In previous work on the Connection Machine 
[ 151, the combination of fine-grained parallelism and 
the high cost of arbitrary processor-to-processor 
communication precluded us from taking further 
steps to reduce the search time beyond elimination 
of interior elements. On modern MIMD platforms, 
message-passing does not exert as high a cost. 
Furthermore, the cost of a message is proportional 
to its length. It is therefore beneficial in impact- 
contact simulations on network-connected 
workstations and distributed memory MIMD 
machines to refine the search technique so that a 
minimum amount of information is exchanged for 
the detection of impacting element pairs. 

The parallel construction of bounding boxes 
around the elements residing in each processor was 
proposed in [16] and [17]. The processors then did 
a global exchange of their bounding box corner 
coordinates. Each processor checked its bounding 
box against the bounding boxes from the other 
processors for spatial overlaps. Finally, processors 
with overlapping bounding boxes exchanged element 
information necessary for the impact-contact 
computations. In many examples, this algorithm is 
highly effective in reducing interprocessor 
communication. However, its effectiveness is 
highly dependent on the subdomains produced 
during domain decomposition. While the algorithms 
described in [13] and [14] attempt to produce 
regular single-connected subdomains, i.e., a 
contiguous group of elements, they frequently fail in 
the case of complex geometries. This results in 
overly conservative bounding boxes which in turn 
has the potential of signalling contact between 
elements residing in different processors where in 
fact there is no contact. Furthermore, it only 
reduces the number of interprocessor messages 
without seeking to reduce the length of each 
message. 

The above algorithm can be refined by 
converting the parallel volume checking step from 
a body-based ("Lagrangian") approach with a space- 
based ("Eulerian") approach. Similar ideas were 
explored in [18,19,20,21] on sequential computing 
platforms. These algorithms can be classified as 
bucket sorts. In the results presented below, an 
Eulerian grid is superimposed over the entire spatial 
region occupied by the finite element mesh 
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throughout the course of the simulation. This grid 
is independent of the finite element mesh and is 
specified by the user. The purpose of this Eulerian 
grid is to establish a system of cells which are 
labelled uniformly across all processors. The 
detection of contacting element pairs then proceeds 
in two levels. First, each processor determines cell 
memberships for each element in its subdomain. 
Simultaneously, each processor updates a boolean 
array called the cell membership vector (CMV). At 
the conclusion of this step, the CMV of each 
processor will contain entries of 0 for cells which 
do not contain any of the elements assigned to that 
processor's subdomain and 1 for cells containing 
one or more of that processor's elements. These 
CMVs are exchanged between all of the processors 
to determine which processors need to exchange 
element information. For processors containing 
elements in common cells, element data necessary 
for the detection of contacting pinball pairs and 
penalty force computation is assembled and 
exchanged. This algorithm has the dual benefits of 
providing a bounding volume which is a more 
contoured fit for the spatial region occupied by the 
elements in each processor and a higher resolution 
in the overlap of those bounding volumes. In many 
instances these advantages translate to fewer 
messages between processors as well as smaller 
ones. It is equally effective for both master-slave 
and single-surface contactfimpact simulations. 

We will illustrate the parallel pinball algorithm 
through the simple example illustrated in Figure 3. 
Two one-dimensional bars, 10 meters in length, are 
initially separated by a 0.5 m gap. One of the bars 
is given an initial velocity 1.0 m/s so that it travels 
towards the second bar and impacts it. Each rod is 
discretized using 10 eight-node continuum 
hexahedron elements. 

I 

Next, a bounding box (Eulerian grid) is 
superimposed over the en tire spatial region occupied 
by the finite element mesh. The coordinates of the 
bounding box must span the entire simulation 
domain so that it encompasses the entire finite 
element mesh at all instances during the simulation. 
For simplicity, we will choose a bounding box with 
coordinates hi,, = -1.0 m, ymh = -3.0 m, zmin = -3.0 
m at one corner and x,, = +21.0 m, y,, = +3.0 
m, and z,, = +3.0 m at the comer diagonally 
opposite. Since the x-dimension is the only 
direction of interest from an impact/mntact 
perspective, we only need to subdivide the bounding 
box into a single row of cells. Figure 4 presents a 
schematic diagram for the subdivision of this sample 
bounding box into a single row of five cells or bins. 

Figure 4: Schematic diagram of the bounding box 
for the impact between two rods subdivided into 
five cells or bins 

Benchmarks of this problem are presented in Figure 
5. One important trend which can- be immediately 
detected from Figures 4 and 5 is that contact occurs 
only between elements in bin 3. Bin 3 is entirely 
resident in one processor for the simulations across 
an odd number of processors (1, 3, and 5 processor 
simulations). It is partially resident among two 
processors in the simulations across an even number 
of processors (2 and 4 processor simulations). 
Accordingly, the overhead for contact/impact 
simulations, i.e., the gap between the corresponding 
non-contact and contact simulation, is much greater 
for the simulations across an even number of 
processors than for the simulations across an odd 
number of processors. 

1 . h  

Figure 3: Impact between two rods 
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Figure 5: Parallel contact-impact benchmark 

Box Beam Impacting a Ripid Wall 
This simulation was performed to benchmark the 

accuracy and performance of the new algorithm in 
the context of single surface contact between shell 
elements. The geometry of the boxbeam is 
summarized in [20]. Due to symmetry, only one- 
quarter of the boxbeam is modeled by a mesh of 
336 shell elements and 385 nodes. Table 2 
summarizes the execution time on a Hewlett 
Packard HP9000/735 workstation network. 

Table 2. Boxbeam Impacting a Rigid Wall 
Simulation yith 336 Quadrilateral 
Shell Elements; 25000 time steps; 
cpu time in secs 

Solution time in secs 

Processors 10 cells 20 cells 

9602.000 s 7354.938 s 
(1.0) (1.0) 

6794.552 s 5312.177 s tti (1.41) (1.38) 

4 5835.581 s 4382.812 s 
(1.65) 

For this simulation we observe that a higher 
resolution of the Eulerian grid, i.e., more cells, leads 
to a reduction in computation time for both the 
uniprocessor and multiprocessor cases. 

The same simulation was repeated on the IBM 
SP-1. Table 3 summarizes the execution time on 1 
to 4 RS/6000 processors on the IBM SP-1. 

Table 3. Boxbeam Impacting a Rigid Wall 
Simulation with 336 Quadrilateral 
Shell Elements; 25000 time steps; 
cpu time in secs (IBM SP-1) 

Solution time in secs 

10 cells 20 cells 
RS6000 

Processors 

1 9127.46 s 6019.28 s 

2 

~ 

4568.02 s 4057.92 s 
(2.00) (1.38) 

I I 5277.17s I 4649.54s 
I (1.73) (1.29) 

4 

The single processor cpu times were faster on the 
SP-1 than on the HP workstation cluster. In 
general, speedups were higher on the SP-1 than on 
the HP workstation cluster. We believe that the 
IBM SP-1 will demonstrate even better speedups 
during the next phase of our research as we 
investigate high-speed message-passing and use of 
local disks for parallel I/O. 

Mesh Rezoning 
The severe strains attendant in metal forming 

operations present a formidable challenge for any 
simulation code. In many cases, by the end of a 
finite element simulation, the original mesh becomes 
excessively distorted which results in a loss of 
accuracy. In addition, the simulation time step must 
be drastically reduced in order to maintain the 
stability of the time integration. algorithm. 
Automatic mesh rezoning has been demonstrated for 
2D and 3D simulations. We are currently 
developing a mesh rezoning algorithm targeted for 
execution on a parallel distributed platform. The 
comer stone of the parallel algorithm is the 
computation and exchange of subdomain distortion 
norms. Next, all processors perform a ranking of 
subdomain distortion no rm in parallel. Finally, 
each processor can determine subdomain 
memberships for each of the three processor classes: 
1) highly-deformed subdomains, 2) immediate 
neighbors of highly-deformed subdomains, and 3) 
all other processors. Mesh-rezoning proceeds in a 
manner analogous to the sequential algorithms with 
the group 1 processors playing the dominant role in 



determining the new nodal coordinates. Updated 
coordinates for the subdomain interface nodes are 
propagated through a domino effect from processor 
group 1 to processor group 2 and finally to 
processor group 3. 
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