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Abstract

The dimensionality (D) of manifolds of active chemical composition space has been measured

using three different approaches: the Hausdorff geometrical binning method, Principal Component

Analysis, and the Grassberger-Procaccia cumulative distribution method. A series of artificial

manifolds is also generated using a Monte Carlo approach to discern the advantages and limitations

of the three methods. Dimensionality is quantified for different levels of turbulent intensity in a

simulation of the interactions of a 2D premixed hydrogen flame with a localized region of turbulence

superimposed over the cold region upstream of the flame front. The simulations are conducted

using an adaptive mesh refinement code for low Mach number reacting flows. By treating the

Ns species and temperature of the local thermo-chemical state as a point in multi-dimensional

chemical composition space, a snapshot of a flame region is mapped into chemical composition

space to generate the manifold associated with the 2-D flame system. An increase in D was

observed with increasing turbulent intensity for all three methods. Although each method provides

useful information, the Grassberger-Procaccia method is subject to fewer artifacts than the other

two thereby providing the most reliable quantification of D.
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1 Introduction

Reactive computational fluid dynamics (CFD) calculations with large (105–106) 3D grids and large

(≥ 50 species) chemical reaction sets require large parallel computers. A substantial fraction of

the computing resources is used for integrating the chemical kinetic rate equations, which are

ordinary differential equations (ODE’s), to calculate the changes in concentration of the chemical

species and enthalpy. A 2-dimensional calculation with the chemistry of a H2-air mixture, using

a reaction set of 9 chemical species and 29 reactions, spends 85 to 90% of the CPU time on the

chemistry. The hydrogen reaction set is a comparatively simple one. If larger reaction sets, for

example, with 50 chemical species are used, the fraction of CPU time spent on chemistry is even

greater. Considerable effort has been devoted to reducing the complexity of the chemistry so that

the computational burden it imposes is reduced. Some of the approaches that have been pursued

are:

• Reduction of the reaction set, both in the number of chemical species and the number of

reactions, in a systematic way after examining sensitivities and reaction fluxes. [1–3]

• Steady-state and partial equilibrium approximations. [4, 5]

• Computational Singular Perturbation [6], based upon classifying reactions according to their

time scales. During the various stages of combustion, fast reaction groups are excluded after

they equilibrate.

• Using mathematical analysis methods to upgrade the performance of existing chemical kinetic

numerical solvers, through implementation of DAEPACK [7], which is especially useful for

sparse chemical mechanisms of several hundred species.
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• Optimization Approach [8] where a global reduction of the original system of chemical rate

equations occurs by replacing them with a reduced set which inherits the stability and non-

linear behavior of the original set.

• Principal Component Analysis [9], an eigenvalue-eigenvector analysis of the sensitivity matrix

of the normalized sensitivity coefficients in which the magnitude of the coefficients in the

eigenvectors measure the importance of the reactions for a given eigenvalue.

• The Intrinsic Low-dimensional Manifold Method [10–12] based upon a reaction trajectory in

chemical composition space quickly converging to a low-dimensional manifold of dimension

nc, where nc < ns, the total number of species. The approach depends on the existence of

many different reaction time scales during the combustion process.

All these methods reduce the severity of the computational problem, but still require the solution

of differential equations.

Another family of approaches reduces the cost of complex chemistry by developing models in

which the evolution of the chemical kinetics over the time interval ∆t is viewed as a mapping from

one chemical composition (and temperature) to another: F(Ct
1, C

t
2, . . . , T

t, ∆t) → (Ct+∆t
1 , Ct+∆t

2 , . . . , T t+∆t),

where Ct
i is concentration of species i at time t. An inexpensive approximate mapping Φ is con-

structed to replace F . Approaches within this class include: Solution Mapping [13]; Piecewise

Reusable Implementation of Solution Mapping (PRISM) [14]; Fifth- to eighth-order polynomial pa-

rameterizations [15]; In situ adaptive tabulation (ISAT) [16,17]; and laminar flamelet libraries [18].

Typically the construction of the approximate mapping Φ requires the solution of the chemical

kinetics rate equations at several discrete chemical compositions followed by a parametrization
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procedure to evaluate the solution over a continuous range of input chemical compositions. Further

utilization of the model does not require additional ODE integration, and is far less expensive. As

a result of the nonlinear character of kinetic rate equations, Φ is only valid in some localized neigh-

borhood. Hence we compile libraries of such localized neighborhoods, each with its own slightly

different parameterization. Both the extent of this neighborhood and the order of the parametriza-

tion control the model accuracy. In PRISM, Φ is a set of quadratic polynomials defined within a

hypercube and in ISAT, it is a set of linear polynomials defined on ellipsoidal regions.

The purpose of this study is to address a key question important to these approaches, upon

which their success hinges: Is there sufficient reuse of these localized mappings to offset the cost of

their construction? The answer is related to the geometry of the solution in chemical composition

space. For a fluid having Ns species and temperature at any instant of time, we describe the local

thermo-chemical state as a point in an Ns+1 dimensional chemical composition space, denoted

hereafter by C. The portion of this space accessed over the course of a simulation will be referred

as “active” C. It covers only a small portion of C, and also has lower dimensionality. This is partly

because of physical constraints. In a simulation conducted at constant pressure, a local portion of

“active” C in a small temperature range would be restricted by Gay-Lussac’s Law (equal volumes

of gas at equal pressure and temperature contain equal numbers of molecules) to constrain the sum

of molar concentrations of all species to be nearly constant. Further, during chemical reactions,

while elements are exchanged between species, the total amount of each element is conserved,

e.g., in hydrocarbon combustion, conservation of O,H, and C provides three additional constraints.

Another less obvious restriction arises from the stiff nature of the chemical kinetic rate equations,

where often the concentrations of species with fast reaction times appear to be functions of species
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with slow reaction times. This is not a strict constraint, but it further reduces the degrees of

freedom that “active” C exhibits, as demonstrated by Pope and Maas’ ILDM method [10]. Finally,

in CFD simulations, as in nature, the chemical composition between neighboring spatial points

varies without discontinuities, a result of molecular diffusion. When compositions are mapped into

C, points that are neighbors in physical space tend to be neighbors in C and the dimensionalities

in the two spaces tend to be nearly equal. These considerations indicate that the dimensionality

of “active” C will be much less than Ns+1. It is possible that as one examines “active” C at

coarser, finite length-scales, the observed dimensionality may change, e.g., if sufficiently convoluted

it may appear to have a higher dimension, whereas if confined and localized it may appear to

have a lower dimension. The “observed” dimensionality commonly changes with the length-scale

of the observation. To illustrate this, consider a very loosely bunched, convoluted ball of string.

At the lowest length-scale we would see its true dimension, D=1. As we increase the lengthscale

of observation it will appear to be more convoluted with a higher dimension of D=3. As the

lengthscale of observation continues to increase eventually we would observe the ball of string to

be a point, with D=0.

Returning to PRISM, in which C is contained in many hypercubes, it is sometimes necessary

to more finely resolve C into smaller hypercubes to achieve better accuracy. It is here that a high

value of dimensionality of “active” C could potentially lead to a large degradation of performance.

Bisecting every side of a hypercube results in 2Ns+1 daughter hypercubes, viz. 1024 if Ns=9.

Fortunately PRISM is only concerned with non-empty hypercubes, so were the resolution to be

increased by a factor 2, the number of unoccupied hypercubes would increase as 2D, where D is the

dimensionality of C. (How this comes about is explained later under the Hausdorff method [19,20]
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in Sec. 2.2.) PRISM is economically viable if the mean reuse of hypercubes is sufficiently high; any

increase in the number of required hypercubes results in a corresponding decrease in mean reuse.

Mean values of hypercube reuse that we have observed for common simulations suggest that an

observed D of 2 would be acceptable. If D were four, the resultant penalty factor of 24 = 16 would

certainly impact computational savings. We are interested in D at the lengthscales of approximate

PRISM hypercube sizes to assess the computational penalty.

In a previous study [21] we determined D for a similar system using only the Hausdorff method,

and using a manifold obtained by summing over many time snapshots. While this provided us with

useful information, it did not really allow an exploration of the impact of turbulent intensity on

D. Additionally the Hausdorff method is subject to artifacts that are discussed later. To address

the limitations of the previous study, the current study was conducted to explore the impact

of increasing turbulent intensity on the performance of PRISM and comparable methods. We

numerically investigate the dimensionality of “active” C at several instantaneous values. Computer

simulations of a premixed hydrogen flame propagating through an unburnt turbulent mixture in

2D are conducted, and the portion of C being accessed at any instant is obtained. To further

probe the dimensionality without the inherent limitations of the Hausdorff method, we added two

other independent measures of D: Principal Component Analysis (PCA) [22], and Grassberger &

Procaccia’s rν method [23, 24]. A description of the three methods and an investigation of their

systematic biases, determined by applying them to Monte Carlo-generated manifolds of known

dimension, is presented in Sec. 2. We also discuss the relative advantages and disadvantages of each

method. In Sec. 3 , the dimensionality of manifolds associated with differing levels of turbulent

intensity is presented and discussed.
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2 Method

2.1 Generation of the Manifold

We generate manifolds of known dimensionality using a Monte Carlo method, as an approach to

determine the effectiveness and biases inherent in our methods. This has the added advantage of

serving as a debugging tool. Manifolds associated with the reactive flow calculation are generated

by first conducting the simulations from which we extract instantaneous spatial snapshots of the

reacting system species’ concentrations and temperature. We obtain a geometrical representation

of “active” C by plotting the concentration and temperature coordinates of every CFD grid cell

in an Ns+1-dimensional space. C is then divided into hypercubes, with each occupied hypercube

containing a portion of the manifold, upon which we will perform measurements of D.

Monte Carlo Manifold: In order to understand better the systematic biases of the three meth-

ods, each was tested on Monte Carlo’d manifolds of known D ranging from 1 to 4, embedded in a

space of 9 dimensions. To evaluate the three methods we generated an ensemble of manifolds with

varying orientations and placement within hypercubes, and composed of varying numbers of points.

Most evaluations were conducted with purely linear manifolds (lines, planes, etc.) embedded in a

9D space, although we occasionally added quadratic terms. The Monte Carlo method uses simple

analytical geometry and a random number generator (RNG).

We illustrate the procedure with a simple example of a linear 2D manifold (composed of points)

embedded in a 9D space. For this we require the analytical geometry equations for a 2D plane
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given by:

yi =
2∑

j=1

(mi,jxj) + ci . . . i = 1, 2 . . . 7 (1)

The RNG is used to choose random values for the slopes mi,j and intercepts ci selected from a

uniform distribution, from which the equation for the plane is constructed. Since all 9 coordinates

are equivalent in the beginning by symmetry, the first two are treated as “independent” and the

last seven as “dependent” with no loss of generality. To add pure quadratic terms to Eqn. 1 the

form of the equation will be:

yi =
2∑

j=1

(mi,jxj + qi,jx
2
j) + ci . . . i = 1, 2 . . . 7 (2)

once again with qi,j chosen by the RNG. The next step is the generation of discrete points on this

plane. To generate each point, x1 and x2 are chosen with the RNG from a uniform distribution,

and then Eqns. 1 are evaluated to give a point with coordinate in 9D: [x1, x2, y1, y2 . . . y7].

Depending on the case, between 100 and 1000 manifolds were constructed for each dimension-

ality , with the slope and intercept values allowed to vary between specified limits so that the final

ensemble of manifolds has a variety of positions and orientations within the hypercubes. Random

points (varying from 100’s to 1000’s) were generated to create each manifold, and these were ad-

ditionally scaled and shifted to resemble the chemical data. This is a good practice, useful for

uncovering possible bugs in the D-measuring code. The three D-measuring methods were applied

to the manifolds generated. Fig. 1 depicts such 2,3 and 4D linear manifolds in a 9D space.

[Figure 1 about here.]

The figure illustrates that it is easy to mistakenly identify the 3D manifold as being a fuzzy 2D

manifold and the 4D manifold as being a fuzzy 3D manifold when visual examination is used.
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Visual examination should not replace mathematical measures of D. The main uses for the Monte

Carlo generated manifolds were:

• to measure systematic biases and errors associated with each method.

• to determine reasonable values for method parameters. In the PCA method (Sec. 2.2), to

be counted as a principle component, an eigenvalue needed to be > 0.1, and the minimum

number of such eigenvalues that could account for 90% of the variance would be interpreted

as D2.

• to examine the effect of quadratic curvature on the result, particularly for PCA, which we

expect to be most susceptible to it.

• to reduce the number of manifold points and to determine the sample size where the method

becomes undependable.

• to use for debugging the algorithm and code.

Reactive Flow Manifolds: The reacting flow simulation is based on a conservative form of

the low Mach number model introduced by Rehm and Baum [25] and developed by Bell and co-

workers [26]. The system is evolved numerically, using a modified version of the adaptive algorithm

for low Mach number reacting flows as discussed by Day and Bell [26]. The method employs

an approximate projection algorithm incorporated into a hierarchical block-structured adaptive

framework. The underlying algorithm consists of an explicit Godunov scheme for convective trans-

port, and a time-centered Crank-Nicolson discretization for diffusion coupled to a time-implicit

integration for the stiff chemistry production terms.

10



The above methodology is applied to the interactions of 2D premixed hydrogen flames with a

localized region of turbulence [27] superimposed over the cold region upstream of the flame front

(see Fig. 2). Inflow occurs at the bottom of the domain, while outflow occurs at the top. The

inflow velocity is set to the laminar flame speed so that in the absence of turbulence, the flame

is stationary. The sides of the domain are periodic. The turbulence is present as a superimposed

patch, which decays a small amount before it reaches the flame; we report the actual turbulent

intensity that we measure at the flame. The inflow velocity convects the turbulent region toward

the flame front. The chemistry mechanism contains 9 species and 27 reactions and is derived by

removing carbon-containing species from the GRI-Mech 1.2 reaction model [28]. We compute the

solution with turbulent intensities in the range 0.2 m/s to 10 m/s. These intensities represent a

broad range of wrinkled flame phenomena.

[Figure 2 about here.]

2.2 Measurement of D

Three methods are used to measure D, the Hausdorff method, Principal Component Analysis

(PCA), and Grassberger & Procaccia’s rν method. For purposes of comparison the values of D

obtained using them are denoted D1, D2 and D3, respectively. The first and third methods have

been used in the field of fractal dimensionality where it is frequently necessary to measure the

dimensionality of a manifold, often called a strange attractor. The attractors consist of discrete

points that are generated by reiterating a recursive equation, in which the outputs from the nth

iteration become the inputs for the n + 1th iteration.
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Hausdorff method (D1): This method is applied by binning C into hypercubes and counting

the number of hypercubes that contain a portion of “active” C. Next every side of each hypercube is

halved, so that each hypercube is divided into 2Ns+1 daughter hypercubes. Not all of the daughters

contain a part of “active” C. For example, for a one-dimensional line in a multi-dimensional space,

halving the edges of the hypercubes roughly doubles the number of occupied hypercubes, while

in the case of a 2D plane, the number of occupied daughters roughly quadruples. In general, the

number of occupied daughter hypercubes increases as 2D , where D is the dimension of “active” C.

From a comparison of occupied hypercubes before (M1) and after (M2) bisection, D1 is obtained

straightforwardly from M2 = M1 · 2D1 . Limitations of this method are that it gives poor results

when there are few points in a hypercube, since even a single count results in an occupied daughter.

The position and orientation of the manifold within the hypercube also influences the number of

occupied daughters.

Principal Component Analysis (D2): Principal Component Analysis (PCA) [22] is commonly

used to determine the most significant variables or linear combinations of variables in a multi-variate

data set by recasting it in terms of a new linear basis, so that most of the variance can be captured

by as few of the new variables as possible. PCA works by formulating the problem as an eigenvalue

problem, in which the resulting eigenfunction that corresponds to the largest eigenvalue identifies

the axis along which the variance of the original data is maximized. As a simple example, consider

an arbitrary line of finite extent in a 2D space. The points on this line generally exhibit variance

along both dimensions. A PCA operation would return an eigenfunction aligned parallel to the line.

Variance along the other (perpendicular) component would be zero. In general the orientations of
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the principal axes in terms of the old axis vectors are the eigenfunctions returned by the PCA

calculation. In our case PCA is applied to the portion of manifold contained within a single

hypercube. The chemical composition points of the manifold are input to NAG library’s g03aae

PCA routine which returns the eigenvalues/functions. We rank these eigenvalues by decreasing size

and define the number of principal components to be the number of eigenvalues sufficient to account

for 90% of the variance. We interpret this as being the dimensionality D2. PCA is independent of

the orientation of the manifold, and of its absolute size. A limitation of PCA is that the number

of principal components should be small compared to the number of original axes. Non-linearity

of the manifold can also be a problem, as the variance introduced by curvature in a particular

direction can be interpreted as an extra dimension. Finally, for a manifold that consists of a high

density cluster of points, a case we encounter as the initial condition of our simulation, the PCA

method does not give a dependable result.

Grassberger & Procaccia’s rν method (D3): This method is based on the purely geometrical

consideration that for a manifold (composed of fairly uniformly distributed discrete points) of

dimension ν, embedded in a space of larger dimension, the number of points within a hypersphere

of radius r increases as ≈ rν as r increases. To determine ν the pairwise distance r =| ri − rj |

between every pair (i,j) of points on the manifold is determined and the distribution of r, N(r), is

obtained. The cumulative distribution C(r) is obtained by integrating this distribution.

C(r) =
∫ r

0
N(r′)dr′ (3)

The rate at which C(r) increases with r depends on the dimensionality of the manifold to which

the points belong, such that C(r) α rν . We extract ν simply by plotting C(r) in log-log form
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and measuring the slope ν, which is interpreted as being the dimensionality D3. As mentioned

earlier the rν method works under the assumption that the distribution of individual points on the

manifold is fairly uniform. For a manifold that consists of several high density clusters of points,

a case we encounter as the initial condition of our simulation, the C(r) distribution will increase

through discontinuous jumps followed by flat intervals. Under these conditions the method will not

give a dependable result for ν.

3 Results and Discussion

3.1 D1, D2, and D3 from Monte Carlo’d manifolds

As described earlier in Sec. 2.2 we constructed randomly oriented manifolds with known dimen-

sionalities from D=1 to 4 and placed them into hypercubes. All three methods of measuring D

were applied to these manifolds. The results are summarized in Table 1 and are quite compatible

with each other.

[Table 1 about here.]

In the Hausdorff method, the mean of the “# daughters” column associated with D1 follows the

expected M2 = M1 · 2D trend fairly well, where M1 and M2 are number of occupied hypercubes

before and after bisection, respectively. The large width (1σ) associated with the “# daughters”,

shows that D1 taken one hypercube at a time, differs from the true D. This difference is caused

by positioning and orientation of the manifold within the hypercube, which often results in very

few points being left inside and it has a significant effect on the number of daughters. This can be
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illustrated by drawing an oblique line through a square and then halving the sides of the square.

The line passes through 1,2 or 3 daughter squares depending on its orientation and placement in

the square. This variability in the number of daughters translates to a large error bar for D1. By

contrast, D2 and D3 have smaller errors. The Hausdorff method also suffers when the number of

points is low, (< 400) which happens if the manifold is tucked away in a corner of the hypercube.

We retain the Hausdorff method because D1 indicates how exactly PRISM would experience an

efficiency penalty, were an increase in resolution necessary. D1 is more useful to us as a measure of

PRISM’s computational penalty than as a measure of the observed dimensionality of the manifold.

The PCA method returned very accurate estimates of the dimensionality, eg. for D=3 manifolds

92/92 hypercubes returned D2=3. For D=4 manifolds 452/475 hypercubes returned D2=4, while

the remaining 23 returned D2=3. We also tested the PCA method with quadratically curving

manifolds that have a quadratic coefficient equal to the linear coefficient. In this case, for D=1

only 2/50 hypercubes returned D2=2, while for D=3 all 50/50 returned D2=3. If the quadratic

coefficient is increased to be ten times the linear coefficient, then a D=1 manifold is measured as

having D2=2 about one quarter of the time, and a D=3 manifold measured 50/50 times as D2=3.

If the curvature of a D=3 manifold is further increased by adding quadratic cross terms, then D2=4

is measured about one third of the time. The PCA method is usually reliable, and works well even

with a sample as small as 200 points. As expected, it begins to break down when the manifold

being measured deviates significantly from linearity. One other property of the PCA method is

that the result is independent of the absolute size of the manifold being measured because it works

through a relative comparison of the variances along different axes,
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The rν method gives a dependable result even with a sample as small as 200 points. Other

advantages of this method are that D3 is weighted by number of points of a particular dimension-

ality, so that if there were a variation in D within a hypercube, the measurement of D3 would be a

weighted mean reflecting the number of points that contribute from each region. Another advan-

tage of the approach is that by visually examining the slope of the C(r) distribution computed as

part of this method, one can see the length-scale dependence of D. At length-scales approaching

the hypercube size the points near the hypercube edge have no neighbors in the outer direction

and thus contribute fewer counts to C(r). This implies that the rν method is not dependable at

this lengthscale.

3.2 D1, D2, and D3 from reaction simulation

During our 2D case study in which a 2D turbulence field impinges on a laminar flame, we made

4 snapshots at different simulation times, during which the level of turbulent intensity rose as the

turbulence convected into the flame. Table 2 shows the turbulent intensities used. Fig. 3 shows

the spatial temperature field for snapshots 2–4 (snapshot 1 was similar in appearance to snapshot

2) and Fig. 4 shows the manifold in C for snapshots 1–3 (snapshot 4 was similar in appearance to

snapshot 3). The three methods were applied to the manifold from each snapshot, with the results

given in Table 2.

[Table 2 about here.]

[Figure 3 about here.]

[Figure 4 about here.]
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The first snapshot is at a time very shortly after the start of the simulation, before any

turbulence-flame interaction. The initial condition was defined with uniform concentrations for

the entire unburnt and burnt regions upstream and downstream of the flame respectively, and

these appear as single points in C. As a result D is very low. The initial condition across the flame

region should be appear close to 1D, as the initial conditions of the posed problem are translation-

ally symmetric across the grid from left to right. Our first time snapshot is made 10 timesteps into

the simulation, and the symmetry has already been broken slightly as we see from the value of D3.

A visual inspection of the manifold showed that it consisted of a few clusters, each with a large

number of points (top panel Fig. 4). The PCA and rν methods do not work well on manifolds that

are composed of a few widely separated clusters each consisting of many points and so the entries

are omitted from the table. As the simulation time increases, D also rises to 2 as fluctuations,

caused by molecular and turbulent diffusion break the symmetry. It further rises above 2 as the

turbulence interacts with the flame and begins to convolute the manifold.

3.3 Discussion

We have made independent measurements of dimensionality of a chemical manifold in 2D (spatial)

simulations of a turbulent flow field interacting with a premixed H2+air laminar flame using three

methods: the Hausdorff geometrical binning method (D1), principal component analysis (D2), and

Grassberger & Procaccia’s rν method (D3). The use of the three methods in conjunction is useful.

The Hausdorff method is most susceptible of the three to low count statistics and to orientation

and positioning of the manifold being measured. If the manifold being measured were translated or

rotated sufficiently, we would most likely obtain the same result for the mean value of D1, but the
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individual D1’s of each hypercube would change significantly whereas the other two methods would

not do this. Additionally, while the Hausdorff method is simple to implement for regular shapes like

hypercubes, it would not be simple for irregularly-shaped volumes or even for ellipsoids. We retain

the Hausdorff method since it illustrates the increase in number of hypercubes that would be seen

by PRISM were an increase in resolution necessary; consequently, it is a direct measure of penalty.

PCA and rν work even with low count statistics. Additionally they are coordinate-independent,

and so are less influenced by the orientation and positioning of the manifold being measured.

Fig. 5 allows us to visualize D3 as a spatial field. The figure is constructed by determining the

value of D3 of the hypercube to which the concentration in a CFD cell belongs, and plotting D3 at

the (x, y) position of each CFD cell. Fig. 5b and c show the changes in D as the turbulent vortices

upstream of (below) the flame have begun to cause it to wrinkle. The panels in Fig. 5 correspond

to those of Fig. 3. Note that the regions of highest D are toward the downstream side of the flame

away from the vortices. In this study we have focused on measuring D; however plots of this sort

could be used to understand some of the underlying causes responsible for the increase in D in

specific locations. This understanding could be achieved by comparing and analyzing plots like

those shown in Fig. 5 with field plots of concentrations, temperatures or other derived variables

such as vorticity.

[Figure 5 about here.]

In a previous work [21] we determinedD using the Hausdorff method. In that study we combined

the manifolds from all timesteps of the CFD simulation into one and made measurements upon it.

We thereby lost important information regarding the influence of increasing turbulence intensity

on D. In this study the manifolds have been constructed as a function of the turbulence level
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at the flame. The measurement of D has been conducted with the old approach and with two

better methods that have much smaller uncertainties, and improved accuracy even under low count

statistics, as well as coordinate-independent properties.

Under laminar conditions, where the flame is still relatively undisturbed (snapshot 2 in Table 2),

D2 and D3 ≈ 2. D1 indicates that the computational penalty of reducing hypercube sides by 2

would be 21.6 ≈ 3. As the turbulence level increases, D1 increases to 2.6. D2 and D3 also give results

close to this. Here the computational penalty for going to higher resolution would be 22.6 ≈ 6, i.e.

mean hypercube reuse would decrease by a factor 6. The large values of hypercube reuse that have

been observed in previous simulations of H2+air combustion [29] with the Coyote CFD code [30]

interfaced with PRISM: 20,000 for a premixed 1D laminar flame, 12,000 for a premixed 2D flame,

and 7,000 for a non-premixed 2D turbulent jet indicate that this would still be an acceptable

penalty. Additionally in these previous studies, like the current one, we observe a trend toward

reduced hypercube reuse and hence reduction in efficiency as the turbulence level increases.

There is some convolution of the manifold as turbulent intensity increases from 0.2 to 10 m/s,

but only enough to increase D by approximately 1. A comparison of timescales of chemistry and

turbulence is useful in showing why this is not surprising: The simulation uses cell sizes of 10−4 m,

but the size of the turbulent features, i.e., vortices, is about 10−3 m. At turbulent intensities of

10 m/s, a timescale for changes brought about by turbulence, is 10−4 s. The chemical timescales

are still faster than this, with the faster reactions occurring at <10−7 s and the slower ones at

10−5 s. Thus we are still in the wrinkled laminar flame regime of turbulence-flame interaction.

Increasing turbulent intensity by a further factor of 10 would make the timescales of turbulence

and slow-chemistry comparable, and this could cause the manifold to convolve in more directions,
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increasing D further.

For the dimensionalities measured, the possible computational penalties are still acceptable, but

are borderline. At the very least, when designing a code, one should take into consideration that

a required increase in resolution could have a severe economic penalty. It would be wise to design

the code so that variable resolution could be used, such that hypercubes with increased resolution

would only be used where necessary.
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Appendix A Notation

Ns: Number of chemical species

∆t: Length of timestep

C: Chemical composition space of Ns+1 dimensions. The term “active” C refers to the subspace

of C that is accessed during the course of a reactive flow simulation.

D: Dimensionality of a manifold

D1: Dimensionality measured by Hausdorff method
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D2: Dimensionality measured by Principal Component Analysis method

D3: Dimensionality measured by Grassberger & Procaccia rν method
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over the ensemble. Additionally the mean number of occupied daughter hypercubes
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Table 1: Measurement of D on Monte Carlo’d manifolds of known dimensionality embedded in 9D
space. The three methods are each applied to a large ensemble of manifolds differing in orientation,
placement and number of points. The mean value of the distribution is shown in the table and the
error signifies the standard deviation of D over the ensemble. Additionally the mean number of
occupied daughter hypercubes per parent hypercube is shown for the Hausdorff method.

Manifold Hausdorff PCA rν

D # daughters D1 D2 D3

1 2.1± 1.1 1.1 1 1.1± .04
2 3.5± 3.2 1.8 2 2.0± .1
3 7.5± 7.1 2.9 3 2.9± .06
4 12.7± 14.0 3.7 4 3.7± .05
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Table 2: Measurement of D, using the three methods, on manifolds obtained from reactive flow
simulation, as a function of turbulent intensity seen in the flame region, going from a quiescent
laminar state to a turbulent state. For the case in which the manifold consists of a high-density
cluster of points, i.e., D≈0, PCA and rν have not been applied.

Snapshot Visual description (vx)rms Simulation D1 D2 D3

# in m/s time(ms)
1 laminar undisturbed 0.2 0.002 0.25 – –
2 slightly deformed 2 0.05 1.6 1.9 2.1
3 developing turbulence 10 0.1 1.9 2.5 2.4
4 developed turbulence 10 1.1 2.6 2.9 2.4
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Monte Carlo Manifolds of Varying D
Sp1 vs Sp2 vs Sp3 (2D in 9D)
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Figure 1: 3D depictions of randomly oriented 2,3, & 4D manifolds embedded in a 9D space. The
figures on the right depict the same manifolds as those on the left, but viewed using three different
axis variables. The axis values reflect that the generated points were scaled and shifted to resemble
chemical data and are -log10(concentration.)
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Figure 2: Schematic of the sample problem. Inflow is at the bottom boundary and outflow at the
top. The flame front (darker shading) is initially 0.57 cm from the bottom of the domain. Below it
(lighter shading) is a 0.4 cm × 0.4 cm patch of turbulence which will be convected into the flame.
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Figure 3: Temperature field near the flame front for turbulent intensity cases 2–4 in Table 2. The
domains shown are about 0.4 cm. by 0.4 cm.
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Figure 4: 4D projections of the manifolds in C for turbulent intensity cases 1–3 in Table 2. The
axes have been left unlabeled intentionally, but represent the log(concentration) of three chemical
species. A fourth species is mapped as a color.
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Figure 5: Visualization of D3 as a spatial field for turbulent intensity cases 2–4 in Table 2. The
figure is constructed by plotting the value of D3 of the hypercube to which the concentration in a
CFD cell belongs, at the (x, y) position of that CFD cell, and is plotted for every cell.
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