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Introduction 
The goal of the 6th International Meshing Roundtable is to bring together researchers and 
developers from industry, academia, and government labs in a stimulating, open environment for 
the exchange of technical information related to the meshing process. In the past, the Roundtable 
has enjoyed s i m c a n t  participation from each of these groups from a wide variety of countries. 

The Roundtable will consist of technical presentations from contributed papers and abstracts, two 
invited speakers, and two invited panels of experts discussing topics related to the development 
and use of automatic mesh generation tools. In addition, this year we will feature a "Bring Your 
Best Mesh" competition and poster session to encourage discussion and participation from a wide 
variety of mesh generation tool users. The schedule and evening social events are designed to 
provide numerous opportunities for informal dialog. A proceedings will be published by Sandia 
National Laboratories and distributed at the Roundtable. In addition, papers of exceptionally high 
quaIity will be submitted to a special issue of the International Journal of Computational 
Geometry and Applications. 

Papers and one page abstracts were sought that present original results on the meshing process. 
Potential topics include but are not limited to: 

Unstructured triangular and tetrahedral mesh generation 
Unstructured quadrilateral and hexahedral mesh generation 
Automated blocking and structured mesh generation 
Mixed element meshing 
Surface mesh generation 
Geometry decomposition and clean-up techniques 
Geometry modification techniques related to meshing 
Adaptive mesh rehement and mesh r quality control 
Mesh visualization 
Special purpose meshing algorithms for particular applications 
Theoretical or novel ideas with practical potential 
Technical presentations from industrial researchers 

The 1997 Roundtable is steered by a committee taken from private industry, universities, and 
government laboratories. 

Roundtable information can be found on the World Wide Web at URL 
http://sass577.endo.sandia.gov:80/-dtwhte/GIMW 
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High Performance Computing in the U.S. - 
the Next Five Years 

Horst D. Simon 
Mail Stop 50B-4230 

Director, NERSC Division 
Lawrence Berkeley National Laboratory 

Berkeley, CA 94720, U.S.A 
Simon @nersc.gov 

Abstract 

The years 1994- 96 brought on a remarkable change in the world of high performance computing 
both in the U.S. and consequently world wide. Microprocessor based parallelism was successful 
far beyond the original expectations, and over a short period of time, highly parallel machines 
based on commodity microprocessors became the norm. This rapid transition had some unfore- 
seen consequences: the high performance computing is now dominated by a small number of ver- 
tically integrated companies, where supercomputing is no longer the dominant business. I will 
offer some comments what the changes in the business world will mean for the supercomputer 
center managers and users. 

Reinventing and re-engineering were not only buzzwords for the business world. All major U.S. 
superocmputer centers went through a period of major change and reevaluation in the 1995 -1997 
time frame. NSF recompeted its four national center; DOD completed a modernization program 
resulting in four new consolidated centers; DOE competed the energy research supercomputing 
centers via the Grand Challenge competition. I will use the example of NERSC to show what 
impact these changes had on supercomputer centers and their mode of operation for next five 
years. 

This change in the market place was accompanied by changes in the major federal programs in 
the U.S. The HPCC program ended in 1996, and new efforts are under way. However, the current 
driving force is the ASCI program in DOE. The ASCI "Red" machine at Sandia delivered the first 
Tflopls calculation ever in late 1996. In the third part of my presentation I will review ASCI and 
other new programs in the US. such as Internet 11 and compare their goals to the earlier HPCC. 

About the Keynote Speaker: 

Before becoming Director of Berkeley Lab's NERSC Division, Horst Simon was with the 
Advanced System Division of Silicon Graphics (SGI), where he managed SGI's university and 
research laboratory programs. From 1987 to 1994, Horst led a research department at the Com- 
puter Sciences Corporation at NASA Ames Research Center. Groups in his department studied 
parallel applications, scientific visualization, and numerical grid generation. Simon holds a 
Diploma in Mathematik from the TU Berlin, Germany, and a PhD in mathematics from UC Ber- 
keley. His primary research interests are in the development of high-performance algorithms for 
vector and parallel machines. 
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Quadrilateral Meshing by Circle Packing 

Marshall Bern David Eppstein 

Abstract 

We use circle-packing methods to generate quadrilateral meshes for polygonal domains, with 
guaranteed bounds both on the quality and the number of elements. We show that these methods 
can generate meshes of several types: (1) the elements form the cells of a VoronoY diagram, (2) 
all elements have two opposite 90" angles, (3) all elements are kites, or (4) all angles are at most 
120". In each case the total number of elements is O(n), where n is the number of input vertices. 

1 Introductiqn 
We investigate here problems of unstructured quadrilateral mesh generation for polygonal domains, 
with two conflicting requirements. First, we require there to be few quadrilaterals, linear in the number 
of input vertices; this is appropriate for methods in which high order basis functions are used, or in 
multiblock grid generation in which each quadrilateral is to be further subdivided into a structured 
mesh. Second, we require some guarantees on the quality of the mesh: either the elements themselves 
should have shapes restricted to certain classes of quadrilaterals, or the mesh should satisfy some more 
global quality requirements. 

Computing a linear-size quadrilateralization, without regard for quality, is quite easy. One can find 
quadrilateral meshes with few elements, for instance, by triangulating the domain and subdividing each 
triangle into three quadrilaterals [13]. For convex domains, it is possible to exactly minimize the num- 
ber of elements [ll]. However these methods may produce very poor quality meshes. High-quality 
quadrilateralization, without rigorous bounds on the number of elements, is an area of active practical 
interest. Techniques such as paving [6] can generate high-quality meshes for typical inputs; however 
these meshes may have many more than 0 (n) elements. Indeed, if the requirements on element qual- 
ity include a constant bound on aspect ratio, then meshing a rectangle of aspect ratio A will require 
D (A)  quadrilaterals, even though in this case n = 4. 

We provide a first investigation into the problem of finding a suitable tradeoff between those two 
requirements: for which measures of mesh quality is it possible to find guaranteed-quality meshes with 
guaranteed linear complexity? The results-and indeed the algorithms-of this paper axe analogous 

'Xerox Palo Alto Research Center, 3333 Coyote Hill Road, Palo Alto, CA, 94304; httpJ/www.parc.xerox.com/csl/ 
memberslbeml; bem@parc.xerox.com. 

2Department of Information and Computer Science, University of California, Intine, CA 92697-3425; httpJ/www.ics. 
uci.edu/-eppstein/; eppstein@ics.uci.edu. Work supported in part by NSF grant CCR-9258355 and by matching funds from 
Xerox Corp. 
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Figure 1. Nonobtuse triangulation steps: (a) protect reflex vertices and connect holes; (b) pack polygon with 
circles; (c) connect circle centers; (d) triangulate remaining polygonal regions. 

to the problem of nonobtuse triangulation [2,3,5]. Interestingly, for quadrilaterals there seem to be 
several analogues of nonobtuseness. 

Our methods are based on circle packing, a powerful geometric technique introduced by Bern, 
Mitchell, and Ruppert [SI. In this method, before constructing amesh, one fills the domain with circles, 
packed closely together so that the gaps between them are surrounded by three or four tangent circles. 
One then uses these circles as a framework to construct the mesh, by placing mesh vertices at circle 
centers, points of tangency, and within each gap. Earlier work by Shimada and Gossard [14] also uses 
approximate circle packings and sphere packings to construct triangular meshes of 2-d domains and 
3-d surfaces. Other authors have introduced related circle packing ideas into meshing via conforming 
Delaunay triangulation [12], conformal mapping [fl, and decimation [9, lo]. 

We use circle packing to develop four new quadrilateral meshing methods. First, in Section 3, we 
show that the Voronoi' diagram of the points of tangency of a suitable circle packing forms a quadri- 
lateral mesh. Although the individual elements in this mesh may not have good quality, the Voronoi' 
structure of the mesh may prove useful in some applications such as finite volume methods. Second, in 
Section 4, we overlay this Voronoi' mesh with its dual Delaunay triangulation; this overlay subdivides 
each Voronoi' cell into quadrilaterals having two opposite right angles. Note that any such quadrilateral 
must have all four of its vertices on a common circle. Third, in Section 5, we show that a small change 
to the method of Bern et al. (basically, omitting some edges), produces a mesh of kites (quadrilaterals 
having two adjacent pairs of equal-length sides). The resulting mesh optimizes the cross ratio of the 
elements (a me'asure of the aspect ratio of the rectangles into which each element may be conformally 
mapped): any kite can be conformally mapped onto a square. Finally, in Section 6, we subdivide these 
kites into smaller quadrilaterals, producing a mesh in which each quadrilateral has maximum angle at 
most 120". This is optimal: there exist domains for which no mesh has angles better than 120". 
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Figure 2. Placement of a new circle centered on a VoronoY vertex partitions a region bounded by circular arcs 
into several simpler regions. 

2 Circle Packing 
Let us first review the nonobtuse triangulation method of Bern et al. [5). This algorithm is given an 
n-vertex polygonal region (possibly with holes), and outputs a triangulation with O(n) new Steiner 
points in which no triangle has an obtuse angle. In outline, it pexforms the following steps: 

1. Protect refrex vertices of the polygon by placing circles on either side of them, small enough that 
they do not intersect each other or other features of the polygon (Fijpre l(a)). 

2. Connect holes of the polygon by placing nonoverlapping circles, tangent to edges of the polygon 
or to previously placed circles, so that the domain outside the circles forms one or more simply 
connected regions with circular-arc sides. 

3. Simplifv each region by packing it with further circles until each remaining region has three or 
four circular-arc or straight-line sides (Figure I@)). 

4. Partition the polygon into 3- and +sided polygonal regions by connecting the centers of tangent 
circles (Figure l(c)). 

5. Triangulate each region with nonobtuse triangles (Figure l(d)). 

Our quadrilateralization algorithms will be based on the same general outline, and in several cases 
the quadrilaterals we form can be viewed as combinations of several of the triangles formed by this 
algorithm. 

9 
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Fiewe 3. Bad four-sided gap split into two good gaps. 

Steps 1,4, and 5 are straightforward to implement. Eppstein [8] showed that step 2 could be imple- 
mented efficiently, in time 0 (n log n),  as independently did Mike Goodrich and Roberto Tamassia, and 
Warren Smith (unpublished). We now describe in some more detail step 3, simplification of regions, 
as we will need to modify this step in some of our algorithms. 

Lemma 1 (Bern et al. [5]). Any simply connected region of the plane bounded by n circular arcs and 
straight line segments, meeting at points of tangency, can be packed with 0 (n) additional circles in 
0 (n log n)  time, such that the remaining regions between circles are bounded by at most four tangent 
circular arcs. 

Proof: Compute the Voronoi'dkgram of the circles within this region; that is, apartition of the region 
into cells, each of which contains points closer to one of the circles than to any other circle (Figure 2). 
Because the region is simply connected, the cell boundaries of this diagram form a tree. We choose a 
vertex u of this tree such that each of the subtrees rooted at u has at most half the leaves of the overall 
tree, and draw a circle centered at v and tangent to the circles having Voronoi' cells incident at v. This 
splits the region into simpler regions. We continue recursively within these regions, stopping when 
we reach regions bounded by only four arcs (in which no further simplification is possible). Adding 
each new circle to the Voronoi' diagram can be done in time linear in the number of arcs bounding the 
region, so the total time to subdivide all regions in this way is O(n log n). 0 

We call the region between circles of this packing a gap. We now state without proof two technical 
results of Bern et al. about these gaps. 

Lemma 2 (Bern et al. [5]). The points of tangency on the boundary of a gap are cocircular. 

A three-sided gap is one bounded by three circular arcs. A good four-sided gap is a gap bounded 
by four arcs, such that the circumcenter of its points of tangency is contained within the convex hull 
of those points. A badfour-sided gap is any other four-arc gap. 

Lemma 3 (Bern et al. [5]). Any bad four-sided gap can be split into two good four-sided gaps by the 
addition of a circle tangent to two of the bad four-sided gap's circles. (Figure 3.) 

In some cases two opposite circles in one of the new gaps created by Lemma 3 may overlap, but 
this poses no problem for the rest of the algorithm. 

10 



Figure 4. VoronoT quadrilateralization of a polygon. 

3 Voronoi quadrilateralization 
We begin with the quadrilateralization procedure most likely to be useful in practice, due to its low 
output complexity and lack of complicated special cases. 

The geodesic Voronoi' diagram of a set of point sites in a polygonal domain is a partition of the 
domain into cells, in each of which the geodesic distance (distance along paths within the domain) is 
closest to one of the given sites. We now describe a method of finding apoint set for which the geodesic 
VoronoYdiagram forms a quadrilateral mesh. One potential application of this type of mesh would be in 
the finite volume method, as the dual of this VoronoY mesh could be used to define control volumes for 
that method (see, e.g., [lo]). The angle between each primal and dual edge pair would be 90°, causing 
some terms in the finite volume method to cancel and therefore saving some multiplications [2,4]. In 
general, edges of VoronoY diagrams need not cross the corresponding dual edges, however in our mesh 
these crossings will always exist. 

We modify the initial circle packing of Bern et al. [5], as follows. We start by protecting vertices, 
as before; but in this case that protection consists of a circle centered at each domain vertex. Then, 
as before we fill the remainder of the domain by tangent circles; however we do not attempt to create 



tangencies with the domain boundary; instead the circle packing should meet the boundary at circles 
with their centers on the boundary. Further, no tangent point between two circles should lie on the 
domain boundary, although circles centered on the boundary may meet in the domain interior. (Some 
circles may cross or be tangent to the boundary, however we ignore these incidences, instead treating 
these circles as part of three-sided gaps.) It is not hard to modify the previous circle packing algorithms 
to meet these conditions. The result will be a packing with, again, three-sided and four-sided gaps. 
However, the gaps involving boundary edges are all four-sided and have right-angled comers rather 
than points of tangency on those edges. 

Theorem 1. In 0 (n log n) time we can$& a circle packing as above, such that the geodesic Voronoi' 
diagram of the points of tangencies of the circles fonns a quadrilateral mesh: 

Proof: The vertex protection step can be performed in 0 (n) time using circles with radius half the 
minimum distance between vertices. (This minimum distance is an edge of the Delaunay triangulation 
and can be found in O(n logn) time.) After this step, we follow the methods of Bern et al. [SI and 
Eppstein [8] for constructing the remainder of the circle packing, suitably modified to avoid tangencies 
with the domain boundary; we omit the details in this extended abstract. Unlike the methods of Bern 
et al. [5], we do not bother eliminating bad four-sided gaps. 

We form a mesh by connecting each center of a circle in the packing to the circumcenters of adja- 
cent gaps (Figure 4). In the four-sided gaps along the domain boundary, we place an additional edge 
from the boundary to the center of the opposite circle, bisecting the chord between the tangencies with 
the two other circles. These edges form a quadrilateral mesh since each face surrounds a point of tan- 
gency, and each point of tangency is surrounded by the vertices from two circles and two gaps. The 
mesh elements are the Voronoi' cells of the points of tangency they contain, because each edge is the 
perpendicular bisector of a dual Delaunay edge connecting two points of tangency and having one of 
the circles of the packing as witness to the empty circle property of Delaunay graphs. 0 

Curiously, this mesh is not only a certain type of generalized Voronoi' diagram; it is also another 
type of generalized Delaunay triangulation! The power of a circle with respect to a point in the plane 
is the squared radius of the circle minus the squared distance of the point to the circle's center. The 
power diagram of a set of (not necessarily disjoint) circles is a partition of the plane into cells, each 
consisting of the points for which the power of some particular circle is greatest. Like the usual kind 
of Voronoi' diagram, the power diagram has convex cells, since the separator between any two circles' 
cells is a line (if the two circles overlap, their separator is the line through their two intersection points). 
We cak restrict the power diagram to a polygonal domain by defining the power only for points visible 
to the center of the given circle. 

From the construction above, define a family of circles by including the original packing and a 
"dual" collection of circles through the tangencies surrounding each gap; centered at the gap's site. As 
we now show, the power diagram of this family (depicted in Figure 5)  is the planar dual to our mesh. 

Theorem 2. The quadrilateral mesh defined above includes an edge between two points i f  and only 
i f  the corresponding circles' cells share an edge in the power diagram of the circles in the packing and 
the circumcircles of the gaps. 
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Figure 5. Circle packing (solid circles), circumcircles of gaps (dashed circles), and power diagram (shaded and 
unshaded polygons). 

Proof: This family of circles has one circle centered at each vertex; the two circles corresponding to 
the endpoints of an edge overlap in a lune having as its corners the two points of tangency in the original 
circle packing contained in the two quadrilaterals on either side of the edge (or, if the edge is on the 
domain boundary, the comers are one such point of tangency and its reflection). The corners of this lune 
have power zero with respect to these two circles, and are not interior to any other circles; therefore they 
have those two circles (and possibly some others) as nearest power neighbors. Since power diagram 
cells are convex, those two circles must continue to be the nearest neighbors to each point along the 
center line of the lune; in other words this center line forms an edge in the power diagram corresponding 
to the given mesh edge. 

Conversely, we must show that every power diagram adjacency corresponds to a mesh edge. But 
the power diagram boundaries described above form a convex polygon completely containing the cen- 
ter of the cell’s circle; therefore there can be no other adjacencies than the ones we have already found, 
which correspond to mesh edges. I3 

Since quadrilaterals in this mesh typically correspond to eight triangles in the nonobtuse triangu- 
lation algorithm of Bern et al., the constant factors in the O(n) bound above should be quite small in 
practice. Bern et al. [5] observed that their method typically generated between 2On and 30n triangles, 
so we should expect between 3n and 4n quadrilaterals in our mesh. 



4 Opposite right angles 
As we now show, the Voronoi' triangulation above can be used to find another quadrilateral mesh, in 
which each quadrilateral has two opposite right angles. Such a quadrilateral must be cyclic (having all 
four vertices on a common circle); further, the circumcenter bisects the diagonal connecting the two 
remaining vertices. 

Our algorithm works by overlaying the power dia-oram defined above onto the quadrilaterals of 
Theorem 1, resulting in their subdivision into smaller quadrilaterals. In order to perform this subdivi- 
sion, we may need to place a few additional circles into our packing. On the boundary of the domain, 
the gaps between circles will be formed by chains of three tangent circles, the two ends of which are 
circles centered on the domain boundary. The center circle in this chain is allowed to cross the bound- 
ary; we ignore this crossing. ,Reflecting such a chain across the domain boundary edge produces a 
four-sided gap partially outside the domain; like Bern et al. [5] we say that this gap is good or bad if 
the convex hull of its points of tangency contains or doesn't contain their circumcenter respectively. 
The algorithm of this section requires these gaps to be good. As in the method of Bern et al. [SI, any 
bad four-sided gap can be subdivided into two good four-sided gaps by the addition of another circle 
which by symmetry can be placed with its center on the domain boundary. 

. 

Theorem 3. In 0 (n log n)  time we can partition any polygon into a mesh of 0 (n)  quadrilaterals, 
each having two opposite right angles. 

Proof: We form the Voronoi' quadrilateralization of Theorem 1, and subdivide each quadrilateral Q 
into four smaller quadrilaterals by dropping perpendiculars from the VoronoY site contained in Q to 
each of Q's four sides. On edges where two cells of the Voronoi' quadrilateralization meet, the two 
perpendiculars end at a common vertex because they are the two halves of a chord connecting two 
tangent points on the same circle. For the same reason, each perpendicular meets the edge to which it 
is perpendicular without crossing any other cell boundaries first.. 

The same procedure of dropping perpendiculars will work whenever we have a Voronoi' diagram 
in which the site generating each cell can be connected by a perpendicular to each cell edge. There- 
fore, some heuristic simplification can be applied to the mesh above, reducing its complexity further: 
after forming the Vorono? quadrilateralization of Theorem 1, remove sites one by one from the set of 
generators as long as this condition is met. 

5 Kites 

The next type of quadrilateralization we describe is one in which all quadrilaterals are kites (convex 
quadrilaterals with an axis of symmetry along one diagonal). Although kites may have bad angles (very 
.close to 0" or 180°), they have some other nice theoretical properties. In particular, the cross ratio of 
a kite is always one. 

The cross ratio of a quadrilateral with consecutive side lengths a, b, c, and d is the ratio ac : bd. 
Since this ratio is invariant under conformal mappings, a conformal mapping from the quadrilateral 
to a rectangle (taking vertices to vertices) can only exist if the rectangle has the same cross ratio; but 
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Figure 6. Cases for decomposition into kites: (a) three tangent circles; (b) four tangent circles forming good four- 
sided gap; (c) bad four-sided gap subdivided into two good four-sided gaps; (d) two tangent circles on boundary; 
(e) reflex vertex; (f) convex vertex. 

the cross ratio of a rectangle is just the square of its aspect ratio. Therefore, kites are among the few 
quadrilaterals that can be conformally mapped onto squares. 

Theorem 4. In 0 (n log n) time we can partition any polygon into a mesh of 0 (n) kites. 

Proof: As in the algorithm of Bern et al., we find a circle packing; however as discussed below we 
place some further constraints on the placement of circles. We then connect pairs of tangent circles by 
radial line segments through .their points of tangency, and apply a case analysis to the resulting set of 
polygons. As shown in Figure 6, all interior gaps can be subdivided into kites: three-sided gaps result 
in three kites, good four-sided gaps result in four, and bad four-sided gaps result in seven. Also shown 
in the figure are three types of gaps on the boundary of the polygon: three-sided gaps along the edge, 
reflex vertices protected by two equal tangent circles, and convex vertices packed by a single circle. 

There are two remaining cases, in which one or two of the sides of a four-sided gap are portions of 
the domain boundary, and the four-sided gap has a high aspect ratio preventing these boundary edges 
from being covered by a small number of three-sided gaps. In the simpler of these cases, two opposite 
sides of the four-sided gap are both boundary edges. Such a gap is necessarily good. If it has aspect 
ratio 0 (l), we can line the domain edges by O( 1) additional circles, as in the next case. Otherwise, our 
construction is illustrated in Figure 7. We find amesh using an auxiliary set of circles, perpendicular to 
the original packing. We first place at each end of the four-sided gap a pair of identical circles, tangent 
to each other and crossing the boundary edges perpendicularly at their points of tangency. These are 



Fi,pe 7. Kite decomposition of four-sided gap with two sides on domain boundary. 

the medium-sized circles in the figure. We next place two more circles, each perpendicular to one of 
the boundary edge and crossing it at the same points already crossed by the previously added circles; 
these are the large overlapping circles in the figure. Finally, each end of the original four-sided gap now 
contains a gap formed by four circles, but two of these circles cross rather than sharing a tangency. We 
fill each gap with an additional circle; these are the small circles in the figure. The resulting set of 
eight circles forms six three-sided gaps and one good four-sided gap, and can be meshed as shown in 
the figure. 

The final case consists of four-sided gaps (not necessarily good) involving one boundary edge. To 
make this case tractable, we restrict our initial placement of circles so that, if we place a circle C within 
a gap involving boundary edges, then C is either tangent to those edges or separated from them by a 
distance of at least E times its radius, for some sufficiently small value E .  Then, any remaining four- 
sided boundary gap must have bounded aspect ratio, and we can place 0(1) small circles along the 
boundary edge leaving only three-sided gaps on that edge (Figure 8). The interior of the gap can then 
be packed with 0 (1) additional circles leaving only the previously solved three- and four-sided internal 
gapcases. 0 

I 
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Figure 8. Kite decomposition of four-sided gap with one side on domain boundary: add small circles along 
boundary edge making three-sided gaps. 

6 No Iarge angles 

The maximum angle of any triangle has been shown to be one of the moreimportant indicators of trian- 
gular mesh quality [ l  J and it is believed that the maximum angle is similarly important in quadrilateral 
meshes. For triangular meshes, a maximum angle of 90" can be achieved [5] but for quadrilaterals 
this would imply that all elements are rectangles, which can only be achieved when the domain has 
axis-parallel sides. Indeed, as we now show, some domains require 120" angles. 

Theorem 5. Any simple polygon with all angles at least 120" cannot be meshed by quadrilaterals 
having all angles less than 120". 

Proof: Suppose we have such a simple polygon, and a quadrilateral mesh on it. Let x denote the 
number of mesh vertices on the boundary of the polygon, i denote the number of interior vertices, e 
denote the number of mesh edges, and 4 denote the number of mesh quadrilaterals. Then, since each 
quadrilateral has four edges, each interior edge appears twice, and there are x boundary edges, we have 
the relation 4q = 2e - x.  Combining this with Euler's formula x + i + q - e = 1 and cancelling q 
leaves e = 2i + (3/2)x - 2. However, if all interior vertices of the mesh were incident to four or more 
edges, and all exterior vertices were incident to three or more edges, we would have e 2 2i + (3/2)x 
(since each edge contributes two to the sum of vertex degrees), a contradiction. So, the mesh has either 
an interior vertex with degree three, or an exterior vertex with degree two, and in either case at least 
one of the angles at that vertex must be at least 120". 0 

As we now show, this lower bound can be matched by our circle packing methods. 

Theorem 6. In 0 (n log n) time we can partition any polygon into a mesh of 0 (n) quadrilaterals with 
m i m u m  angle 120". 

Proof: The result follows from Theorem 4, since any kite (which we can assume without loss of 
generality to have a vertical axis of symmetry) can be divided into six 120" quadrilaterals in one of 
three ways depending on how the top and bottom angles of the kite compare to 120". -. 
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Figure 9. Kites divided into six quadrilaterals with no angle larger than 120": (a) top and bottom angles both 
less than 120"; (b) top and bottom angles both greater than 60"; (c) top at least 120" and bottom less than 120". 

Specifically, we add new subdivision points on the midpoints of each kite edge. Then, if both the 
top and bottom angle of the kite are sharp (less than 120°), we can split the kite along a line between 
the left and right vertices, and subdivide both of the resulting triangles into three 120" quadrilaterals 
(Figure 9(a)). If both angles are large (greater than 60"), we can similarly split the kite vertically along 
a line from top to bottom and again subdivide both of the resulting triangles (Figure 9(b)). In both of 
these two cases the subdivisions are axis-aligned or at 60" angles to the axes. In the final case, the top 
angle is large (at least 120") and the bottom is sharp (less than 120"). In this case, like the second, we 
partition the kite vertically into two triangles, and again partition each triangle into three; however in 
this final case the subdivisions are along lines between the bottom of the dangle and the two opposite 
edge midpoints, and at 60" angles to those lines. It is easily verified that with the given assumptions 
on the angles of the original kite, all vertices of the subdivision lie as depicted in the figures and all 
angles are at most 120". 0 

7 Conclusions 
We have shown that circle packing may be used in a variety of ways for quadrilateral mesh generation 
with simultaneous baranteed bounds on complexity and quality. 
Many questions remain open: How small can we make the constant factors in our complexity 

bounds, both in the worst case and in practice? Can we generate linear-complexity quadrilateral meshes 
with no small angles? Can we combine guarantees on several quality measures at once? Extensions 
of the circle packing method to three dimensional tetrahedral or hexahedral meshing would be of in- 
terest, but seem difficult due to the inability of three dimensional spheres to partition the domain into 
bounded-complexity regions. However perhaps our methods can be generalized to guaranteedquality 
quadrilateral surface meshes. 

Some of the methods we describe are purely of theoretical interest, due to high constant factors 
or distorted quadrilateral shapes, but we believe circle packing should be useful in practice as well. 
Among our methods, perhaps the low constant factors and lack of complicated cases in the VoronoT 
quadrilateralization make it the most practical choice. 
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Abstract 
The paper demonstrates the applicability, universality, and robustness of a hybrid grid gen- 

eration method via application to complex turbomachinery geometries. The method consists of 
using a surface mesh generator to triangulate the geometry to be modeled. The volume mesh 
is then created using prismatic and tetrahedral elements. The prisms cover the region close to 
each body's surface for better resolution of viscous gradients, while tetrahedra are created in the 
remainder of the domain. The grid generator is tested with various complex geometries and the 
resulting hybrid meshes are presented. The applicability of the hybrid grid generator over a wide 
range of geometries with minimal user interaction demonstrates the robustness and universality 
of the method. The validity of the generated grids is tested via turbulent flow simulations over 
turbine blade geometries. 

1 Introduction 
' There is an ever increasing demand to perform flow simulations that incorporate the complete details of 

geometry as well as sophisticated flow physics. This has led to the development of numerical algorithms that 
can simulate the actual flow phenomena with greater fidelity. However, the success of these algorithms hinges on 
the grid that models the geometry. Grid generation methods for 2-D models have long existed and the general 
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lack of complexity of these models bas not quite challenged the efforts of mesh generation. However, demands 
for generating better 3-D geometric models for flow simulations involving complex geometries have completely 
changed the perspective of grid generation strategies. As a consequence, grid generation efforts have gained 
significance equal to that of numerical solver efforts. 

Structured meshes consisting of blocks of hexahedra and unstructured grids consisting of tetrahedra have 
been the traditional means of discretiziig 3-D flow domains [l, 2, 3, 41. An emerging technique is that of 
using semi-structured prisms to discretize the viscous region near the surface of the geometry [5,6,7,8,9]. The 
prismatic elements are well suited to capture thin boundary layers. The quadrilateral faces normal to the surface 
provide good orthogonality and grid clustering capabilities, whereas the triangulation in the lateral direction 
allows flexibility in surface modeling. The structured prism layers allow implementation of directional multigrid 
acceleration schemes [lo, 111. The structure is also exploited when using algebraic turbulence models [12, 131. 
Furthermore, numerical schemes that are semi-implicit in the normal direction can be easily used to alleviate 
stiffness of viscous flow computations. Finally, the structured nature leads to reduced memory requirements on 
the solver [7, 111. 

Strongly directional viscous stresses exist in a relatively small region of the flow domain, primarily close to 
the geometric surface. In regions away from the surface, prismatic elements do not offer any particular advantage 
over other types of elements. Also, prismatic grids alone cannot cover multi-body domains. On the other hand, 
tetrahedra have the capability to  fill any given volume of arbitrary shape. Hence, an effective strategy for grid 
generation would be to use both, the prisms and tetrahedra, by generating a hybrid grid [6, 7, 81. The prisms 
cover the regions close to  each of the bodies, while tetrahedra fill in the irregular gaps in between the prismatic 
layers. The tetrahedral elements may also be used to capture the viscous wakes that extend beyond the thin 
prismatic layers around the surface. 

This paper presents a hybrid grid generation method and demonstrates the robustness of the generator by 
applying it to complex turbomachinery geometries. A brief overview of the surface, prismatic and tetrahedral 
mesh generation procedures is given, followed by a discussion of the resulting meshes for various geometries. 
Viscous flow simulations are also presented for a bump in a channel, and two type of turbine blades. 

2 Surface Mesh Generation 
Surface meshes are generated using a modified version of the advancing front method [14,15]. The modified 

version uses an octree to control the spacing and stretching of points on the surface. The octree is created by 
starting with a master hexahedron that contains the entire domain. This hexahedron is recursively subdivided 
into eight smaller hexahedra called octants. This process is repeated until the octants match the local length 
scale of the body. Using this octree during mesh generation, the local element size is calculated using the size 
of the octants in that area. 

2.1 Local Length Scale&, 

For surface mesh generation, the local length scale is determined by the local curvature of the geometry. 
An isotropic surface triangulation is used to approximate the curvature by calculating angles between adjacent 
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faces. The local length scale is proportional to the angle between the faces. This length scale is small in 
afeas where the curvature is large, i.e. the trailing edge of a wing, and large where the geometry is flat. The 
distance between surfaces is another length scale used for surface mesh generation where the local length scale 
is proportional to this distance. This allows for automatic clustering in regions where surfaces are in close 
proximity. 

2.2 Anisotropic Surface Meshes 

Surface mesh generation has primarily focused on generating isotropic grids. By ignoring the inherent direc- 
tionality in both the flow and the geometry, isotropic meshes need an inordinately large number of faces to cover 
a given geometry. Anisotropic meshes with triangular faces aligned with the directionality of the flow and/or 
the geometry offer a substantial savings in the number of faces required for a given simulation. The leading and 
trailing edges of a wing are good examples of areas which exhibit strong directionality and are prime candidates 
for anisotropic meshes. The octree-advancing front method has been extended to generate anisotropic surface 
meshes in a way that is robust and provides a simple way of specifying the desired directionality for a mesh. 
The method allows for smooth transition between anisotropic and isotropic regions of the triangulation as well 
as simple control over the direction and strength of the anisotropy. Figure 1 shows both an isotropic surface 
mesh for the M6 wing and an anisotropic mesh created with line segments extending over the entire leading and 
trailing edges with the same aspect ratios as the previous mesh. The isotropic mesh has 39,290 faces while the 
anisotropic mesh has 6333 faces while maintaining the same chord-wise point density obtained from the same 
octree. These meshes show the 6.2 : 1 reduction in the number of generated faces when an anisotropic method 
is used. This reduction in faces leads to a substantial reduction in the number of elements of the corresponding 
volume mesh. 

’ 

3 Prismatic Mesh Generation 
The surface meshes generated by the above described procedure are the starting point for the prismatic mesh 

generation. The method basically involves marching the surface triangulation away from the body in distinct 
steps, resulting in the generation of semistructured prismatic layers in the marching direction. The process can 
be visualized as a gradual’inflation of the body’s volume. Details on the procedure can be found in [5, 6, 7, 81. 
A brief description is presented here. 

3.1 Overview of Marching Procedure 

There are three main aspects of the algebraic grid generation process: (i) determination of the directions 
along which the nodes will march (marching vectors), (i) determination of the distance by which the nodes 
will march along the marching vectors, and ( i )  smoothing operations on positioning of the nodes on the new 
layer. The marching direction is based on the node-manifdd, which consists of the group of faces surrounding 
the node to be marched. The primary criterion to be satisfied when marching is that the new node should be 
visible from all the faces on the manifold (visibizity criterion) [5]. The marching distances are proportional to 
the characteristic angle of the manifold of each node to  be marched. This angle is computed using the average 
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dot product between the pairs of faces forming the manifold. The relationship between the angles and the actual 
marching distance is such that the local curvature of the surface is reduced with each successive layer. After the 
initial directions and magnitudes are deteimined for each node, a number of Laplacian smoothing operations 
are performed on the final position of the node on the new layer, along with constraints to improve the overall 
quality of the generated mesh. 

3.2 Prismatic Mesh Generation in Narrow Gaps and Cavities 

Treatment of+narrow gaps and cavities between the surfaces to be modeled has been a major concern for 
structured and semistructured mesh generators. The current prismatic mesh generator is capable of automat- 
ically handling such cases using the Automatic Receding Method (ARM) [SI. The basic procedure here is to 
reduce the marching steps in cavities which are automatically detected by the generator. The amount of reduc- 
tion depends on the size of the local cavity. Once the marching steps in the cavity regions have been reduced, 
a smooth transition to the regions outside the cavity is obtained by also reducing the marching steps of nodes 
in the immediate vicinity of the cavity to a certain extent. 

4 Tetrahedral Mesh Generation 
Tetrahedral meshes are generated using the same octree-advancing front method described for surface mesh 

generation [14]. The only difference between the surface and tetrahedral generation is the length scale used to 
create the octree. For hybrid prismatic/tetrahedral mesh generation, the local length scale is simply the local 
thickness of the last prismatic layer. This will insure that the size of the tetrahedra in the direction normal to 
the outer prismatic surface is the same as the height of the neighboring prisms. This smooth transition in size 
from the prisms to the tetrahedra is important for-accuracy of the numerical method. For an all tetrahedral 
mesh, the local length scale is the local edge length of the original triangulated surface. 

Grids generated using an advancing front type scheme can contain regions of low quality within the mesh 
domain. These low quality regions must be altered before the mesh can be used with a flow solver. A method 
for improving low quality regions has been developed. This method removes low quality regions from the mesh 
and 6lls the resulting cavities using the same advancing front generator on the new front defined by the surface 
of these holes. The quality measure used in the present work is the volume ratio of the two tetrahedra sharing 
each face. 

5 Resulting Hybrid Meshes 
Hybrid grids were generated for a variety of geometries to demonstrate the effectiveness of the developed grid 

generator. The geometries presented here include a turbine blade with an internal cooling system, a centrifugal 
compressor, a shrouded steam turbine blade, and a burner. All geometries are periodic in nature, so specih care 
needs to be taken to co-locate points along periodic boundaries. These geometries demonstrate a wide range of 
features provided by the hybrid grid generator. 
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5.1 Turbine Blade Geometry with Internal Cooling System 

This test case represents flow through an annular gas-turbine stator. The stator guide vanes are film-cooled 
with four rows of film cooling holes in the leading edge region of the vanes (showerhead film-cooling). There 
are 40 holes in total. The coolant is supplied by a straight tube perpendicular to the main flow. There are 28 
blades circumferentially, but only one blade will be modeled along with periodic boundary conditions. 

The surface triangulation is shown in Figure 2. A close-up of the cooling holes and a view of the internal 
tube is shown in Figure 3. The surface consists of approximately 53,000 triangles on both the blade and the 
cooling system. The prismatic and tetrahedral meshes are generated for the outer blade flow as well as the 
film-cooling holes and the tube. This presents substantial challenges in the generation as there are multiple 
cavities in the geometry. 

Figure 4 shows a view of the prismatic grid for the geometry. The figure also illustrates how the cooling 
holes are connected to the blade. A view of the hybrid mesh is shown in the plane cut of Figure 5. The hybrid 
mesh consists of approximately 315,000 nodes, 360,000 prismatic elements and 660: 000 tetrahedral elements. 
The figure shows a cut of the entire geometry at mid-span. Note the clustering of the cells behind the blade for 
resolution of the wake. It is seen from the figures that the grid generator was successful in creating the hybrid 
mesh even in the cavities. Also, there is a smooth transition in cell sizes, both from the prismatic elements to 
the tetrahedral ones and also across the junction between the cooling holes and the blade. 

5.2 Centrifugal Compressor Geometry 

This test case represents flow through a radial flow compressor rotor with 11 blades and splitter-blades. 
Again, only one set of blades is modeled. Views of the surface triangulation of the geometry are shown in 
Figures 6 and 7. The surface consists of approximately 26,000 triangles on the blades and the lower wall and 
20,000 triangles on the outer casing. It is seen that the surface mesh generator has appropriately clustered 
points on the casing in the vicinity of the blades. The geometry is periodic, so in addition to  the cavity between 
the two blades and those between the blade tips and the casing, there are also cavities between each blade and 
.the periodic surface, Hybrid mesh generation on the periodic surfaces is non-trivial because the surfaces are 
highly curved. This presents a major problem for typical marching schemes since it requires marching along 
arbitrary parameterized surfaces. 

Figure 8 shows field cuts of the hybrid mesh for this geometry. A field cut is a view of all the cells cutting 
across a given plane. The hybrid mesh consists of approximately 220,000 nodes, 233,000 prismatic elements and 
491,000 tetrahedral elements. Smooth transitions are seen in cell sizes in both views. The finer cells between 
the blade tips and the casing are clearly visible. 

5.3 Burner Geometry 

This case represents flow through a burner, complete with an annulus diffuser, swirl producer and a combus- 
tion chamber. The geometry has various complexities such as the fuel injection holes, severe cavities, twisted 
blades which produce the swirl, and the vastly different length scales. 
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Figure 9 shows a view of the entire burner with the annulus casing. The geometry has periodic boundaries, 
and only one burner is being modeled. The surface mesh has been omitted in this view to maintain clarity of 
the figure. Figure 10 shows a close-up of the surface triangulation for the swirl producing section. The surface 
consists of approximately 75,000 triangles. 

A hybrid mesh of the burner is seen in Figure 11, which is a cut along the axis. The view shows that the 
hybrid grid generator was capable of capturing all the h e  features of the geometry, and also clustered points 
downstream of the swirl producing section. The mesh consists of 415,000 nodes, 521,000 prisms, and 748,000 
tetrahedra. 

A cut across the swirl producing blades is shown in Figure 12. The view shows the hybrid nature of the 
mesh, and demonstrates the smooth transition in cell sizes even across different element types. 

6 Flow Simulations with Hybrid Grids 
A viscous flow simulation is presented over a turbirie blade to demonstrate the validity of the hybrid grids. 

The finitevolume scheme used for the numerical simulations uses central space differencing and Lax-Wendroff 
time-marching. Scheme operations are cast in edgebased form. The details regarding the Navier-Stokes solver 
are presented in [ll, 131. 

A view of the hybrid mesh for the geometry is shown in Figure 13. The grid consists of 178 K prisms and 
410 K tetrahedra. Only one blade is used for the simulation with periodic boundary conditions on each side to 
account for the other blades in the actual geometry. In this case, a subsonic inlet velocity profile is specified 
with a free-stream Mach number of 0.162 while a linear pressure gradient in the radial direction is specified 
at the outlet. Turbulent flow at a Reynolds number of Re = 650,000 is simulated over the blade. Figure 14 
shows the Mach number contours computed by the flow solver. Three blades are illustrated in the figure by 
copying the solution for the one blade and rotating it for the other two. It should be noted that the contours 
are smooth across the periodic interface (the solid black lines in the figure) with no kinks or discontinuities. 
This is a validation of the duplication of vertices at the periodic interfaces. One important feature of this flow 
is the vortex formation near the blade-hub junction which emanates from the leading edge of the blade. It is 
seen in Figure, 15 (which is a plot of the velocity vectors) that the vortex structure is sufficiently captured. 

Comparisons of the pressure coefficients at two different span locations are shown in Figure 16. The computed 
values are in very good agreement with the experimental data for this geometry [16]. The agreement with the 
experimental data and the capturing of the important flow physics for this case are a good indication of the 
validity of the hybrid mesh generated for this case. 

Another viscous flow simulation is presented using the commercial software package RAMPANT from Fluent 
Inc. [17] which was recently extended to deal with hybrid unstructured meshes. The case chosen here is the 
transonic bump-flow described in [18] which shows strong shock-features near the trailing edge of the bump and 
also a shock-induced flow separation. Figure 17 shows the hybrid mesh consisting of approximately 103,000 
nodes and 370,000 mixed elements which was refined in the shock region. For the simulation of the turbulent 
flow a two-layer turbulence-model was used which allowed the y+-values to be reduced to values smaller than 
1. The computed Mach number contours on the symmetry-plane of the channel are shown in Figure 18. It is 
seen that the experimentally observed separation- and reattachment-points at the trailing edge of the bump 
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(indicated by the straight l ies)  are captured nearly exactly by the computation. A very good agreement 
between computed and measured surface pressure distribution is shown in Figure 19. 

Recently, simulations of the flow over the film-cooled turbine guide-vane shown in Figure 2 were started 
using RAMPANT. A preliminary result of this simulation is shown in Figure 20 showing a partial view of the 
flow-field in the vicinity of the film-cooling holes along the leading-edge of the vane. The surface temperature- 
distribution reveals cooler and hotter regions due to the uneven distribution of the coolant. The particle-traces 
as well as the velocity vectors indicate the extent of the penetration of the coolant-jets into the main-stream 
which also explains why the surface temperature in the immediate neighborhood of the holes is larger than 
further downstream. The velocity-vectors also indicate the mesh-resolution along the solid surfaces thanks to 
the prismatic layers in this region. 

7 Concluding Remarks 

ometries. The applicability, universality, and robustness of the grid generator are clearly demonstrated through 
' complex turbomachiiery geometries. The hybrid mesh generator was very successful in handling severe cavities 

and capturing widely varying length scales. The mesh generator allowed for marching along arbitrary paramet- 
ric surfaces, and was also capable of generating periodic meshes. The hybrid meshes generated by the method 
were used to perform flow simulations on turbine blades. The grid captured the flow physics well and the results 
were in good agreement with experiments. 

A hybrid prismatic/tetrahedral mesh generator has been developed for use in modeling arbitrary 3-D ge- 
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Figure 1: Significa& savings in number of triangles are realized due to the use of leading and trailing edge 
line segments for the M6 wing. The top mesh is an isotropic mesh with 39,290 faces. The bottom mesh is an 
anisotropic mesh with 6333 faces. Note that even though the isotropic mesh has six times the number of faces, 
the anisotropic mesh has the same chord-wise point distribution. 

29 



Figure 2: An isometric view of the turbine blade geometry with an internal cooling system. The surface consists 
of 53,000 triangles. 

Figure 3: Close-up views of the turbine blade geometry. The figure on the left shows the blade-hole junctions, 
and the figure on the right shows the internal cooling system. It is seen that the cooling system consists of 
several cavities. 
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Figure 4: A cutaway view of the prismatic grid on the turbine blade with the internal cooling system. Both, 
the original and the final prismatic surfaces have been shown. 

Figure 5: A view of the hybrid mesh for the turbine blade geometry at mid-span. Both the exterior and the 
internal cooling system can be seen. The grid consists of 360,000 prismatic elements and 660,000 tetrahedral 
elements. 
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High Fidelity Interval Assignment 
Scott A. Mitchell’ 

Abstract Quudrilateral meshing algorithms impose certain constraints on the number of intervals or mesh edges 
of the curves bounding a sulface. When constructing a conformal mesh of a collection of adjoining sulfaces, the 
constraints for all of the surfaces must be simultaneously satisfied These constraints can be formulated as an 
integer linear program. Not all solutions to this problem are equally desirable, however. The user typically 
indicates a goal (soft-set) or required (hard-set) number of intervals for each curve. The hard-sets constrain the 
problem further, while the soft-sets influence the objective function. 

This paper describes an algorithm for solving this interval assignmentproblem The objective is to have a solution 
such that for each curve the positive or negarive dixerence benveen its goal and assigned intervals is small relative 
to its goal intervals. The algorithm solves a series of linear progrants, which comes close to minimizing the 
maximum vector of such diferences. Then the algorithm solves a nearby mixed-integer linear program to sari& 
certain “sum-even ” constraints. The algorithm reliably produces intervals that are very close to the user’s desires, 
although it runs more slowly than previous algorithms. 

keywords. interval assignment, mixed-integer linear programming, conformal meshing, mesh control 

1. Introduction 

CUBIT[ 13 is a quadrilateral and hexahedral mesh generation toolkit, meaning that the user has access to a variety of 
meshing algorithms and support tools. The usual steps for creating a mesh within CUBIT are the following. First, a 
model geometry is generated or imported. Second, meshing schemes are assigned to curves, surfaces, and volumes of 
the model. Third, the element size of the mesh is specified. Fourth, for themore structured surface meshing algorithms, 
additional parameters called corners[2] are determined. Fifth, the exact number of mesh edges (called intervals) for 
each curve is determined. Sixth, curves are meshed, then the surfaces, and finally the volumes are meshed. Many of 
these steps are automated or are in the process of being automated, and the user has the ability to specify parameters 
such as the meshing scheme and element size. 

This paper deals with the fifth step, determining the number of intervals for each curve. This step also arises in other 
meshing toolkits besides CUBIT. The significance of this step is that once it is complete, the surfaces may be meshed 
independently (except for volume meshing restrictions such as sweep directions) and the mesh will be conformal. We 
assume that the meshing schemes and comers are given, and that the user has specified a soft-set goal or a fixed hard- 
set number of intervak for each curve. The key difficulty is a global one: For each surface, its meshing algorithm and 
associated comers requires a certain relationship between the number of intervals on each bounding curve. Volume 
meshing can impose additional constraints. Typically a curve is contained in two or more surfaces (volumes), and its 
intervals a e  constrained in some way by all of them. Hence the interval constraints are linked throughout the model. 

These constraints are typically[3] assembled into a mixed-integer linear pro,- (MEP).[4] The various surface 
meshing algorithms create two types of constraints. First, the more structured algorithms create linear constraints of 
the form “intervals on opposite sides are equal“ or “sum of intervals on tyro sides are greater than the third”. Second, 
unstructured algorithms create constraints of the form “sum of intervals on all curves are even”. These are formulated 
by constraining an interval sum to be equal to 2, where k is an integer. These k variables force the problem to be 
mixed-integer. (If a problem contains only constraints of the first type, then some previous interval assignment 
algorithms obtain an integer solution to a linear program {LP) for free.) Note that for a given choice of meshing 
algorithms, comers, and hard-set intervals, interval assignment may be infeasible. 
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Most previous work[3] relies on minimizing the sum of weighted differences between assigned and goal intervals, 
whereas we essentially minimize the lexico,mphic vector of weighted differences. We get that the relative change in 
each curve is small, whereas previous approaches typically change as few curves as possible. 

The setup for our algorithm is the following: For each curve, the number of intervals assigned to it corresponds to a 
variable in the MILP. We add two extra delta variables for each curve, that compute the positive and negative 
difference between the assigned-interval'and goal-interval. We weight the deltas inversely proportional to the interval 
goal (to compute relative change). We addmother variable M that computes the maximum of the weighted deltas. 

Our algorithm has two steps. In the first step we relax the variables, allowing them to take on non-integer values. We 
solve the LP with objective minimizing M. We find a curve that forced M to be as large as it is,. and fix that curve's 
intervals to be the nearest integer value, and in effect remove it from the LP. We recursively solve the reduced LP until 
all curves are fixed or M is zero. That is, until all un-fixed curves have intervals equal to their goals. At the end of the 
first step we have an integer solution that satisfies all of the constraints except perhaps the sum-even constraints. 

In the second step we solve the true MILP, using branch and bound @&B) to get an integer solution. We suspect a 
solution near the solution found in the first step. We un-fix the curve-interval variables, but bound them to ranges near 
their old fixed values. The sum-even k variables are similarly bounded. We minimize the weighted sum of k and curve- 
interval variables. Even with these small ranges and simple objective function, B e  may take too long (for a given 
set of bounds it may take exponential time). If this is the case, we try less tight bounds. We have four sets of bounds. 
If the first step had a solution and no curves are hard-set, then for one of these sets of bounds there is a solution. 
However, there is no guarantee that we can find such a solution within the allotted time. 

This technique gives interval ksiffnments that have very high fidelity to the user-desired goals, spreading out 
necessary changes to reduce mesh distortion. Our techniques appear to be more robust and general than previous 
approaches. However, o y  techniques &e slower because we iteratively solve the relaxed LP, taking time O(d) rather 
than O(??). 

Our techniques are practical for models with up to a thousand curves (or more if we're lucky and certain goals and 
meshing algorithms are chosen). To progress beyond that we conjecture that the problem should be divided up into 
subproblems, as is typically done with large LPs. Figure 4 shows some real-world models with about 500 curves each. 

1 

The remainder of the paper is organized as follows. Section 2 describes the algorithm in detail: Section 2.1 describes 
the constraints for the different surface meshing algorithms. Section 2.2 contains some practical remarks on 
implementing the constraints and the MILP. Section 2.3 motivates our approach. Section 2.4 describes iteratively 
solving the relaxed LP while Section 2.5 describes solving the bounded MILP. Section 3 gives some examples: Section 
3.1 goes through the algorithm steps in detail fora small problem. Section 3.2 illustrates how interval changes typically 
get distributed. Section 3.3 shows some larger, real-world examples. Section 4 discusses the running time of the 
algorithm in practice, and discusses possible improvements for large problems. Section 5 concludes with a summary 
of the results and Section 5.1 discusses future directions. 

2. The Interval Assignment Algorithm 

2.1 Mesh Scheme Constraints ' 
I 

We consider four representative schemes, called Paving, Submapping, Mapping, and Tri-Mapping. In CUBIT there 
are additional schemes that e.g. cut off triangular comers or insert boundary layers that we do not consider here. A loop 
is a connected sequence of curves bounding a surface. A surface may have more than one loop. A curve may appear 
more than once in a loop. Except for paving, the constraints also depend on which vertices are corners. The sequence 
of curves between successive comers is called a side. Let Z(e) denote the number of intervals subdividing a curve or 
collection of curves e. 



Paving is an unstructured quadrilateral meshing algorithm for general surfaces. It simply requires that for each loop 
the sum of intervals is even. (Note that for any quadrilateral meshing scheme, the sum of intervals over& loops must 
be even.) For each loop a, 

Z(a) = 2k k~ integers22 

Mapping places a structured, rectangular m x n mesh onto a geometric surface with a single loop. The first step is to 
pick comers, see Mitchell[2]. This partitions the loop into 4 connected subsequences of curves: up, right, down and 
le>. For surfaces such as a cylinder, there may be only two opposite sides. Opposite sides must have equal intervals: 

Z(up) = I(d0wn) 

Z(righf) = Z(left) 

Submapping is a generalization of mapping. It subdivides a surface into regions that can be mapped. The four sides, 
up, right down*and le9, need not be subsequences; and the surface may have more than one loop. For each loop, 
opposite sides must have equal intervals. See Tam[3], White[S] and Whiteley[6]. 

Tri-mapping meshes a surface with a three-sided m x n xp primitive. The single loop bounding a surface is partitioned 
into three logical sides, a, b, and c. The constraints are: 

Z(a) + Z(b) 2 Z(c) + 2 
I ( =  j + I(C) 1 z(b) + 2 
Z(b) + Z(c) 1Z(a) + 2 

Z(a) + Z(b) + Z(c) = 2k k E integers 1 3  

If there are only two bounding curves, then constraints are based on the assumption that the curve with the larger 
number of goal intervals will be subdivided into two sides after curve meshing. If there is only one curve (e.g. the 
surface is a disk) then we only have the last constraint: Z(a) = 2k, k E integers 2 3. 

2.2 From Constraints to MILP 
The collection of constraints in Section 2.1 for all surfaces of themodel are collected in amixed-integer linear program 
(MILP). The general form of a MILP is the following 

T Minimize c x 

suchthat Ax = b 
D x 2 e  

u l x 2 I  

x .E inregers, j E J,  index set J 

Soft-set curves correspond to variables xi. Hard-set curves contribute to the value of the right hand side of the 
constraints. Additional “sum-even” k variables (xi> are used to enforce that certain sums are even. Since a curve must 
have at least one interval, a lower bound I of 1 is set for each curve variable, and a lower bound of 2 or 3 is set for each 
“sum-even” variable. Constraints correspond to rows ofA or D. The objective function is c. See Section 3.1 for a small 
example. 

We use the library LP Solve[7] to represent and solve MILPs. LP Solve uses a sparse matrix implementation, which 
is essential for efficiency because the interval assignment problem is sparse (each curve bounds only a few surfaces). 
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2.3 Objective Function Goals and Prior Approaches 
Setting up the constraints presented in Section 2.2 and solving the MILP is technically sufficient to “solve” the interval 
assignment problem, in that it would be possible to mesh all of the surfaces according to their schemes and comers, 
and hard-set intervals would be respected. However, the assigned intervals for soft-set curves would be arbitrarily far 
from the goals. Also, depending on the objective function, without good bounds on the integer variables the MILP 
might take exponential time to solve. Our objective is to craft an objective function that leads to a solution where: 

Each curve’s intervals are close to its specified goal. 

Fi,we 1. Given the goals on the left, we prefer our solution to those on the right. If a simplex method is used in conjunction 
with minimizin the weighted sum of interval changes, then, depending on the exact weighting, either Simplex A or 
Simplex B wifi be the solution. 

The objective function in Tam and Armstrong[3] is to minimize the weighted sum of the deltas, where a delta is the 
absolute value of an interval deviation from the goal G. Note Ix-GI is a non-linear function, but it is a standard mck of 
linear prograrnming to compute it using a sum of two variables, Ix-GI = D + d, by using the constraints D 2 x-Gand 
d 1 %+G, where D, d 2 0. More succinctly we constrain 

D - d  = X - G  . D , d 1 0  

and in effect qinimize D + d so that only one of D or d will be non-zero. 

In Tam and hs t rong[3]  and our work, the delta weights are chosen so that curves with smaller goals have larger 
weight. This reflects the fact that a one-interval change in a small curve is a larger relative change. Also, we chose a 
larger weight for D than ford, again reflecting the relative change idea. How much larger depends on the initial goal. 
In particular, we use weights Wand w approximately I/G and 1.2/(G - I). : 

The strategy of minimizing the sum of the weighted deltas fails to meet our bulleted objective if a simplex-based[4] 
linear progam solver is used and large deltas occur. Since the simplex method chooses among vertices of the feasible 
polyhedra, all of the change usually gets assigned to one curve of a side; see Figure 1. Large deltas might be avoided 
in some cases by adjusting the goals before setting up the MILP, but doing this reliably is a global problem equivalent 
to interval assignment. 

Quadratic pro,aI.amming might meet the bulleted objective by minimizing the sum of the weighted deltas squared. 
(Actually, one would like to minimize something like the sum over all edges e of the relative change in interval size, 
XJGe for Xe>Ge and Gdx, for XecGe.) Given that the linear programming problem already takes a large amount of 
time, and that quadratic pro,pmming is even slower, it seems unlikely that this could be made into a practical system. 

Minimizing the sum of deltas minimizes the total change, but can lead to large individual changes. Our solution is to 
minimize M, the maximum value of the weighted deltas. This maximum M can be computed by adding the constraint 

M 2  WiDi+w.di 
1 

for each curve i. Recall that D and d are the vector of positive and negative deltas, or deviations from the goal intervals, 
Wand w their weights (which are approximately inversely proportional to the goal) and only one of Di or di will be 
non-zero. 
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Minimizing Mmeets the bulleted objective when applied to one pair of opposite sides on a rectangle-primitive surface, 
or to one paved surface. However it fails to push a curve close to its goal if it is already better than the worst curve, so 
it could fail miserably in a large model. 

We might suppose to get around t h i s  defect by considering a combination of the maximum of deltas and the sum of 
deltas, or by breaking up the problem into subregions in some way. For all such strategies we have explored, we have 
been able to find a plausible example where that strategy would perform badly. 

2.4 Objective Function: Pseudo-Relaxed Problem 
Our highest fidelity solution is to minimize the lexico,pphic vector of weighted deltas. This is accomplished by 
iteratively solving a shrinking MILP, fixing one curve at each iteration. At each iteration, we find an optimal solution 
of the MLP that minimizes M, the maximum weighted delta. We choose a curve with weighted delta equal to M, such 
that we can’t reduce its delta without increasing M. Such a curve is called tight. We fix the intervals of the tight curve 
at its current (integer) solution value, and remove itfrom the MLP. We iterate until M is zero, that is until all curves 
are fixed or have zero deltas. 

For speed, we don’t solve the MILP at each step. Instead, we relax the integer variables and solve an LP at each step, 
and round the number of intervals for a tight curve to the nearest integer value. We call this the “pseudo-relaxed” 
problem. In practice, it is critical for the running time that the old basis is used as a starting point for the new LP 
problem. 

The tightness of a delta is verified by bounding it by a value less than its current value, resolving the relaxed LP, and 
testing if M has increased or the problem is infeasible. Curves with large deltas are tested fmt, and the first tight curve 
found is taken. (Also, if all of the positive deltas are less than 1, we don’t test for tightness and instead take the curve 
with biggest delta.) This order is for speed: a better quality solution actually results from testing curves with small 
deltas first. An example that illustrates th is  is the heat sink in Figure 4 l e k  

One advantage of our method is that at the end of the pseudo-relaxed solution process, we have a solution in which all 
of the curve interval variables are integer, and that satisfies all the constraints except the sum-even constraints. That 
is, the ks are not necessarily integer in the “sum of intervals = W’ constraints. Intuitively, sum-even constraints are 
unlikely to cause large deltas, as an odd sum can be changed to even by simply increasing one of the summands by one. 

2.5 Getting a Sum-Even Solution 
We now construct a mixed integer linear program (MILP) whose solution will solve the interval assignment problem. 
We take the previous LP and throw away the constraints having to do with the deltas and M. This leaves the curve and 
sum-even variables, which are now all constrained to be integer. Each curve and interval-sum variable is bounded 

I above and below by its relaxed-solution value plus or minus a small value, depending on the four cases below. The 
objective function is t h e m  of the intervals-sum variables; plus a small constant times the sum of the weighted curve- 
interval variables. The weights V,are chosen as they were forthe deltas, so that large-interval rather than small-interval 
curves x are changed (increased). Le. 

8 minimize Vaa + Vbb + ... Vee + kl  + k, + .. . k, 

Four different sets of bounds on the integer variables are tried in sequence. If a feasible solution is found for one set 
of bounds, we don’t consider subsequent bounds. The more aggressive bounds are tried first. By “more aggressive” 
we mean the bounds more likely to result in small changes to the intervals and less likely to be feasible. 

A given set of bounds may not be feasible, and the branch and bound (B&B) procedure may take exponential time to 
verify this. Also, even if a feasible solution is found, B&B may take exponential time to reach an optimal solution. To 
circumvent these probIems, we explicitly limit the running time of the search for an initial feasible solution and, once 
a feasible solution is found, the time spent improving it. 
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. In practice, if there is a feasible solution, it is found quickly. This is because the objective is a simple sum, and not the 
maximum, of weighted deltas: Usually we avoid generating an exponential number of sub-problems. Also, usually an 
optimal solution is not found, but one that is close to optimal. 

Bounds 1. Curve intervals can increase by at most one, the interval-sum variables are between the ceiling of the 
pseudo-relaxed solution and ceiling + 1. This may be infeasible, especially in the presence of mapping faces with a 
composite side opposite a single side. This strategy is similar to the Ford solution[8], which iteratively increases a 
largest non-even interval curve on an odd-sum surface by one. 

Bounds 2. Curve intervals can increase or decrease by one. Interval-sum variables are bounded between the floor and 
the floor plus one of the pseudo-relaxed solution. 

Bounds 3. Curve intervals can double, but can’t decrease. Interval-sum variables are bounded between the ceiling and 
twice the ceiling of the pseudo-relaxed solution. If there are no hard set curves, then there is always a solution: 
Doubling all curve intervals still satisfies the (sub)mapping-face constraints, and since all curves now have an even 
number of intervals, the sum-even constraints are also satisfied. 

Bounds 4. Curve intervals can double, and can decrease by at most one. Interval-sum variables are bounded between 
the floor and twice the ceiling of the pseudo-relaxed solution. 

An alternative to B&B is to cast the problem as a matching problem: Odd interval-sum loop surfaces are nodes, and 
edges are (shoaest) paths in the model that go from one surface to another surface via shared curves. A solution to the 
matching problem implies a solution to the interval assignment problem: Increase the intervals by one on each of the 
curves dual to an edge path in the matching. Special care is needed for paths through two curves of the same side of a 
mapped surface, perhaps by alternating increasing and decreasing intervals on curves. This alternating idea is the 
reason behind allowing intervals to decrease in the above sets of bounds. Mohring et. al[9] casts the entire problem of 
interval assignment plus choosing the meshing primitive for each surface as a bidirectional flow problem. 

3. Examples 

3.1 A Simple, Detailed Example 
Fi,pre 2 shows an example of two adjoining surfaces, one with mesh scheme pave and the other with map, with 
various hard- and soft-set intervals. Note that Di and di are the deltas referred to in the last section, the positive and 

I I 

-1 n= hard-set 
I$ map pave ril 

I h - A  

Figure 2. A small interval assignment example. 

negative difference between the goal intervals and the computed intervals xi for curve Y’. Recall that M is the 
computed maximum of all of the deltas. Let k be the variable that computes the sum of intervals divided by two for the 
paved surface. The following illustrates the interval assignment algorithm run for this problem, The initial relaxed LP 
and solution is: 

. *  .. . .. 
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Here De determines M, so e is fixed at 3 by setting its lower and upper bound to 3, and M is de-coupled from De and 
de by reversing the inequality in the “e: M 1 D, d” row. The reduced LP is resolved, leading to: 

~ ~~ 

Bounds I,h I 1 1 3 3  2 

Solution 2 2.89 2.89 13 3 15.5 -0.89 1.11 2 . 0.44 

Note M = WaDa = wbdb. In this case both a and b are tight. However, in general, when two or more weighted deltas 
are equal to M, one or more of them might not be tight, and it would be a mistake to fix a curve that wasn’t tight. So 
the LP is temporarily modified and resolved to verify that b is tight. Then b is fixed at 3 =round(2.89), Mis de-coupled 
from b’s deltas, and we proceed to the next iteration: 

Variables a b c e k Da da Db db D, d, D , d , M  

Bounds 1,h 1 3.3 1 3,3 2 

Solution 3 3 3 13 3 15.5 1 0.11 1.11 2 2 

Note that both Db and db are now positive, a by-product of reversing the inequality in the “e: M 1 D, d” row, and the 
fact that the objective function doesn’t strictly decrease because curves are fixed at their rounded values. In practice, 
however, reversing the inequality leads to a better running time than eliminating the constraint altogether. Now a 
uniquely determines M, so a is fixed at 3 by setting its lower and upper bounds, its deltas are de-coupled from M, and 
we proceed to the next iteration: 

Variables a b C e k Da d, D b . d b  D, d, D e d , M  

Bounds I,h 3,3 3,3 1 3,3 2 

Solution 4 3 3 13 3 155 1 1 2 0 
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Since M = 0 ,  we stop. Note that c was not fixed, and in practice often intervals are exactly equal to their goals and 
the algorithm stops with fewer iterations than variables. We now proceed to the integer phase, where the "sum-even" 
constraints are satisfied. The delta constraints and variables are removed and the first set of bounds are tried 

Variables 

Variable type 

Low bounds 

High bounds 

Minimize 

Map, opp. sides 

Map, opp. sides 

Pave, sum-even 

Solution A 

a b c  e k  

Int Int Int Int Int 

3 3  13 3 16 

4 4 14 4 17 

0.03 0.03 -0.01 0.03 1 

1 -1 

1 

-1 -1 2 

0 

3 

15 

3 - 3 -14 3 16 

A feasible solution was found (in fact an optimal solution) so there is no need to try the other, less aggressive bounds. 
Matching intervals was successful and the meshing process can proceed with meshing each surface independently. 

3.2 An Illustration of Distributing Deltas 

Figure 3 is a half-octagon that shows how minimizing the maximum weighted lexicographic vector of deltas 
distributes interval changes. 

4-6 

key: goalesigned intervals 
= hard-set intervals 

0 =comer 

2 

U 

Figure 3. This surface was rectangle-primitive meshed using our automatic comer picking[2] and interval assign-; 
ment algorithms. 

3.3 Larger Examples 
Submapping Heat Sink: See Figure 4 left. The heat sink is composed of 190 surfaces and 504 curves. The interval 
size is about twice the length of the shortest curve. In the first test case, we mesh all surfaces with submapping. The 
pseudo-relaxed problem takes 148 iterations, fixing about 1/3 of the 504 curves. The running times for this and 
subsequent examples are for an HP 7351125. The first iteration takes 3.13 seconds. The time for subsequent iterations 
decreases, for a running time of 92.64 seconds, or 0.63 iterationslsecond. Verifying that curves are tight takes 0.53, 
seconds total, and in most problems is not a significant contribution to the running time. Getting the final integer 
solution takes only 0.92 seconds: Since there are no sum-even variables, the solver just has to verify that the pseudo- 
relaxed solution is integer, and feasible, to find an optimal solution forthe most aggressive bounds. Interval assignment 
takes 96 seconds total. 
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I 
Figure 4. Left, submapped heat sink. Right, the mostly-paved CMDS problem with varying interval size. 

Interval assignment changes 2 curves from 54 to 60 intervals, 60 curves from 9 to 10 intervals, and 12 curves from 2 
to 1 intervals. Each initially-54 interval curve is opposite a composite side of 3 1 initially-2 interval curves. The sides 
don’t match due to rounding: the curve length (3) divided by the user-specified size (2) gets rounded to an integer 
interval value (3/2 -> 2). Interval assignment sets the long curve to 60 intervals and two of the opposite curves to 1 
interval. The alternate strategy of testing the smallest delta would have lead to all 2-interval curves remaining at 2- 
intervals, and the 544nterval curves changing to 62. 

Paving Heat Sink: In th is  example surfaces are meshed with paving. Solving the single iteration of the pseudo-relaxed 
problem takes 1.91 seconds. Finding a feasible solution to the most aggressive integer bounds takes 1.7 seconds and 
we stop at a suboptimal solution after 7.35 more seconds. 60 surfaces initially had odd intervals-sums. Solving 
changes 15 curves from 1 to 2 intervals, and 44 curves from 9 to 10 intervals. 

Mived Head Sink: In this example, every other surface is paved, selected at random, and the remaining surfaces are 
submapped. The pseudo-relaxed problem takes 113 iterations for 41 seconds. Finding the optimal integer solution 
takes 8.7 seconds. Solving changes 1 curve from 54 to 65,65 curves from 9 to 10,9 curves from 2 to 3,2 curves from 
2 to 1, and 1 curve from 1 to 2 intervals. 

CMDS problem. See Figure 4 right. This example consists of 209 surfaces and 529 curves. All the surfaces are paved, 
except one surface is triangle-primitive mapped. The pseudo-relaxed solution takes 2.5 seconds for three iterations. 
The solver finds an integer solution satisfying the most aggressive bounds, but times out after 11.5 seconds at a sub- 
optimal solution. Initially there are 80 surfaces with an odd loop-interval count. Solving modifies intervals on 78 
curves. 

Figure 5, and Figure 6 illustrate some interval compromises, and points out a problem when assigned-intervals must 
vary wildly from the goals. 
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Figure 5. All squares are rectangle-primitive mapped. These examples illustrate some interval trade-offs arising 
from our choice of solution strategy and objective function. Given our strategy, for any set of constant weights, for 
large enough goal differences, we will see behavior like that in the lower right squares. 

Goal vs. actual intervals 

- 

- 
0- I 1 1 I l l l l l  
1 2 3 4 5  7 10 
goal of opposite curve, log scale 

If intervals are allowed to be non-integer, 
and opposite sides’ goals are GI and G2, 
then the compromise number of intervals x is 

which converges to 2.3 GI as G2 goes to infinity. 
Actual intervals are within one of 2.3 GI for 
G2 > 3.0 G: - 1.3 G,. 
The form of these equations derives from the 
weights being inversely proportional to the goals 

x = ~ . ~ / ( I . O / G I +  1.3/G2) 

Figure 6. Goal versus actual intervals. 
r 

4. Running Times and Scalability 

Experiments suggest that the running time of our algorithm for a collection of surfaces is O(n3+nd>, where n is the 
number of non-paved surfaces and m the number of paved surfaces. We assume surfaces contain a constant number of 
curves. 

I / ’  

This running time makes sense intuitively: the time for a single call to the LP solver is about O((n+n~)~) ,  and we make 
about O(n) calls to solve the pseudo-relaxed problem. For each successive call, n is one less, but this only affects the 
constants not the asymptotic behavior of the algorithm. For problems with all surfaces paved, the running time for 
solving the first iteration of the trivial pseudo-relaxed problem is about O(m2), and only one iteration is needed. The 
time for getting a feasible solution to the integer problem (for the most aggressive bounds) is also roughly O(m2). LP 
Solve is allowed to try to improve the solution for O(n+m) time. 

Running time seems to be the most severe drawback of our method. There are a number of improvements possible. 
First, after each pseudo-relaxed iteration, if a curve has a large change, the goals could be explicitly changed on all 
curves sharing a composite side with the curve. This might be based on a “min sum” rather than a “min max” strategy, 
where goals were changed according to a geometric progression to simulate a “min delta2” strategy. Second, currently 
many iterations are spent where a curve gets changed by only one interval or less, so the algorithm might switch to a 
“min sum” strategy sooner. These two improvements might reduce the running time for mapped problems to 
O(n2 log r), where r is the maximum ratio of a curve’s assigned intervals to its goal, and its reciprocal. Third, the sum- 
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even constraints shouldn't be added to the LP until after the pseudo-relaxed problem is solved. Fourth, something other 
than branch and bound, such as La,mngian relaxation[lOJ[ll J or matching techniques[9], might be used to satisfy the 
sum-even constraints, although this might not improve the running time. 

. Currently our algorithm is practical for problems with a thousand curves. With these improvements at best it would be 
practical for problems with ten thousand curves. For very large models, we conclude that the problem must be broken 
down in some way. 

5. Conclusions 
We have described an implementation of a practical and robust way to solve the problem of globally assi,oning 
intervals to a complex of surfaces, so that each surface may be meshed according to pre-set meshing schemes, hard- 
set intervals, and comers. Unlike previous methods, our algorithm is good locally: each curve has its assigned intervals 
close to its goal. We come close to minimizing the lexicographic vector of weighted interval differences. Our 
implementation is robust, although sometimes the problem is infeasible and no algorithm could work, and in some 
large models our algorithm is unable to find a solution in a reasonable amount of time. The algorithm is practical for 
models of up to a thousand curves. In practice the running time is O(n3), which is slower than some previous O(n*) 
methods. 

5.1 Future Directions 
There are four broad categories of proposed improvements. They are: finding and fixing global infeasibilities (see 
below), implementing volume scheme constraints (straightforward), reducing the running time for large problems (see 
Section 4), and improving the quality when intervals must vary wildly (see below). 

Currently the interval assignment problem may be locally feasible but globally infeasible due to hard-set intervals, and 
comer and scheme selection. Figure 7 illustrates how choosing comers locally may lead to the global MILP being 
infeasible. 

Figure 7. Local comer picking makes global interval assignment impossible on this real-world geological-fault 
geometry. We get a system of equations that reduces to a+b = a, whose only solution has b=O, but a curve must 
have at least one interval! 

Identifying the cause of these infeasibilities, and fixing them automatically or at least reponing them to the user, is 
essential for large problems. There are a few obvious options to explore: 

Find a minimal sub-problem that is infeasible, or a maximal sub-problem that is feasible. The constraints arise 
from geometric data. However, many variations are in general NP-complete, and its not clear how to correlate a 
feasiblehfeasible sub-problem to the scheme or comer set that needs to be changed. 
It might be easy to determine if infeasibility is due to hard-set intervals, by relaxing the hard-set constraints. 
Some global comer-picking infeasibilities might also be recognized by relaxing the constraint that intervals are 
non-zero. 



Combining the above two bullets, a solution of all zeros is then feasible. Allowing a solution to have zeros, and 
then exploring where the zeros actually occur, might give insight into the problem. 

Currently, quality is poor when interval goals vary wildly: In some cases large changes in intervals are necessary in 
order to satisfy mapping constraints. F o r m  set of constant weights, if the changes q e  large enough then some curves 
will have intervals decreased by too much. See Figure 5 and Figure 6. One possible fix is whenever a tight curve's 
pseudo-relaxed solution is less than half its goal, instead of fixing it at its solution value, set an upper bound on it of 
half its goal, and reset its weight to a multiple greater than one of the weight based on half its goal. This might also 
become a strategy for improving the running time. 
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Abstract 

This work explores the use of immersive technologies, such as those used in synthetic virtual environments (com- 
monly referred to as virtual reality, or VR), in enhancing the mesh-generation process for 3-dimensional (3D) models. 
The objective is to enable interaction with meshes, either complete or under construction, in a highly visual and intu- 
itive manner, allowing a much greater understanding of the mesh, as well as allowing interactive feedback to the mesh 
generation process. This capability is particularly useful for examining mesh quality and mesh topology in certain 
spatial localities where the automated mesher may have produced certain complexities or anomalies. 

This work partners with Sandia’s CUBlT mesh generation research, and explores the use of capabilities developed for 
Sandia’s Multi-dimensional User-oriented Synthetic Environment WUSE). We have successfully implemented a 
prototype system for viewing and understanding CUBIT meshes which led one CUBIT developer to comment: “A 
capability like this on the desktop would increase our productivity by a factor of 4 or 5 for looking at meshes.” The 
system has been linked to CUBIT (using sockets), so, in addition to being able to import meshes from a file, it is pos- 
sible to import meshes directly from CUBIT, while the meshing system is actively generating a mesh. This further 
enables mesh editing and/or other feedback while the meshing algorithm is running - to date, we have only begun to 
explore this aspect by demonstrating the ability to move nodes spatially in the mesh. While the prototype system has 
been demonstrated with a high-end, equipment-rich VR system, the software is also running on a lower-end desktop 
system for which we are currently working to enable certain VR features, such as stereo, head-tracking, and use of a 
space-ball for inpuL Other current work includes an effort to enhance the system for use with relatively large meshes 
-- the initial prototype worked very well for very small meshes, but experimentation with certain real. application 
meshes has mandated a need to investigate other approaches, particularly of a hierarchical or selective nature, for 
allowing high-performance manipulation and exploration of such meshes. 

Functionality of the prototype system includes: the ability to differentiate between nodes in the m&h which belong to 
different numbers of elements; the ability to turn ordoff mesh edges (i.e. to see only nodes, or nodes and edges); the 
ability to display node identifiers with the nodes; the ability to highlight specific elements in the mesh for visual scru- 
tiny; the ability to “tether” to (i.e. visually focus attention to) a specific node, which also highlights the edges of all 
elements which contain the node; the ability to grab and move nodes in the mesh; and the ability to interact with all of 
these features in a fully stereoscopic environment, supported by advanced human-computer interface capabilities. We 
are also currently implementing a capability which would enable CUBIT researchers working on the “Whisker- 
Weaving” algorithm to explore a resulting mesh together with associated sheet dia-pms, highlighting certain primal- 
dual relationships. To accomodate larger meshes, we provide a couple*of simplified ways to look at a global mesh 
space (colored bounding boxes for each element block or display of exterior faces only) together with mechanisms 
for picking a certain locality for detailed display and scrutiny - for example, one approach uses a movable transpar- 
ent sphere to select a spherical portion of the global mesh space for detailed display. 

Our presentation will include a description of the prototype system, a discussion of lessons learned, and a video seg- 
ment showing a live session of the prototype in use. 

1. cjpavla@sandia.gov 
2. jsjones@sandia.gov 
3. samitch@sandia.gov 
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Figure 1: An entire mesh displayed for a “macaroni” object. 

Figure 2: Two elements in the macaroni mesh which 
share two faces -an anomaly. 

Figure 3: “Tethered” to a node -the elements 
associated with the node are,highlighted - in 
this case more than 20 elements contain the 

same node. 

Figure 4: Inside a global view (element block 
boundaries only) of a 1.5 million element mesh with 

a “sphere of interest” 

Figure 5: The detailed mesh extracted from the 
“sphere of interest” in Figure 4. 
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Abstract. In recent years several automatic 9D meshing algorithms have emerged. However direct analysis of 
C A D  models is  still elusive. Among the major obstacles preventing automation is the necessity t o  edit the C A D  
models to  be suitable both f o r  the analysis objectives and the available meshing algorithms. Such editing includes 
topology correction and validation, detail suppression and decomposition. Editing the geometry directly (e.g. sur- 
face redefiniiions) is cumbersome, tedious, and ezpensive. Introducing virtual topology allows such operations as 
modifications to  the topology only. In this work the concept and operators of virtual topology are described, along 
with their use in perfonning the required editing of the model. A set of automatic and semi-automatic tools for  
the various editing operations are introduced. 

keywords: Geometry clean-up, simplification, decomposition, B-Rep, CAD and analysis integration. 

1 Introduction 

A focus of research and development effort on new algorithms for meshing has resulted in several automatic 3D 
algorithms as reviewed by Field [SI. Among them fully automated tetrahedral meshing algorithms [7] and hexahedral 
meshing algorithms [2], [14], [SI, [15], [3], [20]. 

However, attempts at direct analysis of models obtained from CAD geometry sources have unveiled numerous obstades 
preventing true automation of the analysis process. CAD and Finite Element (FE) analysis are two significantly 
different disciplines, and hence the demands and emphases they put on the model representation differ substantially. 
As a result models generated by CAD systems are often unsuitable for analysis needs, requiring multiple editing 
and adjustment before the meshing can proceed. The difficulty increases when the design and analysis are done in 
different software systems, as often is the case. I 

Among the problems requiring editing are: 

Incomplete and inconsistent topology and geometry descriptions. 
0 Irrelevant minor details which severely complicate the meshing. 
0 Complex models that need decomposition into parts, either to be meshable by the tools available to the user 

or to allow needed control of local mesh density. 

In view of the advances in mesh generation automation, integration of CAD and analysis is quickly becoming a major 
focus in providing a fully automated model analysis [13]. 

One common approach to provide the necessary geometric editing is through direct geometric adjustments, i.e. the 
underlying definitions of surfaces and edges are modified to  accomplish the required changes [ll], [4]. This requires 
the use of sophisticated surface definitions, is expensive, approximates the true geometry, and usually destructively 
replaces the old geometry with new definitions. Such techniques require extensive user interaction and while dealing 
with most of the editing problems, lack generality. Using just topological modifications for detail suppression was 
suggested in [I], but was not extended further to other editing operations. 

In this work the problems of CAD and analysis integration are discussed, together with a comprehensive scheme for 
performing the required adjustments. The suggested scheme is based on the virtual topology concept introduced 
in [16]. The virtual topology provides an alternative model representation along with a set of operators to perform 
the editing operations commonly required for the meshing preprocessing. The operators are applied only on the 
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topological structure or connectivity of the model. This significantly simplifies the modeling process as geometric 
descriptions are mainly left intact. It is thus relatively inexpensive. Since the existing geometry is maintained, the 
original model can be easily restored. This paper presents the use of virtual topology to perform high level editing 
operations. Algorithms for automation of the different editing tasks are described, substantially reducing the required 
user interaction. 

An additional benefit of virtual topology arises from its direct use during meshing. The virtual structure often 
allows easy geometric modification (e.g. sliding a virtual vertex along an edge or a face), making it very flexible or 
“rubberized” to the user. Since the mesh is “owned by” the virtual structure, it must follow the topology movement. 
Moving virtual entities then allows whole sections of the mesh to be dynamically adjusted, providing direct control 
of the final mesh. 

The paper is organized as follows: The information content and description formats used in different CAD systems 
and their associated drawbacks are discussed in Section 2. In Section 3 the virtual topology concept and definitions 
are reviewed. The virtual topology operators, along with a set of new high level operators (for commonly required 
editing operations) are described in Section 4. Section 5 explains the use of the virtual topology operators at the 
different steps of model editing and suggests several automation techniques for model adjustment. The benefits of 
using the virtual topology approach are discussed. Section 6 provides afew complex model examples, implementation 
details and results. Section 7 concludes the work presented, and suggests further areas of research. 

2 CAD and Analysis Integration Problems 

The integration of design and analysis has been, and continues to be the subject of much development. As stated 
earlier, the objectives of the two disciplines differ significantly and therefore large differences in both the information 
content and representation format arise. This chapter presents a brief overview of the information content and 
representation formats available within a CAD environment and those required to perform FE analysis. The problems 
arisiig when using CAD data for analysis are discussed. 

The discussion here is limited to the shape and geometry aspects of the model relevant to the analysis and affecting 
the mesh generation, although other factors like correct description of physical properties of the object, loading and 
boundary conditions axe not less important to correct behavior simulation. . 

2.1 CAD Data Representation 

CAD systems offer a variety of techniques which can be categorized according to the data representation, i.e. 2D 
drawings and 3D models including wireframe, surface or solid. The main use of CAD data is for visualization and 
later manufacturing of the modeled objects. It’s origins as an automated drafting system are still .evident in many of 
the representations. 

2D drawings (drafting) are essentially pictures of a product’s shape annotated by symbols and text. Such drawings are 
unreliable representations of the object since often size parameters might be adjusted using the annotations without 
corresponding geometric changes. Drawings can legitimately contain incomplete or schematic geometric definitions. 
This description relies on the annotated dimensioning and size specifications, with the geometric definition used 
mainly for visualization. 

A 3D wireframe is the simplest but least complete form of solid representation. It consists of a set of vertices on 
the object exterior together with the curves/edges connecting them. It is better suited for the needs of visualization, 
but la& surface information. It may also be ambiguous where actual surfaces cannot be uniquely deduced from the 
wireframe. Often, the wireframe itself may contain inconsistent or incomplete topological connectivity information. 
In many ways this representation is merely an electronic version of a drawing with similar shortcomings. 

A 3D surface model generally consists of a set of surface patches which fit together to provide a complete represen- 
tation of the outer surface of the object. Some surface models include topological information on the connectivity 
between the patches. A surface model provides information content generally sufficient for such applications as shaded 
visualization, NC machining and FE meshing. 

3D solids provide a complete representation‘of the topology and geometry of an object. The two most commonly 
used representations are boundary representation (&Rep), which provides the geometric and topological connectivity 
description of the object envelope; and constructive solid geometry (CSG) providing a procedural representation of 
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the object. Both contain full topological and geometric descriptions of the model (up to the system defined precision), 
and when used correctly guarantee model consistency. 

2.2 Transfer from CAD 

Access to information stored in a CAD system can be provided either through export of data in a format readable 
to the target system or through a set of access routines. 

While providing access routines can solve many ambiguities that might arise in exported data, it requires that both 
the CAD and the FE system are locally available. It also requires strict protocol definitions, which are problematic 
when dealing with systems from multiple vendors. If a common set of tools for accessing information from any system 
could be agreed upon and implemented, this would be of significant benefit to users and vendors. 

Export of data requires an exact definition of format agreed upon between the source and target systems. One of 
the more commonly used protocols is IGES [lo]. But using it stiU results in problems for the receiving system. 
For example IGES usually does not provide topological connectivity information, leaving it to the target system, to 
reconstruct it from the geometry. Further more, IGES data comes in many flavors and can be highly subject to the 
export options chosen by the source system. 

Export of data in system specific format can be used more effectively to overcome these problems, but, obviously, 
it imposes limitation on source and target system combinations. An ambitious standards program is underway to 
establish common techniques for sharing and exchange of information at all stages of a product's lifecycle. The stan- 
dard IS0 1303 [9], is known as STEP (the STandard for the Exchange of Product Model Data) and is being released 
as a series of parts. It should provide greater standardization and more complete and concise model descriptions, but 
it is not widely used and is still under development. However, even it will not solve all the transfer related problems. 

2.3 Analysis Requirements 

The purpose of analysis, when used as part of the design process, is generally to predict the functional aspects of the 
design rather than other practical or esthetic ones. Hence, there needs to be a close coupling between the analysis 
results and the design information. 

Mesh generation is an essential preprocessing step for generating analysis results of prescribed accuracy for the given 
computational domain. The quality of the mesh can play an essential factor in both the accuracy of the FE analysis 
and the speed of the solution. Hence the initial and most basic requirement from the models prepared for analysis is 
to be meshable using the tools available to the user. Almost all the automatic mesh generation tools require a full 
geometric and topological description of the model. 

Most volume meshing tools require the object be presented as a valid closed solid, demanding a complete and correct 
description. Some meshing tools [19] can operate on less complete definitions of geometry (e.g allowing a group of 
faces with overlapping edges etc.) provided the inconsistencies are small with respect to the element size, but these 
are the exception rather than the rule. 

The object model created by the design system is often not the model required for the analysis. For instance the 
cavity of a mold is an offset volume off the original object, taking into account retraction rules. On one hand, in 
order to capture local behavior the geometry must be represented accurately. On the other hand, when only global 
results are required, as often is the case, local detail may be removed. Structural analysis may require a reduction of 
3D details to 2D (mid)surface idealizations. Sometimes idealization of the model to basic elements like beams, shells 
or plates is essential to capture correctly it's physical behavior. 

1 

2.4 Pre-Processing Requirements 

Based on the types of the provided CAD data and the analysis requirements as well as the transfer techniques 
available, as described above, the following problems are likely to arise when attempting to mesh a model translated 
from a CAD source. 

0 Incomplete Models - When the object is represented as a surface model, the topological connectivity might not 
be provided. For a wireframe the surface geometry description wiU be lacking as well. 
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0 Incorrect/Inconsistent Models - inconsistencies in models can arise from three major sources: 

- inconsistencies in the export file format (such inconsistencies should be removed with the use of the STEP 

- source CAD systems where topological correctness is not essential; 
- CAD data precision lower then that used by the analysis system. 

format); 

0 Undefined Geometry - The representation used in the source system may not be understandable by the target 
system. For example some systems use the representation of a surface of revolution by an axis and a section of 
revolution, while others do not. 

, 0  Over-Detailed models - often the CAD models provided include multiple minor details relevant for the design 
and manufacturing but irrelevant and even harmful for the analysis. Irrelevant details, while contributing 
nothing to the analysis results, can complicate and even prevent automatic meshing of the model and can affect 
the quality of the mesh causing irregularities around the details. Generally the term minor details refers to 
small volumetric details (features), small faces and short edges, but the decision on which details are irrelevant 
for a specific analysis procedure may depend on the exact procedure requirements. 

0 Complex Models - Even after all the insignificant details are suppressed/removed and all possible idealization 
of the model performed, the models may be still too complex for the meshing tools available. In such cases 
the common solution is decomposition of the model into parts simple enough to be handled by the available 
techniques, while preserving mesh conformity on the common boundary. Decomposition is also often required 
to achieve desired mesh properties such as local density control, orthogonal meshes, etc. 

To overcome the problems above, one must develop tools as independent as possible from the underlying CAD system. 
The concept of virtual topology is introduced to accomplish these objectives. 

3 Virtual Topology Definition 

Among several representations of 3D models that are used in CAD and the subsequent analysis, %Rep has been 
accepted as the most common. It provides a complete and unambiguous definition of the solid through a concise 
representation of the bounding topology and a robust definition of the underlying geometry. 

The B-Rep describes the topology and the geometry of a solid boundary. It uses vertices, edges, faces and volumes 
as the basic topological entities. The B-Rep provides a full description of the topological connectivity between the 
entities, such as which edges bound a face, which faces form an envelope of a volume, and so on. The connectivity 
information of a solid can be viewed as a hierarchical structure with a volume at the top and vertices at the bottom 
and with links between each higher dimension entity and lower dimension entities that bound it (as in Fig. 1). When 
referring to entities in the hierarchy, above the current entity, the term %pper topology” is commonly used. Entities 
below the entity in the hierarchy are referred to as it’s ”lower topology”. 

Each topological entity has a full geometric description such as a curve for an edge and a surface for a face. The 
geometric description @ usually encapsulated as a separate entity. 

This approach creates a one-to-one correspondence between topology and geometry, such that any adjustment of the 
topology requires changing the geometry as well, in order to preserve the unique correspondence of topology and 
geometry. 

The virtual topology enhancement of the B-rep uncouples the topology from the geometry. While in the standard 
&Rep each entity has a mathematical (geometric) description attached, in the enhanced %Rep an entity can have 
a virtual description instead. Thus two types of topological entities are defined, based on the geometry description 
attached: 

0 Real, containing as the description the exact, mathematical definition of the entity geometry ( curve, surface, 

0 Virtual, referencing topological entities from which the entity geometric description is to be derived and the 
etc ...) 

type of relationship with those entities as described below. 

The entities on which the virtual topological entity relies are defined as hosts of the entity. A virtual entity provides 
all the geometric properties of a real entity by accessing the hosts’ data. An entity that relies on another entity is 
called a guest of that entity. 
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Figure 1: The enhanced B-rep for two types of virtual entities with the original and resulting topological hierarchies 
and the resulting virtual hierarchy: (Left) A superset virtual edge; (Right) Two subset virtual faces, resulting from 
splitting a face with a virtual parasite edge 

The structures of the guest/host relationships vary depending on the editing operations applied, and the nature of the 
topology being edited. Virtual topological entities are classified as one of the following types based on the relationship 
with their host(s): 

0 Supersets. These entities reference several host entities, representing th& union (e.g. two edges combined into 
one as in Fig. 1 (Left)). 

0 Subsets. These entities reference a single host, representing a portion of the host entity (e.g. a part of a host 
face as the two triangular faces f2' and fS' on Fig. 1 (Right)). 

0 Interpolants. These entities reference several host entities and form an'average entity based on the host defini- 
tions (e.g. a single edge based on a set of nearly overlying edges). 

0 Parasites. These entities reference a single higher dimensional host and rely on it to provide geometry (e.g. an 
edge constrained to lie on a face as is the case for e3'on Fig. 1 (Right)). 

0 Orphans. These entities have no host entities, and hence no actual geometric description and rely on a very 
simple geometry derived from their boundary (e.g. a face constructed from a set of edges with no explicit 
surface definition). 

This way in the enhanced virtual &Rep two hierarchical structures are provided, the topological connectivity structure 
and a hosts/guests structure which holds in it's lea& real entities, and through which the virtual entities derive their 
geometric properties. The host topological entities in most cases are no longer part of the B-Rep of the object, but 
only part of the virtual hierarchy (as in the examples in Fig. 1 ). 

Two examples of the enhanced B-rep structure are shown in Fig. 1. On the left figure a superset edge based on two 
straight host edges is displayed. On the right a virtual parasite edge is created on top of a face, and two subset virtual 
faces are created on the two resulting face parts. 

Virtual entities themselves can be edited and thus the guest/host relationship can be recursive. In other words, the 
newly created virtual layer is an actual topology which can be edited similarly to the initial real one. Thus a nesting 
of virtual entities is allowed whereby a guest of one entity may itself be a host of another entity. 
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The separation of topology and geometry allows a common simplified interface for both real and virtual topological 
entities. The user is not exposed to the type of virtual entity and the guestlhost relationship is hidden to simplify 
user interactions. 

4 Virtual Topology Operators 

Construction of a suitable topology is achieved through the use of a set of virtual topology operators. They include 
low level operators performing all the necessary editing operations, as well as several high level operators performing 
commonly repeated sets of operations. The editing process commonly starts with a standard BRep  with no virtual 
entities. Necessary adjustments are then done using these operators. 
The low level virtual topology operators include: 

0 Merging of adjacent entities of similar dimension, forming a superset entity. 
e Splitting of entities into parts and forming subset entities. 
e Connection of a set of entities into an interpolant entity which interpolates the host entities. 
0 Construction of individual virtual-entities, of either the parasite or orphan type, i.e. with a higher dimensional 

host, or with no hosts. 

The high level operators introduced in the present work perform common sequences of low level operators. They 
include: collapse of faces to an edge or a vertex; removal of through holes; complex connect operations. 

The operators are described in more detail in the following subsections. 

4.1 Low Level Operators 

Merge 

The merge operator allows merging adjacent topologies of similar dimension into one by removing the common 
boundary. Entities of similar dimension can be merged if they share a common boundary and have common upper 
topology. Given a set of adjacent entities a virtual superset entity is created with the original entities as it's hosts. 
The lower topology of the new entity is the unshared lower topology of the hosts. 

Figure 2: (a) A rounded octagonal prism. (b) The model after merger of the vertical faces. The geometry is 
unchanged, but the topology is now that of a cylinder. 

For example, two edges can be merged if they have a common vertex and belong to the same set of faces. In this 
case a new superset virtual edge is created with the two original edges as hosts and the unshared vertices of the host 
edges as end vertices. 

The new entity resulting from a merge replaces the host entities in the upper topology definition (e.g. when merging 
two faces belonging to a single volume, the new face replaces'the two host faces in the bounding faces list of the 
volume). An example of face merge is shown in Fig. 2, where 'all the side faces of the prism are merged into a single 
face. 
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split 

A single topological entity can be split into two or more pieces by introducing new boundaries. An entity used as 
a splitting boundary can be an existing virtual/real entity, but more commonly a virtual pamsite entity is created 
especially for this use. The parasite entity is usually constructed as a guest of the entity that is being split. After 
the construction of the boundary, virtual subset entities are created on parts of the original entity. 

Figure 3: Mesh on three parasite faces on volumes. The faces split the volume into four parts. 

For example the procedure to split a face is to fist create a parasite edge lying across a face rrnd then to create 
two subset faces on the two resulting face parts which use the original face as a host and use as bounding edges the 
resulting edge loops. 

Similar to the merge operation the entities resulting from a split replace the host entity in any upper topology 
definitions (e.g. when splitting an edge belonging to a number of faces, the two new edges replace the split edge in 
the edge lists of the faces). A single volume split into four connected volumes using three virtual parasite faces is 
shown in Fig. 3. 

Construction Operator 

Sometimes virtual entities have to be created independently, and not as a result of editing existing entities. Usually 
such entities are later used as tools for other operators such as a split. A construction operator is introduced allowing 
construction of a virtual entity based on the definition of it’s lower topology and it’s host. 

. .  * -  

Figure 4: A parasite virtual edge on a face. Since the exact NURB edge projection is not required, the display is a 
rough projection of a straight line between the end vertices. 

The virtual type of the entity constructed depends on the host argument. 
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0 Subset entities are constructed given a host of similar dimension (e.g. a partial face). 

0 Parasite entities are constructed given a host of higher dimension (e.g. a virtual vertex on an edge). Since 
the higher dimension entity can not define it’s guest’s geometry, the parasite virtual entities have a &mal 
geometry of their own based on their lower topology combined with a constraint to be on the host entity. For 
example a parasite edge on a face host is regarded as a projection on the face of a straight line between its end 
vertices. Examples of parasite entities can be seen in Fig. 4 where a parasite edge 0n.a face is shown, and in 
Fig. 3 where three parasite faces are used to  split a volume. 

0 Orphan entities are constructed when no host is given. They have a minimal geometry based solely on their 
lower topology. For example an orphan face is regarded as a least square fit of a plane to the edges that bound 
it. The. definition is sufficient to answer the geometric queries about the face. During meshing and smoothing 
nodes are usually allowed to migrate off the plane to produce a “spider web” like effect for the mesh on the 
face. An example of a meshed orphan face-is given in Fig. 10. 

Entities created through the use of the construct operators do not initially form a part of the higher topological 
hierarchy. 

Connect 

The connect operator is used to combine nearby entities into one, constructing an interpolant entity. For a set of 
entities of similar dimension to be connected they have to share common lower topology (i.e. for a set of edges to 
be connected they have to have the same end vertices). The geometry of the new entity is derived from the host 
entities. For example an interpolant edge when queried returns geometric values based on interpolating the hosts’ 
values (Fig. 5). ’ ’ 

Figure 5: (a) Original topology, with mismatched edges and vertices. (b) The topology after the vertices and edges 
were connected. The faces are replaced by virtual faces that take into account the connected edge. Likewise the 
edges at the connected vertices are replaced by virtual edges. 

The new interpohnt entity replaces all it’s hosts in their upper topology definitions, resulting in connected upper 
topology. This can be seen in Fig. 5 where two unconnected faces are connected by sharing the new virtual edge. 

When connecting several entities into one, it is necessary to introduce virtual upper topology in order to preserve 
geometric consiitency. For example when merging two edges of adjacent faces the adjacent faces (the upper topology) 
must become virtual since their geometry must also incorporate the change of borders as a result of the new virtual 
edge. Notice the change of the geometric description of the edges sharing the connected vertices in Fig. 5. 

4.2 High Level Operators 

When editing a model to suit the meshing needs, several often repeated sequences of operators exist. Some of those 
sequences can be regarded as high level editing operations, like removal of through holes, collapse’of a face to a vertex 
or an edge, and complex connect operations. High level operators are provided to automate the performance of these 
sequences, and reduce the required user interaction. 
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Collapse 

The collapse operator is used to provide a symmetric “dispersal” of faces between neighboring faces. This is useful in 
the suppression/removal of small details such as sliver faces. Merging such a face with only one of it’s neighbor wil l  
often lead to an asymmetric structure, which is not desirable. The best solution is often the “collapse” of the face to 
a vertex or an edge such that it’s area is divided equally between a set of it’s neighbor faces like in Fig. 6 and 7. 

(4 (b) (4 
Figure 6: The stages of a face collapse to a vertex: (a)A brick with a cut corner. (b) Splitting the corner face into 
three parts. (c) The final structure after the merge of the parts with adjacent faces. 

Figure 7: The stages of a face collapse to an edge: (a) A brick with a chamfered face. (b) Intermediate state after 
splitting the chamfer into halves. (b) The brick after the collapse of the chamfer between two neighbor faces. 

The stages of a collapse operator applied on face f and a subset of it’s neighbor faces Sf are: 

0 Split the edges of face f unshared with Sf faces, to  provide a symmetric face split. 
0 Create a set of virtual parasite edges on f using as end points the center of face f and the boundary vertices 

0 Split face f into subfaces using the parasite edges. (Figures 6 and 7 (b).) 
0 Merge each subface with the adjacent Sf face (since each subface has only one adjacent Sj face there is no 

common to Sf faces or the splitting vertices from the previous stage. 

ambiguity). 

Fig. 6 shows a collapse of a corner face between all of it’s neighbors. In Fig. 7 a collapse of a sliver face to an edge is 
described. Only two of the neighbor faces participate in this collapse. 

Hole Removal 

Among minor details highly complicating the mesh generation process, through holes are often one of the most 
“troublesome”. A high level virtual operator using several lower level operators can be used to remove the holes from 
the model topology. 

The stages of the removal (demonstrated in Fig. 8) are: 

0 Virtual orphanfaces are constructed from the edge loops on the two hole caps as in Fig. 8(b) (note that providing 
this operation using geometric tools might be very complicated, based on the edge loop geometry). ’ 
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Figure 8: The stages of a through hole removal: (a) The original model. (b) Virtual faces created on the hole caps, 
and the envelope faces are stitched into a new volume. (c) Each virtual face is merged with it’s surrounding face. 

0 A virtual volume is stitched from the faces of the original volume not including the hole faces plus the two 

0 Finally the caps are merged with their surrounding faces (Fig. 8 (c)). 
virtual cap faces. The new virtual volume replaces the original in the access/display lists. 

A ‘T”-intersection connect is used to handle situations as shown in Fig. 9 where a vertex is geometrically on/near 
an-edge but is not connected to it. A high level operator introducing a connected topology for the intersection was 
defined using the following sequence of low level operators, demonstrated in Fig. 9: 

. -  

Figure 9: The stages of a simple “T”-connect (a) The original disconnected ‘T”. (b) Splitting the “T” edge with a 
projection of the connect vertex. (c) The connected structure after connecting the original and new vertices. (The 
edges display is affected by the change of end vertex location) ’ 

0 A virtual parasite vertex is constructed on the edge, using as it’s coordinates the projection to the edge of the 
old vertex. 

0 The edge is split using the new vertex (Fig. 9(b)). 
0 The old and new vertices are connected as shown in’Fig. 9(c). 

I 5 Use of Virtual Topology for Modeling 

As described in the introduction, models acquired from CAD sources are usually not suitable to be used ‘as is” by 
the existing range of mesh generation tools. Hence a pre-processing phase usually exists where the model is edited to 
make it meshable. The editing usually includes completion and correction of the model. Once a model is well defined 
it is usually simplified and when necessary decomposed into several parts. 

The virtual operators provide the tools to perform the editing operations required by the different tasks avoiding the 
costly direct geometric adjustments. 

Even with introduction of easy to use and fast operators for the pre-processing, manual correction of each inconsis- 
tency problem or removal of each minor detail c h  be extremely tedious and time consuming. Hence full or partial 
automation of different pre-processing tasks is essential. 

I 
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5.1 Geometry Completion and Correction 

As explained above the first step in incorporating a CAD model into an analysis system usually indudes completion 
of the geometric description and multiple adjustments of the model to ensure consistency and correctness. 

Commonly occurring problems include: 

0 Faces with no surface description resulting from incomplete models or undefined geometry in the export files. 
0 Face with misplaced edges - often the description of the face surface and the curve description of the edges 

embedding the surface, do not match - i.e. the edges as defined by the curves are not on the surface. 
0 Duplicate entities - a common problem is that a lower topology entity referenced by several higher topology 

entities, has different geometric definitions, as derived from the upper topology, and hence ends up defined as 
several separate topological entities. 

0 “T”-intersections - in CAD representation of objects using 3D surface models, the surface patches may some- 
times create ?”- intersections (i.e. situations where a vertex of one patch is lying on an edge of another as 
demonstrated in Fig. 13). 

More complex problems may occur, but most can be subdivided into a sequence of the ones described above. Virtual 
topology provides the means to handle those problems as described in the following subsections. 

The vast majority of those problems can be automatically detected based on an error tolerance. This tolerance is 
usually based on the source CAD system tolerance derived from the input file. as explained below, and the suitable 
fix operation be initiated. 

Face With No Surface Definition 

Finding a fitting surface for a face based on the edges is non-trivial and might often result in surfaces with very high 
curvature, deviating far from the surrounding edges. Virtual topology provides a simpler and often more “intuitive” 
(low-curvature) solution via construction of an orphan virtual face based on the lower topology description (edges) 
instead. While it is clear that geometric accuracy may be lost, in most cases the description provided by an orphan 
entity based on the lower topology provides a good enough basis for the generated mesh like in Fig. 10, where an 
orphan face is constructed over a semi-circular loop of edges. 

Figure 10: Mesh of an orphan face constructed from semi-circular loop of edges. Note that although no surface is 
given the mesh has an almost cylindrical shape. 

Unrecognized surface types are detected when loading a model (e.g. reading an IGES file) and the construction 
operator can be called automatically. In the case of wireframe models, user intervention is often required to distinguish 
which edge loops form a face and which are only interior loops. 

Face With Misplaced Edges 

A face’s underlying surface and the edge’s underlying curve are separately defined in most formats. Obviously, the 
edge definition should be such that the edge actually lies on the face it is bounding. However, an edge and face 
definition may not match when a low-tolerance definition is used in a higher-tolerance system as shown in Fig. 11. 

Correcting these discrepancies geometrically (i.e. with new definitions) is difficult and costly. Constructing a new 
face using only the edge definitions ignores any interior face curvature. However, the virtual construction operator 
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Figure 11: Mismatched face bounding edges, lying off the face surface. 
1 .  

can be used to create a virtual subsetface with the edges as defined and a host of the existing face. The edges need 
not be on the host geometry, yet the surface definition wil l  be preserved in the generated mesh. 

Misplaced edges can be automatically spotted when loading the model into the system. If the distance between 
the edges and the face is within a prescribed tolerance (to prevent completely erroneous inputs), the construction 
operator is called. 

-.  

Mismatched/Duplicate Entities 

The problem of duplicate entity definitions can arise both due to differences in model representation 
tolerance requirements on source and target systems. 

and different 

Figure 12: (a) Original topology, with mismatched edges and vertices. (b) The topology after the mismatched entities 
were connected. 

This problem can be corrected using the virtual connect operator. Given a tolerance value (usually derived from the 
source system tolerance - if known), the algorithm proceeds from the lowest entities upward, correcting mismatched 
vertices, then edges and finally faces. Groups of entities that are within the prescribed tolerance are connected 
using the virtual connect operator, which replaces the set of entities by a single interpolant entity. An example of 
mismatched edges and vertices along with the corrected topology is shown if Fig. 12. 

The described procedure is fully automatic, however manual control can be taken when needed to  prevent undesirable 
connects or to specify entities to connect even if not inside the tolerance prescribed. 

"T"-Intersections 

The term "T"-intersection is commonly used to  describe a situation where a corner (a vertex) of one face lies 
(geometrically) on an edge of another face, but is not topologically a part of it (as shown for example in Fig. 13 (a)). 
Such situations occur quite often when dealing with CAD models of complex surfaces described as a set of BBzier or 
other NURB patches. "T"-intersections can be resolved using a high level "T"-connect operator, described above, 
which performs a combination of virtual split and connect operators, topologically "projecting" the vertex to the 
edge to allow correct connection of the patches, as shown in Fig. 13. 
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Figure 13: Connect stages of three disconnected patches, including a '%-intersection. (a) Original topology & 
geometry. (b) Structure after vertex connect. (c) Structure after a "T"-connect - where the edge in the "T"- 
intersection was split and then a common vertex for the "r" was created. (d) The fully connected structure after 
edge connect. 

5.2 Geometry Simplification 

Once a complete and correct model is built, the next step in preparing it for meshing is usually the simplification of 
over-detailed geometries. Insignificant details may have a minor effect on the analysis result but severely complicate 
automatic mesh generation. The major constraint such details impose is placement of mesh nodes on the insignificant 
entity boundaries, which is especially restrictive when the entity is relatively small with respect to the mesh element 
size. Commonly occurring minor details include sliver faces and edges as well as minor features like fillets, blends, 
small holes, etc. 

( 4  (b) (4 
Figure 14: A fully automated topology simplification of a blended cube. (a) the original topology; (b) the simplified 
-.basic cube topology; (c) mesh of the simplified topology 

Another type of overspecified model complicating the mesh generation process is faceted geometries. Because of the 
CAD system representation used, surfaces/curves are often broken into multiple small faces/edges. Faceted models 
impose similar mesh nodes placement constraints as minor details. Hence in order to create good quality mesh sets 
of small facets need to be replaced by a single face. 

( 4  (b) 
Figure 15: (a) An apple constructed of multiple facets. (b) The simplified topology after face merge. 

Removing such details by changing the geometry, as suggested in [ll], [4], would require finding new surfaces and 
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curves approximating the existing geometry over the constraining topological boundaries. Computation of such 
geometries might often be very costly, and even not always possible. Such change of geometry also leads to inevitable 
lose of accuracy. 

Using virtual topology provides the means of suppressing the insignificant details by use of the merge and collapse 
operators. Applying those operators removes the node placement constraint with no actual geometric changes, and 
therefore with no accuracy loss (Since the geometry is left unchanged, the accuracy of the mesh is dependent only 
on the element size.). Examples of the use of those operators for simplification are in Figures 14 and 15. In Fig. 14 
a cube with blended edges and corners is edited by means of the collapse operator, to have a topology of a simple 
cube, enabling easy generation of a hexahedral mesh. In Fig. 15 an example of faceted geometry, merged to enable 
coarse meshing is shown. 

Large design models often require simplification of multiple features before the model.& suitable €or meshing. Perform- 
ing such simplification manually is time consuming and tedious. Hence the need for automated and semi-automated 
tools for such detail detection and subsequent Suppression. Careful selection of which details to suppress should en- 
sure sufficient FE analysis accuracy, while simplirying the mesh generation process. Several methods for such detail 
recognition and suppression has been suggested m the past. 

The application of medial axis, for detail suppression was introduced by Armstrong in [I]. While the medial axis 
does provide all the information required for detail suppression, it’s computation (as described in [18]) is based on 
global analysis of the object and therefore is highly complex, expensive, ind not always possible. The construction 
of medial axis requires the analyzed object to be well defined and doesn’t handle non-manifold topologies or models 
containing sets of faces not contained by a volume. 

Figure 16: (a) A nut with complex blends and bulges; (b) Mesh after topology simplification. 

Another approach that could be used for detail suppression is that of feature recognition as described in [SI. This 
approach requires defining a set of insignificant features to be detected and the removal from the model of the detected 
features. It requires heavy computations and demands a correspondence of details and features, which doesn’t always 
exist (e.g. sliver faces). 

An automated scheme for detail suppression using virtual topology was introduced in [17]. This clustering algorithm 
suggests an alternative topology for the model, based on the model geometry. The suggested topology is based on 
subdivision of the model faces envelope into regions of restricted curvature and distance deviation. 

The clustering algorithm provides automated determination of entities to be merged or collapsed, based on a user 
defined approximation tolerance. It is based on the analysis of a faceted approximation of the model faces, enabling 
very fast computation, since it involves manipulation of linear computations only. It avoids the complexity of both 
global analysis or explicit detection of the suppressed details. Some examples of automated geometry simplification 
are in Figures 16 and 19, where the original objects and the mesh after simplification are shown. 

While the provided scheme does not detect all topological changes resulting in simplification it enables fast sim- 
plification of a vast amount of geometries, and significantly shortens the geometry simplification part of the model 
preprocessing for meshing. 

5.3 Geometry Decomposition 

Decomposition of the model into several parts is often the final step of model preprocessing for meshing. It is used 
both to simplify the meshing and to achieve the desired mesh properties. 
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Varjous boolean operators have been historically used to split off portions of the real geometry. The main drawback to 
this approach is that often the cutting tool (surface or volume) is itself hard to define. For example, the volume shown 
in Fig. 3 contains the oblique intersection of a cylinder with a cube. Finding a fitting surface for such an intersection 
containing all the edges is non-trivial and might often result in surfaces with very high curvature deviating far from 
the surrounding edge loop. 

The virtual topology provides the tools to split the volume using a given edge loop, avoiding the heavy computations 
required for the boolean operation, by constructing a parasite virtual face on the volume using as its lower topology 
the dissection edges. The face is then used as the splitting tool for a virtual split operator decomposing the volume 
into two parts. 

5.4 Mesh Adjustment 

Often after the model is finally prepared for meshing and meshed, the resulting mesh does not satisfy the user 
requirements and the model has to be reedited and remeshed. One of the more common adjustments required is 
correcting the model decomposition. These adjustments can be categorized into those which require a change of 
topology and those which require a change in 'Lposition only" (e.g. the location of a vertex). The required changes 
in topology are straight forward using the virtual topology operators. 

Figure 17: Adjusting a model mesh by use of decomposition. (a) Original volume mesh. (b) Virtual split of the top 
face using parasite edges. (c) The volume mesh after the split. (d) The mesh adjusted based on sliding the edges 
along the face. 

A change in 'position only" is especially well suited to virtual topology. In many cases, decompositions result in splits 
with the splitting entity being a parasite vertex or edge. This implies that the only constraint on the entity is that 
it remain on its host and hence can be dynamically slid on the host to reposition the mesh interactively as shown in 
Fig. 17 (d). Also the split can be made with the mesh in place, requiring no remeshing at all. The virtual topology 
then becomes a mechanism to perform macro mesh edits. 

6 Examples and Results 

The examples displayed below demonstrate two of the major preprocessing steps: geometry correction and model 
simplification. In Fig. 18, a model of a sedan loaded from an IGES format file is displayed. The model contains 
87 NURB patches, and has a tolerance of 0.6 (the solid modeler in our system has a tolerance of there 
is no topological connectivity between patches and multiple T"4ntersections exist. Automatic correction of the 
model using the input tolerance fixes 99% of the inconsistencies. The automatic correction takes about 5 minutes on 
HP900, with the manual correction of the remaining problems taking about the same time. After a correct model 
was established it was simplified to contain only 15 faces by merging groups of faces prior to the mesh generation. 

Figuxe 18: (a) A sedan model as loaded from an input IGES file. (b) Surface, mesh of the sedan after model correction 
and simplification. 



In Fig. 19, a bracket-like shape is described, with multiple blends, Mets and other minor details. The model was 
simplified using the fully automated dustering'algorithms based on user prescribed angle and distance tolerance. 
This resulted in a simple topology meshable by the "Cooper T001"as described in [3]. 

Figure 19: (a) A bracket-like object with multiple blends, fillets and notches; (b) Volume mesh after topology 
simplification. 

The virtual topology is implemented as part of the preprocessiig package called GAMBIT, being developed at Fluent 
Inc. As seen in the examples it provides the tools to  transform a CAD model into a meshable model, allowing flexible 
topology editing while maintaining the object geometry. The automated geometry correction and simplification tools 
serve to reduce significantly the amount of required user interaction to speed up the model preprocessing. The system 
is written in C++ (using inheritance so as to make the access to real/virtual entities completely transparent for the 
interface) and it runs on multiple platforms. 

7 Conclusions 

In this paper an overview of the problems arising when integrating CAD data into an analysis system was presented, 
together with an inclusive system for resolving such problems using the virtual topology concept. Both the virtual 
B-Rep enhancement and a set of virtual operators sufficient to perform the model preprowsing for meshing were 
described. The use of virtual geometry at numerous phases of the meshing process was described. 

This technique provides the tools to easily perform: 

0 correction of common problems found in legacy geometries; 
0 editing of the geometry to be more suitable for meshing; 
0 decomposition of the geometry to make it more suitable for existing meshing tools; 
0 dynamic adjustment of the mesh by relocating the virtual topology. 

As has been shown, the virtual geometry is a broadly applicable approach to solving the challenges associated with 
meshing real world geometry. 

The tools presented provide significant automation of model pre-processing for meshing. However further automation 
can be achieved. Hence further research is required both in extension and refinement of the existing algorith,ms and 
in the development of other automation techniques and tools. 
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An Object-Oriented Virtual Geometry Interface 
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Abstract. This paper describes an abject-oriented software library called the Virtual Geometry In- 
terface (VGI). The VGI i s  designed 0s a general, geometry representation-independent interface to 
geometric modeling, but is implemented specifically for mesh generation and computational mechan- 
ics. The design provides for multiple simultaneous geometric representations in a model. 

The design of the VGI eases the task of adding new geometric representations and creating new 
types of geometric entities. An innovative way of capturing topological relationships in the model 
has been implemented using a directed acyclic graph that is independent of the actual objects being 
linked together. A generic query mechanism, independent of the allowable entity relationships of the 
model, has been implemented for topological queries. 

Keywords. geometric modeling, topology, mesh, computational mechanics, DAG, query engine 

1. Introduction 

A number of different engineering and scientific areas have a need to  work with geometric domains. Most of 
these application areas simulate complex processes within these domains and utilize computational techniques 
to do so. This, then, leads to a need for computational geometric modeling. To date, most of these software 
systems have had to  be content with a single method of representing geometry, that method being the one 
that the underlying geometric modeling s o h a r e  utilized. However, it is the contention of the authors that 
many of these applications could have benefited significantly from being allowed to use more than one method 
of representing geometry. These methods can be both solid model-based [4] as well as non-solid model-based 
and ought to be allowed to coexist in a single model. 

Also, there are many software vendors that provide geometric modeling kernel libraries. Application software 
ought to be able to  use any of these libraries either singly or simultaneously and also be able to switch between 
them without the need to rewrite most of their programs. 

An example of an application domain that utilizes geometry and geometric modeling extensively is computa- 
tional mechanics. Within this domain, the area of finite element mesh generation is a particular example of 
one that can benefit significantly from using multiple geometric representations, both solid model and non- 
solid model-based. Currently. mesh generation and computational mechanics programs have to deal with 
the vendor supplied interface directly. Changing the underlying modeler or the representation is tantamount 
to rewriting a huge portion of the software. One such software system is CUBIT [SI. CUBIT was originally 
written using the direct interface to the ACIS Geometric Modeling kernel library [l]. The Virtual Geometry 
Interface (VGI) was subsequently designed and developed to allow CUBIT to represent geometry in many 
different ways and to isolate the rest of the CUBIT code from the underlying solid modeling kernel library. 
The VGI is also a part of the Computational Mechanics Toolkit (CoMeT) software designed and developed 
in the Civil Engineering Department of the University of New Mexico. CoMeT is designed to  support the 

'Independent Engineering Software Consultant 
2Department of Civil Engineering, University of New Mexico, Albuquerque, NM 87131 
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entire analysis phase of the CAD cycle, including the creation of complete numerical models for analysis. 
The VGI was introduced into the CUBIT and CoMeT software during the first half of 1997. 

The VGI is a software layer between the layers that require geometry manipulation and the geometric 
modeling libraries. The VGI is object-oriented and defines its own objects to represent the geometry and 
topology of Boundary Representation (BREP) models. The design allows for solid model and non-solid 
model-based representations of geometry. The VGI provides an Application Procedural Interface (API) to 
higher-level geometry creation, manipulation, deletion and querying capabilities. The VGI also provides the 
ability to  define arbitrary Entity Relationship Diagrams (ERD) that represent the allowable connections 
between objects that constitute the model. This (software) definition of the ERD is then used by the 
VGI to provide a generic model querying capability - an innovative technique for capiuring the topological 
relationships between objects in the model is introduced. 

The following sections motivate the primaryrequirements of the VGI and describe its design and the expe- 
riences integrating it into software systems that require a representation-independent interface to geometry. 

2. Acronyms 

The acronyms used in this document are shown in the table below. 

API - Application Procedural Interface BREP - 
DI - Direct Interface ERD - 
MQE - Model Query Engine OOD - 
QEI - QueryEngineInterface RTTI - 
VGI - Virtual Geometry Interface 

Boundary RlEPresentation 
Entity Relationship Diagram 
Object Oriented Design 
Run Time Type Identification 

3. Requirements 

The following are the core high-level requirements of the Virtual Geometry Interface (VGI): 

0 

0 

0 

0 

' 0  

0 

0 

Design the VGI t o  represent topology and geometry. It should be designed as a general interface to 
BREP geometric modeling and implemented specifically to  support the geometry-related needs of mesh 
generation and computational mechanics. 
Allow the underlying geometry to  be represented in multiple ways in a single model, using both solid 
model and non-solid model-based representations. 
Provide an interface that facilitates the isolation of mesh generation and computational mechanics 
codes from the underlying geometric representation. 
Provide a consistent interface to  geometric functionality, independent of the underlying representation. 
Support topological queries for solid model, non-solid-model and mixed representation BREP models. 
Generate a design that eases the task of adding new types of fepresentations of geometry and geometric 
entities. 
Generate a design that eases the task of modifying and enhancing the Entity-RelationshipDiagram 
(Em) that represents the allowable connections between types of objects in the model. Model querying 
functionality should be independent of the ERD of the model. 

4. Motivating multiple geometric representations 

A primary requirement of the VGI is to provide the datastructures that would support the creation and 
manipulation of a model with multiple (internal) representations of geometry. What these multiple r e p  
resentations are (for the purposes of mesh generation) and the motivation behind this requirement are 
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described in this section. Currently, the VGI supports ACIS[l]-based and Pro/Engineer[S]-based solid model 
representations. 

Such multiple, simultaneous, solid model representations allow the interesting possibility of providing seam- 
less support for huge assemblies of parts in which different parts use different underlying solid model repre- 
sentations. Currently, this problem is often dealt with either by legislating homogeniety or by translating 
one format to another, often resulting in loss of data. The design of the VGI solves these problems. 

4.1. Solid-Model representation 

This will serve as the primary geometric representation for the VGI. The VGI provides its own topology and 
geometry datastructures (classes) - the topological classes point t o  the classes that represent geometry. The 
geometry classes point to the associated solid model entities. The design of the VGI class hierarchies allow 
multiple such solid model representations to coexist in separate Body's of a model. These representations 
are usually at least C1 continuous (i.e., normals to surfaces and tangents to curves are continuous and 
single-valued). 

Most complex geometric models that users wish to manipulate in CUBIT and CoMeT will be created in 
sophisticated solid modeling environments and then imported via the VGI. The authors envision the potential 
for multiple such solid model representations in complex assemblies - for example, a few Body's of a model 
created using a solid modeler and other Body's, consisting of complex surfaces, created using a more suitable 
surface modeler. 

4.2. Faceted representation 

The faceted representation is designed to allow VGI topology entities to be represented as a set of ordered 
(e.g., Edge's) or unordered (e.& Facek) "facets". The facets are piecewise continuous patches of trimmed 
geometry with an unspecified degree of discontinuity between them. 

During a nonlinear deformation analysis, the original finite element mesh often gets unacceptably deformed. 
To continue the analysis, "rezoning" is required. Rezoning involves the creation of a new mesh that conforms 
to the outer boundaries defined by the previous, deformed mesh. This is often a manual, tedious and error- 
prone process. The faceted representation could be used for mesh rezoning and other applications such as 
STL representations for NC machining. The faceted representation will support the same public interface, 
allowing mesh generation algorithms, for example, to mesh such geometry without regard to the underlying 
representation. The nodes and edges of a new mesh generated on a faceted topological entity are not 
constrained to lie on the internal facet boundaries. Figure 1 illustrates how the faceted representation could 
be used for rezoning during a nonlinear analysis with high deformation. 

-Facers of Face 

Original face 
(solid-model representation) 

I 
Nonlinear 
analysis 
L 

Undeformed mesh 

- Edges of mesh elements 
New Face 

(faceted representation) I 

Rezone - 
Figure 1. Faceted Geometry Representation: used for rezoning 



4.3. Mesh-Based representation 1 

There is a need to  allow users to import existing meshes and to  use these, usually without modification, 
in new analyses. It would be unacceptable to  insist that such users generate new geometry and regenerate 
those meshes before being able to  utilize them. A second motivating requirement is to allow mesh entities 
(underlying geometry entities) to  move freely during local mesh modification operations such as smoothing. 
The mesh-based representation was designed to accommodate these needs. 

In this representation, the mesh is the geometry. Before being allowed to  attach attributes (such as boundary 
conditions or loads) to  the mesh, the user would have to group element entities (say, element faces) into 
geometry entities (say, a mesh-based Face). The user’s ability to  modi@ the input mesh is, otherwise, 
drastically restricted. Mesh modifications would probably be limited to direct subdivision (or coalescence) 
of existing elements. 

4.4. Composite representation 

A composite topology entity (CTE) consists of an ordered (for Edge’s) or unordered (for Face’s) list of other 
topology entities of the same base type. For example, a Composite Edge could be made up of an ordered 
list of Solid Model and Faceted Edge’s. 

Besides serving as a convenient grouping mechanism to which Msious attributes could be attached, CTE’s 
were designed mainly to  facilitate feature suppression. By losing none of the underlying detail, but resolving 
the topology differently based on the granularity of the desired mesh, composite entities allow the meshing 
algorithms to perform feature suppression without actually modifying the geometry and topology of the 
model. Users are permitted to resolve as many or as few of the underlying geometric features as deemed 
necessary. 

* 

Figure 2 illustrates how the composite representation could be used to  deal with a tiny feature on a larger 
geometry- The Composite Face consists of the top Face of the large cube and the Face’s of the tiny feature. 
The Composite Face is meshed as a single entity. How accurately the mesh resolves the t i i y  feature is a 
function of the requested density of the mesh and can be controlled by the user. Both concave and convex 
features can be handled. 

(a) (b) (C) (d) 

Figure 2. Composite Geometry Representation: used for feature suppression 
f 

5. Motivating models -with mixed geometric representations 

It is the contention of the authors that both ,during the process of mesh generation as well as during nonlinear 
analysis, models will evolve from singlerepresentation geometric models to mixed geometric models. 

One such problem domain is the set of evolutionary p r o b l e e  that result in new boundary geometry being cre- 
ated and modified - discrete crack propagation analyses. During such analyses, new (discretely represented) 
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cracks are initiated and then propagated. The new (boundary) topological entities could be represented say, 
as faceted entities, using existing mesh entities for their definition. 

Another problem domain is parallel mesh generation. Here, an initial coarse mesh is generated. Subdomains 
are generated based on the internal boundaries of the coarse mesh. The interior topological entities could be 
faceted entities, using the internal mesh entities for their definition. Each of the new Volume's would have 
mixed geometric representations and would be meshed on different processors using the same meshing tools 
(meshing tools would operate on all types of geometric representations as they support the same interface). 

original body - Solid model representation - One volume only - No internal geometry edges 
Internal geometry Edges 
(faceted representation) 

R / / /  

- Mixed model representation - Three volumes 
-Two internal geometry edges 

Initial coarse mesh Boundary geometry Edges 
(Solid model representation) 

Figure 3. Mixed Geometry Representation: used for parallel mesh generation 

6. Architecture 

Figure 4 depicts the architecture of the VGI. The VGI consists of the following components: 

0 the application procedural interface, (API) consisting of one class, GeometryTool, 
0 the class or direct interface (DI) consisting of the classes of the TopologyEntity hierarchy, 
0 the query engine interface (QEI) and related classes, and 
0 the internal classes used by the above (hidden from the s o h a r e  layers that utilize the VGI). - Function calls from outside 

I Class or Direct Interface @I) 
(TopologyEntity hierarchy) M Application Procedural 

Interface (API) 
(GeometiyTwl) 

I /  t 
f \I' 3 

Query Engine Interface (QEI) 

and related classes) 
- Internal classes (ModelQueryEngine w 

L \c J 1 

Figure 4. Architecture of the VGI 

Access to  the VGI is provided through three interfaces: the API, the DI, and the QEI. The API and DI 
provide the public interface for manipulating geometry. The API provides the interface for the geometric 
modeling functionality whose implementation requires accessing multiple objects of various types. The API 
also contains functions that control multi-step geometric algorithms such as feature consolidation (merging) 
and geometric decomposition. The DI provides the interface to the geometric modeling functionality that 



I 

logically belongs with individual classes. Use of the DI implies member function calls on a particular instance 
of a TopologyEntity class. The QEI provides the interface for querying models. 

7. High-Level Design 

The VGI is designed using Object-Oriented Design (OOD) principles [SI and is implemented in C++ [7]. 
The classes of the VGI that provide a public interface are: 

0 the classes of the ModelEntity hierarchy (Figure 7), 
0 GeometryTool, 
0 Model, and 
ModelQueryEngine 

These classes provide the geometric manipulation and querying features required by a complex toolkit of 
mesh generation tools or a computational mechanics program. The classes of the TopologyEntity hierarchy 
provide the interface for geometric evaluations, queries, and transformations. GeometryTool provides the 
interface for importing and exporting geometry, creating geometric primitives, performing geometric boolean 
operations, merging or feature consolidation, and a host of other high-level geometric operations. Model is 
responsible'for ensuring that the addition, deletion, and modification of ModelEntity's is handled correctly. 
ModelQueryEngine provides the interface for generic queries on the topology of the model. 

One of the requirements of the VGI was to allow the underlying geometry to be represented in multiple 
ways. As a consequence, all the public interfaces to the VGI and their implementations were required to be 
independent of the underlying representation. Figure 5 illustrates the design used to  effect this isolation. 
The isolation is achieved using a set of abstract base classes. The abstract base classes provide the interface 
for the API and the DI. A set of concrete classes that correspond to the underlying representation implement 
the interfaces of the abstract base classes for each geometric representation type. 

I The MI and the DI Use by function calls 
--0-• superclass - subclass 

GeometryEntity OtherSolidh4odeEntity GeometricModelingEngine 

Representation spec,ific Representation specific 
other solid model entity 

Figure 5. Isolation of the VGI from the underlying representation 

A design pattern called Abstract Factory [3] and a feature of OOD called polymorphism have been used to 
hide knowledge of the geometric modeling engines associated with the concrete classes of the GeometryEntity 
and OtherSolidModelEntity hierarchies from the rest of the VGI. 

The isolation mechanism shown in Figure 5 also supports the use of multiple geometric representations in a 
single model and the use of multiple geometric modeling engines. The design provides the infrastructure for 
the potential use of multiple solid and non-solid modeling engines, simultaneously. 

, *  
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One of the distinguishing features of the VGI is the way topological relationships between different entities 
are captured. The most commonly used method of capturing topological relationships is storing pointers to 
objects in the “parent” objects themselves. For example, an edge might contain pointers to its end vertices 
as member data. There are at least two weaknesses with this method. First, it is not possible to implement a 
generic query mechanism for a model with a complex Entity Relationship Diagram (ERD). Second, an object 
in the model is changed (its member data changes) when its topological connections change. The second 
weakness is especially obvious when states of objects are stored for roll back purposes - it is conceptually 
misleading to consider that an object changes when it is really its we in the model that has changed. The 
VGI, instead, uses a secondary datastructure to capture the relationships between objects in a model. A 
directed acyclic graph (DAG) [2] best captures the ERD that represents BREP models. Figure 6 shows how 
the relationships between a (topological) face and its underlying entities axe captured using both the more 
prevalent method of pointer inclusion as well as the VGI. 

Model Objects DAG nodes 

I-- Face DAG node t + 
t t  

DAG node DAG node [ Coedge- H 
I J-QOP t DAG node 

z z 
-1 A A 

Pointer-Inclusion (traditional) method of 
capturing topological relationships 

DAG-based (VGI) method of capturing 
topological relationships 

Figure 6. Capturing topological relations - Pointer-Inclusion vs the DAGbased methods 

Using an independent DAG to capture the topological relationships between objects in a model permitted 
the design of generic query functions. The query functions can return all objects of a given type attached 
to one or more source objects. For example, one could ask for all the edges attached to a face (or to  a set 
of faces) or the volumes that own a particular vertex (after feature merging, a vertex could belong t o  more 
than one volume). 

8. Detailed Design’ 

This section describes the main class hierarchies of the VGI and the motivation for their design. 

8.1. Main Class Hierarchies of the VGI 

An important goal of the design states that as many functions as possible must be implementedin base classes. 
This is a generally accepted criterion for good OOD, but is particularly important in the VGI to  ensure exten- 
sibility. The class hierarchies have been carefully designed to enable the extraction of common functionality 
to the base classes. Inheritance and virtual functions [7] are extensively used to  implement polymorphic be- 
havior. These are the only functions implemented in the public interfaces of the representation-dependent, 
derived classes. The main class hierarchies of the VGI are (Figure 7): 

The TopologyEntity hierarchy, 
The Geometrghtity hierarchy, 

e The OtherSolidModelEntity hierarchy, 
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0 The GeometricModelingEngine hierarchy’ and 
0 The DAGNode hierarchy (an essential component of the modeling environment as these classes are used 

to represent the connections between objects in a model). 

The VGI has been implemented with two underlying solid model representations - ACE and Pro/Engineer. 
In Figure 7, only the ACE-specific classes are shown, separated from the representation-independent classes. 
The Pro/Engineer design follows exactly the same pattern, even though the underlying representations are 
quite different. The Pro/Engineer implementation was done by Caterpillar, Inc., and is proprietary to them. 
The following classes are also part of the VGI (the Collaboration Chart [SI is shown in Figure 8): 
GeometryTool Model ModelQueryEngine DAG 
ModelERD PathEntry Path PathIterator I 

8.2. Responsibilities of Classes 

GeometryTool specifies and implements the API to the VGI. It provides high-level functions for importing 
and exporting geometry, creating geometric primitives, performing geometric boolean operations, feature 
consolidation, geometric decomposition (for meshing purposes) , and other high-level geometric modeling 
capabilities. 

Model contains knowledge of the high-level structure of the model (individual ModelEntity’s know nothing 
of their relationships with others). It acts as an observerlof events taking place within the model, taking 
appropriate action when required, and also performs efficient garbage collection within the model. 

The ModelEntity hierarchy contains the classes that constitute the model -whatever that is defined to be by 
the ModelERD class. For the VGI, TopologyEntity and its subclasses define the topological building blocks 
of the geometric model. Other applications that utilize the VGI must use ModelEntity as the base class to 
derive the classes that go into defining their model. ModelEntity provides the functionality to link and unlink 
objects and other functions common to all classes in the model. It expects derived classes to implement a 
few functions for Run Time Type Identification (RTTI) and safe typecasting. The ModelQueryEngine can 
be used to query objects of all classes derived from ModelEntity. 

A TopologyEntity class represents some aspect of the topology of the geometric model. The VGI defines 
three base types of TopologyEntity’s. ,<A BasicTopologyEntity is the basic building block of a BREP 
model and is geometry-based - a BasicTopologyFhtity object is associated with a GeometryEntity object. 
Geometric evaluations and queries are made on BasicTopologyEntity objects as these are the only tangible 
entities of the geometric model. The other two base types of TopologyEntity’s are convenience entities. A 
GroupingEntity object consists of a grouping of SenseEntity’s. The grouping may (e.& Loop) or may not 
(e.g., Body) be ordered. Each SenseEntity object is associated with a single BasicTopologyEntity and 
captures knowledge of the usage and sense of that BasicTopologyEntity in the associated Groupinghtity. 
The ERD representing the allowable connections between TopologyEntity’s in a model (used in CUBIT) is 
shown in Figure 9. The Topologyhtity hierarchy, the ModelEntity class and the ModelERD class provide 
sufEcient data and functions for the creation of topologically valid and complete geometric models that are 
geometry representation-independent. Through the DAGNode and MQE classes, they also support arbitrary 
traversal of the topology. 

The GeometryEnt ity, OtherSolidModelEntity, and and GeometricModelhgEngine classes encapsulate 
the geometric representation and implement the geometric query and manipulation functions. These classes 
are internal to the VGI and are not used from outside. The abstract base classes in these hierarchies declare 
the interfaces that are required. The concrete classes are geometry representation-specific and implement 
these interface functions. 

A DAGNode is an object used to construct DAGS. The DAGNode class is an abstract class that provides 
the implementation of some generic DAG datastructure functionality such as linking, and unlinking. It also 
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Class usage (by data, function, or both) 

Components of the VGI architecture 

T I  Absuact base classes - - Function calls from outside ---- 

BasicTopologyEntity 

Body CoVolume 

Figure 8. Collaboration Chart of the main classes of the VGI 

Volume 

Shell I Face 
I 

Chain Vertex 

Figure 9. The Current Entity Relationship Diagram (ERD) of the VGI 

declares the virtual interface that must be defined (implemented) by specific types of DAGNode’s. The specific 
classes can be instantiated and form DAGS of a certain type. In the VGI, CDODAGNode is the specific type 
of DAGNode used t o  capture the connections between model objects and TypeDAGNode is the specific type of 
DAGNode that is utilized to caDture knowledge of class hierarchies in the MQE. 
ModelQueryEngine provides functions for making general queries on the !apology of the model. 

The DAG class is an Observer for DAGNode’s and performs general high-level functions such as garbage collec- 
tion. The DAG class is to DAGNode’s what Model is to  ModelEntity’s. 

M o d e m  encapsulates the ERD of the model. It provides functions that respond to ERD-based queries - 
e.g., what is the query-path given a source type and a target type, and is TypeA a valid parent-type of 
Type-B? 

I 

Path encapsulates knowledge of the “location’’ of a particular entry in the Eb. A path is an unordered list 
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of subpaths each of which is an ordered list of type identifiers. Pa thI te ra tor  is used to iterate over a path 
and its subpaths. ERDPatbEntry is a private helper class of ModelERD. It encapsulates knowledge of the path 
of an entry in the ERD from an arbitrary reference type. In the VGI, this arbitrary type is Body-TYPE. 

8.3. Advantages of using the DAG-based method for capturing topological relationships 

As discussed in Section 7, the VGI uses a DAG-based method to capture topological relationships between 
entities of a model. This has resulted in the following benefits: 

1. A generic query mechanism, independent of the ERD, has been implemented. 
2. The states of objects in the model remain unchanged when their topological relationships change. 
3. A generic mechanism for liking, unlinking, and merging links of topological objects is available. 
4. The process of linking and unlinking of objects is localized to a few functions in ModelEntity. 
5. Knowledge of other TopologyEntity classes in any given TopologyEntity class has been minimized. 
6. Complex model manipulation capabilities (such as feature merging) can be programmed easily. 
7. Implicit reference counting is available for all ModelEntity’s. 
8. Increased robustness, maintainability and enhanceability of the code. 

With an “independent” DAG capturing topological relationships, each type of object in the model is unaware 
’ of its relationship to other objects. Each instance of a model object is doubly-linked to a DAG node (Figure 

6). An object and its DAG node are created and destroyed together. The connections of a DAG node to other 
DAG nodes captures knowledge of the connection between the corresponding model objects, indirectly. With 
the responsibility of making topological connections removed, the model objects are more compact classes 
concerned only with themselves. This results in improved robustness and maintainability of these classes. 

8.4. Encapsulating high-level knowledge of a Model 

Model is used as an ‘‘observer” of events taking place on ModelEntity objects. The classes in the ModelEntity 
hierarchy are not directly aware of their topological relationships and how they are used in the overall model. 
If an event occurs on an entity (creation, modification, destruction, or a topology-modifying event such as 
feature consolidation), it may be necessary to update other entities. The VGI uses the Observer design pat- 
tern [3] to notify Model of events taking place on ModelEntity objects. Model is a high-level container class 
that has been assigned the task of knowing what to do when an event takes place on a ModelEntity object. 
Upon receiving notification of an event, Model informs the “interested” entities of the event’s occurrence. 
These entities, in turn, take any required action to update themselves accordingly. 

This design mechanism further isolates inter-entity knowledge, thereby increasing the robustness and main- 
tainability of the code. However, the use of this pattern does decrease the readability of the entity-updating 
algorithms as the execution path is, by design, an indirect one. 

8.5. Details of the Query Engine Interface (QEI) 

The QEI is designed to support generic queries on the topology of the model. To process a query, it relies 
on the ability to perform RTTI on objects in the model and knowledge of query paths. The query path 
between a source type and a target type is provided by the ModelERD class. The ModelQueryEngine (MQE) 
relies on model classes to implement RTTI. A class that is part of the ERD of the model must derive from 
the ModelEntity class (see Figure 7) and implement RTTI-related virtual functions. 

The MQE relies on a class called ModelELERD to provide the query path from one object type to another. The 
ModelERD encapsulates knowledge of the ERD of the model. The EFtD for the VGI, Figure 9, is a simple, 
linear ERD - other than the requirement that the ERD be representable as a DAG, there are no other 
restrictions on its complexity. Currently, knowledge of the ERD is coded into the ModelERD class using lines 
of code, but this can easily be changed to either internal (member data) or external (file-based) data. 



The steps taken by the MQE to  perform a query are simple. For example, consider a query that requests 
all the edges associated with a face (assuming the ERD shown in Figure 9). The inputs to the MQE query 
function are a source object (a pointer t o  a ModelEntity which is a Face) and a target type (Edge-mPE): 

1. Perform RTTI to get the type of the source object - Face-TYPE 
2. Get the path, using M o d e m ,  from the source object type to the target object type - Face-TYF’E + 
3. Given the input Face, get its DAGNode (the node in the DAG that represents the Face) 
4. Filter the children of this DAGNode to get only those that represent Loop’s 
5. Filter the children of these DAGNode’s to get only those that represent CoEdge’s 
6. Filter the children of these DAGNode’s to get only those that represent Edge’s 
7. Get the list of corresponding Edge’s and return the list. 

Loop-TYPE + CoEdge-TYPE + Edge-TYPE 1 

In short, the MQE goes from object space to DAGNode space, performs the query in DAGNode space, and then 
returns the result as. a list of (corresponding) objects. It should be obvious at this point that the functioning 
of the MQE is independent of the actual ERD of the model. 

8.6. Adding new representations of geometry 

The GeometryEntity, OtherSolidModelEntity, and GeometricModelingEngine class hierarchies have been 
carefully designed to significantly ease the task of adding new representations of geometry (both solid model 
and non-solid model based representations) and supporting models with mixed representations, while shield- 
ing the user of the VGI from knowledge of the actual representations. Figure 7 shows the representation- 
specific (ACIS) classes clearly separated &om the generic/base classes. These classes are few in number and 
implement the interfaces declared by their corresponding abstract base classes. 

The design of the above class hierarchies allows for the implementation of complex algorithms that are 
geometry representation-independent. This results in a reduction in the maintenance costs, and an increase 
in the readability, robustness and portability of the algorithms across new geometry representations. It also 
allows these algorithms to work seamlessly with mixed-representation models - an essential requirement for 
computational mechanics codes such as CUBIT and CoMeT. 

The representation-specific engines (in the GeometricModelingEngine hierarchy) interact directly with the 
underlying modeling libraries. One implementation of the VGI supports the ACE geometric modeling library 
[l]. The class, ACISGeometryEngine, extends the ACIS API to support the mesh generation functionality of 
CUBIT and is the class that interfaces directly between VGI entities and their underlying ACIS ENTITYs. 
The Pro/Engineer implementation of the VGI follows the same patterns. 

9. Operations Currently Suppor ted  by the VGI 

The following are operations currently supported by the VGI (this list is constantly being enhanced): 

0 The VGI allows importing geometry generated by CAD packages elsewhere and exporting geometry 
created in the VGI. It depends on the representation-specific GeometricModelingEngine to traverse 
the input solid model, to create the relevant VGI entities and to then make the appropriate connections 
between the VGI entities themselves and between the VGI entities and the entities of the input model. 
Currently, the ACISGeometryEngine class provides this functionality. 

0 The VGI provides functions to create geometric primitives such as blocks, cylinders, ellipsoids, ton and 
pyramids. In the VGI, there is always a default GeometricModelingEngine which is used to create the 
primitives. The default GeometricModelingEngine may be changed at run-time. The VGI also allows 
for the creation of Body’s from the ground up. One may create Vertex’es, use Vertex’es t o  create 
Edge’s, use Edge’s to create Face’s, Bnd so on, until a Body is created. Analytical and splinebased 
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Edge’s and Face’s may also be created. 
0 The VGI supports Body transformations such as translation, scaling, and rotation. The VGI data 

structures are not changed due to  these transformations (except where cached, internal data needs to 
be updated as a result of a transformation). Transformations affect the underlying solid model. 

0 The VGI supports unite, intersect, and subtract boolean operations on’Body’s. These operations are 
destructive. When a boolean operation is successful, all the input Body’s are destroyed and new ones 
that represent the result are created. When the operation is unsuccessful, the input Body’s are left 
untouched. When a Body is destroyed, all the VGI entities solely used by it are destroyed as well. 

0 In addition to the basic boolean operations, the VGI supports other more complex boolean operations 
such as sweeping, imprinting and decomposition. Imprinting is used to  create spatially equivalent topo- 
logical entities between Body’s that abut. Geometric decomposition is us.ed to  decompose a complex 
Body into simpler Body’s. A sweep operation results in the creation of new three-dimensional compo- 
pents of the model by “extruding” a Face along a sweep path. When the operation is successful, all 
the input Body’s are destroyed and new ones that represent the result are created. When the operation 
is unsuccessful, the input bodies are left untouched. 

0 The VGI supports merging of topological entities for the purposes of feature consolidation. Merging 
reduces one or more spatially equivalent topological entities to a single entity. Merging deletes objects 
in the VGI model. In the current implementation, the underlying ACE entities are, however, left 
untouched during merging. 

10. Experiences With the VGI 

The VGI is currently used in the CUBIT Automatic Mesh Generation software at the Sandia National 
Laboratories and in the Computational Mechanics Toolkit (CoMeT) software at the University of New 
Mexico. The current incarnation became operational recently and now has two underlying representations - 
ACIS and Pro/Engineer. The design and implementation of the VGI took approximately 18 man-months of 
effort, over twice as Iong as was originally estimated. The authors are unconvinced that better estimation 
techniques exist for dealing with complex, new libraries such as the VGI. This inability to estimate software 
project times is a major source of frustration to  the authors and to software project managers worldwide. 

The VGI has been used to create/manipulate assemblies of over 800 bodies, each with 6 or more Face’s. The 
structure of the DAG ensures that a Body is imported or removed in linear time (O(n) where n is the number 
of entities in the Body), regardless of the number of Body’s already in the model. The memory usage of VGI 
entities is orders of magnitude smaller than that of the corresponding mesh for most real-world problems. 

As each ModelEntity is doubly-linked with its corresponding DAGNode, querying the neighbours of an entity 
is executed in constant time, regardless of the number of entities in the model. However, the speed of 
topological queries executed by the MQE (which uses .the DAG) is slower than if connections were captured 
using direct pointer-inclusion (Figure 6). For example, consider a query that gets the end Vertex’es of an 
Edge. The MQE traverses the DAG, starting at the DAGNode corresponding to  the Edge, going through 
Chain’s, CoVertex’es and Snally Vertex’es. The traversal consists of a series of pointer dereferences and 
node filtering, accomplished using RTTI. On the other hand, if each Edge cached (as internal member data) 
its end Vertex’es, the query would simply be a matter of returning these pointers to  the calling code. Hence, 
topological queries have been found, in some highly-used queries, to be unacceptably slow. The process of 
optimizing the query mechanism (both across the board as well as for special bottleneck cases) is ongoing. 
However, the authors continue to  be convinced that the following advantages of choosing the DAGbased 
method far outweigh the potential disadvantages: 

0 Isolation of Inter-Object Linking Code: The most obvious advantage of using the DAG structure 
is that the objects themselves are not “cluttered” with the details of their connections. This has not 
only resulted in simpler and more compact (read, robusst) classes, but has permitted the isolation of 
the inter-object linking code to  a few generic functions in ModelEntity. 
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0 Implicit Reference Counting: The DAG structure provides implicit reference counting of entities 
in the model. Normally, explicit reference counting (for garbage collection) is tedious and error-prone. 
In the DAG, any node that has no "parent" node has a reference count of 0 and may be removed. 

0 The "remove" algorithm: .The above characteristic of the DAG also allowed for the creation of a 
simple, recursive remove function in the ModelEntity class. This function allows the calling code to 
remove any fragment of the DAG safely, starting at an entity that has no parents (0 reference count). 

0 Local Model Modifications: The DAGNode class provides many generic DAG manipulation oper- 
ators for performing tasks such as adding a parent or a child node and merging node links. These 
operations are simple and robust and have been utilized to  program complex operations that modify 
a model locally. One example is feature consolidation or merging. Other than the spatial comparison 
functions (which determine whether a pair of entities can be merged) the entire merging code has 
been implemented in the base classes of the TopologyEnt i t y  hierarchy. This was a direct consequence 
of being able to modi@ the model locally. in a generic manner (through the DAG). This algorithm 
resulted in much less code (compared to  the older, preVGI version in CUBIT) that is more robust 
and maintainable. Other, powerful local modification features are planned for the future. 

0 The generic ModelQueryEngine: It was possible to create a generic query mechanism because the 
connections in a model are captured in an independent DAG structure. 

, 

The generic query mechanism relies on the ModelERD class and RTTI of objects t o  process query requests. 
The completely general nature of the query mechanism, though robust, has resulted in a loss of performance. 
The performance of the query mechanism has, however, not yet been optimized. Besides making internal 
changes to speed up the performance across the board, some caching of linked objects may be required to 
speed up certain heavily-used queries. The task of optimizing the query mechanism is an ongoing one. 

Currently, the VGI in CoMeT and CUBIT uses ACE,as the underlying geometric modeler - the representation- 
specific classes are ACIS-based. A Pro/Engineer-based implementation was completed at Caterpillar, Inc., 
in 6-8 man-months, demonstrating that the design of the,VGI significantly eases the task of adding a new 
geometric representation. This, inspite of the fact that'Pro/Engineer's solid model representation differs, in 
fundamental ways, from the structure imposed by the TopologyEntity classes. 

11. Conclusions and Future Work 

The following conclusions have been drawn from the design, implementation and use of the VGI: 

0 A virtual geometry interface for BREP geometric models and geometric modeling, specifically meant to 
support mesh generation and computational mechanics programs, has been designed and implemented. 

0 The design SigniScantly eases the task of adding new representations of geometry. Various represen- 
tations, including non-solid model based representations, are designed to coexist in a model. The 
Pro/Engineer implementation demonstrated that a new solid model representation can be added 
quickly and easily, without the need to  change the VGI's fundamental design and framework. 

0 The design allows complete isolation of the calling code from the underlying geometric representations. 
0 The VGI uses an independent DAG datastructure to capture the relationships between entities in a 

model. This method has proven to be superior to  the traditional pointer-inclusion method. 
0 Objects in the VGI are "pure"; they do not possess explicit knowledge of the other topological entities 

they connect to. Links between them are made by the ModelEntity base class, using CDODAGNode's. 
ModelEntity uses the ModelERD class to determine the (ERD-based) validity of a link. 

0 The VGI provides a generic query mechanism for the model. Although this has proven to be a powerful 
capability, the performance is not acceptable for certain queries and is being optimized. 

0 Cleanup and update operations associated with creation, deletion, and modification of model entities 
are handled elegantly using a design pattern called Observer [3]. This further reduces inter-entity knowl- 
edge, resulting in more robust and maintainable software, and more compact ModelEntity classes. 
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0 The VGI currently supports importing and exporting of geometry, creation of geometric primitives, 
transformations, basic and complex boolean operations, geometry decomposition, and merging. 

The authors decry the lack of objective tools and techniques for better estimation. 
0 The VGI took approximately twice as much effort to design and develop as was originally estimated. 

The fundamental framework of the VGI is implemented and has proven itself in many ways. However, the 
fu l l  power of the design is yet to be demonstrated. Some examples of future work are: 

0 Implement support for the non-solid model-based geometry representations described in Section 4. 
0 Specify and implement the virtual interface to  all non-solid model- based geometry engines. 
0 Optimize the performance of the Query Engine Interface. 
0 Make the BasicTopologyEntity classes purely geometry-oriented by moving the mesh related func- 

tions and data to a new reference hierarchy. This would significantly increase reusability of the VGI 
in various application domains that require a representation-independent geometry library. 

0 Allow merging of VGI entities with Werent underlying geometric representations. 
0 Implement “virtual” decomposition of models to  facilitate parallel meshing generation. 
0 Implement a more complete and consistent interface to  geometric tolerances. , 
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Abstract 

The configuration of nodes is the key factor of mesh quality. Many existing methods imply some 
restrictions on distribution of nodes. In this paper, some improper restrictions are discussed, then 
the intrinsic constrains between nodes are investigated, based upon which, a new approach for 
automatic triangulation of a r b i 6  domains, namely ball-packing method, is presented. The 
method is capable of triangulating 2-D region, solid modeling and curved surfaces, it generates 
fine nodes and then quality mesh. . 

1. Introduction 

The quality of FE analysis depends on the quality of mesh to a great extent. Although many 
algorithms for mesh generation have been presented[S-9,13-161, to get a quality mesh is still a 
major challenge facing structural analysis. 
It is obvious that a good configuration of nodes should be essential for a good mesh. Further, a 
good distribution of nodes can always result in a quality mesh. 
The Delaunay triangulation is the optimal one for 2-D case among all the possible triangulations, 
so it can certainly produce a good mesh for a good configuration of nodes. For 3-D situation , in 
the author's experiences. the Delaunay triangulation again can produce a good mesh if the 
configuration of nodes is tine and few, if any, bad elements maybe exist. These poor elements, if 
any, are type of so called sliver only among the four cases of poor elements( See fig I(d)), which 
is easy to be removed by local transformation[ I]. 
So we focus on distribution of nodes while investigating mesh generation. 
The next section deals with what reasonable distribution of nodes is, and then introduces the ball- 
packing method, which had been presented by the author several years ago[?,!,;] and has been 
improved while utilized to develope a mesh generator Auto3DMesh [1.10.1 I]. 

* E-mail: Ijf@public.gb.corn.cn 
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6-; 
(a) cap (b) needle (c) wedge (d) sliver 

Fig. 1 Examples of poorly shaped tetrahedral, from reference 17 

In section 3 and section 4, the implementing on 2-D, 3-D and cured surface are introduced. Finally, 
some examples are presented. While concerning another algorithms, this paper employs the 
classification of K Ho-Le[4] 

2. Improper restrictions on distribution of nodes 

While a lot of methods for mesh generation have been presented, few of which can produce mesh 
with good distribution of nodes. The reason is that some improper restrictions are implied while 
distributing nodes. 
The grid-based method [5,6], constrains nodes on grids given by a template which is 

superimposed on the domain, see fig 2. 

Fig. 2. Restriction of grid-based method 

The topology decomposition approach 171, decomposes an object into a set of gross elements by 
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connectins its vertexes to form triangles, then most nodes are constrained on edges of these 
triangle while elements are refined to satisfy the required mesh density, see fig 3. 
The nodes are constrained on horizontal lines by S.H.Lo [SI, and on horizontal planes by 
Cavendish [9], see fig 4. 

E? b 

Fig. 3. Restrictions of topology decomposition method 

To obtain fine configuration of nodes, these artificial restrictions which constrain nodes on grids, 
lines or planes should be removed. But, there are intrjnsic constraints between nodes. In the 
following discussions, the element size is suppoused to be the same everywhere in the domain 
without loss of generality and its value is ELS. 

Vncx < 3 uc 
Ymin 

Fig. 4. (a) Lo' s method, (b) Cavendish' s method 

Fig 5. shows a quality mesh with six equilateral triangles. Moving the node Pa to Par will 
deteriorate the mesh, it should be move back to remedy the mesh. So we say that the node Pa will 
be repulsed by the node Pb when moving to the node Pb. In the same time Node Pa will be 
attracted by Node Pb when it is moving away. 
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Fig. 5 .  Intrinsic constraints for quality mesh 

So the intrinsic constraints between nodes is : 
Nodes should be as close as possible, otherwise they will attract each other, also, the distance of 
two arbitrary nodes should be bigger than or nearly the same as ELS, otherwise they will repulse 
each other, ,where the ELS is the element size defined. 
While the intrinsic constraints between nodes is uncovered, we take balls to represent nodes, the 
radius of a ball is E L S E  the center of a ball is the position of a node. Filling the domain to be 
subdivided with these balls. a good distribution of nodes will be obtained. 
So the task for generating nodes is converted into filling balls. There are maybe many methods to 
fill balls, the more the balls are filled, the better the method is. Filling most balls, then you get a 
best configuration of nodes for a given domain and ELS. No other constraints but the intrinsic 
constraints between nodes is implied at this process. Of course, the constraints given by the 
geometry entities, namely., vertexes, edges, faces and volumes must be guaranteed. 

. 

3. Ball-packing strategy of 2-D 

The method should be called coin-packing method in 2-D case. The authors have not found a 
scheme to give a optimal result( filling most coins), but the result presented is good enough. 
Suppose the boundary has been subdivided and then coins placed on it, as fig 6 shows. The 
process to lay coins in interior of region is as follows: 
1) Construct boundary chains 
Link coins on out loop in anticlockwise direction and coins on interior loop in clockwise direction, 
then we get several coin chains. We call'these coin chains boundary coin chains or boundary 
chains. See fig 6, the boundary chain of out loop is: ND l->ND2->NDPND4-> .......-> KDn- 
>NDl. 
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Fig. 6. Boundary chain 

Fig. 7. Locus chain 

3) Construct locus chains 
Image that a coin is rolling around boundary coins in interior of the region. Record these coins 
through which the rolling coin passes, link them sequentially to produce several coin chains, we 
call them locus chains. See fig 7: The locus chain according to boundary chain of out loop is : 
KD I->NDj->ND4->.......->NDn->ND 1. Notice that ND2 is not a member of locus chain since it 
can not touch with the rolling coin. 
3)  Place new coins 
Any two proximity coins on the locus chain compose a so called coin-pair, which may decide a 
new coin tangent to both of them. A criterion shold be introduced to select the coin-pair for 
locating of new coin. criterion: Among all coin-pairs, the one with the longest length is selected. 

89 



The length of the coin-pair is the distance between centers of its two coins. 
As fig 7 shows: a new coin NAI is located tangent to ND1 and ND3, since the coin-pair 
ND 1 ,ND3 has the longest length. 
The boundary chains and locus chains will be revised after a new coin added. The revising is 
taken place at the proximiry of the new coin, then the process continue until the region is full of 
coins. 
4) Creating elements 
We remove 'a part of coins from a boundary chain while a new coin is located; meanwhile, a small 
polygon will be removed from the region, as fig 8(a) shows. 
This small polygon is a pure region in which no coins can be added, then it is subdivided simply 
by connecting its vertexes. See fig 8(b): The small polygon NDM->ND l->NDA->NDB->NDC- 
>NDZ>NDM is removed and subdivided to four elements. 

Fig. 8. (a) Small polygon removed, (b) Small polygon subdivided 
.~ 

Therefore the coin-packing method presented is a type of algorithm that creates elements and 
nodes(coins) simultaneously according to the point of K He-Le[4]. 
Sometimes, as fig 9 shows, a new coin connects two or more boundary chains together or 
decomposes a boundary chain to two chains. No polygon will be removed and so no elements are 
created in this situation although a new coin added. 



Fig. 9. (a) Decomposition of chain, (b) Jo-in of chains 

4. 
the way to control mesh density 

Implemented on solid modeling, curved surface and 

As described above, a small polygon is removed and subdivided while a new coin is located, 
hence nodes and elements are created simultaneously. Unfortunately the direct extension to 3-D 
has not been found. The ball-packing method is utilized to generate nodes only, and then elements 
are connected via other methods. 

1) Packing balls from boundary to interior, until none can be placed, then a good configuration of 
nodes is obtained. 

Implemented method on solid modeling 

2) Connecting nodes to construct tetrahedral via Delaunay triangulation. 

3) Transforming to guarantee compatibility of the mesh with the domain. It always finishes 
without extra point added if the element size defmed is not unfitted [ 111. 
4) Local transformation appIied to improve quality of the mesh. 
As mentioned in Section 1, The mesh quality would be good with a good configuration of nodes. 
For further discussions about the quality of mesh generated by ball-packing method, please refer 
to Section Five in this paper. 

Implemented for triangulation of curved surfaces 

Since subdivided at parameter space and then mapping back to geometry space may give bad 
mesh. we lay'balls on the curved surface directly and then connect them to generate quality mesh. 
See fig 12-14, these surfaces of solids are triangulated first before packing balls in the interior of 
domains. Obviously, surfaces are triangulated well enough although no smooth process applied. 

Mesh density control 

A mesh must accommodate changes in element sizes from region to region. To meet this 
requirement, we lay balls with different radius at different places, the radius of the ball is then a 
function among the space. say R=f(x,y,z). Where R is the radius of the ball. Three ways to control 
mesh density and then to decide the function f(x,y,z) are given, namely spheric, cylindric and 

torus's mode.( see fig IO.) More modes could be provided if needed. Several density functions I 

may 
be defined simultaneously, they all have their own impact on radius of ball everywhere, then the 
value of radius is: 

R=Min{ fl(x.y.z), l2(x,y,z), ...... , k(x,y,z) 1 
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Refining size on 
torus' s mode 

Fig. 10 Three modes to control mesh density 
Fig 12-14 also show that the ball-packing method allows powerfbl control on mesh density. 

5. Examples 

Fig 1 l(a) and Fig 1 I(b) are the results of the coin-packing method with and without Laplacian 
smoothing respectively, they are very similar since distribution of nodes is good. 
Before evaluating the results of 3-D mesh, we introduce a measure to quantify the shape of a 
tetrahedron (91. 
Q= r:R 
Where r denotes the inradius and R the circumradius of a tetrahedron respectively. The elements 
with QCO.0 1 is a so called thin element [9].  
In the author's experiences, if the element size defined is not unfitted, the ball-packing method 
could ?resent nodes with good configuration, and then a good mesh could be obtained. Sometimes, 

a little thin elements with the situation shown as Fig I(d) may exist, which is easy to be removed 
by locsl transformation [I]. The quality of examples is'shown as following table : 
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Details for mesh density control, packing balls on surfaces, removing slivers and the algorithm to 
guarantee compatibility of mesh with the domains are given elsewhere[l,lO,I I]. 

Fig. 1 1  (a) Meshing result before Laplacian smoothing 

6 

I 

. 

Fig. 1 I(b). Meshing result after Laplacian smoothing 
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Fig. 12. 

I 

Fig. 13. 
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Refining size on 
/ 

Fig 14. 

6. Conclusion 

BalI-packing method pay most attention to configuration of nodes. It can be applied to 2-D, 3-D 
domains and curved surfaces to obtain quality mesh. 
By the way, there is a paper written by Kenji Shimada and David C. Gossard [12], in which the 
same idea is utilized to improve configuration of nodes generated already. 
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Abstract. The first two truncation error terms resulting from finite differencing the convection 
terms in the two-dimensional Navier-Stokes equations are examined for the purpose of constructing 
two-dimensional grid generation schemes. These schemes are constructed such that the resulting 
grid distributions drive the error terms to zero. Two sets of equations result, one for each error term, 
that show promise in generating grids that provide more accurate flow solutions and possibly faster 
convergence. One set results in an algebraic scheme that drives the first truncation term to zero, and 
the other a hyperbolic scheme that drives the second term to zero. Also discussed is the possibility 
of using the schemes in sequentially constructing a grid in an iterative algorithm involving the flow 
solver. In essence, the process is envisioned to generate not only a flow field solution but the grid as 
well. Future work will include applications and extending the method to three dimensions. 

Keywords. coupled, grid, generation, automated, flow solver, truncation, error 

L Introduction 

The fact that grid generation and flow field calculations depend, or should depend, on each other has 
driven efforts in grid adaptation, embedding, and patching methods, for example, to “loosely” couple the 
flow field with the grid generation process. In this paper, an attempt is made to more tightly couple the grid 
generation and flow solution process by deriving grid generation equations from the convection truncation 
error terms in the discretized governing flow equations. The resulting equations governing the grid 
generation process therefore contain terms directly involving flow quantities and are constructed such that 
the error terms are driven to zero. Benefits of such tight coupling and error minimization certainly include 
the ability to compute more accurate solutions with an optimal number of grid points as well as possibly 
faster convergence. In fact, one set coupled equations derived below indicate the possibility that the grid 
and flow field can develop simultaneously, thus automating the grid generation process resulting in less 
user interaction in an inherently complex and problematic process. 

First discussed in the paper are the first two lower-order convection truncation error terms and their effects 
on grids. A mathematical analysis on the two truncation error terms is presented, resulting in two sets of 
equations, one for each truncation error term considered. Each set is derived such that its corresponding 
error term will be minimized. A solution derived from the first truncation error term forms the basis for 
algebraic grid generation schemes which are uncoupled from the flow solver. The set of equations 
corresponding to the second error term is found to be tightly coupled to the flow solver. Work in progress 
to solve the second set and form an automated grid generation algorithm is discussed. Finally, a summary 
of the analysis is given. 
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II. Discussion of Convection Truncation Error Terms 

Two-dimensional convection terms in the Navier-Stokes equations may be written in transformed 
computational space as[ 1,2] 

1( J p u  $ + p v  9 
where f can be either the u or v covariant velocity, p is the derisity, the Jacobian of the transformation is 
given by 

and U and V are the contravariant velocities 

u = q?q -vxq 
v = v x * - u y * .  

The independent variables 6 and q are the coordinate directions in computational space. 

(3) 
(4) 

The truncation errors for convection terms are arrived at by using second-order upwind differencing for the 
convection terms and sekondpder central differencing for the metric coefficients;[3,4) The total 
truncation error may be expressed as 

T, = pu(Tx) + pv(Ty) = TE1+ TE2 + Higher Order Terms 

where 

(7) 
Note that grouping is dependent on the order of the derivative ‘f. For the present, derivatives of fare  
taken in physical space so that the equations may be written in a more compact form. They will be 
transformed to computational space where necessary. Higher order truncation error terms than these may 
be considered, but gaining useful information from them as can be done with the above terms appears to be 
an extremely arduous task 

Lee and Tsuei[3] extensively analyze Eqs. 6-7 and show that 

1. TE, does not contain terms representing the grid size and is of zero-order accuracy; hence, if 
this error term is dominant, grid refinement will not ensure error reduction; is zero for a 
uniform parallel grid 
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2. Tn may dominate if grid expansion ratios are much larger or much smaller than unity, 
resulting in significant zero-order errors; is zero for a uniform parallel grid 

3. Truncation errors can be reduced if the velocity vector is aligned with one of the grid lines; 
and 

4. Grid orthogonality does not guarantee that truncation error can be minimized. 

The question arises as to whether one can arrive at equation sets that force TEI and Tn to be identically 
zero throughout the solution process and which can be used to establish an appropriate grid point 
distribution. In general, the terms will not be zeroed by the solution of the flow field, for that is what is 
solved in the lower order terms. It will be shown below that such equations may be derived and that such 
grid point distributions do exist. Also, it will be proposed that the equations coupled to the flow solver may 
be used to construct the grid by iterating back and forth between the flow solver and grid generation 
algorithms. 

III. Grid Generation Equations Derived from the Convection Truncation Error Terms 

This sections deals with the derivations of the grid generation equations. Discussed in Subsection A are 
details associated with setting the first truncation error term to zero, Le., TE@. The main intent of this 
section is to derive an algebraic grid system that is uncoupled to the flow solver and which drives TE1 to 
zero. Some two-dimensional examples are given to illustrate the results. 

Discussed in Subsection B are the grid generation equations associated with setting T&. The resulting 
equations are completely coupled to the flow solver through velocity gradients. They are classified as 2"d- 
order, linear, hyperbolic, partial differential equations with variable coefficients. An exact solution process 
is known and will be discussed, but the analysis has not yet been done by the author. The algebraic results 
and the system of partial differential equations presented below appear to form the basis of a procedure 
whereby the grids can be generated simultaneously with the development of the flow field. This concept is 
discussed in the following section and will be the focus of future research. 

A. Derivation using TEI* equation 

The derivation of grid generation equations from setting T E I ~  begins by setting Eq. 6 to zero. One 
approach to ensure the equation remains zero is to set the coefficients of& and& to zero independently. 
The resulting equations are 

ux*** +vxqqq = 0 

Hence, if a satisfactory distribution in x and y can be constructed that satisfies the above equations, TEl will 
be zero. Rewriting the equations in matrix form yields 

from which a non-trivial solution can be obtained only if the determinant of the matrix is zero, Le., 

XCEY,,, -XmsY555 = O - 
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The matrix elements must be determined or specified. With four unknowns and two equations, two of the 
matrix elements must be specified unless all t e r n  are set to zero. For example, grid distributions can be 
constructed such that only x tg  and x,,,,,, are zero, thus satisfying Eq. 11. In this case, yll,,,, would be 
determined by Eq. 9 with ygge specified, or vice versa. This would render part of the analysis closely 
coupled to the flow solver (a more sophisticated coupling will be presented in Section IV-B). The 
equations governing grid generation would then be 

Details and problems of implementing these equations during the flow solver computation will not be 
discussed here. The approach taken in this section, consistent with the goal of deriving an algebraic set of 
equations, is to set all grid derivatives to zero, viz, 

Integration of xgg leads to the generic form of the solution in 5 as 

where F,(q), Fdq), and Fdq) are functions of q only. Note that the quantity (5-1) is used in place of 5 . 
with no loss in generality. Integrating x,,,,,, , the generic form in q is 

Table 1. Grid boundary conditions. 
Computational Coordinates Physical Coordinates 
At el, l < q s s  x=xL(r7)* Y=YL(?I) 
At e-, 15- x=xR(fl), y=yR(q) 
At q=1, IS-: x=xB<@, y=yB(Q 
At q=KMAX, lI&.J&WX: x=xT(@~ y=yd& 
At q=l, lS&JMAX: 

I # 

ay AS * x B  - -- -‘-YB - dx (condition of orthogonality -- 
112 ’ a - 

[ ( ‘ B r + ( i B f ]  [ ( / B  )” + ( i B  )” ],,, imposed at the Bottom boundary) 

1 . 
- A N - x L  

- ax W - Y L  ay At el, ISqSKhUX: -- 
(condition of orthogonality 112 ; z- 
imposed at the Left boundary) 

I I 
Eqs. 15 and 16 respectively represent a family of q and 5 curves. Each family has three ‘constants’ of 
integration, all of which can be determined from the boundary conditions listed in Table 1 for an arbitrary 
grid. 
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'The subscripts L, R, B, and T for x and y correspond to the Left, Right, Bottom, and Top of the grid as 
shown in Fig. 1. Indices (5 ,q)=(l, 1) correspond to the point at which the Left and Bottom grid 
boundaries meet. ~ l s o  note that x; = kB (5) / d e  , y ;  dj lB (5) / de etc. The tern AS specifies the 
distance of the first grid point off the wall. Evaluating the constants in Eqs. 15 and 16 with these generic 
boundary conditions leads to the respective equations 

and 

L J 

where Ql , r, , etc., are the coefficients of xR (77) +(e), erc., respectively. 

The family of curves represented by Eqs. 17 and 18 can be combined to interpolate the entire region and 
form a computational mesh. The two equations are combined using Boolean Sum projectors.[5] The final 
equation is given by 
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where for the double summation x1 (a) = X R  (7) , x2 (77) = X L  (a), etc. 

Likewise, the analysis for y leads to the equations 

L J 

and 

where Q?, , A, , erc., are the coefficients of yR (q) , yl(e) , etc., respectively. Combining Eqs. 20 and 
21 using Boolean Sum projectors yields 

where for the double summation y 1  (9) = y R  (q) , y2 (a) = y L  (a), etc. 

The above grid distribution ensures TEI=O will be maintained. Some examples of grids generated using the 
above equations are presented in Figs. 2-3. The purpose in presenting the grids is to illustrate that 
intuitively reasonable grids can be constructed from the error analysis. These grids are neither coupled to 
the flow solver nor have they been run through a flow solver to investigate their effects on the solution 
process. The author is continuing to develop the approach (other grid point distributions are permissible ’ 

than those presented here) which will soon be investigated in a Navier-Stokes flow solver environment. 
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B. Derivation using T& equation 

The approach used to derive the desired equations from setting ?'&I is similar to that used for TE,=O, 
above. However, the analysis is significantly more complicated since Ta contains more derivatives and a 
cross-derivative term. The focus of the derivation will be to arrive at equations for a grid dismbution that 
are dependent on the flow solution, hence coupling the flow solver with the grid generation process. 

The analysis begins by rearranging the equation to have factors that multiply the contravariant velocity 
tern U and V. This yields 

u x x  [ e 5 5  fxr+ ( 5 5 5  y x  + x y  s a f " r  + Y Y f ]  555n 

+V[X'7Xq'7fxr +(Y'7X'7'7 +X'7Yqq +YqY'7'7fyy]= 0 

Setting the coefficients of U and V to zero and rearranging gives (23) 

and 

(25) 

Working for the moment with Eq. 24, we again set the coefficients to zero which gives the two equations 

and 

(27) 
xgfql  + Ygfyy = 0 - 

Multiplying Eq. 26 by xg , Eq. 27 by yg , and subtracting removes the crossderivative term. The result is 

The analogous result for Eq. 25 is 

2 2 
x'7fxr - Yqfyy  = 0- , 

In matrix form, the equations are written as 

A non-trivial solution is arrived at by setting the determinant of the matrix to zero. This yields 

x 2 y 2 - x 2  5 ' 7  vY5 2 = [ x  5 ' 7  y + x  7 5  y ) (x  5 Y ' 7 - x ~ Y 5 ) = [ x 5 Y ' 7 + x ' 7 Y 5 ) J = o  (31) 
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where the Jacobian J is given by Eq. 2. This equation bears close attention. Since it represents the grid cell 
area, the Jacobian of the transformation J cannot be zero. This leaves the coefficient of the Jacobian to be 
zero. It is instructive to compare this term with the equation for the Jacobian, Eq. 2, and the well-known 
condition for orthogonality of grid lines, V@Vq=O, in the following table. 

Table 2 

Eq. 31 is listed as the 'Mystery Equation' since the author does not, at this time, understand its physical 
significance, However, this equation, or more precisely its biquadratic counterpart given in Eq. 31, is 
crucial to the analysis that follows. Without this equation, it is doubtful whether a grid distribution 
dependent on the flow solution could be arrived at that satisfies Ta=O, as will be shown. 

Since Eqs. 28 and 29 were used to arrive at Eq. 31, the proper set of equations to be solved involves one of 
Eqs. 28 or 29, and Eq. 31. Attention is now focused on Eq. 28. The equation is valid forf=u orfiv, and 
both values are used below, along with Eq. 31. Setting f=u, fransforming the f derivatives to the 
computational (em) plane, and regrouping terms as coefficients of the second derivative metrics result in 
the equation 

where the rather lengthy terms in brackets are shown in detail in the Appendix. It is also shown in the 
Appendix that, with the help of Eq. 31 (the 'Mystery Equation'), every bracketed term in Eq. 32 is zero 
except for those multiplying the crossderivatives x h  and y h  , and the right hand side term. The term RHS, 
is also greatly simplified with the help of the Mystery Equation. The resultant equation is 

uxxtrl  + UyYb = Ub 

and the corresponding result forf=v is 

V X X b  + V Y Y &  = Vb 

Xh = Yp* + Y p q  

Yh = Y1YS +Y2Yq 

These two equations allow us to solve for x h  and y h  . Hence 

(33) 

(35) 

where the velocity derivatives have been expressed in computational space and L-2 coefficients represented 
by y~ are given by 
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- v5‘5t7 
v u g  - u9vg 

Y2 = 

The cross-derivative terms that appear in Eqs. 35 and 36 can be a nuisance to constructing stable finite 
difference algorithms. This is due to their necessarily ‘wide’ stencil which degrades diagonal dominance 
for implicit schemes.[6] For an interesting discussion on how crossderivatives affect weather prediction, 
for example, and the methods used to circumvent problems, confer Ames.[7] 

In the author’; estimation, the reduction in terms, and in complexity, from &. 32 to that of Eqs. 35 and 36 
is surprising. Just as surprising is the fact that the resultant equations have an exact solution form.[8] The 
solution is non-trivial and is being studied by the author. Finite difference methods are also being 
examined. Due to time constraints, the author has not developed either of these avenues but will strive to 
do so in the near future. 

IV. pioposed Method for an Automated Tightly-Coupled Flow-SoIvedGrid-Generator 

As stated in the introduction, the objective of this paper is to describe an algorithm for automated grid 
* generation. Convection truncation error analyses have provided equations that can be used to develop such 

an algorithm. One set of equations for constructing grids is uncoupled from the flow solver, the other set 
coupled. This permits an initial grid to be generated that ensures the leading convection truncation error 
term is zero. The initial grid is assumed to be of minimal construction and rather arbitrarily placed, with 
say five grid points off the wall. Once a flow solver has been run on the initial grid for several time steps 
and possibly some prominent features of the flow have begun to emerge, the non-converged solution can 
be fed into the coupled grid generation equations to more intelligently redistribute the grid points and 
possibly enhance flow field convergence[9]. This redistribution ensures the second leading truncation error 
term to be zero. A layer of grid points is then added to the previous outer layer of grid points, the process 
of which is discussed below. The algorithm then iterates between the flow solver and the grid construction 
until the flow solver indicates convergence and no more outer-layer grid points need be added. 

The process of intelligently adding more grid points to the previous grid’s outer layer is the method by 
which the grid is constructed, or built up. This allows the user to begin the flow solution with nothing more 
than the surface grid describing the geometry about which the flow field is to be calculated, and an initial 
coarse grid rather arbitrarily constructed with the use of algebraic methods such as those given by Eqs. 19 
and 22. The equations used to construct, or add, the new outer layer are given by Eqs. 35 and 36. These 
equations are hyperbolic. A proper finite difference stencil allows the equations to predict a grid level, Le. 
the new outer level, above those points at which the velocities and their gradients have been determined 
from the previous iteration. Development of this process appears to be straightforward. 

v. summary 

A mathematical basis has been presented for automated grid construction that is tightly coupled to the flow 
solver. The method is derived from equations whose solutions drive the first two leading convection 
truncation error terms to zero. An algorithm is also discussed whereby the equations may be used to 
automate grid consmction that is tightly coupled with the flow solver. It is envisioned that nothing is 
specified about the grid being generated by the coupled flow solver other than the user-generated surface 
grid. Hence, the number of points as well as their distribution is not predetermined. This approach differs 
substantially from the multi-grid or adaptive methods in that the grid is ‘grown’ in increments away from 
the relevant geometry. Grid points are added, and old points relocated, by utilizing feedback from the flow 
solver on the previously constructed, coarser grid. 

The approach described above is novel, and it is unknown to the author if other researchers have attempted 
such a risky venture. However, if successful, the proposed algorithm will be extremely significant to 
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computational algorithms for solving discretized governing equations. Many details need to be worked 
through, including the development of the approach in three dimensions, the effect of various flow solver 
differencing schemes on the form of the grid generation equations, and exactly how grids that drive 
truncation error terms to zero affect the flow solver’s convergence rates and solution accuracy. Though 
much work remains to be done, the foundation of the analysis appears strong. The author hopes to soon 
have some practical applications and demonstrations of the power of the method. 

References 

1. K. A. Hoffman and S. T. Chiang, Computational Fluid dvnamics for Engineers. Vols. I and II, 
Engineering Education System, Kansas, 1993. 

2. D. A. Anderson, J. C. Tannehill, and R. H. Pletcher, ComDutational Fluid Mechanics Ad  Heat 
Transfer, Hemisphere Publishing Corporation, New York, 1984, especially Ch. 1.0. 

3. D. Lee and Y. M. Tsuei, “A Formula for Estimation of Truncation Errors of Convection T e r n  in a 
Curvilinear Coordinate System,” Journal of Computational Physics 98, pp. 90-100,1992. 

4. J, E Thompson, 2. U. A. Warsi, and C. W. Mastin, Numerical Grid Generation, Foundations and 
Audication, Elsevier Science Publishing Company, New York, 1985 (Chap. 5). 

5, P. Knupp and S. Steinberg, Fundamentals of Grid Generation, CRC Press, Florida, 1997, pp. 92-94. 
6. J. H. Ferziger and M. Peric, ComDutational Methods for Fluid Dvnamics, Springer, New York, 1996, 

p. 213. 
7. W. F. Ames, Numerical Methods for Partial Differential Equations, 2& edition, Academic Press, New 

York, 1977. 
8. C. R. Chester, Techniaues in Partial Differential Equations, McGraw-Hill, New York, 1971, pp. 222- 

229) 
9. Private discussions with Dr. John A. Benek, Micro Craft, Tullahoma, Tennessee. 

106 



Figure 1. Uniform grid in computational space illustrating 
nomenclature for defining grid boundaries. 

107 



7 I - 6 

2 4 

~~~ 

a) entire grid 
Fiewe 2. Example of a clustered algebraic grid between two semicircles with radial 
grid lines n o d  to the inner Semicircle. 
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Figure 2. Concluded. 
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a) entire grid 

Figure 3. Example of a clustered algebraic grid between a box and a semicircle with 
radial grid lines normal to the box. 

b) Close-up 

Figure 3. Concluded. 
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Appendix A. Derivation of Governing Grid Equations for TEfo 

Recall Q. 28, repeated here for convenience as 

Letpu .  Upon transformingf, and&,. to computational space, E$ A.l becomes 

This equation is regrouped in terms of coefficients of the second derivative metrics which gives 

where 

= O  (viaEq.31) 
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= 0 identically 

=uq - x  3 2  y + x  2 y x y - x  2 y r l x q y c + y ~ x ~ x ~ ) + u * [ x ~ y ~ x q - y ~ x ~ )  [ * q  5 q q 5  5 

= 0 (viaEq. 31) (A.7) 
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( - . S y  y q  + x 2 y 2 x  + x  3 y y'7 - x ~ y ; x ~ ) + u ~ ( - x ~ Y ~  + x i . , ; )  
5 5  4 5 ' 7  5 4  

= 0 (identically) 

and 

2 = 2 J  x y u 5 5 & '  
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Substitution of the values for the coefficients into Eq. A.3 results in 

or 

This equation can be written in a more compact notation by writing the terms in parentheses in physical 
rather than computational space. Recall the equations for the two-dimensional transformation metrics[l,2] 

Then 

and 

This allows Eq. A.12 to be written as 

The analogous result for Eq. A.1 withjkv may be written as 

The last two equations may be written in matrix form as 

[:: :;]{;:}={::}- 
If the determinant of the matrix is non-zero, we may solve for the metric derivatives and obtain 

- v Y u b  - uYv& 
- vyux -v,uy 

and 

(A.11) 

(A.12) 

(A.13) 

(A.14) 

(A.15) 

(A. 16) 

(A.17) 

. (A.18) 

(A.19) 



(A.20) 

Transforming the velocity derivatives back into computational space, one may write the above equations as 

(A.21) 

Multiplying and collecting terms, the denominator becomes 

Eqs. A.19 and A20 may now be written in their final form as 

and 

(A.23) 

'. 

8 

These are identical to Eqs. 35 and 36 in the text. 
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Abstract 

Surface triangular meshing plays an important role in the areas of computer graph- 
ics and engineering analysis. Tkaditionally, surface meshing is achieved by mapping 
meshes created in 2D parametric space onto surfaces. Care is taken in generating 
meshes in the parametric space and mapping them to surfaces because the tramfor- 
mation of geometry from the parameter space to the real space could be extended 
and twisted along some directions. Therefore, a good looking mesh in 2D parametric 
space could be very poor on a surface. In this paper, we present a meshing scheme 
which generate Delaunay type triangular surface mesh. For each triangle on a sur- 
face, its. circumcircle is mapped into the parametric space, and the geometry of the 
mapped cifcle in the parametric space is approximated by an ellipse function. The 
triangulation in the parametric space is created and maintained using the property 
of empty circumellipse instead of empty circumcircle. Also surface curvature is used 
to control surface mesh density distribution. Therefore, the triangular mesh has 
a good approximation to the surface shape. The implementation of the approach 
results in very good-quality surface mesh. 

Introduction 

Surface triangular meshing is important for computer animation and engineering 
analysis. The 3D tetrahedral meshes are often created from the surface triangular 
mesh too. Traditionally, surface meshes are created by mapping meshes produced 
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in the parametric space onto surfaces. 

In [l], Zheng etc. use the mapping technique to generate surface meshes. With 
their meshing method, meshes are completely created in surface parametric space,. 
and then mapped onto surfaces. For the triangulation update in 2D parametric 
space, the quality and size of mesh elements are evaluated using the 3D geometry to 
overcome the extending and twisting transform problems from 2D parametric space 
to surfxe. Swapping and smoothing techniques are also used to improve the mesh 
structures. 

In addition to the mapping mesh method, different approaches on surface trian- 
gular meshing were presented in the last several years. ’ 

In [2], Lau etc. present a surface meshing scheme using the advancing front tech- 
nique. The element generation is started from the edge segments on the boundary 
of a surface. The generation of new nodes from the front is controlled by the local 
curvature and new elements shape. Mesh elements are created on surfaces directly. 

In [3], Chew extends the Delaunay empty circumcircle property fkom planar 2D 
to surface with a triangle. The triangulation update is implemented on surfaces 
directly. The difEculty of the method is how to map a triangle’s circumcenter onto 
surface and how to check if a point is interior to a circumcircle on surface. Chew 
presents an iterative method: But it may not converge for very curved surfaces. 

In this paper, we present a different approach to generate triangular surface mesh 
based on the mapping techhique and Delaunay triangulation method. The triangular 
mesh generation is implemented in 2D parametric space. The triangulation update 
in 2D plane is controlled by the Delaunay empty circumcircle property. Due to 
the twisting transform problem between the parametric space and the real space, a 
triangle’s circumcircle on a surface may not be a circle in the parametric space. In 
our approach, an ellipse function is used to approximate the mapped circle in 2D 
parametric space. Therefore, the Delaunay triangulation in 2D parametric space is 
created and rnaintainea using the circumellipses instead of the circumcircles. When 
all mesh elements satisfy updating criteria, the triangulation is considered to be 
hished. Finally, triangular meshes are mapped onto surfaces. 

The following sections are organized as: 

Curve Division In the real applications, all surfaces must have the bounding 
curves. Our meshing scheme starts with discretizing the bounding curves. The 
curve discretization is controlled by the curve curvature. 
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Meshing in 2D The triangulation meshing is implemented in surface paramet- 
ric space (2D planar space). In this section, we present the 2D planar Delaunay type 
triangulation meshing scheme. The Delaunay triangulation is a procedure including 
two respects: how to triangulate the existing points, when and where to insert the 
new points into a triangulation. Our 2D meshing scheme is similar to the one in 
[4] except that no new points ase inserted on boundary edges. The Delaunay type 
triangulation is created and maintained using the property of empty circumellipses 
instead of empty circumcircles. 

Projection of A Circumcircle from Surface to Its Parametric Plane In 
this section, we present how to compute an ellipse function in 2D parametric space 
to approximate an mapped circle from a surface. 

Finally, we present several examples to illustrate the results of the meshing 
approach. 

Curve Division 

Our meshing for a bounded surface starts with discretizing its boundary curves, and 
then meshing the interior domain bounded by the discretized boundary segments. 
During the meshing process, the boundary curve discretization is not changed. This 
makes the merging of meshes over two neighboring surfaces very easy. 

Curve to be discretized curvature circle 

discretized edge 

Figure 1: Curve discretization 
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The curve discretization is controlled by checking the curve deviation fiom the 
discretized segments. If all the deviation values are smaller than a specified value, 
the curve discretization is considered to be finished. 

As shown in Figure 1, Point Pc is the middle point between the two end vertices 
Vi and Vi+l of a discretized edge segment, and point Pe is the projection of P, 
onto edge ViVj+l. R is the curvature radius at point P,, H is the arc height of 
edge Vi V.+l to point P,, L is the length of edge Vi V.+l. 

The formula 7 = H/R can be used to evaluate how close the discretized edge 
is to the curve. Because computing curvature is time-consuming, a simplified form 
7 = H/Lcanbeused. 

In the real application, three parameters are required for the curve division, 
maximum edge length, minimum edge length, and 7 value. Initially, a curve is 
divided into N segments, where 

curue length 
m a x i m u m  length of edge segment 

N =  

Then check 7 for each edge. If 7 is greater than the specified value, further 
middle division of the curve portion is applied until all 7s are less than the specified 
value or half of the edge length is smaller than the minimum edge length. 

After all the boundary curves are discretized, the discretized points are not 
moved and no new points are added on the bounding curves. The curve discretizing 
method makes the later surface meshing to create the consistent mesh densities in 
the areas close to the bounding curves. 

Meshing in 2D 

Our surface triangular meshing algorithm is implemented in 2D parametric space. 
It is known that Delaunay triangulation returns the most qualily promising mesh 
with a given set of points in 2D. Delaunay triangulation has several properties. 
One of them is the empty circumcircle property [6] which is defined as no triangle’s 
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circumcircles contain points interiorly. This property has been used to create the 
Delaunay triangulation. 

Procedure 

h the real applications, two steps are involved to create a good quality mesh for a 
bounded domain. The first step is to triangulate the discretized points on the bound- 
ary curves, and the second step is to insert new points interior to the boundary, and 
update the triangulation. The purpose to add the new points into a triangulation is 
to remove those triangles in poor shape. Here a pseudo code is presented to explain 
our meshing procedure. 

Initialize: 
discretize the surface bounding curves to create the seed points 
triangulate the seed points 

repeat: 
while deviation of a triangle to surface > 7 

or minimum angle of a triangle < a! 
or size of a triangle > R 

add a new point at the triangle’s circumcenter 
update the triangulation 

until no triangles violate the three conditions 

The parameters 7 and cy can be the user specified values. R is computed based 
on the point spacing values. 

Update of Delaunay triangulation 

In this section, we briefly explain how to update Delaunay triangulation with a new 
point. 

Figure 2 shows that there are five existing triangles Tv1 v2 v7, Tv2 v3 v4, Tv2 V, v7, 
Tv4 v6 v,, and Tv4 v5 v6. Point, V, is a new point to be added to the triangulation. 
Firstly, the triangulation is searched for the triangles whose circumcircles contain 
the new point V,. Here all the five triangles are found that their circumcircles 
contain V,. Then all the edges separating the point V, from their triangles are 
removed. so edges Ev2v4, Ev,v,, Ev,v7 and Ev4v6 are removed. A star shape 
polygon pvl v2 v3 v4 v5 v6 v7 with regard to the point V, is created. Finally, the point 
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-V, is connected to all the vertices E of the polygon. The triangulation update with 
the insertion of the point Vn is ~ h e d .  

4 edges are removed v, 

Figure 2: 2kiangulation update 

Spacing function 

Delaunay triangulation promises to return good quality mesh over a given set of 
points. But other criteria are required to determine where to add new points into 
the triangulation to create good mesh transition from the low mesh density area to 
the high mesh density area. Generally, spacing value is used to control the mesh 
transition. 

After the discretization of boundary curves is hished, all points on the boundary 
are assigned a spacing value which is the average of the two distances from it to 
its two neighboring points on the boundary. As a new point is inserted into the 
triangulation, a star shape polygon is produced for updating the triangulation.. The 
spacing value of the new point is the average of spacing values of its vertices on the 
star shape polygon. The formula is 

where Si is the spacing value of the vertex of the star shape polygon, and Di 
is the distance from the new point to the vertex E. The spacing function is used as 
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one factor to determine if a new point can be add into an existing triangulation. 

Criterion for Triangulation Update 

Two criteria are used to check whether a triangle should be removed from the 
current triangulation by inserting a new point at the triangle’s circumcenter. One 
criterion is checking the minimum angle of a triangle. If the minimum angle is 
smaller than a specified angle cy, a new point at the triangle’s circumcenter is added 
and triangulation is updated. In [4], Ruppert indicates that the minimum angle a 
can be up to 30 degrees. The other criterion is checking the size of a triangle. If its 
size is too big, a new point is added at its circumcenter. The size checking uses the 
spacing values of the three vertices of triangle. Its formula is 

3 
R = C * C S i  . (3) 

i=l 

where Si is the spacing value at vertex V;: of the testing triangle. ifcircum radius 
of a triangle is bigger than R, a point at its circumcenter is added. 

One more criterion is set up for the triangulation update with the consideration 
of good mesh approximation to the surface shape. The mesh density should be 
controlled by surface curvature. At the high curved area, the smaller size triangular 
elements may be necessary to well approximate the surface shape. Our surface 
curvature control method is consistent with the curve division algorithm presented 
above. 7 is computed with the three edges of a triangle. If the maximum of the 
three 7 values is bigger than a speczed value, a new point is added at the triangle’s 
circumcenter. 

The triangulation update is implemented iteratively until all triangles satisfy the 
three criteria. 
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Figure 3: Ellipse definition 

Projection of A Circumcircle from Surface to Its Para- 
metric Plane 

Our surface meshing is implemented in 2D parametric space. In the above section, 
we present how the Delaunay type triangulation is created and how new points 
should be added to update triangular mesh structure. One important property of 
Delaunay triangulation is empty circumcircle. Due to the extending and twisting 
transform problem between the real space and the parametric space, a triangle’s 
circumcircle is not in circular shape after it is transformed into 2D parametric space. 
We use an’ellipse function to approximate the mapped circle in 2D parametric 
space. By doing this, a triangulation satisfying the empty circumellipse property 
in 2D parametric space becomes the one satisfying empty circumcircle property on 
surfaces. Therefore, a good looking surface triangular mesh can be obtained. The 
method is more robust because all the geoemtric computations are implemented in 
planar 2D space. 

As a circle on a surface is mapped back into 2D parametric space, its geometry 
could be very complicated. An expensive method could map discretized points on 
the circle back into 2D parametric space, and fit a curve to the mapped points. We 
use an ellipse to approximate the mapped circle. The following parametric form is 
used to define an ellipse function: 

122 



U = u c  + A cos(t) cos(a) - B sin(t) sin(cy) 

v = VC + A  US(^) sin(a) - B sin(t) WS(OL) (4) * 

where uc and vc are the coordinates of the ellipse center C, A and B are the 
lengths of half of the major and minor axes respectively. The ellipse major axis is 
inclined with an angle cy relative to the u direction. t is the parametric variable. To 
get an implicit form of the ellipse function, t is canceled out by combining the two 
equations into: 

wherek = A / B a n d D  = A2B2. 

To compute a triangle's circumellipse function G, 5 parameters should be deter- 
mined. With a triangle on a surface, its local principlecurvature direction a! and the 
ratio k of the two principle curvatures can be obtained. A triangle's circumellipse 
must pass its three vertices. Three equations can be established to compute the 
three parameters uc, v,, and D. Then the circumellipse G is completely determined. 

Using the computed circumellipse to maintain the Delaunay triangulation in 2D 
parametric space simulates the direct Delaunay triangulation on surfaces. Delaunay 
triangulation on surfaces may not be robust in implementations as indicated in [3]. 
This approach avoids those problems because all the geometric computations are 
implemented in 2D space. 

Examples 

In the paper, we present several examples to show the meshing results. In Figure 
4, the curvature is high in the bending area and low in the flat area. The curvature 
variation is very steep from the bending area to the flat area. The curve division 
produces a good curve discretization. The mesh density is consistent with the cur- 
vature distribution. The mesh transition from the high curvature area to the low 
curvature area is smooth. In Figure 5, curvature is high only in the area close to 

123 



the central peak. The mesh shows a good shape approximation to the surface. In 
Figure 6, the curve division has high density on the top boundary curve, and lower 
density on the bottom boundary curve. The mesh transition is distributed smoothly 
from the high divided boundary curve to the low divided boundary curve. In Figure 
7, the surface has relatively uniform curvature distribution. The resulting mesh 
density is uniform too. All these examples show that using the meshing algorithm 
produces a good quality triangular surface mesh. 

Figure 4 Bending surface: high density mesh around the bending area, 
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Figure 5: Surface with a peak: small size elements hold the shape of the peak 

Figure 6: Surface with a hole: smooth mesh transition fiom boundary curves with 
high density division to boundary .curves with low density division 
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Figure 7: Meshes over surface with uniform curvature distribution 

Conclusion 

In this paper, we present an algorithm to mesh the parametric surfaces. The mesh- 
ing is implemented in 2D parametric space only which insures the robustness of the 
geometric computations. The mesh quality is maintained by the Delaunay triangu- 
lation property. Because the circumcircles are replaced with the circumellipses in 2D 
parametric space during the triangulation update, the meshes satisfy the Delaunay 
triangulation property over the surfaces. The surface curvature is also used to make 
the mesh density to be consistent with the surface shape. 
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Abstract. This paper gives a procedure to control the size variation m a mesh adaption scheme where the 
size specification (the so-called control space) is used to govern the mesh generation stage. The method 
consists in replacing the initial control space by a reduced one by means of size or metric. It allows 
to improve, a priori, the quality of the adapted mesh and to speed up the adaption procedure. Several 
numerical examples show the efficiency of the reduction scheme. 

1 Introduction 

The first stage in an adaptive finite element scheme (cf. [7,2]) consists in creating an initial mesh of a given domain R, 
which is used to perform an initial computation (for example a flow solver). A size spdca t ion  field is deduced (e.g. 
at the vicinity of each mesh vertex, the desired mesh size is specified), based on the numerical results. If the mesh 
does not satisfy the size specification field, then a new constrained mesh, governed by this field, is constructed. The 
size specification field is usually obtained via an error estimate [S, 111. Actually, the estimation gives a discrete size 
specification field. Using an adequate size interpolation over the mesh elements, a continuous field is then obtained. 
In the case of surface meshes, a geometric error (apart from the computation) which indicates the gap between the 
facetization and the real surface, is considered. The larger the rate of the mesh size variation, the worse the shape 
quality of the adapted mesh will be. The  problem that  we face is how to control the  mesh size variation 
or gradation. 

Metrics are commonly used to normalize the mesh size specification to one in any direction (cf. [lo]), and are defined 
as symmetric positive definite matrices associated to any point of the domain. According to this generalized size 
specification, the mesh gradation can be obviously controlled by changing the mesh size specification rather than by 
modifying the mesh generator itself. This can be achieved by reducing the mesh size in any direction, and possibly 
by preserving the metric shape (e.g. the metric is locally proportional to the initial one). Hence, the mesh gradation 
is controlled by analyzing all mesh edges, replacing, if necessary, the size specification at the endpoints and iterate if 
a size modification occured. 

In the isotropic case where the size specification is defined as a function h, the mesh gradation problem is to bound, 
in the new mesh, 

0 either the norm of the gradient of the function h 
or the ratio of the Eudidean length of two adjacent edges. 

The same procedures can be applied in the generalized anisotropic case. 

This paper discusses these two approaches to control the mesh gradation. Section 2, some definitions related to mesh 
adaption and control space are given. Section 3, the notions of H-variation and H-shock assodated to a control space 
are introduced and two correction procedures, so-called H-corrections, are presented. Section 4, several numerical 
examples of mesh adpation without and with H-correction are given. Section 5 is devoted to a brief conclusion. 

houman.borouchaki@ruiv-troyes.fr 
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mailto:houman.borouchaki@ruiv-troyes.fr
http://pas&,freyOinria.fr


2 Mesh adapted to a control space 

In this section we recall the notion of mesh adapted to a control space or a metric map. 

Let 52 be a domain of Rd (d = 2 or 3) and Md(f2) be a continous field of metrics associated to the points of. 52. 
The metric at a point P of Q characterize the desired edge- or element-size at the vicinity of P .  By normalizing the 
desired size to one, the metric at P of can be defined as a symmetric positive definite matrix of order d,  denoted as 
Md(P),  and is given in two dimensions by 

with a(P)  > 0 and a ( P ) c ( P )  - b2(P)  > 0 and in three dimensions by 

with a(P) > 0, a(P)d (P)  - bz(P) > 0 and Det(Ms(P)) > 0, Det being the determinant. Under this definition of 
metric, the size requirement at  the vicinity of P can be expressed as 

‘ ~ M d ( P ) - ’ =  1, (3) 
where PX represents any edge adjacent to P. The geometric locus of all points X verifying this equation is usudy 
an ellipsoid, denoted as Ms(P) ,  which represents an approximation’ of the unit ball at P. The pair (Q,Md(Q)) 
defines a Riemannian structure over 52 and is called continous control space. 

Actually, the continous field Md(R) of metrics is defined via an interpolation over a discrete control space. The latter 
is usuaUy composed by a mesh T(Q) of Q, the so-called background mesh, and a discrete field of metncs Md(T(Q)) 
associated with the vertices of T(R) and denoted as (T(Q), Md(T(0))) .  The background mesh, which is a simpliaal 
decomposition of the domain, allows, by interpolation (linear, geometric or other), to construct the continous field of 
metrics from the discrete one. 

A mesh of R adapted to a control space (R,Md(R))  is a mesh having all edges of unit length with repect to the 
associated Riemannian structure. This mesh is also called unit mesh of 52 via the structure. The length of a mesh 
edge PQ = (P + t @ ) o l t g  is given by 

By definition, a unit mesh has a good size qualitywith respect to the assodated control space. This mesh does not 
necessarily satisfy the shape quality requirement. Indeed, The latter depends on the edge lengths and the volumes 
of the elements (cf. [l]). We call equilateml mesh, a unit mesh which has a good shape quality. 

3 H-variation, H-shock and H-correction 

Let us consider the discrete control space (T(G?), Md(T(R))),  we are interested in determining locally the correspond- 
ing size miation in 52. The latter can be defined in two Merent ways. The first, called H-variation, measures the 
gradient of the size function, as the second, called H-shockindicates the ratio of the Euclidean length of two adjacent 
edges. It is obvious that we cannot construct an adapted equilateral mesh, if one of these measures is sizeable. Indeed, 
iffor instance the H-shock is considerable at a point, the degree of this point’ becomes important. Consequently the 
volume of the adjacent elements is small (as compared to the ideal volume) and then, the shape quality of the mesh 
degrades at this point. In this section, we show how we can approximate locally the H-variation and the H-shock 
associated to the control space (T(Q),Md(T(R))),  and we propose a reasonable correction (not too perturbmg) of 
Md(T(n))  to reduce the corresponding size variation. 

‘We suppose that the metric is constant in an adequate neighborhood of P. 
‘the number of elements or edges sharing this point. 
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3.1 Size variation 

In the case where the metric field is isotropic, the metric at a point P can be e x p r d  by Md(P) = h-'(P)&, 
where h(P) is the desired size at P.  Indeed, the equation (3) is equivalent to IIBII = h(P). The length of any edge 
PQ of the background mesh can be written as 

where h(t)  is a monotonic interpolation function satisfying h(0) = h(P) and h(1) = h(Q). This function permits to 
transform thd discrete control space into a continous one. To clarify, let us consider the size interpolation correspond- 
ing to a geometric progression defined as 

(6) 

Then, we obtain 

if h(P) # h(Q) and if h(P) = h(Q) 

By definition, the H-variation associated to the edge PQ is the value 

and the H-shock associated to the edge PQ (related to the function h(t))  is the value 

both indicate the size variation along the edge PQ. 

The H-variation represents the gradient of the size specification function and varies in the interval ] -co, co[. Suppose 
h(P) 5 h(Q), the H-shock is then a value ranging in the interval [I, m[. At a vertex P of the background mesh, an 
absolute maximum value of these measure can be -dated to any edge PQ sharing P. Let us consider the discrete 
map of these values -dated with the vertices of the bakground mesh. By interpolating this map via the background 
mesh, we obtain an estimation of the size variation at each point of S2. By definition, the H-variation (resp. H-shock) 
of the control space (T(n), Md(T(S2))) is the biggest absolute value of the H-variation (resp. H-shock) at  the vertices 
of T(Sl). 

Let us consider the general case where an anisotropic metric field is spedfied. The H-variation is quite obvious as 
related to the size specified at P and at Q. We can apply an approximate computation (which allows us to retrieve the 
isotropic case), to evaluate the length and thus the H-shock of a background edge PQ. To this end, we associate a size 
to P and to Q representing the unit length in the direction @, and we apply the previous length formula (related to 
the isotropic case). This consists in finding the point PI (resp. Q1) on the supporting line of PQ belonging to Md(P) 
( r q .  Md(Q)) thus verifying PI = PQ n Md(P) (resp. Q 1  = QP n Md(Q)) and in approximating Z(PQ) Using 
the equation (S), where here h(t) is a monotonous continous function (size interpolation) verifying h(0) = IIeII  
and h(1) = yell. This approximation has the advantage of considering a size interpolation instead of a metric 
interpolation . By considering a geometric size interpolation on the edge PQ, we retrieve the formula of the H-shock 
corresponding to isotropic case. 

'Notice that the size cannot be specified in any direction in a Riemannian structure. 
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3.2 Size correction w/r H-variation 

In this section, we propose a procedure to control the H-variation of a given control space, which modifies the size as 
well as the shape of the initial metrics. 

In the isotropic case, the problem is to bound the H-variation on an edge PQ by a threshold value Q and thus simply 
modify h(P) and h(Q) accordingly: 

In the general anisotropic case, the operator min is replaced by the operator n representing a metric which size 
spedfication satisfies at best both those of the operands (see [l] for more details): 

M ( P )  = M ( P )  n M ( Q ) ( l +  c r l ~ ( P Q ) ) ’ ~  and M ( Q )  = M(Q)  n M ( P ) ( l  + c r l ~ ( P Q ) ) - ~  , 
where Zp(PQ) (resp. ZQ(PQ)) is the length of PQ w/r to M(P) (resp. M(Q)). 

3.3 Size correction w/r H-shock 

In this section, we propose a procedure to reduce the H-shock of a given control space, which modifies the size and 
preserves the shape of the initial metrics. To this end, we first formulate the reduction problem and then, we give a 
solution. 

Let (T(R),Md(T(n))) and (T(R),Mi(T(R))) be two discrete control spaces associated with the mesh T(a) of R. 
These spaces are called proportionals, if the corresponding metrics are proportionals: 

VX vertex of T(Q) , 3qx E R ,  . Mh(X) = qx M d ( X ) .  (13) 

If V x ,  qx 5 1, the control space (T(a), ML(T(R))) is called reduction of the space (T(Q), Md(T(a))) .  One can then 
define an order property, denoted as <, over the control spaces, and express the reduction as 

Problem. Let (T(fi), Md(T(n))) be a discrete control space, the problem that we face is to construct a minimal 
reduction (which is, othenviSe, m h a l  for the associated order property) of (T(S2), Md(T(S2))) With an associated 
H-shock bounded by a given threshold p. 

Let us consider, for sake of simplification, the case where the metric field of the control space is.isotropic. Let PQ 
be an edge of T(R) with a H-shock, c(PQ), bigger than the threshold 0 and suppose h(P) 5 h(Q). The problem is 
then to “reduce” h(Q) such that the new H-shock correponding to the edge PQ is equal to p. Let h’(Q) be the new 
value of h(Q)  after reduction. Let r be a real verifying h’(Q) = r h(P), then r must satisfy the equation: 

Hence, we obt& a non-trivial equation, to detennine r. Therefore, we propose an approximated solution. 

As h’(Q)-< h(Q), then Z(PQ) 5 Z‘(PQ), where Zi(PQ) is the length of PQ computed with the new value h’(Q). Let 
c’(PQ) be the new H-shock of PQ (taking into account h’(Q)). We have 

where q - - h’(Q). To have c‘(PQ) 5 p, it is sufficient to satisfy the inequation - h(Q) 

1 
c ( P Q ) q W Q )  5 p 
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which yields 

In summary, assuming that h(P) (c(:Q) ‘(p41 

so that the H-shock associated with PQ is lesser than /3. By taking q equal to the limit value, the corresponding 
reduction approximates the minimal reduction. 

h(Q), the d u e  of h(Q) must be reduced by a factor q4 lesser than - 

The same approach can be applied to the general anisotropic case, if we consider a rough computation of the edge 
length. Let Md(P) (resp. Md(Q)) be the metric at P (resp. Q) and h(P) (resp. h(Q)) representing the unit length 
in the direction in the vicinity of P (resp. Q). Suppose h(P) 5 h(Q) and that the H-shock associated with PQ 
is bigger than the threshold value P. In this case, the reduction consists in replacing Md(Q) by - M d ( Q ) ,  where q is 
the size reduction factor found in the isotropic case. 

rzz 

Hereafter, we propose un algorithm called H-Correction which consists, to apply iteratively the reduction (if necessary) 
to the edges of the mesh T(C2). 

H-Correct ion 

0 While the H-shock associated with an edge is 2 P 
- Loop over the edges of T(0) 

* Let PQ be the current edge 
* Compute h(P)  (resp. h(Q)) the unit length in the vicinity of P (resp. Q) in the direction @ (suppose 

* Compute I(PQ), the length of PQ 
* Compute c(PQ), the H-shock on PQ 

h(Q) I W)) 

* If c(PQ) 2 /3 then replace Md(Q) by - Md(Q) , where q = (m) P L(pQ) 

riL 

4 Examples 

In this section, we show several examples of adapted meshes to a control space, without and with H-correction. 
This examples show, in particular, the impact of reduction on the quality of the resulting mesh and the speed-up of 
the adaption loop convergence. Notice that prat idy,  the adaption process is iterated until a mesh satisfying the 
requirement associated with the control space related to the next iteration is obtained. 

4.1 Planar examples 

’ In the following we present two CFD examples. The control space is obtained using an a posteriori error estimate 
based on the Hessian of the solution. 

Hypersonic flow around NACA0012 

We consider a classical compressible Navier-Stokes flow configuration around a NACA0012 airfoil at  Mach 2 with 
Reynolds number 10000. The finite element solution of this problem is obtained using the NSC2KE solver 191 based 
on a finite volume Galerkin technique and on a Runge-Kutta time step integration scheme with 4 steps. 

’Notice that this bound for r) is not optimal. 
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Figure 1: Adapted mesh without H-Correction. 

Figure 2: Adapted mesh with H-Correction. 
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Figure 3 NACAOOl2 meshes without and with mesh gmduation. 

The number of iterations is fixed to 6000, and the mesh is adapted every 500 iterations. The Figure 1 shows the last 
adapted mesh (step 6 of the mesh adaption) containing 58362 elements. The wont quality (resp. mean quality) is 
0.13 (resp. 0.92). The Figure 2 shows at the same step the adapted mesh for which a H-shock p = 2 reduction has 
been applied, leading to 68484 elements. The worst quality (resp. mean quality) is 0.54 (resp. 0.94). Notice that a 
quality improvement of order 4 is achieved with 1.7 times more elements. 

If the solver can handle large size variations, it is preferable not to modify the space control (to avoid extra- 
computation). Conversely, the correction allows to improve the mesh quality, thus leading to decrease the vertex 
degrees (related to the computational matrix bandwidth). 

Transonic unsteady flow around NACA0012 

The second example is a prediction of a transonic unsteady flow computation around a NACA0012 airfoil with 
buffeting [6]. The flow parameters are respectively the Mach number 0.775, the angle of attack 4 degrees and the 
Reynolds number lo7. The number of iterations is fixed to 200000, and the mesh is adapted every 1000 iterations. 
In this case, the main difficulties are related to the possible lack of information during the interpolation and the 
moving shock wave capture. In this case, the H-correction is required, especially to refine the mesh in the shock and 
boundary layer regions. 

The Figure 3 shows the adapted mesh without and with a H-variation cy = 1.3. The Figure 4 illustrates the chronology 
of the Eft. Figure 5 shows the evolution of the numbers of vertices and triangles up to step 160 of mesh adaption. 
The Figures 6 and 7 show the meshes at step 150 (lift min) and 190 (lift m a )  of mesh adaption. 

4.2 Surface mesh example 

We consider a piecewise parametric surface with 4 connected components (the so-called Utah Teapot). We are 
interested in constructing a geometric isotropic mesh of this surface. In [4], we have shown that such a mesh must 
be adapted to the minimal radii of curvature at any point on the surface. 

Thus, we define a discrete control space, composed of an initial arbitrary surface mesh and of the minimal radii of 
curvature size map associated with the mesh vertices. The Figure 8 (Top) shows the adapted mesh to the above 
control space. The worst (resp. mean) quality of this mesh is 0.2 (resp. 0.85). The Figure 8 (Bottom) shows the 
adapted mesh to a H-shock p = 1.5 reduction of the initial space. The worst (resp. mean) quality of this mesh is 0.6 
(resp. 0.94). This result dearly emphasizes the efficiency of the correction procedure on the resulting mesh quality. 

Remark. These meshes are governed by the intrinsic geometric properties of the surface and are first generated 
in the corresponding parametric spaces and then mapped onto the surface. One should notice that the isotropic 
nature of the resulting mesh is related to the shape of the unit balls associated with the control space. Hence, the 
H-correction must preserves the shape of the unit balls. 
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Figure 7: Mesh and Iso-mach at time 8.78201 (lift m a ) .  
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Figure 8 Utah teapot surface meshes. 
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5 Conclusion 

In this paper, we have proposed a correction procedure to control the size variation of a control space which leads 
to improve (a priori) the resulting mesh quality in an adaption scheme. Several examples assessed the efficiency and 
the relevance of the method. A possible extension consists of determining explicitly the relationship between the size 
variation and the adapted mesh quality. 

References 

[l] H.BOROUCHAKI, P.L.GEoRGE, F.HECHT, P.LAUG AND E.SALTEL, Delaunay Mesh Generation Governed by Metric Specifications. Part I: 

[2] H.BOROUCHAKI, P.L.GEORGE AND B.MOHAMMADI, Delaunay Mesh Generation Governed by Metric Specifications. Part XI: Applica- 

[3] H.BORDUCHAKI CT P.LAuG, Le mailleur adaptatif bidimensionnel BL2D : manuel d’utiliation e t  documentation, INRIA, Rapport 

[4] H.BOROUCHAKI ET P.L.GEoRGE, Maillage des surfaces paramitrique. Partie I : Aspects thhriques, C. R .  Acad. S i .  Paris, t. 324, 

[5] H.BOROUCHAKI ET P.J.FREY, Adaptive “kiangular-Quadrilateral Mesh Generation, to appear in Inter. J. Nurner. Method Engng., 

Algorithms., Finite Elements in Analysis and Design, 25, pp. 61-83, 1997. 

tions., Finite Elements in Analysis and Design, 25, pp. 85-109,1997. 

Technique no 0185,1995. 

Sene I, pp. 833-837,1997. 

1997, 
[SI L.GIRODOUX AND J.C.LE BALLEUR, Timeconsistent computation of transonic buffet over airfoils, 16 ICAS Jerusalem, 1988. 
[7l M.J.C-DSAZ, F.HECHT, AND B.MOHAMMADI, New progress in anisotropic grid adaptation for inviscid and viscid flows simulation, 

181 M.FORTIN, M.G.VALLET, J.DOMPIERRE, Y.BOURGAULT AND W.G.HABASHI Anisptropic Mesh Adaption: Theory, Validation and A p  

[9] B.MOHAMMADI, Fluid Dynamics Computation with NSCBKE - an User-Guide, Release 1.0, INRIA, Rapport Technique no 0164, 

4th International Mesh Roundtabfe, Albuquerque, New-Mexico, October 1995. 

plications, Eccomas 96, PARIS, CFD book, pp 174-199. 

1994. 
[lo] M.G. VALLET, Gineration de maillages Elements Finis -tropes et  adaptatifs, thtse Uniuersite‘Paris VI, Paris, 1992. 
[ll] R.VERF~~RTH, A review of a posteriori error estimation and adaptive refinement techniques, Wifey  Teubner, 1996. 

141 



. 

142 



Neighborhood-Based Element Sizing Control for Finite Element Surface Meshing 

Steven J. Owen and Sunil Saigal 
Department of Civil and Environmental Engineering, Carnegie Mellon University 

and 
ANSYS Inc. 

275 Technology Drive, Cannonsburg, PA, USA 
steve.owen@ansys.com 

Abstract 

A method is presented for controlling element sizes on the interior of areas during surface meshing. A 
Delaunay background mesh is defined over which a neighborhood based interpolation scheme is used to 
interpolate element sizes. A brief description of natural neighbor interpolation is included and compared 
to linear interpolation. Two specific applications are presented that utilize the sizing function, namely 
boundary layer meshing and surface curvature refinement. For these applications, criteria used for 
insertion of additional interior vertices into the background mesh to control element sizing is discussed. 

’ 

Introduction 

In recent years CAD software has become a popular means for generating geometry for the finite element 
method. The surfaces and volumes described by CAD can come in a variety of forms including 
parametric surfaces such as NURBS or tessellated geometry consisting of triangle facets. Because CAD 
models will often have regions of high curvature or very tiny features in the same model with larger or 
flatter features, automated mesh generation resulting in high quality, well-graded finite elements can be a 
difficult task In order to adequately describe all features of the model without generating huge numbers 
of elements, large transitions in element sizes can be required. 

To control element sizes during the mesh generation process, an element sizing function can be defined. 
When meshing, this function may take into account surface features, proximity to other surfaces, surface 
curvature as well as physical properties such as boundary layers, surface loads or error norms in 
determining local element sizes. 

While a wide variety of geometric and physical properties may be used in determining element sizes, the 
question remains as to how these can be combined to define a single smooth sizing function over the 
domain of the surface. This paper discusses a neighborhood-based interpolation method that can take into 
account any of the above features while maintaining a smoothly varying sizing function. It will also look 
at two specific surface meshing problems that can be handled using this approach, namely surface 
curvature and boundary layer meshing. 

There are a great many aspects that can affect the final quality of a surface mesh. This paper focuses on 
only one of these, that of describing the background sizing function. The definition of the sizing function 
is defined as a preprocess to the actual surface meshing algorithm. During the meshing process, the 
sizing function is periodically evaluated providing information to control local element sizes. Although 
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relatively insignificant in total CPU time compared to the entire surface meshing process, the sizing 
function can ultimately influence the final quality and grading of the elements, perhaps more than any 
other phenomenon. 

Background Mesh 

The proposed method involves first, the definition of a Delaunay background mesh. Other current 
literature (Canann;1997), (Lohner;1996) alsoutilizes a background mesh in defining the sizing function. 
The typical case is to perform a Delaunay tessellation of the boundary nodes. The Delaunay background 
mesh is defined in the parameter space of the surface. For best results the paramaterization of the surface 
should be well behaved over the surface. This implies that the mapping from 3D space to 2D parametric 
space, can be described with a constant scaling function. Since, in general, CAD geometry cannot be 
expected to behave in this manner, a warped parametric space may be necessary to describe the parametric 
domain. Although a detailed description of the warped parametric space is beyond the scope of this paper, 
it should be noted that a reasonable mapping from 3D space to 2D parametric space is assumed 

' 

While the background mesh is usually defined in the parametric space of the surface, the actual meshing 
algorithm may be in either 2D parametric space or in 3D space. The background mesh is also 
independent of the actual meshing algorithm used. For this study, the advancing front method is used, but 
there is no reason it cannot be applied equally well to a Delaunay method. The only connection between 
mesher and sizing function is through a simple inquiry interface: d, =f(x;y), that is, given a local 
coordinate, ky) in the parameter space of the surface, return the target element size, d,. 

Figure 1 shows a simple Delaunay tessellation of the boundary nodes of a two dimensional object. Also 
included in the tesselation are four bounding comer nodes, included in order to facilitate the Delaunay 
algorithm. Element sizes are usually assigned to the vertices of the background tessellation based on the 
edge lengths of the boundary segments. Since it is necessary to locate a point in the Delaunay background 
mesh, a process in itself which can be somewhat time consuming, it is advantageous to maintain a 
background mesh as sparse as possible, while still maintaining the important sizing details of the model. 

Figure 1 Delaunay tesselation of boundary vertices used for 
background mesh 
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The method used for interpolation can greatly effect the quality of the resulting mesh. Although simple 
linear interpolation is frequently used, some weaknesses have been noted with this method. An improved 
method, known as natural neighbor interpolation is used to define the sizing function. 

Linear Interpolation 

With linear interpolation, the local element size d' at location P,, is defined as: 

I 

d, = C wjdi 
i=O 

111 

where d, are the element sizes at each of the three vertices of the triangle in the Delaunay background 
mesh containing P,, and wi are the barycentric coordinates of P, within the same triangle; for example: 

wo = VI = 

xo x x2 

Yo Y Y2 

1 1 1  

xo xl x2 

Yo Yl Y2 

1 1 1  

',W2 = 

xo xl 
Yo Yl Y 
1 1 1  

xo XI x, 
Yo Yl Y2 

1 1 1  

In some cases, linear interpolation provides an adequate description of the element sizing function. Poor 
results can arise when the triangles in the background Delaunay mesh become poorly shaped. Since in 
most cases, only the boundary nodes are tessellated, long, skinny triangles are typical similar to those 
shown in Figure 1. As a result, abrupt changes in element size are common resulting in less than 
desirable element quality and transitions. 

Natural Neighbor Interpolation 

Because of the limitations of linear interpolation, an alternate method was sought. Natural Neighbor 
interpolation was first introduced by Sibson (1981) and later further developed by Owen (1992) and 
Watson (1994). Even though its usage has been commonly for interpolation of scattered data generated 
from geotechnical applications (Jones;1995), its advantages are also applicable for element sizing. This 
method provides a smooth interpolation even with poorly shaped triangles in the background mesh. The 
element size d, is defined in a simiiar manner to linear interpolatiofi: 

' n-1 

d, = widj 
i=O 

131 

where n is now the number of neighbor vertices. The distinguishing features of natural neighbor 
interpolation include the manner in which the neighbor vertices are selected and the computation of the 
weight, wi at each of the vertices. 

The n vertices included in the interpolant are defined as all vertices belonging to triangles whose 
circumcircle contain P,. This criteria is exactly that used in the well-known Delaunay triangulation 
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algorithm described by Watson (1981). Since the process of computing the neighboring triangles is an 
integral part of the Delaunay triangulation procedure, this information can not only be used to insert a 
new vertex into the mesh, but to compute the interpolated element size at the same vertex. 

The weights, w; at each of the neighboring vertices are defined using what Sibson (1981) fmt described as 
local coordinates. Local coordinates are often thought of as generalized barycentric coordinates. While 
barycentric coordinates can be defined as describing space with respect to three points in R2, local 
coordinates define space with respect to an arbitrary number of points. The local coordinate, wj is defined 
as follows: 

r41 

where IC@) is the area of the Voronoi polygon, R defined after P, is inserted into the domain and ~(q) is 
the difference in areas of the Voronoi polygon q at vertex i before and after P, is inserted. The Voronoi 
polygon associated with vertex i is that space in R2 closer to vertex i than any other vertex in the mesh. 
More precisely, the Voronoi polygonq associated with vertex Pi is defined as: 

r51 

where N is the total number of vertices in the mesh. Figure 2 shows a graphical representation of local 
coordinates. In this example, the interpolant is Px. Solid lines represent the Voronoi polygons for each 
vertex in the domain after temporarily inserting Px into the domain. The dashed lines represent the 
Voronoi polygons before insertion. In this case, vertices 1,4,5,6 and 9 are selected as neighbors, and 
used to weight the interpolation. The area, ~ ( n )  is the Voronoi polygon defined byPx and K(@ are the 
difference in Voronoi areas of polygons before and afterP, is inserted for each neighbor vertex. From this 
example it can be seen that the sum of ic(@ will be IC@), hence, from equation 4, the sum of weights, Wi, 
will be one. 

.1 

Figure 2. Voronoi polygons used in the definition of natural 
neighbor local coordinates. 

A detailed description of the calculation of the local coordinates is provided by the author (1992) and 
Watson (1994). The author describes a simple method for computing the areas of Voronoi polygons based 
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on triangle circumcenters. Watson describes a more efficient method, which avoids the explicit 
formulation of the Voronoi polgons. 

Applications 

In many cases, it is sufficient to use only the boundary nodes of the area as input to describe the sizing 
function. If the boundary divisions have been adequately defined and there is very little surface curvature 
within the area, the resulting sizing function can produce very high quality elements. The sizing may not 
be sufficient when internal surface features, not described by line divisions are required, or if physical 
phenomenon requiring smaller element sizes close to boundaries is required. In these cases, additional 
internal nodes may be inserted into the background mesh to more precisely define the element sizing 
function. 

Boundary Layers 

Boundary layers are frequently required in computational fluid dynamics or electromagnetic problems. 
Several layers of small, uniformly sized elements are required immediately adjacent to a boundary. In 
order to avoid huge numbers of elements in the simulation, the element sizes should transition from the 
boundary layers to a much larger element size on the interior of the mesh. In order to capture the physics 
of the simulation, element size transitions from the boundary to the interior can be as much as 100 or 
loo0 to 1. Many methods have been proposed for meshing surfaces with boundary layers 
(Clements;l997), (pirzadebl993). Inserting additional sizing vertices into the background mesh appears 
to be a promising solution for controlling the element size on meshes requiring boundary layers. 

For boundary layer meshing, some user input is required. For each line defined as a boundary, at least 
three values must be specified: 

1. a = element size at boundary 
2. f3 = thickness of boundary layer 
3. x = thickness of transition layer 

Figure 3 Boundary and aansition layers adjacent to model 
boundary. 

Alternatively, the user may prefer to enter an exact number of elements through the boundary layer, 
instead of p, or a growth ratio indicating the maximum aspect ratio allowable in the transition layer 
instead of x. In either case, the user input is first converted into the required a, p and x distances. 
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For every node on the boundary, up to two new vertices can be inserted into the background mesh. As 
indicated in Figure 4, points P, and Pt are generated on a line normal to the boundary at boundary vertex 
Pb. To avoid geometric evaluations, the normal vector, Nb to the line is defined as the bisector of the two 
adjacent edges to Pb. Therefore P, and Pt are defined as: 

4 

171 

Figure 4 Placement of sizing vertices at the boundary and 
transition layers. 

Once P, and Pt have been located, the element size at these vertices are defined. The element size, dc at P, 
is simply the user supplied a. d, can also be defined as the average length of the edges immediately 
adjacent to Pa. The element size, d, at Pt is defined from a user supplied internal element size, d g w .  In 
the absence of a user supplied d g w ,  d, can be defined as the average length of all boundary intervals not 
defined as boundary layers. 

Inserting all vertices, P, and Pt into the background mesh is in most cases far more than is needed to 
adequately describe the element sizing function. For most cases it is sufficient to insert new vertices at 
intervals no closer than d g m .  For very large transitions where a is very small with respect to dgbW, it 
may be necessary to insert P, at the boundary layer at closer intervals. 

As an additional measure to limit the number of vertices in the background mesh, an interpolation is first 
done at the proposed location of the new vertex. In this case the interpolation has relatively little 
overhead since the triangles needed for natural neighbor interpolation are the same as those used for a 
Watson (1982) type node insertion procedure. The proposed vertex is only inserted if the interpolated 
element size at the new vertex is different by more than a predefined percentage, E, from the new element 
size, di at the vertex. For this application, E of 5% was used. 
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One problem which can arise from this procedure occurs when the boundary layers or transition layers of 
opposing boundaries intersect. Vertices with widely varying element size definitions can end up being 
placed close together resulting in very poor element quality. To ensure this does not occur, Pt cannot be 
within a radius of p+x from any other boundary edge. A local distance check is made to ensure this does 
not occur. In the event Pt is closer to a nearby edge than fkx, the distance x is&xa&ively cut back until 
this requirement is satisfied. If this occurs, a new equivalent d, must also be defined. The new d, is 
linearly interpolated between the old d, and the size d, at P,. 

Figure 5 shows the background mesh generated for a contrived model where the change in element size is 
1:200. An equivalent fJ thickness was computed from a user input of five elements through the thickness 
of the boundary layer. The x thickness was derived from user input from the maximum growth ratio of 
2:l. The resulting contours generated from natural neighbor interpolation of the element size are also 
displayed on Figure 5. Figure 6 shows the resulting triangles generated using an advancing front triangle 
meshing algorithm which utilizes the background size information. Figure 7 is a closeup view of the 
boundary layers ofFigure 6. Note the overlapping boundary layers and change in element sizes between 
layers. 

Figure 5. Background mesh used for boundary layer mesh. 
Countours generated from natural neighbor interpolation are 
over-lay ed 

Figure 6. Boundary layer mesh with 1:200 transition 
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Fi,we 7. -Close-up of boundary layers in Fi,oure 6 

Surface Curvature 

If areas have internal surface features, inserting additional sizing vertices can drastically improve element 
quality. What is typically used to control element sizing on curved surfaces is a user specified maximum 
spanning angle, 0. This angle defines a lirhit as to how far the element edges may deviate from the actual 
geometry. Some applications use the maximum spanning angle or other discretization criteria during the 
meshing process (deCougny;lW6). By incorporating the sizing based on curvature and maximum 
spanning angle into the background sizing function, the mesher does not have to compute additional 
normal calculations for each triangle. The maximum element size based on $, is defined by the following: 

d$ = 2r, sin( $) 
where r, is the radius of curvature. The radius of curyature, r, can be approximated from the normals at 
the surface. The radius of curvature between two locations on the surface that are a linear distance of h 
apart and whose normals are NA and NB is approximated by: 

h / 2  

Figure 8 shows graphically the relationships from which equation 9 is derived The normals, NA and NB 
with vector AB form a triangle from which trigonometric relationships can be developed and where 8 is 
defined as, N, ON,. This relationship is exact for a quadratic surface (ie. sphere, cylinder) but is only an 
approximation for arbitrary surfaces. Even though exact curvature can be easily computed for some 
parametric surface types, for faceted geometry, curvature is generally not readily available and can be time 
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consuming to compute. For this reason, n o d s  are used to approximate the radius of curvature. The 
accuracy of the resulting radius of curvature will in general improve as h gets small. 

Figure 8. Approximation of radius of curvature between two 
points A$ on a surface. 

Depending on whether the mesher works directly in parametric space or in 3D space it may also be 
necessary to apply a scaling factor to the resulting maximum element size, d, computed. If parametric 
space is used, a local scaling factor that maps the size d, to an equivalent size, d,' in parametric space is 
needed as follows: 

r 1 

where h' is the distance in parametric space between points A and B on the surface. The denominator in 
the above scale factor is simply an expression for the arc length in worldspace on the surface between the 
same two points. 

Now that a controlling maximum element size has been defined based on a user defined maximum 
spanning angle, the question still remains as to where new sizing vertices should be placed into the 
background mesh so that the element sizing function will better describe the surface curvature. It is clear 
that a random or a gridded distribution of vertices in the background mesh will be inadequate since 
regions of maximum curvature can very easily be missed. It is typical that only in these regions of high 
curvature that additional sizing vertices need to be placed. The approach taken for this application was to 
use a quadtree decomposition of the parametric space of the area. 

The quadtree is initialized by evaluating the normals over an N by M grid of points on the surface. N and 
M should be chosen so that a reasonable initial representation of the surface can be established. A 
maximum value for N or M defined as 10, appeared to provide sufficient information for most surfaces 
tested. Each set of four points defining a quadrilateral in the N by M grid serve as the root of a quadtree. 
The dot product between the n o d s  at the comers of the quadrilateral are computed. The minimum dot 
product between any two comers is used to approximate the radius of curvature, r, and maximum element 
size d,, The current leaf of the quadtree is subdivided into its four child quadrilaterals if the angle 
spanned over the quadrilateral is less than the maximum spanning angle, 0. The quadtree subdivision is 
also limited by a minimum allowable element size or maximum number of subdivisions. This is to ensure 
the quadtree does not go forever on surfaces with sharp folds or discontinuities. 
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A new vertex is considered for insertion into the background mesh only at the local maximum quadtree 
level. That is, any quadtree leaf that is not split into four children defines a potential vertex at the 
centroid of its quadrilateral. The size, d, defined at the vertex will be the smaller of the element size, d,, 
defined from the surface curvature, or d, defined from an interpolation at the same point before any 
modifications for curvature. Similar to boundary layers, a vertex is only inserted into the background 
mesh if the resulting change to the local element size.is greater than E. 

Although in many cases, the background mesh is sufficient to control the quality and sizing of the mesh, 
some additional measures can also be taken. If the advancing front method is used for meshing, it is 
possible that for large transitions in element size, the smaller element regions can be missed. Typically 
the size of a new element at the front is determined from an interpolation of the background mesh. For 
large element sizes, the location interpolated may miss the smaller regions. This can generally be avoided 
by keeping an ordered list of fronts sorted by size while meshing. If the smallest fronts are always dealt 
with first, the sizing function can be better captured. A set of bins containing fronts of approximately the 
same size is sufficient for maintaining the size ordering. Alternatively, rather than a single interpolation 
into the background mesh, multiple interpolations can be performed at the vertices andor centroid of the 
proposed new triangle in the mesh. A weighted average of the computed sizes can be used. 

Figure 9 shows the background mesh for a simple parametric surface along with the resulting contours 
generated using natural neighbor interpolation. Figure 10 shows the resulting triangle mesh using both a 
maximum spanning angle, @, of 15 degrees and 30 degrees. 

Conclusion 

Natural Neighbor interpolation has been proposed as a-new-method for providing element size 
information to surface meshing algorithms. High quality elements can be generated in situations 
requiring very large transitions or discretization of highly curved surfaces. While only two specific criteria 
were used for defining element sizing information, many others can be developed and combined. Future 
directions will inevitably be application to three dimensions. Three dimensional boundary layer meshing 
is also an important topic, particularly for CFD applications. While the interpolation method presented 
has been discussed with respect to isotropic sizing, extensions to incorporate anisotropic criteria will also 
be considered. 
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Figure 9. Background mesh and contours of sizing function for 
parametric surface 

Figure 10. Parametric surface meshed with two different max 
spanning angles ($). Left e 1 5  degrees, right: +30 degrees 
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A Global Optimization Approach to Quadrilateral Meshing 
Joseph Jung, Clark Dohrmann2, Walt Witkowski2, Paul Wolf'barger3, 

Walter Gerstle3, Scott Mitchell2, Malcolm Panthaki4, Dan Segalman2 

A novel method is presented for automatically generating quadrilateral meshes on arbitrary two-dimensional 
domains. The method is based on global minimization of a potential function that governs the mesh char- 
acteristics. The potential is comprised of several terms that distributes the elements throughout the domain 
and aligns the edges of the elements to form valid connectivitieS. If there are any remaining unlinked element 
edges, the local connectivity is examined and a "hole elimination'' algorithm is applied that successively finds 
alternative connectivities. Unlinked edges, representing holes in the mesh, are moved to either coalesce, or 
to a boundary. We wil l  describe the components of the potential, the minimization procedure, and the 
connectivity refinement algorithm. The method shows promise for extension to automatic three-dimensional 
hexahedral meshing. 

These figures illustrate the meshes for a simple square and a circle. Note that the figures shown are not 
meshes, but a dual representation of the particles and the links between particles. Work continues to extend 
the algorithms so that more complex geometries can be meshed. 

( 4  (b) ( 4  
Figure 1: (a) Circle at step 0 (b) Circle at intermediate step (c) Circle at completion 

(d) (e) (f) 
Figure 2: (d) Square with 16 elements at step 0 (e) Square.with 16 elements at intermediate step (f) 

Square with 16 elements at completion 
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Use of Boundary Integral Method to Determine 
Local Characteristic Feature Size of Geometric Domains 
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Abstract A method is presented for computing the field of local characteristic feature size (LCFS) 
from a discretization of the boundary of a one-, two- or three-dimensional geometric domain. The 
LCFS and its gradients are defined so as to be useful in automatic generation of meshes. The 
method first involves discretizing the boundary of the geometric domain with boundary elements. 
Then, a solution to Poisson’s equation is obtained, assuming homogeneous Dirichlet boundary 
conditions. This solution to Poisson’s Equation is then used as a basis for defining the LCFS, 
which varies as a function of position within the geometric domain. Also introduced are two other 
useful concepts: vertex characteristic feature size (VCFS) and edge characteristic feature size 
(ECFS). 

Keywords mesh generation, geometry, local characteristic feature size, Poisson’s equation, boundary integral 

1. Introduction 

Most finite element analysis models require element sizes that are driven not only by geometric considerations, but 
also by the physics of the problem and the desired solution accuracy [Ho-Le, 19881. For example, in a shock physics 
problem, the mesh must be much finer close to a shock wave than in a region with little displacement gradient. To 
give another example, in static stress analysis, if accurate stresses close to a stress concentration are desired, the 
mesh must be made very fine at the location of the stress concentration. Therefore, to be useful, an automatic mesh 
generator should require not only an input geometry, but also a specification of desired element size as a function of 
location within the domain. 

Current two-dimensional Delaunay meshing methods [Chew, 1989; Ruppert, 1992; Parzideh, 19921 typically require 
a specification of the domain boundary and a specification of minimum and maximum permissible element vertex 
angles. From these two’inputs, the method produces elements of appropriate shape, but not necessarily of 
appropriate size. 

Many of the cment “automatic” mesh generators require the user to specify element sizes on each part of the domain 
boundary [Ho-Le, 1988; Knupp and Steinberg, 19941. This places a significant burden upon both the user and the 
automatic mesh generation program. Additionally, the specification of element sizes on the domain boundary onZy is 
insufficient to specify element size limitations on the interior of the domain. 

Our view is that automatic mesh generators should calculate a field called “local characteristic feature size (LCFS)” 
based only upon domain boundary information. With a clear definition of LCFS, the user could then specify that all 
elements in the mesh must be of a size limited by a parameter times the LCFS, as well, perhaps, as by a user- 
specified field of sizes driven by other considerations such as the physics of the problem and desired solution 
accuracy in specific regions on the geomeaic domain. Another reason for defining and calculating a LCFS field is 
that this information may of itself be useful for certain automatic mesh generation techniques. In what follows, a 
rigorous method for computing a LCFS field using a boundary integral equation technique is presented. 
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2. Definition of LCFS 

The LCFS should be an indicator of the characteristic size of the geometry as a function of position within a 
geometric domain. The problem of developing an appropriate definition for LCFS is more difficult than it at first 
appears. Both distances to all domain boundaries and curvatures of domain surfaces should be taken into account. 
The definition should be a useful predictor of maximum permissible finite element size as a function of position 
within the domain. Also, the LCFS field should be defined in such a way that it may be efficiently computed. 

We propose a definition for LCFS that is derived from the solution, @, that satisfies the Poisson's equation, 
. "  

v"+) = -1, 

subject to homogeneous Dirichlet boundary conditions, (4, on the boundary of the domain. Such a solution can be 
numerically obtained via the boundary element method without having to mesh the entire domain; rather, only the 
surface of the domain must be meshed. 

Consider a two-dimensional geometric domain, S2, topologically bounded by edges, E,, and vertices, Vi, which form 
n boundary loops, ri. as shown in Fig. 1. The solution to Poisson's equation subject to homogeneous Dirichlet 
boundary conditions on this geometric domain has a number of physical interpretations, useful for conceptual 
purposes. For example, assume that an elastic membrane is stretched across a two-dimensional geometric domain !2, 
and attached to the boundary loops, ri. The elastic membrane has prestress, S, with units of force per unit length. 
Let a lateral pressure, P, be applied normal to the plane of the membrane. In response to the applied pressure, the 
membrane will displace transversely by an amount, Cp. If small deformations are assumed, it can be easily shown that 
the transverse displacement, $, of the elastic membrane satisfies the Poisson equation, with P/S = 1. 

Vertex V; 

A 

Domain SZ 

Pressure P 

Section A-A 

Fig. 1 Elastic Membrane Analogy of Poisson's Equation 
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At any arbitrary point (x,y) in Q, there are two principal curvatures, $=, and $.w and two associated orthogonal 
principal axes, (X,Y), such that cpm = 0. The principal axes (X,Y) are chosen such that their origin is at point (x,y). 
Also, at any arbitrary point (x,y), a quadratic surface, $*(X,Y) can be approximated to $(X,Y) and its spatial 
derivatives using a Taylor series expansion: 

$xx 2 $YY 2 

2 2 ,  
$* = cp + cpxx + @.YY + $xrxy + -x + -Y 

where $x is the partial derivative of $ with respect to X. The coefficients qX, $,y, $m, $=, and Ow, in this equation 
can be easily obtained from boundary integral equations, described later. Because we have chosen principal 
directions, I$= = 0, and the Eq. (2) becomes 

$*=$++,xx+$.yY+-x $xx 2 +'Y $YY 2 

2 2 .  (3) 

Setting $* to zero produces a section of a quadratic surface, with X- and Y- semi-axis len,oths of Dx,, D% Dyl and 
Dn, respectively, that approximates locus of the boundary, r, of the domain, as shown in Figs. 2 and 3. The equation 
for the quadratic section is 

t @  4 computed 1 
I / 

@* I 

Fig. 2 Approximate Fit of Quadratic Surface I$* to Poisson Solution I$. 

and the equations for the semi major and minor dimensions Dxl, D, D,, and D,, are obtained from the equations 

o= $ + $.YDy+ 4.m 2 0=4)+$xDX+----Dx 
2 and 2 

from which we obtain the major and minor dimensions 
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and 

We now define the Local Characteristic Feature Size as 

LCFS = min I & \  
I D Y  1. (7) 

Note that either D, or Dy can be imaginary numbers, but not both. This conclusion follows from the requirement that 
I$ must satisfy the Poisson equation (1). The intent of Eq. 7 is to define LCFS as the minimum real dimension of the 
section of the quadratic surface @*. (If @* is saddle-shaped, only one of these dimensions will be real). 

/Domain Boundary 

Fig. 3 - Plan View of Two-Dimensional Domain with Section through Quadratic Surface +*. 

In other words, we have thus defined the LCFS at a point (x,y) as the len,@h of the shortest principal axis of the 
quadratic section resulting from the intersection of that quadratic surface +* that best fits the homogeneous Poisson 
solution with the plane + = 0. 

3. Discussion of LCFS in the Neighborhood of Dihedral Edges and Vertices 

As a vertex or an edge with nonunique boundary normals is approached from the domain interior, the LCFS goes to 
zero. This is reasonable because a vertex is a short-hand representation of a boundary with infinite curvature. A 
point on the surface of the domain with non-unique normals produces a sin,darity in the second derivatives of the 
Poisson solution and a zero in the LCFS function. At such singular points, this behavior may at first seem to 
contradict the intent of LCFS, as the LCFS is intended to produce a reliable measure of appropriate element size. 
However, from a geometric viewpoint, size scales should approach zero as singularities in geometry are approached. 
In practice, we do not usually want element sizes to become very small in the vicinity of singular points, unless a 
more accurate response is required near such points. 
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In Fig. 4(a), in which the vertex approximation to an actual geometry is not made, the finite element adjacent to V 
would have to be very small to faithfully represent the geometry close to point V. Fig. 4@), on the other hand, shows 
a vertex idealization of the situation of small curvature in Fig. 4(a), and a reasonable element size is shown. Because 
a vertex is actually an idealization of singular geometric behavior, it seems reasonable that it should have a special 
attribute attached to it that identifies intended associated finite element size. 

The size of a finite element that is attached to a singular point should not be governed by the LCFS near that 
particular vertex, but rather by other considerations. It seems necessary to define two new quantities, the first called 
VCFS (vertex characteristic feature size), which is associated with vertices, and the second called ECFS (edge 
characteristic feature size), which is associated with intersections of faces at edges in three-dimensional problems. 
The VCFS and ECFS should be defined in such a way that they are useful in determining reasonable element sizes 
adjacent to vertices and edges respectively. 

Reasonable Finite 
Element Size 

V 

(a) No Vertex Idealization 

Reasonable Finite 
Element Size 

(b) Vertex Idealization 

Fig. 4 - Required Finite Element Size near a Vertex Depends Upon Geometry, Topology, and User Intent. 

Fig. 5 - Determination of Element Size Near Singular Point. 

161 



One possible method for defining VCFS and ECFS is to determine the radial rate of change of LCFS as one moves 
away from that particular sin,dar point along the domainboundary, as shown in Fig. 5. Close to the singular point, 
this rate of change will be a constant, yr, determined by the enclosed angle, but as one moves radially away, the rate 
of change of LCFS will deviate to a rate of change, y. The distance from the sin,dar point to the point where the 
rate of change of LCFS y deviates from y~ by more than some user-specified parameter, say 0 = 5%, would define 
the VCFS and ECFS associated with that particular singular point. 

We have not yet attempted to compute’ VCFS and ECFS automatically, and the suggested definitions should be 
improved and refined. If VCFS and ECFS can be defined in a way that permits efficient computation, the sizes of all 
elements adjacent to vertices and edges may be specified, just as they have been for points far from singular points, 
as user-specified ratios, p, and PE, of the VCFS and ECFS respectively. 

4. Determination of Poisson Solution from Boundary Integral Equations 

Boundary value solutions to Poisson’s equation can be obtained from solutions of Laplace’s equation applied to 
similar boundary value problems by subtracting a particular solution independent of the boundary conditions 
[Brebbia, Telles, and Wrobel, 19841. Thus, assume any particular solution, u,, to the Poisson equation such that 

- 
v2(lh) = b in 51, uo = u, on r. 

we need only to solve the similar Laplace Boundary value problem 

It can be easily shown that if we choose @ so that @ = u+u,, then 

V2($)=bin SL, @=Oon r, 
which was the problem we originally wanted to solve (with b = -1). For two-dimensional problems, a possible 
particular solution to Eq. (8) is 

Solution of Laplace’s boundary value problem specified by Eq. (10) is obtained through use of the boundary element 
method [Brebbia, Telles, and Wrobel, 19841. In the two-dimensional implementation that we developed, we used 
constant boundary elements. The boundary inteagal equation to be solved is 

where the fundamental solution, u*, is 

u* =An(J-) 
27c r ,  

for the two-dimensional case and 
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U $E- U* q=- 
for the three-dimensional case. The responses q and q* are defined as n , where n is the unit 
outward normal to surface r. The constant, ci, is determined by applying a uniform field, u, of unit intensity, in Eq. 
(13), which results in 

n and 

For constant elements, the boundary .is always “smooth”, and hence c, huns out to be identically equal to 1/2 if the 
point is on the boundary r of the domain, and c, is equal to 1 if the point is on the interior of Q. 

After discretizing r using n constant boundary elements, Eq. (13) results in a set of n linear equations that can be 
solved for a constant qj on each boundary element, j: 

In Eq. (17), the variables ur are as specified by the boundary condition in Eq. (lo), and the variables qj are unknown. 
We use Eq. (17), collocated at n points on r to develop n simultaneous linear equations. Solving these equations, all 
q, on the domain boundary r are obtained. After all q, are determined, u may be obtained at any point on the interior 
of the domain S2 by Eq. (18). which involves a relatively inexpensive inteegation around the domain boundary: 

With u known at an interior point, Cp is obtained using the equation $ = u+u,. 

We determine the derivatives Cp,, Cp-, Cpsy, $.w at the same interior point by taking closed-form derivatives of u 
given by Eq. 18, which involves an integrating on r, &d adding the result to the derivative of the particular solution 
u,. Thus, Cp and its derivatives to any desired order are numerically obtained at any point in a, and can by used in 
Eqs. (6) and (7) to determine the LCFS at that point. 

At an interior point “close” to a boundary element, the solution Cp becomes quite inaccurate [Brebbia, Telles, and 
Wrobel, 19841. Therefore, when calculating $ at an interior point, say within one element-length of a boundary 
element, it is necessary to interpolate the solution between one calculated at a point located on the boundary element 
itself and a point located one boundary elernent-len,* away from the boundary element. 

To obtain accurate results, the boundary element mesh must be designed so that no boundary element subtends an 
angle, y, of more than, say, 7r/4 radians with respect to any other non-adjacent boundary element, as shown in Fig. 6. 
This criterion leads to a very simple method, at least in two-dimensional problems, for automatically generating 
boundary element meshes with elements of appropriate size. 

’ 

5. Example Problem 

We have tested the method for determining LCFS only on two-dimensional domains. Our reason for developing the 
LCFS concept was to enable its use in developing new meshing approaches. We have chosen the geometry with 
varying characteristic feature sizes indicated in Fig. 7, which has been discretized using 48 boundary elements. Fig. 
8 shows the calculated solution to Poisson’s equation, which required a few seconds of CPU time on a low-end SUN 
Sparcstation. Fig. 9 shows the computed LCFS. For illustration, Fig. 10 shows (unconnected) element sizes and 
orientations, automatically computed assuming the element size is equal to 0.20 times the computed LCFS. 
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, Fig. 6 - A Boundary Element Mesh must Satisfy the Criterion that ye n/4. 

Fig. 7 - Boundary Element Mesh of Widget 
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Fig. 8 - Poisson Solution from Boundary Element Analysis - Lines ofEquipotential I$ are Shown. 

Fig. 9 - Calculated LCFS - Horizontal Lines are Proportional to LCFS; Lines of Equal LCFS are Also Shown. 
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Fig. 10 - Element Sizes and Orientations Computed Automatically from 4 and LCFS. 

6. Conclusions 

We have rigorously defined local characteristic feature size, LCFS, and conceptually defined vertex characteristic 
feature size, VCFS, and edge characteristic feature size ECFS. These quantities are useful for characterizing 
geometric domains, and we have been using these quantities in our mesh generation research program. We have also 
shown how LCFS can be efficiently calculated through approximate solution of Poisson’s equation applied to the 
geometric domain and subjected to homogeneous boundary conditions of Dirichlet type. The method is applicable to 
one- two- and three-dimensional geometric domains. 

We have presented an efficient and general method for computing LCFS. The method requires solution of n linear 
boundary integral equations, where n is the number of boundary element degrees of freedom required to discretize 
the domain. For two-dimensional geometric domains with reasonable complexity, n may be on the order of several 
hundred, and the boundary solution can be computed in a matter of several seconds. Even for reasonably complex 
three-dimensional domains, it is expected that n will be on the order of several thousand, a system of which equations 
can be easily solved on current work stations within several minutes [Ingber, 19881. Each evaluation of LCFS at a 
point within the domain interior requires only a single integration over the boundary of the domain, which can be 
accomplished in a fraction of a second for typical two-dimensional domains and within perhaps a second for a typical 
three-dimensional domain. 

Aside from calculating LCFS, the Poisson solution gives valuable information about orientation within a geometric 
domain. For example, the direction of the ,gadient of the solution to Poisson’s equation gives information about the 
direction to the nearest boundary. 

Additional work is obviously required in defining and calculating VCFS and ECFS. 
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Generating Hexahedron-Dominant Mesh Based on Shrinking-Mapping Method 

Weidong Min' 

Abstract. This paper presents an  algorithm based on shrunken polyhedron and mapping t o  mesh a convez 
polyhedron using mized elements, with mostly hezahedra, but including some tetrahedra, pyramids, and wedges. 
I t  is part of a scheme for automatically meshing an  arbitrary 3D geometry. The scheme first decomposes a 3D 
geometry into a set  of convez polyhedra. Then the boundary quadrilateral meshes of these convet polyhedra a n  
formed. For every conve2 polyhedron, the algorithm proposed in this paper generates shrunken polyhedra one 
by one and uses hezahedron, wedge, pyramid and tetrahedron to fill between two adjacent polyhedra. The 2 0  
boundary meshes of a convez polyhedron are mapped to the boundary polygons of the shrunken polyhedron. The 
mized hexahedron mesh a n  generated based on the mapping relations and on the ending cases for the 20 meshes 
without direct mapping relation. 

keywords. hexahedron-dominant mesh, shrinking polyhedron, mapping method, ending case 

1 Introduction 

Although lots of mesh generation methods have been developed, there exist only a few for generating hexahedron 
mesh due to the difficulty of filling an arbitrary 3D geometry with hexahedra. Most commercial available systems 
offer a mapped-meshing approach where the volume to be meshed must be divided into simple shapes which are 
then meshed separately. An algorithm proposed in the papers [7, 81 tries to automate this procedure. It uses the 
medial surface of a solid to subdivide a complex solid into topologically simple subregions which can then be meshed 
using a straightforward technique, the integer programming technique [13]. The plastering algorithm [2,12] and the 
whisker weaving algorithm [14] are attempts to generate hexahedral mesh by means of an advancing-front method. 
The grid-based [9] and octree-based methods [IO] generate-a structured grid which is then adapted to the object 
boundary by an isomorphism technique. Other approaches to hexahedral mesh generation include the cooper tool 
[l], the conjoint meshing primitives [ll], shape-recognition and boundary-fit method [3]- AU of these hexahedral 
mesh generation methods contain both positive and negative attributes associated with the technique employed. The 
typical disadvantages include limitation to the geometry topology to be processed, no -tee of mesh quality due 
to the fact that a geometry is more difficult to be filled with all hexahedra than with tetrahedra, inability to mesh 
narrow parts, and so on. 

Compared with all hexahedron element mesh methods, mixed hexahedron mesh method has a greater potential to 
generate mesh of good quality due to its fleexibility to fiU a complicated geometry. The algorithm outlined in the 
paper is an attempt to mesh a geometry using mixed elements, with mostly hexahedra, but including some tetrahedra, 
pyramids and wedges. The above four kinds of elements are shown in Figure 1. 

c c E E F 
Figure 1. Mixed elements (from left to right): tetrahedron, pyramid, wedge and hexahedron 

The scheme first decomposes a 3D geometry into a set of convex polyhedra by using the method described in the paper 
[5]. Then the boundary quadrilateral meshes of these convex polyhedra are formed by using the method described in 

'Department of Computing Science, University of Alberta, Edmonton, Alberta, Canada, T6G 2H1, weidongQcs.ualberta.ca 
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the paper [SI. For every convex polyhedron, the algorithm proposed in this paper generates shrunken polyhedra one 
by one and uses hexahedron, wedge, pyramid and tetrahedron to fill between boundaries of two adjacent polyhedra 
(;.e., a polyhedron and its shrunken polyhedron). The 2D boundary meshes of a convex polyhedron are mapped 
to the boundary polygons of the shrunken polyhedron. . The mixed hexahedron mesh are generated based on the 
mapping relations and on the ending cases for the 2D meshes without direct mapping relation. 

The paper is organized as follows. Section 2 discusses how to use shrunken polyhedra to mesh a convex polyhedron. In 
section 3, the mapping algorithm together with its stepby-step results are illustrated. Section 4 describes techniques 
of forming and meshing ending cases. Finally, some experimental examples and a conclusion are given in section 5. 

2 Meshing a Convex Polyhedron 

2.1 Definitions 

Definition 2.1 [4] The shrunken polyhedron int(P) of polyhedron P is a polyhedron obtained by shrinking P by 
a distance of sdist, i.e. 

i n t ( P )  = (vlv E P and distance from .v t0.W 2 sdist} 

where dP is the boundary of P. Also, int(P) can be defined as the intersection of half-spaces determined by ‘shifted’ 
versions of the planes containing the faces of P (the amount of shifting is distance sdist inside P). 

Definition 2.2 A polyhedron and its s M e n  polyhedron are called the father polyhedron and the son polyhe- 
dron, respectively. 

Definition 2.3 When shrunken polyhedra are generated for a polyhedron one by one, the original polyhedron is called 
the first father polyhedron. Other polyhedra are called the second father polyhedron, the third father 
polyhedron, and so on, according to the order of the shrunken polyhedra generated. 

Definition 2.4 The geometry between the boundary of a father polyhedron and the boundary of the son polyhedron 
is called a shrinking level. 

Definition 2-5 When shrunken polyhedra are generated for a polyhedron one by one, the shrinking levels are called 
the first shrinking level, the second shrinking level, and so on, according to the order of the shrunken polyhedra 
generated. 

De$nition 2.6 An ending case is a topologically enclosed 3D geometry whose boundary is a set of quadrilaterals 
and triangles. Quadrilaterals could be nonplanar. 

Definition 2.7 Every boundary polygon of a shrunken polyhedron corresponds to a boundary polygon in the father 
polyhedron, from which it is formed when performing shrinking. A boundary polygon in a shrunken polyhedron and 
its corresponding boundary polygon in the father polyhedron are called a son polygon and a father polygon, 
respectively. 

Definition 2.8 A son polygon and its father polygon are called corresponding polygons. 

Definition 2.9 Suppose two boundary polygons P; and Pj share a Same edge in a polyhedron, then P; is called Pj’s 
neighboring polygon at this edge. and Pj is called P;’s neighboring polygon at this edge. The edge geometrically 
shared by two neighboring polygons is stored as two edges in two neighboring polygons, one in each polygon. Suppose 
I and m are such two edges in two neighboring polygons, they are called mutually the common polygon edge of 
the other edge. 

2.2 Using Shrunken Polyhedra to Generate Mesh 

The algorithm proposed in this paper uses shrunken polyhedra to generate mixed hexahedron mesh for a convex 
polyhedron. The meshes between two adjacent shrunken polyhedra are generated one by one. 

For the first father polyhedron, the quadrilateral boundary mesh of the polyhedron are generated in advance. After- 
wards, the boundary meshes of son polyhedra are generated from theirfather polyhedra by mapping methods to be 
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discussed in the following section. The mapping method also plays an important role in forming 3D meshes between 
a father polyhedron and its son polyhedron. The boundary meshes of a son polyhedron could consist of quadrilaterals 
and triangles as well. When a polyhedron becomes small enough, the process of forming its shrunken polyhedron will 
stop. I t  is the final level and will be regarded as an ending w e  to generate the final 3D mesh. 

Figure 2 is an example of a polyhedron whose boundary is mesh& as quadrilaterals. Figure 3 shows its two shrunken 
polyhedra. Figure 4 displays the boundary meshes generated by the mapping algorithm. The mixed hexahedron 
mesh of the first shrinking level is shown in Figure 5. . 

3 Mapping Algorithm 

3.1 Forming Mesh of a Shrinking Level 

Forming mesh of a shrkking level involves two fundamental steps. The first one is to establish mapping relations 
between corresponding polygons and herewith form meshes between corresponding polygons. The other is to form 
ending cases for meshing the remaining parts which can not be meshed based on mapping relations. The process of 
ending cases wil l  be discussed in the next section. 

3.2 Step-by-step Results 

The idea of the mapping algorithm is to form the boundary mesh of a son polyhedron from its father polyhedron. 
The boundary mesh of a polygon of the son polyhedron is established from its father polygon. This consists of the 
following five steps: projecting mesh, fixing vertices, fixing edges, eliminating nonconforming elements, adjusting 
boundary edge nodes. After finishing these mapping processes, it is straightforward to form mesh between two 
corresponding polygons. 

For the polyhedron shown in Figure 2, the above five steps are illustrated in Figure 6 to Figure 10 for a son polygon 
of the shrunken polyhedron. The thick lines in the figures are son polygon boundaries. The smaller numbers are 
element number indices. The bigger numbers are node number indices. Figure 11 is the 3D mesh constructed between 
this polygon and its father polygon based on direct mapping relations. 

3.3 Projecting Mesh 

First, the boundary mesh of the father polygon is projected to the plane on which the son polygon embeds, getting 
an projection mesh for the son polygon, as shown in Figure 6. Every element of the projection mesh has a mapping 
relation with an element of the boundary mesh of the father polygon. 

3.4 Fixing Vertices 

After projecting mesh, some elements locate thoroughly inside the polygon. Some are completely out of the polygon. 
The others are partly inside the polygon, i.e. intersect with the polygon. The following steps are to modify nodes 
locations of the projection mesh so that every element is completely outside the polygon or completely inside the 
polygon. That is to say, the method is to modify the mesh so that the polygon boundary overlaps on mesh edges. 

When performing fixing vertices process, some mesh nodes are moved so that every vertex of the polygon locates 
on a mesh nodes, as shown in Figure 7. Fixing vertices involves 14 patterns which are discussed in detailed in 
a technical report. The patterns are used to select a fixing method so that it is expected that the best shaped 
element is obtained. What is more, the patterns ensure generating nonconforming element as little as possible 
because nonconforming elements reduce the number of hexahedra and may introduce very bad shaped tetrahedra 
and pyramids. The concept of the nonconforming element will be introduced in the following. 

The polygon vertices are fixed one by one in counterclockwise direction. This process order helps select the fixing 
vertices pattern since sometimes it is necessary to determine which part of an element locates inside or outside the 
polygon. For every polygon vertex, the algorithm first judges which mesh element it locates inside. Then the one 
among all unfixed nodes of the element which is the nearest to the polygon vertex is fixed to the polygon vertex. A 
mesh node fixed to a vertex of the polygon can not be moved again and hence is called a fixed node. 

. 
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Figure 2. A polyhedron with-quadrilaterai 
boundary mesh 

Figure 3. A polyhedron and its two 
shrunken polyhedra 

Figure 4. Boundary mesh of the first 
shrunken polyhedron 

Figure 5. 3D mesh of the first 
shrinking level 
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Figure 6. Step 1: projection mesh for a polygon 

1 

Figure 7. Step 2: e vertices for the polygon 

v 
Figure 8. Step 3 fkhg edges for the polygon 

9 
7 
6 

Figure 9. Step 4: eliminating nonconforming elements for the polygon 
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Figure 10. Step 5: adjust boundary edge nodes for the polygon 

Figure 11. Forming 3D mesh for the polygon based on direct mapping relations 

3.5 Fixing Edges 

The i%&g edges process changes the positions of some mesh nodes so that the polygon edges intersect with any mesh 
element only at mesh nodes or at a whole mesh edge, as shown in Figure 8. Fixing vertices involves 10 patterns which 
are discussed in detail in a technical report. The patterns are used to select a &ing method so that it is expected 
that the best shaped element is obtained meanwhile generating nonconforming element as little as possible. 

The polygon edges are processed one by one in counterclockwise direction due to the same reason of fixing vertices in 
counterclockwise direction. For every polygon edge, it intersects with a set of elements from the starting endpoint to 
the ending endpoint. The elements are processed one by one in the above order for the Same reason of counterclockwise 
direction. To process an intersected element, fix a mesh node to the polygon edge. 

3.6 Eliminating Nonconforming Elements 

The purpose of eliminating nonconforming elements is to guarantee that every element will locate totally outside or 
totally inside a polygon of the shrunken polyhedron so that valid mapping relations are maintained. 

If a normal quadrilateral ABCD (which has four edges) satisfies the fol lohg four conditions, then ABCD is called 
a nonconforming element: (1) two nodes (say, A and C) on a diagonal of ABCD have been marked as fixed 
nodes, i.e. they have been moved to a vertex or an edge of the son polygon; (2) one node (say, D) is outside the son 
polygon; (3) the other node (say, B) has been marked as a fixed node or is inside the son polygon; (4) B and D lie 
on difierent sides of edge AC. 

Suppose ABCD is a nonconforming element which meets the conditions of the above definition. One way to eliminate 
a nonconforming element is to move node D to the.location of node A or C, as shown in Figure 12. Other ways are 
described in a technical report. 
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Figure 12. Eliminating a nonconforming element by merging an edge 

3.7 Adjusting Boundary Edge Nodes 

After the above four steps, every son polygon has its boundary overlapping on mesh edges. However, two neighboring 
polygons may have Herent number of mesh edges incident to this polyhedron edge. Even when having the same 
number of mesh edges, the node positions of the common polygon edges may not be the same. In order to eliminate 
this situation to get a conformable adjacency connection between the boundary mesh edges of neighboring polygons, 
step five, i.e. boundary edge nodes adjusting process, is invoked. This is a heuristic process that works in all tested 
Mses so far. 

3.8 Forming 3D Elements Based on Direct Mapping Relations 

After the above five steps, every element of a son polygon is thoroughly located inside (called a valid element) or 
thoroughly located outside the polygon. A quadrilateral could be degenerated into a triangle or an edge, whereas a 
triangle could be degenerated into an edge. Every valid element has a direct mapping relation with an element of its 
father polygon. Three dimensional elements can be formed straightforward. For example, if a normal quadrilateral 
has a mapping relation with a quadrilateral of the father polygon, then a hexahedron is formed. If a normal triangle 
(which has three edges) has a mapping relation with a triangle of the father polygon, then a wedge is formed. If 
a quadrilateral degenerated into a triangle has a mapping relation with a quadrilateral of the father polygon, then 
some pyramids and tetrahedra can be formed by inserting a node inside the geometry, as shown in Figure 13. More 
complicated patterns are described in detail in a technical report. 

B’ 

Figure 13. Forming pyramids and tetrahedra by inserting a node. ABCD is a degenerated quadrilateral of the 
boundary mesh of the son polyhedron. 

4 Forming and Meshing Ending Cases 
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The mapping algorithm constructs 3D mesh for boundary elements having direct mapping relations between cone- 
sponding polygons. After that, there are unmeshed gaps of a shrinking level. Figure 14 shows the result of the first 
shrinking level after the mapping algorithm and demonstrates such a situation. Generating mesh for these unmeshed 
gaps is the task of this section. The method uses ending cases to fill the unmeshed gaps and then mesh these ending 
cases one by one. 



4.1 Definitions 

Definition 4.1 Suppose element p of the boundary mesh of a son polygon and element q of the boundary mesh of 
the father polygon have mapping relation, then p and q are called the son element and the father element, 
respectively. 

Definition 4.2 Given a son element p and one of its edge I, the edge of the father element of p which corresponds to I 
is called the father edge of I, whereas 1 is called the son edge of its father edge. The father edge can be considered 
as the projection of the son edge from a son polygon to its father polygon. 

Definition 4.9 The father of the boundary mesh edges of a son polygon are called mapping B-edges. 

Definition 4.4 The unmeshed gaps of a shrinking level are made up with two groups of elements (quadrilaterals 
or triangles). The first group of elements are boundary elements of the father polyhedron, which have no direct 
mapping relations. They are called the roo&. The second group of elements are formed when performing the 
mapping algorithm between the mesh boundary edges of the son polyhedron and the mapping B-edges on the father 
polyhedron. They are called the walls. 

Definition 4.5 Suppose 1 is an edge of a polygon of the son polyhedron, with Is and I, as its starting endpoint and 
ending endpoint. The father edges of the mesh edges incident to I is called the projection of edge 1. The node on 
the projection mapped to 1, and I ,  are called the start and the end of the  projection. Suppose m is the common 
polygon edge of 1. Apparently, 1, and me are the same, I ,  and ms are the same. 

Definition 4.6 Usually there ate some elements between the projection of 1 and the projection of m on the father 
polyhedron, which have no direct mapping relations. Some mesh edges from the start of the projection of I to the 
end of the projection of my and searches some mesh edges from the start of the projection of m to the end of the 
projection of I. They are called curtain B-edges corresponding to these two edges. 

Definition 4.7The curtain B-edges of every edge of the son polyhedron, together with the mapping B-edges subdivide 
the whole roofs into a set of enclosed regions, which are called the ceilings. 

Definition 4.8 The curtain B-edges are connected to their corresponding polyhedron vertices to form some triangles 
and quadrilaterals, which are called the curtains. 

The mapping Bedges form some enclosed regions on the boundary of the father polygon, as shown in Figure 15. 

The curtain B-edges and the mapping B-edges subdivide the father polyhedron boundary mesh into a set of enclosed 
regions, as shown in Figure 16. 

4.2 Meshing Ending Cases 

The method first forms curtain B-edges, then forms curtains and hence subdivides the unmeshed gaps into ending 
cases. For every ending -e, basic elements extracting and geometry subdivision are carried out to form the final 
mesh. Due to the limitation of the space, the details are not discussed in this paper. This is a heuristic process that 
works in aU tested cases so far. An example is illustrated in Figure 17. The final level of the shrinking-mapping 
method is also meshed as an ending case. 

5 Examples and Conclusion 

‘ I  

This paper presents an algorithm based on shrunken polyhedron and mapping to mesh a convex polyhedron using 
mixed elements, with mostly hexahedra, but including some tetrahedra, pyramids, and wedges. Figure 18 (teapot), 
Figure 19 (u-object with sparse boundary mesh) and Figure 20 (u-object with dense boundary mesh) are examples 
generated by the algorithm presented in this paper. All elements in Figure 19 are hexahedra. The number percentage 
and volume percentage of meshes in Figure 18 and Figure 20 are shown in Table 1 and Table 2, respectively. 
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Figure 14. Mesh of the first shrinking level 
after the mapping algorithm 

Figure 15. The mapping B-edges together with 
the boundary mesh of the father polyhedron 

Figure 16. The curtain B-edges and the mapping 
B-edges subdivide the father polyhedron boundary 
mesh into a set of endosed regions 

Figure 17. The mesh formed from ending cases 
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Figure 19. Mesh of u-object with sparse 
boundary mesh 

Figure 18. Mesh of teapot 

Figure 20. Mesh of u-object with dense 
boundary mesh 
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I Number I Numb&% I Volume % 
Hexahedron I 701 I 39.7 I 78.9 

Wedge 
Pyramid 

Tetrahedron 

103 5.8 6.1 
645 36.6 11.6 
315 17.9 3.5 

Table 1: Elements percentage of Figure 18 (mesh of teapot). Node Number: 1476. Element number: 1764. 

Number I Number% I Volume ?4 
Hexahedron 530 I 59.7 91.4 

Wedge 12 I 1.4 0.9 
Pyramid 206 I 23.2 5.9 

, Tetrahedron 140 I 15.8 I 1.9 

Table 2: Elements percentage of Figure 20 (mesh of u-object with dense boundary mesh). Node number: 1026. 
Element number: 888. 

From the results of the examples, we can note that the algorithm generates hexahedron-dominant mesh. Intuitively 
the hexahedrons and wedges generated by the algorithm are of good shapes. The shapes of some tetrahedra and 
pyramids are not good enough. Most elements near the boundary are of good shapes, which are favorable for iinite 
element analysis. 

The initiate boundary mesh is not necessary quadrilateral mesh. A mixed mesh of quadrilateral and triangle can 
also be processed by the method. Developing new boundary mesh generation algorithm which is more suitable for 
the mapping and shrinking method can further increase the numbers of hexahedron and wedges which are of good 
shapes. In order to generate mixed hexahedron mesh with better quality, more research work on mapping algorithm 
and ending case process need to be conducted. Postprocess of the mixed mesh is also important. 

It is possible to extend the method to other types of decomposition methods (for example, decomposing into a set 
of convex polyhedra and nonconvex polyhedra). Convex polyhedron case is investigated first since it is more simple. 
To extend the method to mesh generation in special nonconvex polyhedra, we need to make some modifications to 
the current mapping a lgor i th  and ending case process. 

Compared with all hexahedron element mesh methods, mixed hexahedron mesh method is more flexible to fill a 
complicated geometry. More research on the mixed element method need to be conducted to further develop its 
potential ability of generating mesh of good quality. 
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Abstract. "HexTet" is an automesher for general solid bodies. It meshes inward from an all- 
quadrilateral surface mesh, using an advancing-front "plastering" algorithm to create hexahedral 
elements. HexTet fills as much of the volume as it can, but leaves void regions where it cannot 
hex-mesh further. If a partial hex mesh results, the remaining void regions are separated into 
polyhedra and each void-bounding quadrilateral face is diagonally split into two triangles. The 
resulting triangle-meshed polyhedral voids are then filled with tetrahedral elements to complete 
the mixed-element mesh. HexTet is implemented in the Ford Adomesher and Sandia Cubit 
meshing tools. It robustly meshes many simpler solids. Research and development continues to 
improve its robustness with increasingly complex problems. This is a progress report. 

Keywords: general solid mesher, mixed-element mesh, hexahedral - tetrahedral automeshing, hex- 
dominant mesher, free mesher, unstructured mesh generation, advancing front mesher, plastering, voids. 

Introduction 

For many years, the finite element analysis (FEA) communities within Ford Motor Company, Sandia 
National Laboratories and many other organizations have sought a robust all-hex autornesher for general 
solid bodies and regions. This tool would automatically, quickly and reliably produce meshes made up of 
goodquality hexahedral elements. The desired mesher would increase FEA productivity and is a strong 
candidate to replace tetrahedral automeshers, because all-hex meshes have one-fourth to one-fifth as 
many elements as tetrahedral meshes that are equivalently useful in analysis. 

The enormous value of all-hex meshing may be projected from this difference. Let's assume that analysis 
setup and pre-processing requires the same time and cost for hex- and tet-based work. Let's project (very 
conservatively) that FEA solution and post-processing times and costs grow linearly with the number of 
elements used. Then, all-hex meshing would enable analysts to solve problems in roughly one-fourth the 

183 

http://ptuchins8ford.com
http://bclarkQdatalogics.com


time and at one-fourth the cost compared to equivalent analysis based on tetrahedral meshing. While 
'75% savings" is an exaggeration for small problems where pre-processing takes a large share of the 
time, it is also an  understatement when very large meshes are involved or in iterative work such as 
adaptive analysis, where solution and post-processing time dominate. 

Without question, all-hex meshing would allow analysts to produce results more quickly at  lower cost and 
to tackle larger and more complex problems with given computational resources. These savings are 
essential if the rapidly growing demand for FEA work is to be met with current resources. The 
computational demands of FEA work already have led Ford Motor Company to become the largest private 
(non-governmental) user of supercomputers. About 600 people do FEA work for Ford today. 

Since automotive parts and assemblies commonly have complex curved surfaces, the need to mesh 
arbiirarily-shaped solids is urgent. While excellent special-geometry all-hex automeshers (for example, for 
"2% D" extruded shapes) are available, their utility is limited. It can be a difficult, lengthy and expert task to 
create a mesh manuallywith available tools on complex solids such as cast and machined engine blocks, 
crankshafts or manifolds. For many analysis purposes, it is valuable for adjacent solids to have the same 
surface mesh on their common boundary surfaces. Therefore, meshing from the bounding surface mesh 
inward into the solid region is preferred and sometimes essential. 
Facing all these challenges, Ford Motor Company and other companies formed a working partnership with 
the Sandia National Laboratories Cubit project in 1991. All-hex meshing is an important goal of this effort. 
Ford researchers contributed to Cubit development and integrated Cubif code with other software into the 
proprietary Ford Automesher (FordAM). FordAM release 4.1 has more than a hundred users. 

Despite the benefits of this collaboration, robust all-hex meshing of general solid geometry from the 
boundary surface inward remains elusive. The challenge of "sewing together" partial all-hex meshes 
cartied into the volume from multiple boundary surfaces so as to complete the mesh in the deep interior of 
the region has not been met. In contrast, robust all-tetrahedral automeshing of general geometry is 
commonly available in commercial tools. 

The HexTet automesher is a response to this lack of all-hex meshing. It carries hex meshing as far as 
possible, then completes a mixed-element mesh by filling the remaining regions with tetrahedra. This can 
provide a large fraction of the computational efficiency sought from all-hex meshing. HexTet attempts to 
fill the first few element layers near the volume boundary entirely with high-quality hexahedra of user- 
controlled size. It also tries to place the required tetrahedra as deep inside the volume as possible. We 
expect (and internal Ford studies confirm) that the resulting mixed mesh will perform well in applications 
like stress analysis of machined castings, where the highest stresses (the quantities of interest) are on the 
surface of the body. This .is an analysis realm of very high value to Ford Motor Company. Our studies 
indicate that even coarsely-sized and large-aspect-ratio tetrahedra support good analysis if those 
elements are well-buried in the volume. 

Ford Aufomeshertoday can generate HexTet meshes robustly on many simpler solids (figure I). The 
mesh can be written to a text file as Nastran-format GRID, CHEXA and CTETRA cards, which can be 
read by almost any FEA pre-processor. These represent standard eight-node hexes and four-node tets. 
While we intend to support meshing with higher-order hex and tet elements by using multi-point 
constraints to manage the gaps between elements, this is not implemented at present. The analyst takes 
the mixed mesh data, adds the material property, load and analysis control cards relevant to his or her 
problem, runs a solver and post-processes the results to complete the analysis. The Sandia Cubittoolkt 
will have comparable capabilities when a tetrahedral automesher is integrated into it in the near future. 

This paper presents the strategy used to construct HexTet meshes and many technical features of the 
automesher. It also describes some challenges that must be met to provide HexTet meshes on more 
complex geometric shapes and to make HexTet a commercially viable tool. 

' 
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Fiqure 1. A successful HexTet mesh. The small wireframe view shows the meshed geometry. 

The HexTet mesh, shown in side view, is five elements 
(vertical slices) thick The geometry is 2%D, but different 
surface meshes on the front and back make this a 3D 
solid meshing problem. HexTet resolved the conflicting 
surface meshes by defining four thin voids in the solid's 
interior and filling them with tetrahedra. In the view 
shown here, all the tetrahedra are in the third vertical 
slice of elements. 

HexTet's Plastering Roots - An Acknowledgment 

The HexTet automesher is derived from the incomplete "plastering" hexahedral automesher conceived by 
Ted Blacker, Scott Canann, Ray Meyers [ 1 , 2,5 ] and others and implemented in Cubit by Sandia 
National Laboratories researchers James R. (Jim) Hipp, Randy Lober [ 3,4 ] and others. The authors 
gratefully acknowledge all of this w o k  Plastering and HexTet are both written using Cubit GI-+ objects. 

Plastering begins from an  allquadrilateral surface mesh on the volume boundary. (Cubit and FordAM 
include comprehensive tools for locating nodes on geometry edges and generating the surface mesh 
relative to those nodes.) The plasterer is an advancing-front mesher. At every stage of plastering, the 
meshinq front is a list of quad mesh faces representing the boundary of the region(s) yet to be hex- 
meshed. It always defines a finite set of quad-faceted closed (perhaps non-manifold) solids. The initial 
meshing front is the surface mesh with which plastering begins. 

In its simplest form, successful plastering goes as follows: 
1, The program selects a quad Q on the meshing front as the site where the next hexahedron (Q's 

future hex) will be  built. The order in which quads on the meshing front become hex-building sites is 
discussed below. 

2. Using only local information about the mesh already built in the vicinity of Q, the plasterer builds a hex 
in the unmeshed region with Q as one of its six faces. The new hex is attached to either the volume 
boundary or the previously-cornpleted hex mesh on Q and perhaps on other faces. Those faces are 
now completely meshed - all the hexes they would belong to in a completed mesh now exist. 

3. The plasterer removes the boundary- or mesh-attached faces of the new hex from the meshing front 
list and adds the other faces of the new hex to that list. This updates the meshing front relative to the 
new hex built on Q. The meshing front again represents the boundary of the unmeshed region(s). 

The program repeats steps 1 - 3 until the volume is fully hex-meshed. A final Laplacian smoothing of the 
interior nodes generates a smooth all-hex mesh of high quality. 
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The plastering implementation in Cubit uses a state-transition algorithm in step 1 to select the quad used 
as a hex-building site and to build a hex on it in step 2. Each quad on the meshing front has a state that 
describes how much of its future hex has been built. Every quad Q on the meshing front has a neiqhbor 
for each edge; this is the unique quad on the meshing front that shares the edge with Q. An analysis of the 
connectivity and angles of Q and its four neighbors determines Q s  state. 

Some states represent desirable step-by-step progress toward building the hex. These states, in order 
from states where the future hex is less-completely built to states where it is more-completely built, are: 

Quad Q is in state: when this describes its neighbors: 
NS (“no sides”): none of Q s  neighbors qualify as faces of its future hex. 
SO (“side 0”): one neighbor is a face of Q s  future hex and the other three are not. 
SO1 (“sides 01”): two neighbors that share adjacent edges of Q are faces of Q s  future hex. 
SO2 (“sides 02”): two neighbors that share opposite edges of Q are faces of Q s  future hex. 
SO12 (“sides 012”): three of Qs neighbors are faces of Q s  future hex. 
SO123 (“sides 0123”): all four of Q s  neighbors are faces of Q s  future hex. 
SO1234 (“all sides”): Q and all five additional faces that form the future hex are completed. 

Each quad on the  meshing front also has  a w. Mesh faces on the volume surface are level 0. Mesh 
faces added in the interior to create hexes along the volume boundary (the outermost layer of hexes) are 
on level 1. Mesh faces built to create the future hex on a face on level n have level n + 1. The plasterer 
and HexTet complete all hex meshing on one level before they begin the next. 

In step 1, the program selects a quad Q on the meshing front in the highest available state (i.e. whose 
future hex is closest to completion) and on the current level (initially: level 0). In step 2, the plastering code 
tries to identify an existing mesh face or create new node@), edges and a face that move Q to a higher 
state. Careful intersection testing and other tests verify that all mesh entities are built in the unmeshed 
region and none are duplicated. The state-transition actions may be summarized as follows: 

I 
I 

0’s state: 
N S  
so 
so1 
so2 
so1 2 
SO123 
SO1234 

Plasterinq action in unmeshed reqion to build UD Q’s future hex stepbv-step: 
add 2“d mesh face from an edge of Q into the unmeshed region; upgrade Q to SO 
add 3d mesh face sharing edges with Q and side 0; upgrade Q to SO1 
add 4* mesh face sharing edges with Q and side 1; upgrade Q to SO12 
add 4’h mesh face sharing edges with Q and sides 0 and 2; upgrade Q to SO1 2 
add 5’h mesh face sharing edges with Q and sides 0 and 2; upgrade Q to SO1 23 
add 6* mesh face opposite Q, sharing edges with sides 0 1 2 3; upgrade Q to SO1234 
convert the six faces into a hex element and update the meshing front per step 3. 

After succeeding with one of these actions, the plasterer recomputes the states of Q and all mesh faces 
on the meshing front that are edge-attached to Q. The code again carries out a state-transition action on a 
quad that is on the meshing front, isin the highest available state and is on the current level. Usually, this 
leads to completing Q s  future hex before another quad receives the focus. 

If we take a simple cube or similarly blocky solid as an example, the initial surface mesh contains quads in 
states SO1 at the comers, SO along the edges and NS in the interior of the bounding surfaces. Since the 
SO1 quads are in the highest state, the plasterer completes a hex at each comer and advances the 
meshing front, which now has new corners adjacent to the original ones. Meshing thus spreads outward 
from the comers in all directions on the first layer until these partial meshes merge with one another. 
Figure 2 shows HexTet meshing with the first layer partially completed; the pattern in which hexahedra are 
created is visible. When the first layer is complete, the unrneshed region is generally a shrunken version 
of the original shape and again has corners and edges, hence Sol, SO and NS quads. The process 
continues layer by layer as the unmeshed region shrinks until the converging meshing front is empty. 
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:iqure 2. A snapshot of the remaining unmeshed region, taken early in the meshing process that led to 
he mesh in figure 1. HexTet creates hexahedral elements in a diagonal pattern, working from all (twelve) 
:omers while completing one layer of elements at a time. In this view, it is meshing the first layer. 

Plastering successfully meshes simple square-comered blocky shapes (e.g. a cube) whose edge lengths 
are integer multiples of a uniform mesh size. With 
more complex geometry, however, plastering can and 
often does lead to quads on the meshing front that fit 
into none of the desirable hex-building states listed 
above. For example, in figure 3, three geometry edges 
(thick lines) meet in a comer where five surface mesh 
faces (thin lines) share the comer node. Quad A has 
neighbor quads B and C on two consecutive edges, 
but B and C do not share an edge with each other, as 
they must to complete a hex. There are enough faces 
of A's future hex for A to be in state Sol, but they 
have invalid connectivity. In figure 4, another example, 
two mesh faces share two consecutive edges and 
three nodes. Again, this is inconsistent with building a 
hex from them. In other problematic plastering cases, 
the future element is a degenerate hexahedron (one 
or more of its twelve edges have zero length). 

In our experience, these problems arise from conflicts 
between the original surface meshes that, carried in 
the shrinking meshing front, finally collide with one 

' another. These collisions occur on any layer, even the 
first. Plastering researchers tried to resolve these 
problems [ 1 , 4 3 and complete the all-hex mesh. 
These efforts, including seaming operations (merging 
nodes, edges and faces to eliminate problems) and 
the introduction of "knives" (degenerate hexes with 
two opposite nodes of one face merged into one 
node) have not yet succeeded in making plastering a 
complete and robust hex-meshing algorithm. ' 

Fiuure 3. In this comer, quad A fits no listed , 
state definition. Two of A's neighbors, quads B 
and C, do not share an edge with each other and 
thus cannot serve as faces of a future hex built 
3n quadA. 

Fiuure 4. Two quads on the meshing front share 
three nodes and the edges between them. No 
valid fukire hex can be built on either quad. 

8 
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Figure 5. HexTet Meshing Strategy Implemented in Ford Aufomesher 
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Figure 5 shows the HexTet process as it has been implemented in the Ford Automesher. As the diagram 
' shows, HexTet meshing integrates three tools that produce the mixed mesh: a hexahedral mesher (the 

Cubif plasterer, improved and customized for HexTet use), a void separator and a tetrahedral mesher. 

The HexTet hex rnesher follows the plastering process described above so long as state-transition actions 
are successful and hex-building progresses. However, 
whenever a problem arises as HexTet acts to upgrade 
a quad Q, for example ... 
0 Q does not update into a higher state after it is 

acted upon; 
0 a new mesh edge or face built for Qs future hex 

intersects existing mesh entities; 
0 an existing mesh face overlaps part but not all of 

a new mesh edge (see figure 6); 
0 mesh nodes already exist where they are sought 

for a new mesh edge but the mesh edge between 
them does not exist or conflicts with the existing 
mesh on those nodes (see figure 7, next page); 

, 

Fiaure 6. If an existing mesh face (light lines) 
overlap any edges of a face to be added (heavy 
outline), the new face is invalid. 
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0 

0 

0 

new mesh edges are excessively short or long 
compared to the edges of the initial surface mesh; 
a small sphere surrounding a new node location 
intersects existing mesh entities. 
Q's future hex becomes degenerate in any way; 
a new mesh edge built for Q s  future hex is a 
diagonal of an existing mesh face; 

(see figure 8); 
0 a new mesh face has chevron or bowtie shape 
0 ... among other problems, 
the HexTet code deletes invalid mesh entities created 
during the failed action, then assigns a new state 
named VOIDFACE to Q. Any neighbors of Q that are 
part of the failed future hex are also assigned to state 
VOIDFACE. A quad in state VOIDFACE remains on 
the meshing front but is never selected as a hex- 
building site and never has its state recomputed - it 
simply stays in state VOIDFACE. Plastering then 
proceeds as before: a quad with the highest possible 
state (other than VOIDFACE) becomes the next hex- 
building site and meshing continues until no more 
valid hex-building is possible. 

Sometimes this plastering process delivers an all-hex 
mesh, in which case we are done. Usuallv, HexTet 

' 

Fiaure 7. When the HexTet mesher wants to 
add existing nodes to the future hex, the new 
edges (heavy lines) are invalid if they conflict 
with the existing mesh (light lines). 

Fiuure 8. The HexTet mesher prevents the 
formation of twisted "bowtie" and arrowhead- 
shaped "chevron" mesh faces. 

plastering creates a partial hex mesh on the oriuinal solid, plus a n  unmeshed reuion whose 
boundinu mads are in state VOIDFACE. The unmeshed region can be very complex. It often includes 
multiple polyhedral voids, which can be connected at nodes or along edges, or be disjoint from one 
another. Pairs of quad faces that share three nodes and two consecutive edges (as in figure 4) can occur. 
The HexTet mesher then automatically applies a void separation tool to the list of quad mesh faces that 
define the unmeshed void region. This tool divides the quads into as many separate lists as necessary; 
each separated list defines the boundary of a quad-faceted closed polyhedron. These polyhedral voids are 
generally nonconvex, may be non-manifold and may have any topological genus. The void separation 
step is necessary because the tetrahedral mesher integrated into Ford Automesher requires a triangular 
mesh on a polyhedral region as input. HexTet divides each quad face into two triangles along a diagonal, 
usually by using the shorter diagonal. If two quads in a polyhedron share two consecutive edges and three 
nodes (figure 4), HexTet splits them into triangles more carefully: it uses the diagonal that includes the 
unshared fourth node, to avoid creating a degenerate zero-volume tetrahedron. 

HexTet next feeds the triangle-meshed polyhedral voids one at a time into the  tetrahedral mesher, which 
creates a tetrahedral mesh for each. The mesher then integrates the partial hex mesh and the tetrahedral 
meshes into one complete mixed mesh in FordAM internal format. 

HexTet Development Status 

The HexTet changes to the Cubit plasterer for the most part have been developed at Ford Research 
Laboratory in the Ford Automeshemode, then ported into the Cubit codeset. However, code for a void 
cleanup phase that closes out the hex-meshing activity of HexTet was developed at Sandia National 
Laboratories and migrated in the other direction into the Ford code. This cleanup capability is significant 
because the HexTet hex mesher sometimes produces invalid voids on which the tet mesher fails. The 
cleanup strategy is to identify a problem quad on the final meshing front (the void boundary), then add the 
completed hexahedral element adjacent to that quad back into the void. This enlarges the void somewhat, 
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but improves ove@ll process success and robustness. It is also a valuable diagnostic tool that points out 
opportunities for further development. Several cleanup cases are implemented. Cleanup includes 
appropriate adjustments in the void boundary. 

User interface code, command implementation, graphics and other integration support specific to each 
application have also been added to Ford Automesherand Cubit. 

The HexTet capability is completely implemented today in Ford Aufumesberas an automeshing process 
integrated with edge node-seeding tools and mapped and free surface automeshers. Efforts to prove and 
improve its robustness continue. The mixed HexTet mesh can be output as Nastran-format text, which is 
easily input into almost any,FEA preprocessor for use in analysis. 
The HexTet implementation in Cubit is less complete and differs in some ways. Cubit includes the HexTet 
plastering and void-separation tools but does not as yet have a tetrahedral rnesher. Cubitcreates the 
triangular mesh on a separated quad-faceted void polyhedron differently: it forms four triangles on each 
quad by joining the corners of the quad to a center node. Cubif cannot yet manage multiple tetrahedral 
meshes and integrate them into a mixed mesh, nor can it export a mixed mesh. The capabilities 
necessary to support full HexTet meshing in Cubit are expected to be added in the near future. 

The goal in HexTet development is robust meshing on general geometry starting from any surface mesh. 
While this extremely challenging goal has not yet been met, extensive testing shows that the HexTet 
process robustly meshes many simple solids at coarse, typical and fine mesh densities. Test solids on 
which robust HexTet meshing are confirmed include several blocky solids with slots and cutouts whose 
planar faces meet a t  near-right angles, including a hollow cube with cubecenter removed; a cube with an 
axial hole drilled through it, several domed 2%D solids like that shown in figure 1; a 3D domed solid with 
holes through it; right circular and slanted cylinders; a 'T' formed by the inserting one circular cylinder into 
the side of another; wedge shapes that include some blind holes and bevels; and a filleted hex-nut shape. 
The current test suite of about two dozen solids includes 2%D and 3D shapes. However, the free-meshed 
allquad surface meshes from which HexTet begins always present 3D meshing problems which no 
projection-based rnesher could handle. 
HexTet has generated and successfully tet-meshed many complex, thin void polyhedra bounded by 
hundreds of quad faces. The rnesher's robustness declines slowly as solids become more complex and 
the number of elements to be generated grows. HexTet is more successful with blocky shapes than with 
thin-walled solids. Some HexTet tools are more robust than others: The hex mesher sometimes delivers 
invalid closed polyhedral voids; development toward eliminating this problem continues. The void 
separation tool has robustly met all challenges for more than a year. There has been little .reason to 
criticize the work of the tetrahedral mesher. 

Some Technical Accomplishments ' 

The HexTet hex mesher includes technical achievements of two kinds: enhancements to the plastering 
algorithm and changes specific to isolating void regions for later tetrahedral meshing. Only a selection can 
be described in the space available here. 

Node location: The principal plastering enhancement is the use of the "meshing surface normal" to guide 
hex meshing. This causes successive levels of hex elements to follow the surface contours of the'volume, 
which is essential in meshing volumes with highly non-planar surfaces. In Cubit and Ford Automesher, the 
faces on the meshing front (including the faces on the volume surface, which are on the initial meshing 
front) always have unit normal vectors that point into the interior of the volume yet to be meshed. 

To add a mesh face projecting into the volume interior from the meshing front, the HexTet code must 
locate one or two nodes. If HexTet is adiing th%2"d mesh face of the future hex to a quad in state NS, itrd 
must identify or create two nodes (the 5 and 6 nodes of the future hex) and three edges. To add the 3 
or 4'h face of the future hex to a quad in states SO or Sol, HexTet must identify or create the 7* or 8'h 
node of the future hex and two edges. 
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In each case, the code computes a preferred location 
for the new node relative to a given "base" node N 
belonging to a quad Q on the meshing front. The base 
node is the one to which the new node will be edge- 
connected in the future hex. The node-location 
algoriihm places the proposed node in the direction of 
the meshinq surface normal at the base node 
(figure 9). The meshing surface normal is the average 
of the quad-face normals from three or four existing 
mesh faces that are on the meshing front and include 
node N. Quad Q's normal is included in the average. 
Let El and E2 be the edges of Q that include node N. 
The normals of Q's neighbors 81 and B2 that share 
edges El and E2 are included in the average. If there 
are exactly four mesh faces on the meshing front that 
include node N, the normal of the fourth.face at  N is 
included in the average; otherwise, just the three 
normals of Q, B1 and B2 are averaged. HexTet also 
computes the depth into the unmeshed region at 
which to place the node in the meshing surface 
normal direction. This depth depends on the edge 
lengths of mesh faces adjacent to N and, in some 
exceptional cases, other factors. One exception 
assists significantly in hex-meshing along tight- 
curvature bevels and fillets: when HexTet locates two 
nodes for a quad in state NS, it computes a depth at 
which to locate the nodes that gives the three new 
edges approximately equal length. 

This algorithm is just the first step in locating a node. 
The code looks for an existing node near the 
computed location. If existing nodes are found there, 

' 

%we 9. To build a node of quad Q's future 
lex, HexTet computes a desirable location for 
he node by specifying a distance from a node N 
)f Q in the "meshing surface normal" direction 
rom N. This direction is the average of the 
iormals of quads that share node N, as shown 
)ere. Quad Q and its neighbor quads B1 and B2 
icross Q's edges that include N contribute to the 
kverage. When there is a 4'" quad at node N that 
;hares edges with quads B1 and 82, its normal 
s also averaged in. The light arrows are the 
luad normals that contribute-The heavy arrow 
ocates the new node relative to node N. 

further analysis determines which (W any) is used.in the future hex. 

A lot of research has gone into isolating void regions for later tetrahedral meshing. This involves detecting 
problematic conditions that develop as we build the future hex on a quad Q, cleaning up any invalid mesh 
entities already created and assigning Q and all its neighbors that belong to Q s  future hex to state 
VOIDFACE, then resuming hex meshing. Here, the challenge is to stop the plastering process so as to 
yield voids that can be filled with tetrahedra, by identifying appropriate problematic conditions. Here are 
some examples of technical achievements in defining the voids: 

Future hex deseneracv urevented: When an existing node is located where a new node is wanted, 
HexTet tests that all the nodes identified as part of the future hex are different. 

, Edse lenuth analvsis and control: HexTet calculates the average edge length of the initial surface mesh 
(actually, the square root of the average of the squared edge lengths, for efficiency) and refuses to create 
new mesh edges whose lengths are less than 40% or more than 250% of the initial value. These limits are 
heuristic and subject to change. Forthcoming sizing function technology may improve this capability. 

Bowtie- and chevron-shaDed faces eliminated: Once the four node locations of a mesh face are known 
(and before any missing mesh edges or the mesh face itself are created), vector calculations reveal and 
prevent the creation of the a mesh face with bowtie or chevron shape (as in figure 8). 

"Pierce tests'' find overlauuins or invalid mesh face uattems: Eliminating "pancake voids" -flat or 
nearly flat voids formed by plastering up to a plane from opposite volume surfaces that carry conflicting 
mesh face patterns - has been an important achievement. Whenever HexTet creates a new node relative 
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Fiqure 10. To prevent partially overlapping mesh 
faces, HexTet "pierce tests" at discrete points 
along each edge it builds. Here, building on quad 
Q (heavy outline), HexTet has  created edges 
(dashed lines), but finds an  overlapping existing 
quad by testing at points like P along edge E. 

L t  

to a base node (on the quad whose future hex is 
being built), it defines a line segment from the base 
node to a point somewhat beyond the target node 
location and tests for an intersection between that line 
segment and any existing mesh face. When an 
intersection is found, the proposed new node location 
is (very nearly) in the interior surface of an existing 
mesh face and would lead to invalid mesh 
connectivity. In that case, the new node is not created 
and development of the problematic mesh face 
ceases. 

When HexTet, building the future hex on a quad Q, 
finds an  existing node N located where a new node is 
wanted, a second type of "pierce test" is needed 
(figure 10). When the code creates a new edge E, it 
tests that no existing mesh face overlaps part of edge 
E. To test for this overlap, HexTet selects a discrete 
net of points along E. If P is such a point, the code 
constructs a line segment to P and a bit beyond, from 
a properly-selected node of the  future hex. If a line segment through any such point P intersects any 
existing mesh face, edge E is invalid and the mesh face that leads to its creation cannot be completed. 

N 

Cubit includes tools for selecting the small subset of all the existing mesh faces that are in a given vicinity. 
This greatly reduces the computational effort required for intersection testing in problems that include 
large quantities of mesh entities. 

Void cleanw: As already mentioned, HexTet includes a general capability to-add hexahedra adjacent to 
the unmeshed region back into the unmeshed region. This has proven to be an effective way to create 
voids that can be successfully filled with tetrahedra. ' 

Technical Needs 

We are aware of a number of ways to improve the robustness and effectiveness of the HexTet mesher. 
Leading candidates for new development include: . 
3D tuck and wedae methods: HexTet would benefit from a "tuck" method that decreases the number of 
elements level by level as it meshes inward from concave or locally-concave surfaces such. as the inside 
of a sphere. This method would be applied when quad faces on the meshing front (in state NS, for 
example) make angles significantly larger than right angles but less than 180 degrees with one another. If 
moving the edge shared by two such faces and its two nodes can decrease that angle so that it 
approximates a right angle, the adjacent mesh faces in question become faces of the same future hex, 
each is upgraded to state SO and the tuck is accomplished. 

Similarly, HexTet needs a "wedge" method that increases the number of elements level by level as it 
meshes away from a convex or locally convex surface like the outside of a cylinder. This task is easier 
because it calls for inserting a full hex element between two completed adjacent hexes. 

The major challenge in 3D tuck and wedge code development is expected to be  robust decision making 
about when to carry out the procedures. Sizing functions may help with that problem. 

Sizincl function technolow: As the HexTet creates levels of hexahedra and the unmeshed region 
shrinks, it is common for element sizes to decrease. When they decrease below the acceptable threshold 
on mesh edge lengths, HexTet currently stops hex meshing and assigns the problem region to be filled 
with tetrahedra. The emphasis in the HexTet algorithm on c a v i n g  the high-quality volume surface mesh 
into the interior by making use of volume surface normals tends to worsen this problem. HexTet will be a 
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better mesher when it can, instead, maintain element size (for example, via tuck and wedge procedures) 
and continue hex-building. Sizing functions that determine the appropriate element size at a given location 
have been useful in free surface meshing and can assist with this problem. In the 3D context, the mesh 
size at a particular place is the average of mesh sizes on the surface boundary; elements contribute to this 
average in a weighted manner depending on factors such as distance from the site of interest, feature 
detection, etc. While a 3D sizing function may have to be computed frequently at high computational cost, 
it may be an essential tool for increasing the size of the hex-meshed regions and limiting tetrahedral 
meshing to small locales deep inside the solid. 

Meshins sDeed: All the HexTet developmental effort has so far gone into improving the mesher's 
capabilities. As HexTet grows robust, meshing speed will require attention. 

Summary 

The still-developing HexTet automesher promises to achieve most of the computational advantages of all- 
hexahedral 3D meshing relative to all-tetrahedral meshing, in a world where robust all-hex meshing is not 
available. HexTet uses a plastering algorithm to fill as much of a solid as possible with hexahedra formed 
by meshing inward from an arbitrary initial all-quad surface mesh, then fills the remaining unmeshed 
regions with tetrahedra to complete a mixed-element mesh. HexTet exploits the high-quality free surface 
meshing available today by carrying those element shapes into the interior of the solid. At this time, 
HexTet is successful with a limited but growing collection of solids; its robustness and utility must still be 
proven. Research and development of this high-potential automesher continue. 
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An Algorithm for the Generation of Hexahedral 
Element Meshes 'based on an Octree Technique 

Robert Schneiders* 

This paper deals with the generation of unstructured hexahedral element meshes for 
arbitrary geometries. Octree-based methods have found acceptance in mesh generation, 
since the generated meshes have an underlying structure which allows to control the 
element size locally. The octree section of the meshing research corner [l] gives a good 
overview on octree-based algorithms. 

Octree-based mesh generation is done in three steps. First an initial octree structure 
is setup whose resolution is chosen according to the geometry. This is a non-trivial task 
for complex geometries (see for example [2]). 

The second problem to be solved is to derive a finite element mesh from the octree 
structure (removal of the hanging nodes). Most algorithms generate tetrahedral ele- 
ment meshes in this step. The first attempt to octree-based hexahedral element mesh 
generation was presented in [3]; the approach used a special 1-27-octree structure, and 
conversion was possible for a limited but practically useful number of cases. This talk 
will present a general procedure for the generation of hexahedral element meshes from 
arbitrary octree structures. 

In the last step the mesh is fitted to the boundary of the geometry. This is done 
using a generalization of the technique presented in [4]. Fig. 1 shows the octree-based 
mesh before and after adaptation to the boundary. 
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Figure 1: Example mesh 
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ABSTRACT A method has been developed to automatically recognize shapes from decomposed volumes of 
a solid model and generate all hexahedral meshes from the shapes by shape-specific meshing methods. In 
this method, shapes such as a circle or a cube are first recognizedfrom the decomposed volumes. Next, 
different shape-specific meshing methodr, such as mapping and general quadrilateral meshing, are applied 
to generate hexahedral meshes from them. Finally, all hexahedral meshes of these regular volumes are 
combined into a hexahedral mesh of the original solid modeL Since each volume is meshed with a suitable 
shape-specific meshing method, a better hexahedral mesh can be generated. 

Keywords. volume decomposition, shape recognition, shape-specific meshing, hexahedral mesh generation. 

1. INTRODUCTION 

Finite element analysis (FEA) has been widely used to simulate destructive testing of a designed mechanical'part in 
the industry. Before the FEA software is applied to test how the designed part will respond to such phenomena as 
stress, heat etc., the designed part needs to be turned into a finite element mesh. However, the process of generating 
a finite element mesh is the most time-consuming and tedious task of the entire process of-FEA. Therefore, anything 
that can speed up or automate this process is of tremendous benefit. 

Different approaches have been proposed and investigated for the automation of the hexahedral meshing process. 
These approaches may be divided into three categories: grid-based approach [2], advancing front approach [3][4], 
and volume decomposition approach [5][6][7][8][9][10][11][12]. We have proposed a new method to decompose 
the solid model of the design for mesh generation [l]. The method decomposes the solid model by extending the 
faces beyond concave edges and also by cutting the solid model with planes conkiining concave edges. The results 
are the volumes having simpler shapes than the solid model. The volumes generated in this way are called regular 
volumes hereafter, To mesh these regular volumes properly, the shape of each volume must be .recognized and 
proper shape-specific meshing methods must be applied. In this paper, our shape recognition method and shape- 
specific meshing methods are presented. 

2. OUTLINE 

In this section, the outline of the process of shape recognition and shape-specific meshing is described with an 
example. Figure l(a) shows the solid model of a designed part. Figure l(b) shows the four regular volumes 
generated by decomposing the solid model in Figure l(a) with our automatic decomposition method [l]. Figure 2 
shows the result of applying our shape recognition method to the regular volumes in Fiewe l(b). RVl was 
recognized as a cylinder-like primitive, RV2 as a translational sweep with a circle primitive as its sweeping face, 
RV3 as a cube-like primitive, and RV4 as a translational sweep. Figure 3 shows four hexahedral meshes generated 
from the regular volumes by applying proper shape-specific meshing methods. Fi,gue 4 shows the hexahedral mesh 
of the solid model obtained by combining hexahedral meshes in Figure 3. 
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e €3 

RVl RV2 RV3 RV4 
(a) (b) 

Figure 1 A solid model and its regular volumes 

E3 €3 
kcylinder-like primitive A translational sweep A cube-like primitive A translational sweep 

Figure 2 Recognized shapes of the re,dar volumes in Figure I(b) 
with a circle primitive 

I 

Fiewe 3 Hexahedral meshes of regular volumes in Fi,gue 2 

Fi,we 4 The hexahedral mesh of the solid model in Fi,we l(a) 

In the following, the shape recognition is presented in detail first. Then, all hexahedral mesh generation from 
recognized shapes by shape-specific meshing methods is described. 

3. SHAPE RECOGNITION 

3.1 Meshing constraints among regular volumes 
When a regular volume is in contact with another, each regular volume cannot be meshed independently. The mesh 
compatibility must be maintained at the interface between the two regular volumes. Figure 5 shows a solid model 
and its two regular volumes. . 

0 
0 e 63 

A solid model RVl RV2 
Fi,we 5 A solid model and its two regular volumes 
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Since the bold faces of RVl and RV2 contact each other, these faces cannot be meshed independently. Since the 
circular face of RV2 is smaller and more difficult to mesh than the square face of RVI, it is better to mesh RV2 first 
and then mesh RVl so that the bold face of RV1 contains the mesh of the bold face of RV2. In this way, the bold 
face of RV2 constrains the surface mesh of the bold face of RVI. The bold face of RV2 is called a constrainingface 
of the bold face of RV1. RVl is said to be constrained by RV2. Meshing constraints among volumes must be taken 
into account both in recognizing the shapes of regular volumes and also in meshing the regular volumes. 

There are two ways in which two faces of different regular volumes contact each other as shown in Figre  6. In 
Figure 6(a), face Fi totally contains face Fj. In this case, the volume that owns Fj must be meshed first and the mesh 
of face Fj must be taken into account in meshing face Fi. Therefore, the meshing of Fi is constrained by Fj. This 
constraint is called type I meshing constraint. Fj is a constraining face of Fi and Fi is a constrained face of Fj. In 
Figure 6(b), faces Fi and Fj overlaps, but neither of them contains the other totally. .The interface, Le. the 
intersection of the two faces, which is shaded in Fi,we 6(b), must be meshed first. Once the interface is meshed, 
there is no constraint on the order of meshing the two .volumes. However, a smaller volume is usually more difficult 
to mesh than a larger volume, and it may be preferable to mesh the smaller one first. This constraint is called type 2 
meshing constraint. The face of the smaller volume is a constraining face of the face of the larger volume. This type 
2 constraint includes the case where Fi and Fj completely overlap each other. The meshing constraints are 
considered in the meshing step to maintain the compatibility among the meshes of regular volumes. This 
maintenance of compatibility is a tedious task in the interactive hexahedral meshing process. 

W 
(a) (b) 

Figure 6 Two types of meshing constraints between two regular volumes 

Type 1 meshing constraint Type 2 meshing constraint 

3.2 Shapes to be recognized 
In this section, the shapes to be recognized are described. 

Sweeps 
When a face is moved along a path, the locus of the points of the face defines a volume. This volume is commonly 
called a swept volume or just a sweep. The moved face is called a sweeping face and the path is called a director. 
The faces at the start and end of the director are called end faces. The faces other than the end faces of a sweep are 
called side faces. In this work, two types of sweeps, translational sweep and general sweep, are recognized. 

Translational sweep: 
A translational sweep is a volume that can be generated by a planar sweeping face and a linear director. 
The sweeping face stays the same when it is moved or translated along the director. Currently, it is required 
that the director is perpendiculai to the sweeping face. Thus a translational sweep has two parallel and 
opposite planar faces that have the same shape and size and are connected by linear edges which are 
perpendicular to them. An example of a translational sweep is shown in Fiewe 7(a). A translational sweep 
can be meshed well by meshing its sweeping face into a quadrilateral mesh and then sweeping the 
quadrilateral mesh into a hexahedral mesh. When a mesh is generated this way, the edges of the elements 
on the side faces are either perpendicular or parallel to the sweeping face. Thus, if a side face of a 
translational sweep has any constraining face, the edges of the constraining face must be parallel or 
perpendicular to the sweeping face. 

This is a generalization of translational sweep. A general sweep is a volume that has two parallel and 
opposite planar faces which are connected by edges and have the same number of loops. The connecting 
edges do not need to be linear but must be near-perpendicular to the faces. An edge is near-perpendicular 
to a face when the angle between the normal of the face and the tangent of the edge is smaller than 20". 

General sweep: 



Currently, a side face of a general sweep cannot have a constraining face. An example of a general sweep is 
shown in Figues 7(b). The volume in Fi,me 7(c) does not look like a sweep, but it is a general sweep. 

A translational sweep A general sweep A general sweep 
(a> (b) (c> 
Figure 7 A translational sweep and two general sweeps 

We want a sweep to be recognized because it can be meshed well by meshing its sweeping face into a quadrilateral 
mesh and then sweeping the quadrilateral mesh into a hexahedral mesh. This quadrilateral meshing requires the 
shape recognition of sweeping faces. 

2D Primitives 
In addition to sweeping faces, faces of 3D non-primitives, which will be explained later, require their shapes to be 
recognized for better meshing. Many 2D shapes, such as a rectangle and a triangle, can be discretized into well- 
shaped elements by shape-specific meshing methods. The 2D shapes for which shape-specific meshing methods are 
provided are called 2D primitives. Currently, five 2D primitives are recognized: circle, semi-circle, triangle, 
rectangle, and pentagon. Except for circle primitive, a primitive does not need to be exactly what its name means. 
For example, a 2D shape consisting of four circular arcs is recognized as a rectangle primitive. This is because such 
a shape can be discretized into well-shaped elements with the meshing method for a rectangle even though the shape 
is not exactly a rectangle. A primitive face cannot have a constraining face. 

Circle primitive: 
Semi-circle primitive: 
Triangle primitive: 
Rectangle primitive: 
Pentagon primitive: 

A circle primitive is a face that has only one complete circle edge. 
A semi-circle primitive is a face that has only two edges and two vertices. 
A triangle primitive is a face that has only three edges and three vertices 
A rectangle primitive is a face that has only four edges and four vertices. 
A pentagon primitive is a face that has only five edges and five vertices. 

If a face is not recognized as a 2D primitive, it is classified as a 2D non-primitive. A 2D non-primitive is later 
meshed with a general quadrilateral meshing method, but the quality of the mesh may not be as good as a mesh 
generated for a 2D primitive. 

3D mimitives 
Many volumes that have not been recognized as sweeps may have shapes that can be. discretized into well-shaped 
elements by proper shape-specific meshing methods. These shapes, called 3D primitives, must be recognized for 
better meshing. Currently, three 3D primitives are to be recognized: cube-like, cylinder-like, and pipe-like. A 3D 
primitive cannot have a constraining face on any of its faces. 

A cube-like primitive is a volume that has only six faces and eight vertices. An 
example of a cube-like primitive is shown in Figure 8(a). 
A cylinder-like primitive is a volume that has only three faces, two of which contain 
only one complete, circle edge. An example of a cylinder-like primitive is shown in 
Figure 8(b). 
A pipe-like primitive is a volume which has only two coaxial cylindrical faces that 
share the same adjacent faces having no inner loops. An example of a pipe-like 
primitive is shown in Figure 8(c). 

Cube-like primitive: 

Cylinder-like primitive: 

Pipe-like primitive: 
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A cube-like primitive A cylinder-like primitive A pipe-like primitive 
(4 (b) (c) 

Figure 8 Examples of 3D primitives 

If the volume is not recognized as a 3D primitive, it is classified as a 3D non-primitive. A 3D non-primitive is later 
meshed by a general hexahedral meshing method, but the quality of the mesh may not be as good as a mesh 
generated from a 3D primitive or a sweep. 

3.3 Shape recognition 
In this section, the process of shape recognition is presented. Figre  9 shows the process flow of shape recognition. 
The shaded rectangles show the steps of the process and the non-shaded rectangles show the input to and output from 
these steps. First, meshing constraints among regular volumes are found. Next, each regular volume is checked if it 
is a sweep. Then, if the volume is a sweep, its sweeping face is checked for a 2D primitive. If the volume is not a 
sweep, it is checked for a 3D primitive. If the volume is not a 3D primitive, its faces are checked for 2D primitives. 
Each of the above steps is now explained in detail. 

I Regular Volums 

Translational Sweeps General Sweeps Other volums 

3D primiives D non-primitives fie 
fim 2D primitives Dnon-primitives 

Figure 9 The flow chart of the shape recognition process 

Finding out meshing constraints 
The meshing constraints of each pair of regular volumes are found out by checking the face containment among the 
faces of the regular volumes. The constraints are stored in a matrix so that they can be used later in recognizing 
shapes and sequencing volumes for meshing. The Fi,gyre I1 shows the meshing constraint matrix for the regular 
volumes in Figure 10. 0 means that two volumes have no Constraint between them, 1 means type 1 meshing 
constraint, and 2 means type 2 meshing constraint. For example, 1 in the row of RVI and column of RV2 means that 
RV1 is constrained by RV2 with type 1 meshing constrGnt. The constraints can be represented as a ogaph as shown 
in Figpre 11. A solid arc represents type 1 meshing constraint and a dashed arc represents a type 2 meshing 
constraint. This graph clearly shows the necessary sequence of meshing these volumes. 
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A solid model RVI ~ RV2 RV3 
Figure 10 A solid model and its four regular volumes 

RVl 
RV2 
RV3 
RV4 

1 0 0 
0 1 0 

- 0 .  0 2 
0 0 0 

@ 
RV4 

Recomition of sweeps 
Each regular volume is checked if it is a sweep. 

(1) Trhslational sweep 
The process of recognizing a translational sweep is as follows: 

<Repeat, 
(i) Find a pair of parallel and opposite planar faces of the regular volume. 
(ii) Check if the parallel faces have the same shape and size. 

This check is performed by translating one of the parallel faces, in the direction perpendicular to the face, 
to the position of the other and subtracting the two faces from each other. 

This check is performed by generating a translational sweep from the pair of the parallel faces and 
subtracting the sweep and the regular volume from each other. 

To verify if a mesh can be generated from the regular volume by sweeping a 2D quadrilateral mesh of one 
of the pair of parallel faces, the edges of the constraining faces of the side faces are checked. If they are 
either parallel or perpendicular to the parallel faces, the regular volume is a translational sweep. 

(iii) Check if the regular volume is exactly the same as the swept volume generated from the parallel faces. 

(iv) Check the edges of the constraining faces. 

<Until> all the pairs of parallel faces are checked 
(v) Select one sweep interpretation. 

A regular volume may have zero, one, or more than one pair of parallel faces with which the volume can be 
recognized as a sweep. In generating a 3D mesh by sweeping a 2D quadrilateral mesh, it is better to have 
constraining faces on the sweeping face than on the side faces. Thus if there are more than one 
interpretations, the one that has the least number of constraining faces on the side faces is selected. 

(2) General sweep 
The process of recognizing a general sweep is as follows: 

<Repeat> 
(a) Find a pair of parallel and opposite planar faces of the regular volume. 
(b) Check the.edges which connect the two parallel faces. 

Check if every edge of the faces other than the parallel faces is near-perpendicular to the parallel faces. If 
they are, the regular volume may be a general sweep. 
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(c) Check the meshing constraints of the side faces. 
If there is any meshing constraint on the side faces, the volume cannot be a general sweep. 

<Until> a general sweep is recognized or all the pairs of parallel faces are checked. 

Recognition of 2D Drimitives 
Both sweeping faces and faces of 3D non-primitives require their shapes to be recognized for better meshing. 2D 
primitives are recognized from faces as follows: 

0 If the face has any constraining face, it is a 2D non-primitive. 
If the number of edges and number of vertices of the face match those in the definition of a 2D primitive, 
the face is the 2D primitive, Otherwise, it is a 2D non-primitive. 

Recognition of 3D Drimitives 
3D primitives are recognized from the non-sweep volumes as follows: 

0 If the number of faces, number of edges, and number of vertices of the regular volume match those in the 
definition of a 3D primitive, the regular volume is the 3D primitive. Otherwise, it is a 3D non-primitive. 

4. MESHING REGULAR VOLUMES 

4.1 Maintaining compatibility . Only a uniform mesh density expressed as the desired len,& of edges is allowed currently. Maintaining mesh 
compatibility requires the constraining volumes to be meshed before the constrained volumes. The meshing 
constraint graph explained earlier leads to the proper sequence of meshing re,dar volumes. For example, the 
meshing constraint graph in Figure 11 shows that the regular volumes in Fi,gue 10 should be meshed in the sequence 
of RV4, RV3, RV2, and RVl. Once the constraining volumes of a constrained volume were meshed, the meshes of 
the constraining volumes must be taken into account in meshing the constrained volume to maintain the mesh 
compatibility. 

Translational sweeD 
This is the case where the sweeping face and/or the side faces are constrained. The way of maintaining compatibility 
in this case is as follows: 

Take the union of the sweep and its constraining volumes. 
Find the mesh nodes of the constraining volumes that lie both on the concave edges of the union and on the 
sweeping face. 
Find the mesh nodes of the constrainin; volumes that lie both on the concave edges of the union and on the 
side faces. Project them onto the edges of the sweeping face in the direction of the director. 
Generate nodes on the convex edges of the face of the union that corresponds to the sweeping face. These 
nodes should include the nodes found in step (3). 
Generate a quadrilateral mesh from the boundaries defined by the nodes in step (2) and step (4). 
Find the elements of the constraining faces that lie on the sweeping face. 
Combine the quadrilateral mesh generated in step (5) and the quadrilateral elements found in step (6), and 
sweep them into a hexahedral mesh. 

An example in Figure 12 is used to illustrate how the constraints on the sweeping face are handled in the above 
process. The sweeping face of RVl is constrained by the bold face of RV2. RV2 is meshed first. The union of RVl 
and RV2, which is exactly the same as the solid model, is taken and the mesh nodes on the bold face of RV2 that lie 
on the concave edge of the union are found. Nodes are generated on the convex edges of the face that has the 
concave edge. These two sets of nodes are combined to form the boundary nodes of the bold face of the solid model 
in’Figure 13. From these nodes, a quadrilateral mesh of the face is generated. All the quadrilateral’elements of the 
bold face of RV2 are found to lie on the sweeping face of RVl. The quadrilateral mesh generated from the nodes in 
Figure 13 and the copy of the quadrilateral elements of the bold face of RV2 are combined as the mesh of the 
sweeping face of RVI and the mesh is swept into a hexahedral mesh. 
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A solid model RVI RV2 
Figure 12 A solid model and its regular volumes 

.. .-.- . . . . .  . .  . .  . .  . .  . .  . .  
.._... . .  . .  

Figure 13 Boundary nodes of a 2D planar region 

An example in Fi,we 14 is used to illustrate how constraints on the side faces are handled. RV2 is meshed first. 
The union of RVI and RV2 is taken and the nodes on the edges of the cylindrical face that lie on the concave edges 
of the union are found. These nodes are projected onto the edges of the sweeping face in the direction of the 
director. Fi,pre 14@) shows the projected nodes. Boundary nodes are generated on the edges of the face of the 
union that corresponds to the sweeping face. These boundary nodes should contain the projected nodes. Then a 
quadrilateral mesh is generated fiom the boundary nodes. Fi,we 14(c) shows the quadrilateral mesh of the sweeping 
face. 

RV2 
(b) ' .  (c) 

A solid model RVl 
(a) 

Fi,we 14 Maintaining mesh compatibility for a constrained side face 

3D non-urimitive 
This need occurs in meshing a 3D non-primitive whose faces must be meshed into quadrilateral elements before the 
general hexahedral mesh generator is applied. Compatibility can be maintained for each constrained face 
independent of other faces. The way of maintaining compatibility for each constrained face is the same as the way of 
maintaining compatibility for a sweeping face of a seep explained above. 

43 Meshing regular volumes 
2D urimitives 
A rectangular primitive is meshed into quadrilateral elements with a 2D transfinite mapping method [13] that maps a 
grid of the unit square onto the rectangular area Because the 2D transfinite mapping method can generate a 
quadrilateral mesh on any face with four edges and four vertices, it is not necessary to consider the shape of the 
rectangular area Other 2D primitives are meshed with the method proposed by Stephenson and Blacker [14]. A 
primitive is divided into a ce&n number of rectangle-like areas and the 2D transfinite mapping method is applied to 
each area. Fi,we 15 shows example meshes generated in this way. 

2D non-urimitive 
Rees developed a general quadrilateral meshing method that can generate a quadrilateral mesh from an arbitrary 2D 
domain [4]. This mesh generator is used to mesh 2D non-primitives. 
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Fipre 15 Meshes of 2 0  primitive 

Sweeps 
In meshing a sweep, a quadrilateral mesh of the sweeping face is generated and then the mesh is swept into a 
hexahedral mesh of the sweep. First, how 2D primitives and 2D non-primitives are meshed into quadrilateral meshes 
is presented. Then, how the quadrilateral meshes are swept into hexahedral meshes is discussed. 

(1) Translational sweep 
After a quadrilateral mesh is generated for the sweeping face, it is swept into a hexahedral mesh of the translational 
sweep. Here, sweeping a quadrilateral mesh of a sweeping face means copying the quadrilateral mesh, translating 
the copies by certain distances in the direction of the director, and connecting the corresponding nodes of the 
quadrilateral meshes to generate a hexahedral mesh. This process of calculating the distances for sweeping a 
quadrilateral mesh is explained with Fi,we 16. First the line representing the sweeping distance of the sweep is 
divided into segments at the positions of the nodes of constraining faces that constrain the side faces of the sweep. 
Then, each segment is divided further, if necessary, to satisfy the desired mesh density. The distances are calculated 
from the segments of the line. Figure 17 shows hexahedral meshes generated by sweeping the quadrilateral meshes 
in Figure 15. 

Director I Constraining fac 

Figure 16 Calculation of sweeping distances 

Figure 17 Hexahedral meshes generated by sweeping q&drilateral meshes 

(2) General sweep 
Sweeping quadrilateral mesh of the sweeping face for a general sweep means generating cross-sections of the general 
sweep at certain distances, mapping the quadrilateral mesh onto each cross-section, and connecting corresponding 
nodes of the cross-sectional meshes to generate a hexahedral mesh of the sweep. . The distances, at which cross- 
sections are generated, are calculated as follows: First, the distance of the sweep is divided into segments at the 
positions of the vertices of the edges near-perpendicular to the sweeping face. Then, each segment is divided further, 
if necessary, to satisfy the desired mesh density. The distances are calculated from the segnents of the line. The 
process of mapping the quadrilateral mesh of the sweeping face onto a cross-section has two steps and it is explained 
with Figure 18. 
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(a) Sweeping face (b) Cross-section 
Figure 18 Mapping interior nodes of a sweeping face 

(a) Calculating the parameter values for each interior node 
The parameter values are calculated for each interior node of the quadrilateral mesh of the sweeping face. The 
mapping parameter value for the x coordinate of an interior node P(x, y) of the quadrilateral mesh of the sweeping 
face is calculated as follows. A line that is parallel to the x-axis and that goes through the node is drawn to find the 
edges that intersect with the line. Here the edges P2P3 and P12p13 intersect with the line. Then, for each of the x- 
positive and x-negative directions, the node of the shortest distance in the direction is found among the nodes of 
these edges. Here, nodes P2(x2, y2) and P13(x13, y13) are the such nodes. Now the mapping parameter value for 
the x coordinate of the interior node P is given by the following equation. 

. 

, 

X -  ~ 1 3  
~2 - ~ 1 3  

1 u= 
. .  

The mapping parameter value for the y coordinate is found in ?e same way. 

Y-Y15 
$3 - y15 

V =  

(b) Mapping the interior nodes onto each cross-section 
First, by tracing the near-perpendicular edges, the correspondences between the edges of the sweeping face and the 
edges of the cross-section are found. Next, the boundary nodes are generated on the cross-section. The number of 
nodes must be the same for each pair ofcorresponding edges. In this way, the correspondences between the 
boundary nodes of the sweeping face and the boundary nodes of the cross-section are found. Now, all the interior 
nodes of the quadrilateral mesh of the sweeping face are mapped onto the cross-section. The interior node P in 
Figure 18(a) is mapped onto the cross-section in Figure 18(b) as P'(x', y') by the following equations: 

x'= + (1 - u)x;,  

Figure 19 shows a general sweep and its hexahedral mesh generated by the method described above. 

" @- 
Fi,we 19 A hexahedral mesh of a general sweep 
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3D primitives 
Currently the 3D primitive meshing methods include cube mapping, cylinder mapping, and a 3D pipe meshing. 

(1) ' Meshing cube-like primitives 
A cube-like primitive is meshed into hexahedral elements with a 3D transfinite mapping method 1131 that maps a 
grid of the unit cube onto the cube-like primitive. Figure 20 shows a hexahedral mesh generated with the 3D 
transfinite mapping method. 

. 

Figure 20 Mesh of a cube-like primitive 

(2) Meshing cylinder-like primitives: 
A cylinder-like primitive is converted into a cube-like volume by evenly dividing the cylindrical face with four linear 
edges parallel to the axis of the cylindrical surface as shown in F i p e  21(a). Then the 3D transfinite mapping 
method is applied to generate a.hexahedral mesh from it. 

(a) @) 
Fiewe 21 Meshing of a cylinder-like primitive 

(3) Meshing pipe-like primitives 
First, the nodes are generated on the boundary edges of the interior cylindrical face, and nodes are mapped onto a 
plane. Next, the general quadrilateral meshing method described previously is applied to generate a quadrilateral 
mesh from this planar domain. Then, the quadrilateral mesh is mapped back to the original interior cylindrical face. 
Finally, the quadrilateral mesh is swept in the radial direction of the cylindric'al face into a hexahedral mesh. A solid 
model of a pipe-like primitive and its hexahedral mesh generated by this method are shown in Fiewe 22. 

3D non-primitives 
Rees developed a general hexahedral meshing method that can generate a 3D hexahedral mesh from an arbitrary 3D 
volume [4]. This mesh generator is used in this work to mesh 3D non-primitives. This program requires the 
quadrilateral meshes of the faces of the volume as input. To provide the input, the faces of a 3D non-primitive are 
meshed by methods of meshing 2D primitives and 2D non-primitives described earlier. 

(a) (b) 
Figure 22 A pipe-like primitive and its hexahedral mesh 



4.4 Combining meshes 
The last step of the.hexahedral meshing method is to combine all hexahedral meshes. It is trivial to combine them 
into-a hexahedral mesh of the solid model. It requires only the removal of the duplicated nodes and edges of 
elements. 

5. IMPLEMENTATION 

The method has been implemented on an SGI IRM Indy workstation and applied on several cases successfully. 
Fiewe 23(a) shows a crankshaft of an automobile engine. It was first decomposed into twenty one regular volumes. 
All of them were recognized as translational sweeps. Their sweeping faces were recognized as nine circle primitives, 
four rectangle primitives, and seven 2D non-primitives. Fiewe 23(b) shows the hexahedral mesh of the crankshaft 
generated by thii program. The size of this model is 3.0 by 11.0 by 3.5 and the mesh density was specified as 0.2. 
The decomposition took 3 minutes and 18 seconds, and the meshing took 1 minutes and 55 seconds. There are 
11 11 8 nodes and 7428 elements. 

(a) (b) 
Figure 23 The solid model and hexahedral of a crankshaft 

6. CONCLUSIONS 

A method to generate all hexahedral meshes automatically by shape recognition and shape-specific meshing has been 
developed. It successfully generated regular hexahedral meshes for several mechanical parts we tried so far. 
However, more enhancements and tests are required to find out whether our approach can be practical for a 
reasonably large class of objects. Those enhancements include more flexible mesh density specification, more 
pattern recognition and shape-specific meshing methods, and improvement of the general hexahedral mesh 
generator. 
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Abstract. In this paper we present a recursive volume decomposition method for automatically 
decomposing complex shaped objects with both protrusions and depressions into simpler sub-objects 
for automatic hexahedral mesh generation. The sub-volumes after decomposition are classifiied into 
either convex or swept volumes. For a convex volume, it is mapped to a collection of hexahedral 
objects. On the other hand, for a swept voiume, a hexahedral mesh can be created by generating a 
quadrilateral mesh on the sweeping face and then sweeping this quadrilateral mesh onto the swept 
volume. Moreover, in order to apply the current mesh generation approach to more general 
geometry we use the topological and geometric requirements to determine the generalized swept 
volumes. To separate volumes into sub-volumes, a recursive algorithm of volume decomposition is 
used until all the volumes are either convex or swept objects. 

1. Introduction 

Finite element analysis (FEA) is used extensively in applications such as heat transfer, fluid mechanics and structural 
analyses. Such analyses require a finite element mesh as input. This input can be created either manually, which is 
time-consuming and very expensive, or by using one of a variety of automatic mesh generation methods. 

Depending on the application, either hexahedral or tetrahedral meshes are used. However, the current research 
focuses on generation of hexahedral meshes. Significant research exists on hexahedral mesh generation that includes 
a variety of different methods: feature-based [12], plastering [2], grid-based [16], whisker weaving [19. 201, swept 
volume decomposition and recomposition [15], volume submapping [Zl], and Medial Axis Transform [l, 4, 5, 10, 
11 3, etc. 
Earlier, we developed the idea of Basic Logical Bulk (BLOB) shapes to decompose complex objects into simpler 
sub-objects [6,9]. This approach uses cutting faces to decompose volumes. In this paper, we extend the method 
proposed earlier to determine the cutting faces for a new class of shapes found in more complex solids. We then use 
a recursive volume decomposition step to decompose a volume into a number of sub-volumes such that each sub- 
volume is either a convex object or a swept volume. Thus the recursive volume decomposition is accompanied by 
the creation of a binary tree. The leaves of the binary tree are the volumes that need to be meshed. The binary tree 
allows efficient decomposition of volumes for meshing. 

The current paper presents a method to decompose a complex solid into a number of simpler shapes such that these 
shapes are either convex or swept objects. Since meshing simple shapes is well understood, creating meshes for 
these simpler shapes is easier than creating one for the entire model. Each elemental simple shape is mapped to a 
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mesh separately and then an aggregation is done whereby the effect of the elemental shapes is back-propagated to the 
entire model. These simpler objects are called Basic Logical Bulk (BLOB) shapes. 

There are two typical kinds of BLOBs - a protrusion and a depression. A protrusion BLOB is a sub-volume of an 
object and is attached to the boundary of the object. Given that, the boundary of the BLOB contains two types of 
surfaces. The first is the pre-existing surface on the volume of the object. The second is the new surface that must 
be created within the object to decompose the BLOB from the rest of the object with the necessary condition that at 
least one concave edge is part of the original object's surface boundary. A depression is the geometric complement 
of a protrusion BLOB. Both the protrusion and the depression are known as shape or form features in standard 
Computer-Aided Design (CAD) terminology [ 3,13,14,17,18,]. 
The overall method for mesh generation involves breaking up a solid model into its constitutive BLOBs using (i) 
BLOB determination, (ii) BLOB decomposition, and (iii) mesh generation from BLOBs. 

BLOB determination decomposes the surface of an object into several sub-surfaces called regions such that each 
region belongs to a unique BLOB. BLOB decomr,osition separates the BLOB shapes from the original model as 
independent volumes. The separation of BLOBs requires a partitioning face (called a cutting face) to be determined. 
An approach called Recursive BLOB Decomposition (RBD) decomposes the object into BLOB structures within a 
binary tree. Each BLOB in the binary tree is mapped to a meshable volume and the relationship between a BLOB 
and its parent BLOB is provided by the binary tree, which allows efficient determination of the effect of a BLOB on 
the rest of the part - i.e. the computational complexity of BLOB decomposition is O(number of sub-volumes). 

2. BLOB determination and decomposition 

In order to understand our mesh generation approach, some notations and associated terms must be defined first: 

Notations: 
0 

0 

X E  y:xisatypeofy. 

0 

0 

v: vertex, e: edge, f: face, cc: concave, cv: convex, n: neutral, A: and, v: or, M solid model, B: BLOB. 
The superscript of a symbol refers to the type of the symbol. For example, e" refers to a concave edge. 

[x E y : f(x)]: x is a type of y when the condition f(x) is satisfied. 
{y}: a set of y. 
x(y }: the entity x consists of a set of y. 
C(x( y }): the number of y in x. 

Definitions: 
0 

0 

0 

Edge Ande A(e) or A(f&): The angle between the two faces (f, and fz) of an edge as measured from 
within M. 
Concave Edge (e"): [e E e" : A(e) > 1807. 
Convex Edge (e"): [e E e" : A(e) e 1807. 
Neutral Edge (e"): [e E e" : A(e) = 1807. 
Loou (1): A loop, A, is a cyclic string of connected edges in which the edges are a combination of 
concave and neutral edges or a combination of convex and neutral edges. A loop cannot contain both 
concave and convex edges. 
Pure Concave Loor, (PCC-Loou: hpcc): A loop is a Pure Concave or PCC-Loop if all its edges are 
concave (Figure 1). That is, [h( e"} E hp" : x = cc]. 
Pure Convex Loou PCV-LOOP: hFv): A loop is a Pure Convex or PCV-Loop if all its edges are 
convex (Figure 1). That is, [h(e"} E hp" : x = cv]. 

- -  
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- or - - - ,  Concave edge (ea) 
or - - - I  Convex edge (e") 
or - - -  Neutral edge (en) 

Figure 1: PCV, PCC, HCV, and HCC-Loops 

Loops are used to determine the four classes of Bs that are discussed below. The previous work [6,9], defines two 
of these types of loops, called C-Loops. They are referred to in this thesis as hFs and hps. An example of a PCC- 
Loop (hP{ el, q, e3, e4, es, e6)) is shown in Figure 2. Unfortunately, certain types of Bs cannot be defined by hws 
and Aps because their boundaries are not definable in terms of hp"s and hWs. An example is shown in Figure 2 
where the protrusion boundary contains two concave edges (e7 and e*) but the hF is absent because during the 
creation of the protrusion, the two originally existing edges (Q and elo) were merged with the edges of the base 
resulting in a null edge. 

\ protrusion 

- or - - - ,  concave edge (e") 
or - - -  neutral edge (e") 

Figure 2 The protrusions 

By artificially adding neutral edges to the solid models, we can create two new types of loops, called HCC-Loop and 
HCV-LOOP: 

Hvbrid Concave Loou (HCC-Loou: hk): A loop is a Hybrid Concave Loop if all its edges are either 
concave or n e u d  (Figure 1). Ti i t  is, [h{exI E hk : x = cc v n]. 
Hvbrid Convex  loo^ (HCV-Loou: Ab) A loop is a Hybrid Convex Loop if all its edges are either 
convex or neutral (Figure 1). That is, [h{eX) E hh" : x = cv v n]. 

0 

0 

The full set of four loop types are called CH-Loops or which are classified into two C-Loop types (a hp" and a 
h v )  and two H-Loop types (a hk and a hb). Among these loops, hws and Ah"s are called has, and hvs and hb"s 
are called h"s. 
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hgur previous work [6,91, $Loops are used io  define four basic classes of %s: protrusions (Be), blind depressions 
(B )7 through depressions (B ) and bridges (B ). Thepsame fyr  classes are redefined by the two aiditionalmkinds of 
loops (Ab and A’”), all shown in Fi,we 3. The 3 and B enclose material. However, the B and 3 do not 
enclose material. 

1. 

2. 

3. 

4. 

Protrusion (~’1: contains one PCC (LW) or HCC-LOOP (A&). That is, [B{x) E B’: (h E v hkC) A 

( C ( ~ { h l )  = 113. 
Blind Depression (BBD): contains one PCV (hP) or HCV-Loop (Ak). That is, [%{A} E BED: (h E A” 

Through Depression (53”): contains two PCV (Ap) or HCV-Loops (hhcv). That is, @{A} E B”: (h E 

Bridge (B’): contains two PCC (Aw) or HCC-Loops (A”>. That is, [B{h} E BO: (h E hW v h&) A 

V Ah”> A (C(B{h)) = I)]. 

hpV Ab) A (C(B{h))  = 2)]- 

(C(%{hl) = 211. 

The inclusion of H-Loops (hhs) allows the definition and determination of 8 s  that zould not previously be defined 
using the C-Loop-based $finition. For example, in Figure 3, the bridge BLOB, B , (the far-left of the figure) and 
the protrusion BLOB, 3 ,  (the far-right of the fi,gxe) cannot be determined by using the C-Loop-based BLOB 
definitions alone. 

Concave edge (e“) 
Convex edge (ew) 
Neutral edge (e“) 

Figure 3: Four CH-Loop-based BLOB classes 

The € 3 ~  are classified as positive volume Bs (e.g. Bes and €3”~) and negative volume Bs (e.g. BBDs and B”s). Once 
positive volume Bs are determined using A’%, their volumes - called sub-volumes - need to be separated from the 
rest of the solid. The separation of a sub-volume from the existing volume first requires the creation of cutting faces. 
These faces are defined in terms of the boundary hchs. Since only the positive volume Bs need to be decomposed, the 
B boundaries can only be’ hFCs or h&s. Therefore, we only discuss the determination of kps, A%, and the 
corresponding cumng faces. The determination of a hW and hW enclosed cutting faces are shown in the previous 
research [7]. In this paper, the determination of a Ah” and Ah” enclosed cutting faces are discussed. 

In the current research, two types of Bs are defined: (i) swept B and (ii) convex B. A swept B is represented by 
sweeping a face’ (cdled a sweeping face) along a path. While the normal definition of sweeping requires the 
geometry of the sweeping face to be fixed along a path, our approach allows the geometry of the sweeping face to 
vary along a path as long as the topology of the sweeping surface does not change. A convex % is an object whose 
linearized model contains convex edges only. 

The €3 represents the lowest level shape into which the model of the part needs to be decomposed. Volume 
decomposition in the current research is recursive and the sub-volumes that are determinable are found and removed 
at each recursive step. If subsequent to a volume decomposition step, any of the remaining positive volumes are 
neither swept nor convex %s7 and if no further 1% can be found on them, these positive volumes are decomposed 
further. 
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21 Determination of h-s and corresponding cutting faces 

The determination of a hF and hp” enclosed cutting faces are shown in the previous research [7]. Here, we show an 
example of cutting face creation from a hp”. Figure 4 illustrates the creation of cutting faces from a hp” located on 
four separated faces: FI, F2, F3 and F4. Figure 4 (i) shows the part with the hp” and Fiewe 4 (ii) shows the loop with 
edges El to E8. Since edges El, E2, and E3 belong to a single face (F,), edge (Figure 4 (iii)) is created to form the 
boundary of cutting face CFI (Figure 4 (iv)). The underlying equations of CF, (the cutting face) and F1 (the original 
part face) are the same. Similarly, edge El0 is created and cutting face CF2 is determined. Finally, the rest of the 
edges (E4, Eg, Eg, and Elo) form another cutting face ((3,). 

E6 

(i) (ii) a hpcc is formed (iii) creation of and EIo (iv) cutting faces 
bY E, to% 

Figure 4 Determination of cutting faces for a non-coplanar loop 

2.2 Determination of I.% and corresponding cutting faces 

If a link of concave edges exists, i.e. the concave edges do not form a hp”, then B still needs to be removed from the 
rest of the part by first determining a Ah” from the link. Neutral edges are created to connect the two end vertices of 
the link to form a hh“. For example, in Figure 5,  three neutral edges are created on Faces F,, F2, and F3 to connect 
the end vertices (VI and V2) to form a Ah. Determination of the Ab“ requires finding: (i) the faces on which the 
neutral edges must be created (called Neutral Edge Creating faces or NEC faces) and (ii) the location of the neutral 
edges on the NEC faces. Next, the approach for determining the NEC faces and neutral edges is discussed. 

-or - - - I  Concave edge (e”) 
Neutral edge (e“) 

Figure 5: Three neutral edges are created on Faces 1,2, and 3 to form a closed loop 
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22.1 Determination of NEC faces 

The NEC faces are determined by extending the surface of the base face (a base face is the face that contains the 
largest number of concave edges) to intersect with the neighboring faces of the concave link. For example, in Figure 
6 (i), F4 is the base face.. By extending the surface. of the base face and intersecting it with the topologically 
connected faces of the base face, the NEC faces are determined. In Fi,we 6 (ii), the extension surface of F4 
intersects yith F1, F2, and F3 which therefore constitute the NEC faces. For a non-planar base face, the underlying 
equation of the base face is used to extend the face. 

extendedF, y 

concave edge 

Figure 6 A base face is one that contains the largest number of concave edges 

As mentioned earlier, the base face is the face that contains the largest number of concave edges in a solid model. 
When more than two faces have the same number of concave edges, the base face as defined above is ambiguous, 
and subsequently the face-type is utilized to create a priority among the faces so as to determine the base face. This 
prioriy is as follows: (i) planar, (ii) cylindrical, and (iii) other surfaces. 

2.2.2 Determination of neutral edges on faces 

The current research combines two approaches for determining neutral edges: (i) the Base Face Extension (BE) 
approach and (ii) the Maximum Minimum Angle (MMA) approach. 
In the BFE approach, the base face is extended so that the intersections between the extended base face and the NEC 
faces are the neutral edges. Fi,we 7 (i) illustrates an example in which the ~BFE approach determines the Ah”. One 
drawback of the BFE approach is that the subsequent volume decomposition could result in B whose shape is 
undesirable for hexahedral mesh generation. An undesirable shape is one that has & edge much smaller than the 
other edges or an edge with small angle (for example, A(edge) e 40’). For example, the decomposition by the BFE 
approach, shown in Figure 7 (ii), results in an undesirable shape from the standpoint of mesh generation. If an 
undesirable decomposition is detected, the Maximum Minimum Angle (MMA) approach [7] is applied, which 
overcomes the drawback of the BFE approach. The MMA approach can create the Ab” and corresponding cutting 
face to decompose a solid model into desirable B shapes. One example is shown in Figure 7 (iii). 
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(i) Valid hhcc by BFE (iii) hhcc by MMA 

Concave edge (e") , o r  - - - .  
Neutral edge (e"> 

- 

(ii) Invalid hhcc by BFE 

Figure 7: The BFE and MMA approaches 

2.3 Decomposition of depressions 

From the definition of Bs, every positive volume €3 (B' or B9 contains at least one h" (hp" or hh). However, it is 
possible that a negative €3 (Bm or W) consists h"s. One Bm which contains one hFC is shown in Figure 8. Yet, no 
material is enclosed by the hp" and therefore this hp" cannot form a cutting face. For such a case, two different 
decompositions can be applied. First, determine the base face as mentioned earlier and use the B E  approach 
(Decomposition 21 in Figure 8). Second, find the face normal of the base face and decompose the volume in the face 
normal direction (Decomposition 2 in Figure 8) 

I 

Decomposition 1 (BE) / \ Decomposition2 

Figure 8: Decomposition of a Bw with one hw 
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For negative volume 3 s  without any hPs, if concave edges exist, the B E  and MMA approaches can also be 
applied. Two possible decompositions for a part with one depression by B E  is shown in Figure 9. F1 and F2 are the 
base faces for Decomposition 1 and 2, respectively. 

Concave edge (e") 
Neutral edge (en) 

(i) Decomposition 1 (BFE) 
A-*B+C 

(ii) Decomposition 2 (BE) 
A - t D + E  

Fi,we 9: Two possible decompositions for a part with one depression BLOB 

Although a number of decompositions can be applied to decompose a part by BFE, not every decomposition can 
result in acceptable Bs. Figure 10 shows such an example. Three possible decompositions can be applied to the part 
with one depression is shown in Figure 10, where F1, F2, and F3'are the base faces for Decompositions 1, 2 and 3, 
respectively. However, Decomposition 1 which creates B with some sharp angle is unacceptable for meshing. 
Therefore, Decompositions 2 or 3 can be used in the decomposition process. 
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t 

(i) Decomposition 1 (BFE) (ii) Decomposition 2 (BFE) 
Al*B+C A + D + E  - or I - - .  Concave edge (em) 

or - - - t  Neutral edge (en) 

(iii) Decomposition 3 (BE) 
A-+F+G 

Figure 10: Three possible decompositions for a part with one depression BLOB 

When none of the BFE decompositions result in acceptable Bs, then MMA is applied to decompose the part. In 
Figure 11, the Bs decomposed by BFE using the base faces FI, F2, and F3 in Figure 11 (i), (ii), and (iii) are not 
acceptable for meshing because of the creation of small angles, therefore MMA is applied (Figure 11 (iv)) and it 
results in better BS for meshing. 

C 
t 

B 

(i) Decomposition 1 (ii) Decomposition 2 (iii) Decomposition 3 (iv) Decomposition 4 
(BE) A+B + C (BFE)A+D+E (BFE)A+F+G (MMA)A-+H+I 

-or - - - .  Concave edge (e") - or - - - .  Neutral edge (e") 

Figure 11: Three unacceptable decompositions by the BFE approach and one decomposition by the MMA approach 
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I. . 
. .  . 

- 
2.4 Recursive BLOB decomposition 

The cutting faces as determined above separate the €3 volume from the volume of the rest of the part. This results in 
the formation of two solids. If one is a pre-defined I3 (Le. a swept or a convex shape), it is not decomposed further. 
If one or both are not pre-defined Bs, further decomposition is necessary. These decomposed solids are then subject 
to the same process of decomposition into two sub-volumes recursively until no h e r  decomposition is needed. 
The recursive procedure ends when all the Bs are either swept or convex Bs- The number of possible 
decompositions of a part is exponential in the worst case. That is, the complexity is exponential when the best 
decomposition is determined. However, in industrial design, the requirement is to find a reasonably good mesh. We 
use the heuristic (BFE and MMA) to reduce the computational requirement. 

. 

3. Meshing of BLOBs and binary tree 

3.1 Meshing of BLOBs 

Once the recursive decomposition is complete, &e next step is to create the mesh for each 8. The meshing for swept 
and convex %s is discussed in the next two subsections. 
3.1.1 Swept BLOBs 

- 

Subsequent to the decomposition of a €3, it must be determined if €3 is a swept shape. There are two requirements 
(topological requirement and geometric requirement) to determine a swept B. For the topological requirement, if I3 
is swept, it must contain two faces, a source face (f ') and a target face (f '), connected to a set of faces, lateral faces 
(#s). For the geometric requirement, 70" I A(f ', f a  I 1 10" and 70" I A(f ', fa I 1 lo", where f, = { f Is). That is, the 
angles between f s  and f Is (and the angles between f ' and 9s) should be close to 90°, say 90" f 20". A B and its face 
topology graph are shown in Figure 12 (i) and (ii). From this face topology graph, f2, f3, ..., f7 are connected to f, and 
fs. Hence, f, and fs are f ' and f '. f2, f3, ..., f7-are f 's. Besides, 60" S A(f ', f ") S 120' and 60' S A(f ', .f ?) I 120°, 
where f X  = (f2, f3, ..., f7}. Therefore, €3 is a swept shape. 

.. . . 

I 

(i) a BLOB (ii) face topology graph 

Fi=pe 12: A swept BLOB , 

The determination of f s  and f * depends upon how €3 is separated from the part. In general, f is the newly created 
face. The new face is created by the separation of 33 by the cutting face. For example, in Figure 13, fs is the newly 
created face because of the separation from the existing volume. Hence, fs is f ', fl is f ', and f2,fS, ..., f7 are f Is. 
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source face: f8 
target face: f l  
lateral faces: { f2, f3, f,, f, , f 6, f7) 

f 5 p 3  f4 I % 

I 

Figure 13: Source, target, and lateral faces of a BLOB 

For a B in which the newly created face cannot be f ', f ' needs to be determined from the face topological graph. In 
Figure 14 (i), the newly created face (fs) cannot be a f '. Therefore, f s  has to be determined from the face topology 
graph (Figure 14 (ii)). 

% 

In this example, either fl or f3 can be f '. 
sourceface: fl 
target face: f3 
lateral faces: { f2, f4, f 5 ,  f 6, f7, f *} 

(i) a BLOB (ii) face topology graph 

Figure 14 The source face of a BLOB is not the newly created face 

For some Bs, f I, f I, and f Is cannot be determined from the face topology graphs, i.e. the topological requirement of 
the Bs are not satisfied. For example, the BLOB in Figure 15 (i) cannot be considered as a swept shape by its face 
topology graph (Figure 15 (ii)). In the current research, a step called face grouping (the two adjacent faces, fa and fb, 
can be grouped together if 160" I A(f,, fb) I 200") is applied to modify the face topology graphs. Figure 15 (iii) 
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shows the modified face topology graph by grouping f2 and 4, f5 and f6, and f, and fs. From this modified face 
topology ppph, the BLOB satisfies the topological requirement for a swept shape. 

For a swept By a hexahedral mesh is created by generating a quadrilateral mesh on f ' and then sweeping this 
quadrilateral mesh onto the swept 33 [SI. Further discussion of swept objects is found in [22]. 

(i) a BLOB 
W 

(ii) original face topology graph 
< -  

(iii) modified face topology graph 

Figure 15: A BLOB and its original and modified face topology graphs 
3.1.2 Convex BLOBs 

A convex B, on the other hand, is mapped to a collection of hexahedral objects. This collection of hexahedral 
objects constitutes a Multiple Block Structure (MBS), and approximates the geometry of the solid model in such a 
way that the angles of their surfaces are as close to 90" as possible (in terms of the angles of the polygonal surfaces). 
To be able to generate hexahedral objects, every convex % is classified into one of a finite number of pre-defined 
convex volumes called basic BLOBs: 118 sphere, 114 sphere, hemisphere, tetrahedron, block, and cylinder. The 
discussion of the mapping of Bs to MBSs can be found in previous research [9]. 

The set of pre-defined convex volumes in the current research is not complete because in theory, there are infinite 
number of convex shapes. However, arbitrary convex shapes are not commonly found in the mechanical engineering 
domain. The focus of the current research is the meshing of mechanical parts, and the types of shapes described 
above are the commonly found mechanical part shapes. If the shape is not among the predefined set, its 
corresponding MBS must be defined. A convex shape that is not classifiable into the finite set of pre-defined shapes 
may be decomposed into simpler convex shapes that exist within the set. 

3.2 Binarytree 

In the recursive procedure, every cutting step separates one volume into two sub-volumes. A b i n e  tree, or B-tree is 
the most appropriate data structure to represent a B sub-volume and its relationship with the rest of the object. The 
child-parent relationship between two Bs being decomposed is established during the decomposition procedure. If 
Ba lies on the face of eb, Ba is the child of &, and Bb is the parent of Ba. When, at a volume decomposition step, a 
child-B is removed from the rest of the solid, the child-B is attached to the left branch of the B-tree, and the rest of 
the solid is attached to the right branch of the B-tree. Once all the Bs are decomposed, the B-tree is complete and its 
leaves are the 33s that need to be meshed. An example of a solid model and its B-tree are shown in two 
decomposition steps of Figure 16. BLOBs B1, B1, and B3 are the leaves of the B-tree. 
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c: child p: parent 

(i) first decomposition 
and B-tree 

(ii) second decomposition 
and B-- 

Figure 16: A solid model and its B-tree 

The child-parent relationship is utilized to determine the order in which the different Bs are meshed. Since the mesh 
of a child43 always affects its parent-% mesh, a child-€% mesh is generated before the mesh of its parent. With 
respect to the tree defined above, the order of mesh generation is from the left-most leaf to the right-most leaf. 
Refemng back to Figure 16, the order of f3s mesh generation should therefore be B1, Bl, and Bs. Fi,we 17 shows 
the meshing of the three Bs of Figure 16. Following the order of meshing, as determined by the B-tree, results in a B 
being meshed only once. However, if the sequence of meshing the Bs is selected randomly (and not by using the B- 
tree) then some Bs may need remeshing. Figure 18 illustrates an example of a random B meshing order (B3, B2, and 
Bl), where B3 has to be re-meshed in (iv) because other Bs whose meshes were created after the original mesh 
generation of B3 affect B3. 

(i) B, mesh (ii) B, mesh (iii) B, mesh (iv) final mesh 

Fi,we 17: The mesh generation from left-most BLOB to right-most BLOB 

(i) B, mesh (ii) B, mesh (iii) B, mesh (iv) B3 mesh (repeated) (v) final mesh 

Figure 18: Improper ordering of BLOBs results in remeshing 

One of the principle strengths of the recursive BLOB decomposition is that the order in which the Bs can be removed 
is arbitrary but the resulting mesh will be identical when the following two conditions are satisfied: First, the MMA 
approach is not used for B decomposition. Second, the parent4 mesh does not affect that of the child-f3. 
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4. Example of hexahedral mesh generation from computer implementation 

E L E M  ORTHO6OYRLITY S.grant+ 

S.MEtD3.. 

8.mnUu.. 

?.rmE+m.. 

6.WEUu.. 

5.mEtm.. 

4.DoEIoJ.. 

3.rmEIoJ.. 

2.MEtm.. 

I.OOEtU3.. 

O.OOE+W . I . . - 
i 

The current approach is being implemented on the ACIS solid modeler. One example of a part model, mesh, and the 
distribution of deviation from orthogonality (= a) or 90 degrees of three angles at all eight comers of a hexahedral 
element are shown in Fi,we 19. As the figures show, a 5 degrees for the part is 84%. This mesh is considered to 
high quality mesh for finite element analysis. 

(a) Part with BLOBs (b) Mesh 

Fi,we 19: Example of a hexahedral mesh 

(c) Distribution of a 

5. Discussion and summary 

In this paper, we present a recursive algorithm called Recursive BLOB Decomposition to support hexahedral mesh 
generation; Complex models are decomposed into a number of simpler sub-objects called BLOBs (Bs) prior to mesh 
0 oeneration. A'% (hFc, Ah", Ap, and Ah) allow classification of'shapes with varying geometry and topology in a 
uniform manner. In addition, neutral edges allow the definition and extraction of different types of Bs that was not 
possible in previous research. The BFE and MMA approaches are used to create neutral edges: In our approach, 
first, the B E  is used to determine the cutting faces. If the B E  results in undesirable Bs and therefore a poor mesh 
(based on the criteria discussed earlier), the MMA approach is used. 

The Recursive BLOB Decomposition algorithm removes a B once it is determined by a loop. A B-tree is 
constructed from the recursive BLOB removal procedure. The leaves of the B-tree are the Bs that are meshed, and 
the order of mesh generation is from the left-most leaf to the right-most leaf. 

There are three advantages to the recursive algorithm. First, the computer complexity of the algorithm is Owb), 
where Nb is the number of Bs. Second, the order in which Bs are removed can be arbitrary. Different orders result 
in different B-trees, but the final mesh is identical when the MMA approach is not used for BLOB decomposition 
and parent-% do not affect child-Bs. Third, the order of Bs mesh generation determined by the B-tree (from the left- 
most leaf to the right-most leaf) prevents unnecessary re-meshing. 
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Abstract. We present an interpreted language and system supporting the visualization of 
unstructured meshes and the manipulation of shapes defined in terms of mesh subsets. The 
language features primitives inspired by geometric modeling, mathematical morphology and 
algebraic topology. The adaptation of the topology ideas to an interpreted environment, 
along with support for programming constructs such as user function definition, provide a 
flexible system for analyzing a mesh and for calculating with shapes defined in terms of the 
mesh. 
We present results demonstrating some of the capabilities of the language, based on an 
implementation called the Shape Calculator, for tetrahedral meshes in W3. 

keywords. interpret-, simplicial complexes, visualization, languages, unstructured meshes. 

1 Introduction 

Computing a high quality numerical solution within a domain is intimately tied to constructing a high quality 
meshing of the domain. A mesh in w3 decomposes the domain into polyhedral cells. Most meshes are classiiied as 
either structured, unstructured, or a hybrid combination of the two. In a structured mesh, the vertices can be indexed 
in a regular manner, and the cells are a uniform type. For example, in W3 the polyhedral cells may be all hexahedra, 
and the vertices of the mesh may be indexed as if they Vere in a %dimensional array. In an unstructured mesh, there 
is usually no implicit neighbor information in the vertex indices, and there may be a mix of cell types in the mesh. 
In one of the most common types of unstructured meshes in W3, all the polyhedral cells are tetrahedra. 

kr order to v d y  the quality of a mesh, scientists typically employ both quantitative and visual techniques. In some 
visualization and analysis techniques, one can take advantage of the regularity present in a structured mesh. For 
example, given a structured mesh wrapped around an aircraft wing, it is usually easy to ident* the mesh vertices 
on the wing surface, or to obtain vertices close to but not exactly on the surface. One can also obtain an overall 
visualization of a structured mesh in R3 by displaying snrfaces in the mesh defined by holding one of the three mesh 
vertex indices constant. In the case of unstructured meshes, the more general organization of the mesh leaves fewer 
options for the scientist attempting to grasp the overall mesh structure. Typically the application that generates 
the unstructured mesh will identifs some subset of polygonal faces of the mesh as special, such as the triangles on 
an aircraft body, and a visualization application can easily display those faces. There are a few other standard 
visualization techniques, such as constructing cutting planes through the mesh [SK90], but in general the choices are 

' very limited. 

In this article we introduce a language and visualization system intended to provide flexible support for unstructured 
mesh analysis and visualization. A key concept in the system is that of shapes. Shapes are defined by subsets of 
the mesh cells, including lower-dimensional cells such as triangles, edges and vertices. We have implemented an 
interpreter and a visualization application based on the interpreter, which we call the Shape Calculator. Our current 
implementation supports working with shapes in %dimensional simplicial meshes. Using the calculator, one can 
interactively spedfy and manipulate shapes, display the shapes, and get quantitative information about the shapes, 
including plots. The calculator language includes p r o b d g  constructs such as function definition and conditional 
statements, so one can also develop algorithms for visualization and analysis. 

The following section contains a short overview of some previous work related to the Shape Cdculator. In Section 3, 
we review definitions that will be needed in later sections. In Section 4 we describe the shape calculator language, 
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followed in Section 5 by a description of the programming constructs in the language used in the later examples. 
Section 6 presents a short overview of the calculator implementation. In Section 7 we present several examples 
illustrating how the system can be used, and in Section 8 we conclude with some thoughts on how the language 
would generalize to other types of meshes; such as those with non-simpKcial cells. 

2 Previous Work 

The Shape Cdcdatorhas properties that qualify it as both a modeling system and as a mesh visualisation system. As 
a modeling system, the Shape CaIcdutor has many predecessors, including some which include a modeling language. 
Paolnzd et d PBCF931 describe a dimension-independent system for modeling with simplicial complexes, including 
a manipulation language. Their system is very general, and it includes numerous modeling capabilities. Pasmca 
et d [PFP95] also describe a dimension-independent modeling system where ih& primitives are convex cells. In 
contrast to the systems above, the Shape Cdculutorreqnires that all shapes be defined in terms of simplices from a 
single decomposition of the whole space, the mesh M. This reqnirement makes the Shape Cdculotor less applicable 
as a general purpose modeling tool. On the other hand, for mesh analysis, where we are given the mesh initially, the 
reqnirement that all simplices be from a common simplicial complex M is not a significant drawback. Furthermore, by 
restricting the %nilding blocksn that the user has to define shapes to the simplices in My there are many optimizations 
that we can make over a more general purpose tool, allowing the system to be more interactive. 

As an unstructured mesh visualization tool, the Shape Cdcdutorhas fewer predecessors. FAST pMPt90] is alarge, 
modular system for the visualization of computational fluid dynamics data. The module surfem in FAST supports 
the display of a whole unstructured mesh, or surfaces that have been predefined by the application generating the 
mesh. The module shotet in FAST allows the user to select various subsets of the tetrahedra in a mesh, based on 
geometric criteria such as volume or drcnmscxibiig sphere radius. The Shape Calculatoris much more general in 
terms of the shapes that it can represent, compared to surferu. The language also contains primitives for evaluating 
tetrahedra as in shotet. Currently the calculator has fewer built-in geometric primitives than shotet, though we 
p h  on adding more to the calculator in the near future. 

Meshview by GitIin and Johnson [GJ96] is a more recent tool that offers both visual and quantitative means of 
analyzing tetrahedral meshes. Meshlriewincludes a "growth algorithm" visualization technique where one can specify 
a tetrahedron and the system grows the shape outwards by adding tetrahedra, based on connectivity. Meshview also 
supports some editing of a mesh. The Shape Colcdator, through its interpreted language, suppoxts a more general 
and fludble approach to the manipulation of shapes for mesh visualization and analysis. For example, the growth 
algorithm in Meshview could easily be expressed as a variation of the Dilate operation described later. The calculator 
does not currently support mesh editing, as found in MeshView, though the addition of such support to the Shape 
Cdcdator is a long term goal. 

. 

3 Definitions 

3.1 Open and Closed.Sets 

Let D(a, b) be the Endidean distance between points a, b c R3. An open bdZ centered at c with radius p is the set 
of points Bp(c) = (x I D(x,c) < p). A set X E R3 is an open set iffor all x E X there exists a Bp(x) C X for some 
p > 0. The complement of X is Y = R3 - X. A cZosed set X E W3 is a set whose complement is open. The interior of 
a set X, Int X, is the mion of the open sets contained in X. The c2osure of X ,  c1 X, is the intersection of all closed 
sets containing X. The boundary of X is Bd X = Cl X - Int X. 

3.2 Simplices, Complexes and Shapes 

' I  

A k-simplexis the convex h d  defined by the set of k + 1 points T E R3. The points are assumed to be in general 
position, which in this case means that any point in T cannot be computed as the affine combination of the remaining 
points in T. In R3 we have 0, 1, 2 and %simplices, corresponding to vertices, edges, triangles and tetrahedra, 
respectively. The dimension of a k-simplex, Dim u, is k. A subset of the set of points T defining a simplex T defines 
another simplex u, a face of T. Simplices u and T are incident if one is the face of the other. A simplex u defined 
by a proper subset of T is a pmperface of r. Tetrahedra, for example, have triangles, edges and vertices as proper 
faces. The interior of a simplez u, Int u, is the space occupied by u minus the proper faces of u. 
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A simplicial wmplez K: is a collection of simpliceS satisfying two conditions: 

1. I fu  is in K:, then every face of uisin IC. 
2. The intersection of 01, u2 E K is either empty or a face of both u1 and u2. 

If C is a simplicial complex, then K: E L is a subcomplez if it also satislies the simplicial complex conditions. The 
i-skeleton of a simplicial collection C is C(') = {r E C I Dim u 5 i). 

The shape of a simpliaal collection C, written lCl, is IC1 = uoccInt o. The shape of a simpliaal complex is a closed 
set. Note that in the previous definitions, as well as in the following sections, we use C to signify an arbitrary subset 
of simplices, and K: to indicate a simplicial complex. 

4 The Shape Calculator Language 

The shape calculator language and interpreter are designed to be easy to use and relatively ansarprising syntactically. 
The style is procedural, similar to that typically used in algorithm examples in the literature. Within the calculator 
environment it is easy to give names to objects and to compute with them. With a bit more &ort one can define 
small routines to customize the capabilities of the system and experiment with small algorithms. Below we consider 
some of the essential features of the language, in preparation for the examples to come in later sections. 

4.1 Types and Collections 

The shape calculator language includes built-in basic types common to many programming languages: booleans, in- 
teger scalars, floating-point scalars and character strings. The language also snpports the representation of individual 
simplices. Identifiers beginning with the capital letters T, F, E or V, followed immediately by one or more digits, are 
treated as special literals specifying simplices. For example, the user can write Ti000 to spedfy the tetrahedron with 
the identity number of 1000. Similarly, one can specify triangles (faces), edges or vertices nsing special identifiers 
with F, E or V prdixes. 

To represent collections, the language provides two types. The first, S i m p l e x S e m ,  represents sets of simplices. 
SimplexSetExpr instances are used extensively in the calculator system, and most of the examples in the sections 
below work with SimplexSetEzpr arguments. The second type of collection primitive is the array. h a y s  are integer 
indexed collections of objects, and the range of valid indices are specifled when the array is constructed. For instance 
"a = Array(i, io)" would construct a 10 clement array named "a". Any type of object can be stored in each array 
element. Array elements can be accessed using square bracket syntax, for example one can write "aCiO]". One can 
assign to an array element using the K:=" assignment syntax, for example "aC51 := 0". 

4.2 The Calculator Environment 

The calculator environment is a collection of name-value pairs, where each pair is also known as a binding. A variable 
is a name that references a binding; legal variable names for the Shape Calcdator are similar to those in C or Pascal. 
The user has the choice of defining new variables or assigning to Uristing variables. The definiiion syntax uses the 
"-" token, for example "my-variable = 3". Assignment statements use the the ":=" token, for example "v := 4". 
In the Shape Calculator language a binding is global (i.e. can be referenced from anywhere after it is created) except 
if it is defined within the body of a user function. Bindings defined within a user function me limited to the body of 
the hction. 

The interpreter places a few special variables in the environment using the convention of starting the variable names 
with a '3" (see Table 1). The user can choose variable names starting with "$" and even assign to the special 
variables, but it is not recommended. 

4.3 Infix operators 

An infix operator such as + can be used in expressions where the operator is written in between two arguments. The 
Shape Calculator language supports the infix operators +, -, *, /, =, !=, <, <=, > and >=. The infix operators are 
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Figure 1: Shown above is a typical d a c e  and symmetry plane mesh. In some cases sets of triangles specifying 
surfaces, such as the top and bottom of the wing, are included as part of a data set. Given a description of the 
srufaces, the calculator can compute an image such as that &played below, illustrating the seams between patches. 

polymorphic, in other words they take on dif€erent (though conceptually similar) meanings depending on the type 
of the arguments. Many of the infix operators can accept boolean, scalar or simplex set arguments, though both 
arguments have to  be of the same type. Table 2 lists the semantics for unary minus and the infix operators, given 
boolean, scalar or simplex set arguments. 

Figure 1 illustrates a basic use of the boolean operators with simplex set arguments. The mesh input typically 
includes a specification of the triangles on the surface of interesting objects, for instance on the body of an aircraft. 
In some cases the surface patches are farther classified, for example to  distinguish whether a triangle is on the wing 
top or bottom. By taking the anion of the patches, one can easily see whether there are any surface triangles that 
are missing from the surface, and thus have not been classified. Furthermore, using intersection one can see if there 
are any triangles which have been assigned to more than one patch. 

4.4 Topological operators 

Modeling systems which feature boolean operators, such as those presented in the previous section, are not that 
nnnsnal. In this section we present operators which are more likely to be found in texts on algebraic topology than 
in modcling systems (see for example Mnnkres Pun841). The topological operators make it easy to guarantee that 
a collection of simplices is a complex, to grow or shrink shapes, and to select the interior or boundary of a shape. 

The topological operators are defined in terms of the simplices in M and their relationship as faces to one another. 
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- var. Description 
$ 
$8 . 
$0 
$H the whole mesh 

the currently displayed simplex collection 
the previously displayed simplex collection 
the empty collection of simplices 

Table 1: Special calculator environment variables. 

Operator Boolean Scaiar S i m ~ l e ~  Set 
(unary) - not negation complement 
+ or addition set union 

subtraction set difference 
* and multiply intersection 
/ division 

- 
equality equality C C p a l i Q  

!= inequality inequality inCCpali& 
(9, <= (strictly) less than (proper) subset 
(>), >= (strictly) greater than (proper) superset 

I I 

Table 2: The semantics for unary minus and the infix operators with various types arguments. 

One way of visualizing this relationship is in terms of an incidence graph. An incidence graph represents each simplur 
as a node and includes an edge between the node for k-simplex u and the node for (E + l)-simplur r if u is a face 
of r. We draw the graph so that the k-simplices are all in one row, with the rows ordered by dimension, and the 
0-simplices at the bottom. Fignre 2 shows a small example complex with labeled vertices, and Fignre 2 shows the 
corresponding incidence graph. For ease of illustration we use a twedimensional example, though it should be clear 
that the same concepts can be applied in three dimensions or higher. 

abc ace bd d e  cdf def efg 

a b c d e f g  

Figure 2: A small example mesh $H and the incidence graph for $H. 

Id the descriptions below, note that all of the topological operators can accept as an argument collections of simplices 
that are not necessarily a complex. In cases where one prefers to work only with complexes it is easy to  get a simpliaal 
complex from any collection using the closure operator. 

Closure 

The closure of a simplex collection C is defined as 

Cl(C) = {u E M I u 5 T E C), 

where u 5 r means that u is a face of r. The closure operation adds any simplices necessary to make C a complex: 
ICl(C)l is the smallest closed superset of ICl. Fignre 3 illustrates the use of C1 with an argument consisting of an 
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simplices C 1  (simplices) 

Figme 3: An example application of the C 1  operator. 

edge ab, a triangle cde and a vertex f. Note how the faces u E M added by closure (drawn from the whole mesh 
$?I illustrated id Figare 2) can be found by following a?l possible paths downwards from the vertices ab, cde and f in 
the incidence graph of Figure 2. 

vertex St (vertex) 

Figure 4: An example application of the St operator. 

Star 

The star of a simplex collection C is defined as 

%(C) = {r E M 1 r 2 u E C}. 
The star operation adds any simplices necessary to get a shape that is the smallest open superset of ICl. See Figure 4. 
In the example incidence graph of Figure 2, all the simplices in the star of 0-simplex c can be found by following 
the paths upward from node c. As with C1, any added simplices are drawn from the whole mesh $M (jllustrated in 
Figore 2). 

,, 

. . .  

dipper a t  (dipper) 

Figure 5: An example application of the Int opetator. 

Interior 

The interior of a simplex collection C is defined as 

In@) = (d E c I d 5 7 & 7 E C}. 
The shape of the interior of C is the largest open subset of ICl. One can see whether u E C is part of the interior 
using the incidence graph by starting at the node corresponding to u and testing whethez everg node r reachable by 
traveling upwards &om the CY node is also in C. Figure 5 illustrates an example use of at. 

Boundary 

The boundaryof a collection C is defined as 
. Bd(C) = Cl(C) - k t ( C ) .  
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dipper Bd(dipper) 

Figure 6: An example application of the Bd operator. 

Figure 6 illustrates an example using Bd. In R3, the boundary result of a solid object would include the triangles, 
edges and vertices defining the snrfrrces of the object. Using Bd one can convert from a solid representation of an 
object to a boundary representation. 

4.5 Miscellaneous Operators 

Skeleton 

The Gskeleton of a collection C can be accessed using the Sk operator. Sk takes two arguments, the first should 
evaluate to a simplex set expression, the second to an integer i. For example, Sk(S, 0) returns the vertices of the 
currently displayed simplidal collection. 

Cardinality 

The cardinality of a set S is a count of the number of dements in S. In the Shape Calculator, the cardinality of 
a simplex set expression can be accessed using the Card operator. For instance, Card($M) retarns the number of 
simplices in the whole mesh. Given an optional second integer argument i, Card returns the cardinality of i-simplices 
in the first argument. 

Show and Plot 

The Shou operator takes a single argument, and if that argument is a Simplex set, Shou displays it graphically. Shou 
is nsdul for displaying intermediate results of incremental algorithms and for producing simple animations. 

Plots of arrays of values can be generated using the Plot command. The plotting functionality of the calculator is 
implemented using the application Gnuplot [wK95], which is run as a subprocess of the calculator. Plot takes one 
or more array arguments, all of which must have the same range of indices. P lo t  generates a temporary fle where 
each line contains an m a y  index value and the value at that index for each of the one or more array arguments. 
Plot also accepts an optional final argument: a character string specifping additional commands to send to Gnuplot, 
such as commands spedfying axis labels or which columns of numbers to use fiom the input file. An example where 
the Plot command is used to display a histogram can be found in Section 7.2. 

Volume, SnrfaceArea and CircnmsphereRadins 

The Volume, SurfaceArea and CirctlmsphereRadins operators take a single simplex argument and retnrn the cor- 
responding measure. The Volume operator can also take a SimpletSetExpr argument and retnrn the volume of the 
object, computed by summing the volumes of the individual tetrahedra. Surfacekea is also defined for a simplex 
set argument C as the area sum of one side of the regular triangles plus the area sum of both sides of the singular 
triangles, where regular triangles are the face of one tetrahedron in C and sin& triangles are not the face of any 
tetrahedron in C. 



5 Programming the Shape Calculator 

Programming constructs enhance the power of the calculator primitives by allowing the user to define new operators 
in terms of existing operators. The calculator supports a large set of constructs based on standard programming 
language features, such as Yor" and !'while" loops. Below we review a small subset of the constructs, for use in the 
following section. 

In the Shape Cdcdator,  every statement is required to return a value when evaluated. In this respect the language 
is similar to languages such as Scheme [AS85]. At first glance it may seem unnatural to define return values for some 
types of statements, but doing so ultimately makes the evaluation d e s  simpler and easier to remember. 

5.1 Blocks 

A blockis a sequence of 0, 1, or more than 1 statements; multiple statements are separated using semicolons. Blocks 
are delimited by reserved words such as then and endif, as in the examples below. When a block is evaluated, the 
interpreter returns the value of the last statement in the block. If the block is empty, then a speaal Emptyhpr value 
is returned. 

5.2 Conditional Expressions 

Conditional expressioq in the Shape Cdcdator language take one of two forms: 

if bool-ezpr then blot& endif; 
if bool-ezpr then blot& else blockf endif; 

Every if statement must end with an endif. An if statement is evaluated by first evaluating the bool-expr and then 
evaluating the true block or false block, depending on the boolean result. The value returned by an if statement 
is the value of the evaluated block. If the bool-ezpr evaluates to false and there is no else clause, then the speaal 
EntptyErpr value is returned. 

5.3 "For" Loops 

The calculator language supports two variations of 'Yor" loop construction. The fkst form is similar to that used in 
the language C, with an initialization statement, a completion test statement and an increment statement, followed 
by theloop body. For example: 'Yor i: = 1; i <= I O ;  i := i + 1 do sum := sum + ari l ;  endfor". Thesecond 
form is applicable to  collections represented by either an array or by a simplex set. The form requires a variable 
name, a collection and a block of statements forming the body of the loop. For each value in the collection, the given 
variable is assigned that value, and then the loop body is evaluated. For instance, to compute the volupe uv" of a 
simplex collection "c", one could write: 'b = 0.0;  for t in (c - Sk(c, 2)) do v := v + Volume(t1; endfor". 
Instances of both forms of -or" statement may be found in the histogram example in Section 7.2 below. 

' 5.4 User DeibedFunct ions  

User functions are defined with the following form: 

define finname (args) block enddef ine; 

The args are a comma separated list of formal argument names.' From the perspective of the user, arguments are 
passed by value, except for arrays. Within a user function, one can define new local variables using statements, or 
assign to  ~ t i n g  variables using ":=" statements. User functions can call themselves recursively. The value returned 
by a user function is obtained by evaluating the block representing the function body. Since the evaluation of every 
statement returns a value, an explicit return statement is not necessary. 
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6 Implementation 

The Shape Calculatorfeatures an object-oriented design, implemented in C++. The interpreter portion of the system 
was written nsing the compiler development tools lex pes751 and yacc [Joh75]. The interpreter parses user input 
into trees composed of kpr subclass instances. Interior nodes of the parse tree are made from FuncallErprinstances, 
for example to represent a function such as Plus and its two subtree children. There are several types of leaf nodes in 
a typical parse tree, such as integer scalar nodes and identifier nodes. The result of evaluating a parse tree is another 
Expr subclass instance. One of the most commonly o c d g  result types is Simplexset-, which represents sets 
of simplices. Since every simplex u that could be in a SimplexSetExpris &om a static, common universe mesh M, it 
is not necessary to store detailed information about each u in a SimplexSetExpr instance. Only a single bit for each 
u E M, indicating whether u is in a given instance, is necessary. The Simplexset- class is implemented nsing 
bit vectors, one each for each dimension of simplex. Bit vectors support the &cient adding and removal of simplices 
from a collection, and boolean operations taking bit vectors as argaments can be computed quickly. 

The user interface for the Shape Calculatoris illustrated in Figure 7. The upper window displays the cnrrent collection 
of simplices, and the user can interactively rotate and zoom the collection nsing the mouse. In the lower window 
the user can type in and evaluate expressions. If the result of an evaluation is a SimplexSetExpr instance, then the 
graphics window is updated. The text line between the graphics window and the expression evaluation window is 
also updated with information about the current collection of simplices. The values f 0 through f 3 list the number 
of 0-Simplices through fsimplices in the current collection. If the current collection is a simplicial complex, then 
bO through b2 list the Betti numbers BO through &. The Betti numbers describe basic topological properties of 
the complex, for example specifies the number of connected components. The Betti numbers are computed 
interactively nsing an incremental algorithm developed by Dellinado and Edelsbrunner [DE95]. 

Figure 7: The Shape Calculator user intedace. 
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6.1 Performance 

. 

Tables 3 and 4 list example data sets and the typical performance of some basic operations applied to those data 
sets. The timings wexe made on an SGI Onyx2 (195 I 5  RlOOOO miaoprocessor) with 512 MBytes of main memory. 
Workstations configured with less main memory could also run the Shape Cdcdator comfortably. The 'Tori" data 
set appears later in Figure 11. The "Aircraft2" data set appears in Figures 1 and 9. 

The first two example operations involve the bdt-in primitives + (union) and St. Boolean operations such as union 
are computed by evaluating the operators with the corresponding bit vectors of the S5mplerSetEqir arguments. 
Thus the boolean performance is primarily a function of the total number of simplices in M (ie. the &e of the bit 
vectors). The performance of the topological operators such as St is also dominated by the total number of simplicg 
in My though the execution time is slightly slower given an argument with a large number of simplices. Dilate, 
described in Section 1.1, is an example of a simple user defined operator combining St and C 1 .  Like St and C1, the 
performance of Dilate is primarily iduenced by the the number of simplices in M. 

The Comp operator, described in Section 7.3, supports the selection of connected components. Comp is defined re- 
cursively and its execution time varies a great deal, depending on how many recursive iterations are necessary. The 
two examples listed in Table 4 show best case and worst case conditions. The call Comp(wmponents, components) 
represents the case where no recursion is necessary. On the other hand, Comp(vertez, wmponenfd represents the 
case where typically many iterations are necessary to grow the initial vertex to fill the selected regions. For instance, 
the second Comp exanple for the Aircraft2 data set required 67 iterations in order to select the component. 

Airaaftl 13832 81587 143881 70125 315425 
Airaaft.2 19048 122867 204034 100215 446164 

The user fnnction volume3xistogramplot, described in Section 7.2, is an example where a user routine processes 
individual simplices. In this case the routine obtains the volume of each tetrahedron as a prerequisite to computing 
a histogram. An example of the resulting plot, generated for the aA.ircraft2" data set, can be seen in Figure 10. 
Currently operators such as Volume and CircPnrsphereRadius compute their results on demand. The performance of 
routines using these operators could be increased if quantities such as volume were precomputed daring the calculator 
initialization. 

Data set Vertices Edges Triangles Tetrahedra Total Siplices 
Ton 800 6993 12197 6003 25993 

Table 3: The data sets used for the performance tests. 

Operation Tori Aircraft2 Aircraft2 
+ (union) , l.le-4 1.2e-3 1.6~-3 
S t  1 4.9e-2 4.70-1 5 .9~-1  
Dilate 1.h-1 8.60-1 9.70-1 
Comp( components, components) 5.0~-2 4.6e-1 6.0-1 
Comp(vertez, wmponents). 8.8~-1 3.4el 4.9el 
volume-histogramlplot 1 . k O  1.6el 2.2el 

Table 4 Timings for some typical operations in the Shape Calculator (in seconds). 

7 Example User Defined Functions 

In this section we present examples demonstrating how new functions can be written using the calculator language. 
One of the greatest strengths of an interpreted envisonment is the ease with which one can interactively experiment 
within the system. The following examples are intended to give a small sample of how the system can be used. 
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7.1 Dilation and Erosion 

Dilation and erosion operators allow the user to grow and shrink shapes-the Dilate and Erode operators below 
are inspired by similar operators in mathematical morphology [Ser82]. In mathematical morphology, one can think 
of shapes as represented by subsets of vertices from a graph. In R2, the vertices are typically placed in a regular 
rectangular or hexagonal pattern, for example corresponding to pixels in an image. Vincent [VinSS] considers the 
more general case where the vertices are not necessarily regularly positioned. The Shape Calcdatorgenualiees on the 
representation of shape used in mathematical morphology by offering not only vertices but also higher-dimensional 
simplices to build shapes. Dilation and erosion in the calculator are defined as: 

define Dilate(k) Cl(St(k)) enddefine; 
define Erode(k) Cl(k - St(Bd(k>>> enddefine; 

Figure 8: A mesh in R2 and successive dilation boundaries computed using dilate-boundaries. 

As a first example of the use of Dilate, we consider a mesh visualization technique based on successive dilations. For 
ease of illustration, we begin with a mesh in W2, nsing an earlier implementation of the cdcnlator. The upper portion 
of Figure 8 illustrates the whole mesh, M. We define a new function that generates the boundaries of snccessive 
dilations as: 
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define dilate,boundaries(dation, is n) 
if i = n then 

Bd(dilation1 
else 

Bd(dilation) + dilate,boundaries(Dilate(dilation), i + 1, n) 
endif 

enddef ine; 

Assuming that the simplices on the bound- of the airfoils have previously been assigned to the Variable airfoi ls ,  
we can visualize the mesh using: 

dilate-bound&.es(airfoils, 0, 5 ) ;  

The lower half of Figure 8 illustrates the result. Note that we could also place a Shoa statement within the 
dilateboundaries routine to view intermediate results as a simple animation. In R3 the same definition for 
dilate-boundaries would be applicable, and the dilation boundaries would in general be a snrfaces. Each suc- 
cessive &e would tend to occlude the previous one, though the occlusion may not be a problem if the surfaces 
were viewed as an animation. One could also use Erode in a similar manner, except that one would start with the 
whole mesh and then strip away successive layers. 

Figure 9: An illustration of the Dilate operator (surface-triangles = airplane - Sk(airplane, I)). 

Dilate could have other uses as well. For example, consider the case where the the user may wish to obtain the 
vertices of the mesh that are close to, but not on the body of an &a&. Using Dilate, the nearby vertices can be 
specified by 

Sh(Dilate(airp1ane) 0) - airplane: 

where the simplices on the surface of the aitaaft have been previously assigned to the variable airplane. 
Sk(Dilate(akplane), 0) retnrns the vertices both on and nearby the airplane body; after subtracting airplane 
only the off-body vertices remain. Fignre 9 illustrates an airplane and the nearby vertices obtained with Dilate. 

As in mathematical morphology, we can also combine dilation and erosion to get opening and dosing operators: 

, I  

define Open(k) Dilate(Erode(k1) enddefine; 
define Close (k) Erode (Dilate (k) enddef ine: 
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The Open operation can be used to open gaps between objects which are tenuously connected, Close can be used 
to dose s m d  holes in objects. Close also has potential for use in grouping neighboring objects, such as individual 
vertices, into larger connected components. 

7.2 Histogram Plotting 

The built-in operators of the calculator provide basic primitives, such as Volume and CircumsphereRadins, which can 
be used to analyze individual simplices. Using the function definition of the language, one can build more interesting 
analysis routines, including plotting routines. As an example, the following two functions demonstrate how Volume 
and Plot could-be used to compute and display a histogram showing a distribution of tetrahedral volumes: 

define histogram-plot (data, n-bins, min-range, maxranp) 
bin = Arzay(0, n-bins - I); 
mid-bin = Array(0, n-bins - 1); 
range = mar-range - min-range; 
for i = 0; i < n-bins; i := i + I do 

binti] := 0; 
mid-bin[fl := min-range + (i + 0.5) / n-bins * range; 

endfor; 
k = n-bins / range; 
for i = HinIndex(data); i <= MarIndex(data); i := i + I do 

index = Int ( (datati3 - min-range) * k) ; 
if 0 <= index and index < n-binsthen 

endif; 
bin[index] := bintinded + 1; 

endfor; 
Plot(mid-bin, bin, "set t i t l e  'HistogramJ; plot ' X s J  using 2:3 with boxes"); 

enddef ine ; 

define volume-histogram-plot (n-bins , min-volume , mar-volume) 
tetrahedra = $M - Sk($M, 2); 
volumes = Arzay(1, Card(tetrahedra)); 
i = I; 
f o r  t in tetrahedra do 

volumstfl := Volnme(t); 
i := i + 1; 

endfor; 
histogram-plot (volumes, n-bins , min-volume , Inax-volume) ; 

enddef ine; 

Fignre 10 illustrates an example plot computed with volunehistogram-plot. The histogram shows the distribution 
of tetrahedral volumes for the airplane data set nsed earlier in Fignres 1 and 9. Note that volumehistogram-plot 
takes arguments specifying the range of volumes to use for the plot, so tetrahedra with volumes outside the range 
are not counted in the histogram bins. For the plot shown in Fignre 10, only tetrahedra with volumes between 0.0 
and 0.01 are included in order to highlight the volume distribution for small tetrahedra. 

7.3 Connected Components 

A typical need when working with a shape consisting of several connected components is to choose some component 
subset. For example, one may want to measure the volume or surface area of individual components. In the Shape 
Calculator, connected components can be selected nsing the operators Comp and OComp. Comp expects both of its 
arguments to be closed sets, OComp expects both arguments to be open sets. Both operators start with a set of 
selected seed simplices and a set of regions to choose &om. Both repeatedly dilate the selected shapes, restricting the 
dilation growth to the given regions. Termination occflss when there is no more growth in the restricted dilation. 

. 
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Figure 10: A histogram plot generated nsing vo lumehis togrq lo t  (volume in mesh coordinate units3). 

The two operators are implemented as: 

define Comp(selected, regions) 
selected1 = St(se1ected) * regions; 
if selectedl > selected then Comp(Cl(selected1) , regions) e lse  selected endif; 

enddef h e ;  

define OComp(selected, regions) 
selectedl = Cl(se1ected) * regions; 
if selected1 > selectedthen OComp(St(selectedl), regions) else selected endif; 

enddef ine ; 

The definitions for Comp and OComp differ only in the exchanged roles of C 1  and St. Note that more than one connected 
component can be selected at a time by either operator; 

As an example, consider a domain containing two interlinked ton. The whole mesh, $H, contains the two tori surfaces 
as well as simplices &+or to the tori. $H is pictured to the upper left of Figure 11. The tori surfaces, assigned to 
the variable surfaces, !are pictured to the upper right. Assume we are given a complex consisting of a single vertex 
on the closer toms surface, assigned to the variable seed. The result of Comp(seed, surfaces) is shown to the lower 
right of Figure 11, along with the &skeleton of the tori surfaces for reference. Given one torus surface, surfacei, we 
could obtain the second torus surface by surfaces - surfacel. 

8 Conclusion 

We have presented a language supporting the visualization and analysis of unstructured meshes. The language 
contains a relatively small set of primitives, yet is powerful enough to perform operations which help reveal the 
structure of a mesh and assist the user in analyzing a mesh. The primitives presented in this article apply t o  
simplicial complexes in spaces other than w3. Furthermore, the primitives of the language could easily be generalized 
to work with complexes which are not composed exclusively of simplicial cells. The incidence graph, which represents 
the face relationships between cells, readily generalizes to the non-hplicial case, and primitives such as S t  and C 1  
could easily work with other types of cell complexes. Thus the shape calculator language could provide a common 
means for manipulating shapes based on either structured or unstructured meshes. 
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Fignre 11: An illustration of the Comp operator. 

In the short term future, we anticipate adding more geometric capabilities for analyzing cells, such as primitives for 
measuring edge lengths and various angles. In the longer term, we anticipate adding the capability toeaccess the 
numerical solution data associated with the mesh, when a d b l e .  Such data could be wed as an argument to cell 
selection Criteria, or perhaps as data for shading the shapes. 
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THE EFFECT OF MESH QUALITY O N  SOLUTION 
EFFICIENCY 

Lori A. Freitag,' and Carl Ollivier-Goocht 

It is well known that mesh quality affects both efficiency and accuracy of CFD solutions. 
Meshes with distorted elements make solutions both more difficult to compute and less accu- 
rate. We recently proposed a technique for improving mesh quality as measured by element 
angle (dihedral angle in three dimensions) using a combination of optimization-based smooth- 
ing techniques and local reconnection schemes [l]. In this presentation, we quantify the cost 
and benefit of these techniques for several application problems. 

Preliminary numerical experiments are reported here to demonstrate the effect of mesh qual- 
ity on the convergence rate of the commonly-used GMRES solver with Jacobi preconditioning 
for incompressible flow over a cylinder. As shown in the figure on the left, large maximum 
angles significantly affect the number of iterations required for convergence, particularly if the 
maximum angle is greater than 178O. We also note that as the problem size increases (as indi- 
cated by N) the convergence degradation is more severe. In the figure on the right, we plot the 
difference in the time required to reach convergence on a poor quality mesh and the total time to 
reach convergence on an improved mesh which includes the time for mesh smoothing for three 
different problem sizes. The amount of time required for mesh smoothing is approximately 3.8, 
8, and 15.7 seconds for N = 800, 1600 and 3200, respectively. Clearly, as the problem size and 
the maximum angle in the mesh increase, the amount of time saved by smoothing the mesh 
also increases. The presentation also includes results for GMRES with ILU preconditioning and 
purely advective and advective-diffusive applications. 
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Adaptive Simplicial Grids from Cross-sections of Monotone Complexes' 
Herbert Ed&bmnner2 and Roman Waupotitsch2 

Abstract. We study the maintenance of a simplicial grid or complex under changing density requirements. The proposed 
method works in any fixed dimension and generates grids by projecting cross-sections of a monotone simplicial complex that 
lives in one dimension higher than the grid. The density of the grid is adapted by locally moving the cross-section up or 
down along the extra dimension. 

Keywords. Geometric and topological algorithms, dynamic data structures, solid modeling, grid generation; simplicial 
complexes, hierarchies, di~ected acyclic graphs, adaptive grids, unstructured grids. 

1 Introduction 
For many applications of geometric grids, it is important to adapt it to local density requirements. As an example consider 
an application in finite element analysis where a grid is used to find an approximate solution to a differential equation. 
For reasons of efficiency and also accuracy, it is desirable that the density changes as first approximations to the solution 
become available, see e.g. [lo]. Ideally, the grid generator and the solver should be integrated into a short feed-back cycle. 
Adaptation requires that in some regions vertices be deleted and ih regions of interest vertices be added. During the course 
of several iterations it can happen that some regions change fkom coarse to dense and back to coarse. Fluctuations in the 
desired density occur in particular in grids modeling objects that change over time. 

In this paper we describe a hierarchical approach to adaptive grid generation based on simplicial complexes and fast data 
structures. The method works in any fixed dimension; in this paper we describe it for (d  - l)-dimensional Euclidean space, 
Rd-l. The main idea is to perform local changes to the (d  - l)-dimensional grid, which is a simplicial (d - 1)-complex, and 
to record these changes in a data structure, which is a directed acyclic graph. A non-geometric interpretation of the graph 
is a hierarchically accumulated record of the history. The novelty of our approach lies in how we use the history in order 
to manipulate the presence. Since the past is recorded in an effective data structure, we can roll-back time to re-generate 
earlier states of the grid. It also offers the possibiity to combine states of the grid at different times in different places. 
This can be understood as a consistent snapshot in the framework of time defined as a partial order of events. A geometric 
interpretation of the graph is a simplicial d-complex imbedded in W d .  We can think of a snapshot as a cross-section within 
the d-complex; its projection into Rd-' is a (d  - 1)-dimensional grid. In order to make these abstract ideas work, we need 
to understand the topology of the situation, and we need to design and implement dcient data structures and algorithms 
that provide a responsive environment. 

Our s p d c  approach is based on ideas in [4,5], where a directed acyclic graph, called history dag, is used to compute 
weighted and unweighted Delaunay complexes in Rd-'. The simplices of these complexes correspond to the sinks of the dag. 
We view the complexes as grids that discretize geometric objects in Rd-'. The dag is constructed as follows. Initially, it 
consists of a single node or d-simplex It is repeatedly extended by attaching nodes or d-simplices to sinks. At any point in 
time, the dag represents a complex in Wd, and the vertical projection of the lower boundary is a (d - 1)-dimensional grid. 
The attachment operation in fad can be interpreted as flipping a local configuration in Wd-', see [4, 51. The idea of the 
history dag can be generalized to encompass a larger class of d-complexes. In particular, we consider the class of d-complexes 
satisfying a certain monotonicity property. This paper studies properties of these d-complexes that can be exploited for fast 
algorithms manipulating the grid and its history. These algorithms will make it possible to apply the data structure to 
problems where adaptive grids are required to handle large amounts of possibly dynamic data. 

This paper is organized as follows. Section 2 presents definitions, including the central notion of a monotone simplicial 
complex. Section 3 studies cross-sections of monotone d-complexes and their projections into d - 1 dimensions. Section 
4 introduces ancestors and descendents of simplices and dixnsses their relationship to cross-sections. Section 5 exhibits 

Work of the first author is supported by the National Science Foundation, under grant ASC-9200301 and the Alan T. W a t k  
award, grant CCR9118874. Any opinions, findings, conclusions, or recommendations expressed in this publication are those of the 
authors and do not necessarily d e c t  the view of the National Science Foundation. Work of the second author is partially supported 
through a fellowship by the IBM corporation. 
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connectivity properties of monotone %complexes that fail in three and higher dimensions. Section 6 proves connectivity 
results that hold in all dimensions. Section 7 considers the algorithmic problem of combining cross-sections. Section 8 studies 
the rotation operation for monotone d-complexes. 

2 Definitions 
We begin by introducing basic concepts and notation. A certain familiarity with simplicial complexes as treated in the 
algebraic topology literature, see e.g. [8], is useful in dealing with the occasional accumulation of notation. 

Simplicial Complexes. A k-simplex, uk , is the convex hull of a set T of k + 1 2iffinely independent points; its dimepsion is 
dim uk = k = cardT - 1. Special terms are used for small k: a uertez is a 0-simplex, an edge is a 1-simplex, a triangle is a 
%simplex, and a tetmhedmn is a 3-simplex. A simplex spanned by a subsets U E T is a face of uk, or &face if -! = card U - 1. 
Examples are the empty set, which is the only (-1)-face of uk, and uk itself, which is its only k-face. The (k - 1)-faces 
are the facets, and the (k - 2)-faces are the ridges of uk. In Rd, at most d + 1 points can be affinely independent, SO the 
dimension of simplices can be at most d. A finite collection of simplices, K, is a simplicial wmplez if the faces of every 
simpIex in K: also belong to K:, and the intersection of two simplices in K: is either empty or a face of both. The dimension 
of K: is dim K: = max,En: dim u, and if this dimension is k then we call K: a k-complex. A k-complex K is pure if every u E K 
is face of a k-simplex in K:. The underlying space of K is UK: = uuEK u. A subcomplex of K: is a simplicial complex L 2 K:. 
Vertical ordering of simplices. A few definitions are needed before the notion of monotonicity of a complex can be 
introduced. This notion depends on the fact that a (d - 1)-simplex in W d  can be facet of at most two d-simplices. Call the 
direction parallel to the xd-axis vertical. For simplicity, we assume general position with respect to the vertical direction, 
that is, each uk, k < d ,  intersects a vertical line in at most one point. Let cd-' be a facet of ud, and let I be a vertical line 
that intersects the interior of ud-'. We call ud-' a lower facet of ud if I n ud-' is the lowest point of 1 n ud. Symmetrically, 
we call ud-' an upper facet of ud if I n ud-' is the highest point of I n ud. Two d-simplices, uf and u;, are adjacent if they 
share a facet, ud-'. In this case, ud-' is lower facet of one d-simplex, say us, and upper facet of the other, ujd. We say that 
ut lies above uf and uf lies below ut. This relationship between the d-simplices of a simplicial complex, iC, in W d  can be 
expressed by a directed graph, G = G(iC). The nodes of G'are the d-simplices of IC, and there is a directed arc (uf,uj") in 
G if the two d-simplices ase adjacent and ut lies ab0ve.u:. We call ut the predecessor of uf, and uf the successor of up. 
Since the arcs of G correspond to facets shared by two d-simplices, every node in G has at most as many predecessors and 
snccessors as a d-simplex has facets, namely d + 1. A node without predecessor is a source, and a node without successor is 
a sink. If dimK < d then G is empty. 

DEF. A simplicial complex, 'IC, in W d  is monotone with respect' to the vertical direction if 
(Ml) its underlying space, UiC, intersects every vertical line in a single and possibly degenerate interval, and 
(M2) the corresponding directed graph, G = G(iC), is acyclic. 

Note, that G may be disconnected. See figures 2.1 and 2.2 for small examples of monotone and non-monotone complexes. 

Interior, closure, and boundary. It is convenient to introduce notions for complexes and their subsets that mimic the 
B common point set topological concepts of interior, closure, and boundary. The notions of boundary and interior are defined 

relative to the imbedding space, rather than relative to the complex or set of simplices. 

Let K be a collection of simplices so that the intersection of any two simplices in K is either empty or a face of both. 
In other words, K is a subset of a simplicial complex. The closure of K is the smallest complex d K so that K cl K. If 
K is a complex, the boundary of K is the smallest subcomplex bdK C K that contains every uk E K, k < d ,  that is face of 
at most one d-simplex. If K is not a complex we define bd K = bd cl K. The interior of K is int K = K - bd K. By first 
taking the interior and then the dosure we can eliminate simplices that are not face of any d-simplex. The result is either 
empty of a pure d-complex. This sequence of operations will be used repeatedly, so we define reg K = dint K and call it 
the regularization of K. The corresponding concept for subsets of W d  is indeed common in the solid modeling literature, see 
e.g. [6, 91. We list a few properties that are both instructive and useful. 

OBS. 2.1 Let K: be a pure d-complex, let K C icy and let &I, &2 C K: be pure d-dimensional snbcomplexes. 
(i) regiC = K. 
(5) bd K is a pure (d - 1)-complex. 
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Figure 2.1: Example of a monotone 2-complex. The lower boundary of the 2-complex consists of the bold solid edges; 
the upper boundary consists of the bold dashed edges. The dotted arcs belong to the directed graph of the 2-complex. 
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Figure 2.2: Small examples of non-monotone 2- and %complexes. The 2-complex in (a) violates condition (Ml) because 
it intersects some vertical lines in two intervals. In (b), condition (M2) is violated because the digraph of the %complex 
contains a cycle. Here and in future %dimensional examples we look at a complex from below. So a successor of a 
tetrahedron appears in front, and a predecessor appears behind the tetrahedron. 

(E) reg K is the largest pure d-complex contained in d K. 
(iv) reg (131 U &) = L1 U & is a pure d-dimensional subcomplex of K. 
(v) reg (L1 - L2) = d (L1 - Lz) is either empty or a pure d-dimensional subcomplex of IC. 
(vi) reg (CI rl &) = Clint (CI n &) is either empty or a pure d-dimensional subcomplex of IC. 

3 Cross-sections 

The central notion in this section is that of a cross-section of a monotone d-complex. Cross-sections are interesting because 
their vertical projection into Rd-’ are grids, and by adjusting the cross-section we can manipulate the grid. 

Prefixes and cross-sections. Most complexes considered in this paper are d- or (d - 1)-dimensional and imbedded in Rd 
or Rd-’. Particularly important are pure monotone d-complexes, and throughout we let M denote such a complex. Every 
subcomplex of M inherits (M2) but not necessarily (Ml). We are interested in subcomplexes that also sat* (MI). These 
subcomplexes need not be d-dimensional, and if their dimension is less than d then (M2) is vacuous because G is empty. 
Clearly, the complex obtained by removing a sink from M satisfies (Ml) and (M2). Formally, by removing a sink ud from 

I M we mean the operation that deletes ud and all faces of ud not shared by any other d-simplex. Using the above notation, 
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this is the same as substituting reg (M - {ad}) for M. We call a complex obtained from M by repeated removal of a sink 
a pef i  of M. 

Oss. 3.1 Every prefix of a pure monotone d-complex is &her empty or again a pure monotone d-complex. 

By obs. 2.1 (E), the boundary of M is a pure (d - 1)-complex. Each (d - 1)-simplex od-' E b d M  is either a lower or an 
upper facet of a d-simplex in M. In the more general case-of a monotone subcomplex K: E M ,  there are also (d- 1)-simplices 
that are not facet of any d-simplex. Let L, U bdK be the set of (d - l)-simpEces that are lower, upper facet of some 
d-simplex in K, and let M C bd K be the set of remaining (d - l)-simplices. The lower boundary of K is bdtK = cl (L U M), 
and the upper boundary is bd,K = d (U U M), see figure 2.1. Note that bd M = bdtM U bd,M and bdtbd,M = bdUM. 

DEF. The cross-section defined by a prefix P of M is the (d -I 1)-complex C = bdt(P U bd,M). 

If P contains the upper boundary of M then the crosssection it defines is the same as its lower boundary. Otherwise, it is 
its lower boundary together with some simplices of bd,M. In either case, the cross-section is a monotone (d - 1)-complex. 

Projections. Next we consider vertical projections of cross-sections into Rd-l. Let M be a pure monotone d-complex, as 
usual. We write projX for the vertical projection of X E Rd into Rd-l. Thus, 2 = proj u M = UoEM proj Q is the vertical 
projection of UM into Rd-'; it is a polytope in Rd-l. Because of condition (Ml) and because of the requirement that all 
uk, k < d, be non-vertical, the vertical projection of bdtM, 

proj bdtM = (proj a I u E b&M}, 

is a simplicial (d - 1)-complex in Wd-'. Furthermore, 2 = projUbdtM = uproj  bdtM. We call a simplicial (d - 1)- 
complex & in Rd-' a grid of Z if U C  = 2. For every cross-section C of M, we can consider its vertical projection, 
proj c = (proj u I Q E c), which is a pure simplicial (a - l)-compIex in W1. 

OBS. 3.2 The vertical projection of any cross-section C of M into Rd-' is a grid of 2. 

By definition, there is a one-to-one correspondence between cross-sections and prefixes. It is important to notice, that 
the grids of 2 corresponding to cross-sections constitute all possible grids of 2 that can be obtained by projecting lower 
boundaries of monotone complexes K E M .  

Cross-section poset. As we wiU see shostly, the set of cross-sections of a pure monotone d-complex has itself a nice 
structure, namely it forms a lattice. Observe that the collection of prefixes of M together with the containment relation 
defines a partially ordered set. This set has the structure of a lattice (see below), because intersections and unions of prefixes 
lead again to preiixes. 

LEMMA 3.3 Let PI and P2 be prefixes of M. Then reg (PI nP2) and PI U P2 are ais0 prefixes of M. 

Consider intersection first. Note that PI n P2 = PI - (PI - Pz). Choose a sink crd E Pi - Pz. If ud does not exist then 
Pi n P2 = Pi and we are done. Otherwise, remove cd from 'PI. By obs. 3.1, the result is again a prefix of M. Iterate this 
operation until PI n P2 is generated: it is a prefix by induction. Similarly, Pi U P2 = PI U (P2 - Pi), and we can construct 
PI u P2 by repeatedly adding a source of P2 - PI to PI. el 
From the one-teone correspondence between prefixes and cross-sections we get another partially ordered set for the cross- 
sections of M. Let c = CA.( be the set of aoss-sections of M. For Cl,C2 E c let PI and Pz be the prefixes so that 
CI = bdt(P1 LJ bduM) and C2 = bdt(P2 u bd,M), and write Ci 5 C2 if PI E Pz. The poset (C, 5)  has a unique minimum, 
bd,M, and a unique maximum, bdtM. A partially ordered set is a Zattice if for every pair of elements, there is a unique 
maximal element preceding both and a unique minimal element succeeding both in the order. 

THM. 3.4 (C, 5)  is a lattice. 

Let CI, CZ be any two cross-sections in c, and let A, P2 be the corresponding prefixes. Define P h  = reg (PI n P2) and 
Pt = PI U P2, and set ch = bdt(Ph U bd,M) and Ct = bdt(Pt U bd,M). We have Ch 5 Ci, CZ 5 Ct. Furthermore, C 5 ch 
for every C that precedes Ci and C2, and Ct 5 C for every C,that succeeds CI and CZ, Hence, ch is the requized unique 
maximal element that precedes both cross-sections, and Ct is the unique minimal element that succeeds them. el 
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Changing one cross-section to another is like tracing a path from one element in (C, 5)  to another. The fact that (C, 5)  is a 
lattice simplifies navigation significantly. In other words, there are efficient ways to manipulate cross-sections in a predictable 
,manner. 

4 Extreme Cross-sections 

An important question discussed in section 7 is how to select and manipulate cross-sections. W e  introduce terminology that 
will help us to study this question in detail. 

Ancestors and descendents. Let M be a pure monotone d-complex, as usual, and let uf E M. Another d-simplex, 
uj" E M ,  is an ancestor of ut if uj" = uf or uj" is a predecessor of uf in the transitive dosure of G = G(M).  The ancestor 
wmplez of up is 

A(.:) = dM(u:) = d{ad E M I ud is ancestor of u:}. 
For a set M E M of d-simplices, d(M) = dM(M) = UodEMd(ud). Symmetrically, uf is a descendent of ut if ut is an 
ancestor of ut. The descendent wmplez of ut is 

'D(of) = ' D ~ ( u f )  = cl {ud E M I ud is descendent of uf},  

and D ( M )  = DM(M) = UodEMD(ud).  See figure 4.1 for examples. Observe that for any set of d-simplices M M, it is 

(a) 

Figure 4.1: The bold edges in (a) mark the lower boundary of the prefix defined by the triangles labeled P. The bold 
solid edges in (b) mark the lower boundary of the ancestor complex of u, and the bold dashed edges mark the lower 
boundary of the complex obtained by removing all descendents of u. The triangles of d = d(u) are labeled A, and those 
of 2) = D(a) are labeled D. In (b), the vertical projection of bdid into the horizontal line is not a grid of 2 = proj UM 
because d misses two edges of the upper boundary of M. On the other hand, reg(M - D)  contains b d u M .  and 
proj bdireg (M - D) is indeed a grid of 2. 

possible to construct d(M) and reg ( M  - D ( M ) )  from M by repeatedly removing sinks. If not geometrically then this is 
most easily seen by considering the directed graph G = G(M). 

OSS. 4.1 Let M be a pure monotone d-complex, and let M 2 M be a set of d-simplices. Then, both d(M) and 
reg ( M  - D ( M ) )  are prefixes of M .  

Next, consider a prefix P 2 M and let ud E P. Observe that ujd E d(ud) cannot be a sink of P unless ujd = ud. The 
following is an extension of this simple observation. 

LEMMA 4.2 Let 'P E M be a prefix of M, and let cd E M. 
(i) If ud E P then d(cd) E P. 
(ii) If ud $Z P then int ZY(ud) n P = 0. 
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To prove lemma 4.2 one can use the directed graph G of M y  which is acyclic by assumption. Let M E M be the set 
of d-simplices in P, and let M E M contain all other d-simplices. A direct consequence of lemma 4.2 is that P = 
A(M) = reg ( M  - D(M)) .  Clearly, M and fi are not the smallest sets that satisfy this relation. The smallest sets T 
a n d S s o t h a t P = d ( T ) = r e g ( M - D ( S ) ) a r e T = { u d € P I u d i s a S i n k o f P } _ C  M a n d S = { u d €  M - P I  
ud is a source of reg (M - P)} 2 A?. 
Highest and lowest cross-sections. A convenient mechanism to select a cross-section is to choose a few simplices of M 
and then build a cross-section that contains alI these simplices. It can happen that no such cross-section exists, or that 
there are many such cross-sections. In the latter case, one can ask for the minimal or the maximal such cross-sections. For 
a subset M MI the intersection of all prefixes that contain M defines the minimal prefix 

Pmin = P ~ G ( M )  = reg n P. 
We call ch = Ch(M) = bdt(Pmin U bd,M) the highest cross-section of M. See figure 4.1 (b) for an example. The triangles 
labeled A define the prefix Pmin for M = {u}, and its lower boundary, indicated by bold edges, together with two edges of 
bd,M form the highest cross-section of M. Since Pmin is a prefix of My it is the ancestor complex of a set of d-simplices. 
To describe the smallest such set, let CY =  CY^ be the d-simplex in M so that u E M is a face of CY, and if dim u < d ,  CY lies 
vertically above u. If dim Q = d then CY = u, and if dim u < d then a ,is either undefined (if u E bd,M) or it exists and is 
unique. Note that all facets of a that contain u are lower facets of a. Now, P,i, = d(aM), where (YM = {ao I u E M}. 

The notion of a lowest cross-section of M is less natural since M itself contains M and is, of come, the maximum prefix 
with this property. Such a notion becomes useful only if we add more requirements. Note that it is not possible in general 
to require that all u E M be part of a cross-section. However, if we reqnire that no u E M be below, then there is a unique 
maximal subset of M that can be on such a cross-section. This subset is Mh = M f7 ch.  The union of all prefixes with 
u E Mh in the corresponding cross-section defines the maximum prefix 

M E P  

Pmax=Pmax(M)= U P- 
Ebdt(PUbd,M) 

We call Ct = Ct(M) = bdt(P,, U bd,M) the Zowest cross-section of M. See figure 4.1 (b) for an example. The triangles 
labeled D are the only ones not in Pmax defined for M = {u'}, where u' is the upper edge of the triangle u. The bold 
broken edges form the lowest noss-section of M. 

ch and Ct serve as brackets for the collection of cross-sections that in some sense most accurately represent the chosen 
set of simplices, M. More spdca l ly ,  this is the set of cross-sections C so that ch 5 C 5 4. We see that theorem 3.4 has 
algorithmic consequences. If we have any prefix P, with M P, then the highest cross-section of M can be generated by 
removing sinks that are not a0 for any u E M. Conversely, we can generate the lowest cross-section of M from the highest 
cross-section by adding sinks that do not remove any u € M from the lower boundary. Removing and adding sinks without 
back-tracking is possible only because (cy 5)  is a lattice. 

5 Anomalies in Three Dimensions 

Instead through growing'and shrinking a prefix one d-iiplex at a time, as suggested by thm. 3.4, we can change cross- 
sections by direct manipulation of their (d - 1)-simplices. For example, the cross-section defined by the union of two prefixes 
can be constructed by choosing the appropriate (d  - 1)-simplices from the two old cross-sections. As it turns out, this 
approach encounters difficulties that stem from possibly surprising structural irregularities of monotone d-complexes. This 
section looks at a few such structural properties relevant to the algorithms in sections 7 and 8. The surprising behavior 
begins in dimension d = 3. 
Ancestors without lower boundary facets. Let M be a pure monotone d-complex in Rd, as usual. For d = 2, every 
d-simplex that has a ridge in bdtM also has a facet in bdtM. This is no longer true for d 2 3. An example is discussed 
in lemma 5.1 and illustrated in figure 5.1. To describe this example, let ut E M and let A = d ( u t )  be the corresponding 
ancestor complex. Let ud-' E bdtd, deiine ud = &,d-ly and let ud-' be the ridge common to ud-' and some upper facet 
of ud. We assume that CY = &&-a exists, and by construction CY # ud. 

LEMMA 5.1 (i) If d = 2 then CY has a lower facet in bdtd. 
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Figure 5.1: (a) and (b) show two monotone %complexes and their directed graphs. Consider the ancestor complex 
'd = d(bcdq) in (a). If we choose &2 = bd, then none of the lower facets of C Y , ~ - Z  = abcd that contain &2 are 
lower facets of bdld.  Consider d = d(cdqr)  in (b). The two lower tetrahedra, abdp and bcdq, contain the triangles 
bdp and bdq of bdld.  The two triangles share the ridge t ~ ~ - ~  = bd, but abdp and bcdq do not lie on a common directed 
path in D ( d ) .  

(i) If d 2 8 then it is possible that a has no lower facet in bdtd. 

The essential difference between d = 2 and d 2 3 that leads to lemma 5.1 is that in W2 there are only two sides one can pass 
by a d-simplex. To verify lemma 5.1 (i) notice that ud-2 is a vertex and a is a triangle with two lower edges; the two edges 
meet in ud-'. If both edges are not in bdtd then both successors of a belong to A. Now, since A = d(ut), both successors 
of ci are ancestors of up. We thus have two paths from a down to up, and they surround the vertex ud-'. This contradicts 
that ud-' belongs to bdtd. An example for 5.1 (ii) is given in figure 5.1 (a). 

The positive and negative results in lemma 5.1 have algorithmic consequences. Because of (i) it is easy in fp' to construct 
the lower boundary of an ancestor complex without visiting its interior triangles. Because of (E) this is not or to a lesser 
extend possible in W d ,  d 2 3. 

Absence of connecting directed paths. Let ut, d, ud, ud-', and ud-' be as above. By construction, ud-' is face of 
another (d - 1)-simplex rd-' # ud-' in bdtd. Define rd = aTa--l. Since ud-' is common to a lower and an upper facet of 
ud, we have rd # ud. In d = 2 dimensions, we have rd = a because by lemma 5.1 (i), a has a lower edge in bdtd, and this 
lower edge can only be rd'l. In d 2 3 dimensions, rd # a is possible, as demonstrated in figure 5.1 (b). Since ud and rd 
are both different from a and they are both successors of a, there can be no directed path in G(M)  from ud to rd or vice 
versa. We will see some complications in combining cross-sections that arise from the possible absence of a directed path 
between the two d-simplices. 

Non-simply connected ancestor complexes. Another difference between two and higher dimensions occurs for ancestor 
complexes of a single d-simplex. Let d = d(u$) as before. In d = 2 dimensions, bdcd and bd,d are two open polygonal 
curves that share the two endpoints. So b d d  = bdrd U bd,d is a dosed polygonal curve, and U d  is therefore a simply 
connected subset of RZ. As we will see in section 6, ud and also int U d  = u i n t  d are connected even for d 2 3. However, 
already for d = 3 dimensions, it is possible that U d  is not simply connected. This is demonstrated in figure 5.2. . 

6 General Connectivity Results 

In spite of the structural irregularities of monotone d-complexes in d 2 3 dimensions exhibited in section 5, weaker connectiv- 
ity requirements hold for all dimensions. These weaker properties are crnaal for the efficient manipulation of cross-sections. 
This section studies what happens when the ancestor complex of a d-simplex is added to a prefix, and it considers the lower 
boundary of a pure monotone d-complex. 



a C 

b 

Figure 5.2: Example of a pure monotone 3-complex, M .  for which Ud, with d = d(cefr), is not simply connected. 
Indeed, all tetrahedra of M belong to A, except for defz in the middle. The union of the tetrahedra in A, Ud, t h u s  
forms a solid 3-dimensional torus. 

Connectivity in ancestor complexes. We consider connectivity in d-complexes and in (d  - 1)-complexes. Two k- 
simplices, uf and u$, in a k-complex, Ec, are adjacent if they share a (K - l)-simplex, and they are connected in Ec if there 
is a sequence of k-simplices, 

so that T! and .t 5 m - 1. IC& connected if every pair of I;-simplices is connected. Let now 
A = A(uf) be the ancestor complex of ut E My and let P be a prefix of M. As noted in lemma 4.2 (i), A 5 P if uf E P. 
Otherwise, reg (A - P) is a non-empty pure d-complex. 

LEMMA 6.1 reg (A - P) is either empty or a connected d-complex. 

k k  k k  
0; = TI, T.2 ,. . . ,r, = uj, 

are adjacent for all 1 

If uf E P then A - P = 0, and therefore B = reg (A - P) = 0. So assume uf e P. Every ud E B is ancestor of uf, so of is 
the only sink in B. It follows that B is connected, because each ud is connected to uf by a chain of descendents. e3 

If B # 0 then it is a pure d-complex. It follows that its boundary, bd By is a pure (d-1)-complex, and because B is connected, 
so is bd B. Monotonicity of B now implies that bdfB and bd,B are also connected. However, as shown in section 5, the 
underlying spaces of By bdB, bdcb, and bd,B are not necessarily simply connected. 

Paths in lower boundaries. Consider the lower boundary of a pure monotone d-complex, M. Connectivity in bdcM is 
dehed in terms of sequences of adjacent (a - 1)-simplices. It will be useful to construct such connecting sequences, and we 
do this indirectly by considering sequences of d-simplices in M. A path in M is a sequence of d-simplices so that any two 
contiguous d-simplices share a (a-1)-simplex. Hence, a path in M corresponds to an undirected path in G = G(M). A path 
in M is ditected if its corresponding path in G is directed. We think of a path as a subcomplex, Z C_ M, namely the closure 
of the set of d-simplices in the path. The intersection with the lower boundary of M y  9 = Z n bdtM, is a subcomplex of 
bdcM. 

LEMMA 6.2 Let M be a pure monotone d-complex and vf E M so that a facet of uf is in bd;M. Then there exists a 
directed path Z C M connecting uf to a sink uf E M so that the facets of 4;" and uf in bdtM are connected in 
9 = Zn bdcM. 

If uf itself is a sink of M we are done. So assume that uf is not a sink. Then it has at least two lower facets, at least one 
in bdcM and at least one other not in bdcM which it shares with a successor d-simplex. Let ud-' be common to two lower 
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facets of uf, one in bd;M and one not in bd;M. There exists a d-simplex ui # uf with a facet in b&M that contains ud-'. 
Consider a maximal sequence uf = T:, u;f = r2,. . . , r,$, where ~ f + ~ ,  for 1 5 L 5 m -I, is obtained from rf in the same 
manner as u; is obtained from uf. By maximality of the sequence, r,$ = u; is a sink. For every 1 5 L 5 m - 1, there is a 
directed a path in G(M) from T: to r&. By acydiaty of G(lC), these paths and therefore their concatenation into a single 
path, Z, are finite. By construction, the (a - 1)-simplices in Z n bdtM define a subcomplex of bd;M in which the lower 
facets of up and t~j are connected. The assertion follows because this subcomplex of bdtM is also a subcomplex of 3. 

d 

7 Combining Cross-sections 

Cross-sections can be combined by forming set operations on the corresponding prefixes. In this section we follow a different 
and more direct approach that avoids an exhaustive search through the a-simplices of a prefix. Instead, we represent a 
cross-section as a collection of (d - 1)-simplices identified by marks within an otherwise unmarked representation of M. The 
few details about the data structure necessary for our discussions are reviewed after characterizing the resulting cross-section 
combinatorially. In particular, we focus on adding the ancestors of a d-simplex, o:, to a given prefix. In terms of cross- 
sections, this corresponds to constructing the point-wise minimum of two cross-sections interpreted as continuous maps from 
Rd-' t o  R. Other operations are similar, and the intersection and set difference of two prefixes are illustrated in figure 7.1 
(b) and (4' 
Characterization of lower boundary. Let M be a pure monotone d-complex, as nsnal, and let 'Pi and 'pz = 
be two prefixes of M. The corresponding cross-sections are CI = bdi(A U bduM), CZ = bd;(Pz U bd,M), and Cr = 
bdt(P1 U P2 U bd,M). A simplex u E M belongs to C; if 

(1) u E Ci and Q # 7'2, 

(2) u 
(3) u E CI and u E C2, 

Cz and u 6 Pi, 01 

see figure 7.1 (a). It is algorithmically more convenient to  combine cases (1) and (3) and to write the new cross-section as 
the union of two sets: Cf = (C1- int P2) u (C2 - Pi). The only shared simplices in the two sets belong to bd,M, so we can 
write Ct as the disjoint union of two sets if we subtract bd,M from the second set. This leads t o  the formula used for the 
algorithm. 

OBS. 7.1 C; = (Ci - int P2) U (bdt7'2 - Pi). 
Data structure details. We assume a representation of M based on (d  - l)-simplices linked together at common (d  - 2)- 
simplices. For brevity we refer to (d - l)-simplices as facets and to (d  - 2)-simplices as ridges. A ridge, udY2, belongs to an 
ordered cycle of facets, and we store the cycle as two sorted lists, one for the facets on one side of the vertical hyperplane h 
through ud-2, and one for the facets on the other side of h. Let ud-' and rd-l be two facets that both contain ud-'. They 
are wmpamble if they lie on the same side of h, and inwmpamble, otherwise. In the former case, ud-' lies above rd-', and 
rd-I lies below ud-I, if cyod-1 is an ancestor of ad-I in G(M). The topmost facet is the one above all other comparable 
facets. 

The vertical direction is used to distinguish between different positions of a ridge d - 2  relative to a facet cd-' that 
contains it. Let cy = a q d - l  be the a-simplex above ud-'. ud-' is face of two facets of a, one being ud-', and we call ud-' 
a rim if the other is an upper facet of cy. For a rim ud-' of ud-' the data strnctnre provides direct access to the topmost 
facet, T~-', that shares ud-' with ud-' and is incomparable with ud-'. We call T~-' the steepest eztension of ud-' acr03s 
ud-2. 

Algorithm. At the start of the algorithm for constructing Cr, all facets in CI are marked (no other simplices in M are 
marked) and ut e PI is given. The basic idea is to extend the lower facets of ut in the steepest possible way m o s s  their 
rims until facets of C1 are encountered. This works h e  in R2, but for reasons discussed in lemma 5.1 (ii) there is trouble 
in three and higher dimensions. We account for the indicated difficulties by extending the lower facets of uf in two steps: 
the first step distributes temporary marks, and the second step converts appropriate temporary marks into permanent ones. 
Together, the two steps compute the second set on the right side of the formula in obs. 7.1. A third step handles the first set 
on the right side by visiting and unmaking all facets of CI that lie in the interior of P2. We see that the work concentrates 
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bdtreg (PI - A) 
(4 

Figure 7.1: New cross-sections can be generated from old ones by performing boolean operations on the corresponding 
prefixes. In each example, the cross-section consists of the bold solid line, combined with the bold dotted line, possibly 
combined with some parts of the upper boundary of M (which are not shown). in (c), pz is the complement of the 
prefix P2, so reg(P1- $2) = reg (PI n Pz), and the lower boundaries in (b) and (c) are indeed the same. 

on the changes in the cross-section and avoids visiting the remaining facets in C1 n Ct. However, because of the mentioned 
complications we cannot substantiate the claim that the running time of the algorithm is at most proportional to the number 
of facets added to or removed from CI . 

Each step is implemented as a search through a subset of the facets in M; breadth-first and depth-first search [ll] are 
possible concretizations. A search is sufficiently determined if we specify which facets adjacent to the current facet are visited 
next. If no adjacent facet is visited then the search backtracks and possibly continues at some other facet. 

STEP 1. Start a search at every lower facet of utO". Let cd-' be the currently visited facet, and attach a temporary mark to 
ud-'. For each rim ud-' or crd-' that does not belong to Cl, let rd-' be the steepest extension across cd". Visit 
yd-' recursively, unless td-' already has a temporary mark, or there is another facet below rd-' that shares ud-' 
and has a temporary mark. 

Next, temporary marks are converted to permanent marks; these are the same type of marks used for facets of CI. 

STEP 2. Start a search at every lower facet of 0:. Let crd-' again denote the currently visited facet, and change its temporary 
mark to a permanent m&k. For e+ rim ud-' of ud-' that does not belong to C1 and is not yet face of two permanently 
marked facets, let rd" be the lowest temporarily marked facet that shares ud-' and is incomparable to ud-'. Visit 
Id-1 recursively. 

The final step unmark facets of C1 that no longer belong to Ct. By lemma 6.1, these facets are connected and can thus be 
unmarked in a single search. An arbitrary first such facet can be identified by remembering one facet, yd-', marked in step 
2, that has a rim, yd-', in CI. The marked facet, ut-', that shares yd-' and lies above yd-' belongs to C1 but not to Cc. 

STEP 3. Start a search at ut-1. Let ud-l be the currently visited facet, and unmark it. Consider each ridge od-2 of od-l 
not contained ia a facet marked in step 2; such a ridge, ud-', has the property that no facet that shares ud-' lies 
below ud-'. Recnrsively visit the other marked facet, yd", that contains ud-'. If yd-' exists then it is incomparable 
to cd--l. 

After executing the three steps we need to.remove all remaining temporary marks. This can be done by repeating a search 
as in step 1. 
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8 Rot at ions 
As described in [4,5], the history dag of M can be constructed incrementally by adding one point at a time. The analysis 
indicates that M is only a small constant times the size of its lower boundary, as long the points are added in a random 
order. Since we incorporate update operations issued by the user, we cannot assume randomness and a bias in the order is 
indeed likely to exist. For this and other reason, we introduce the rotation operation. Its sole pnrpose is the restructuring 
of the dag. As a side effect, a rotation changes the number of simplices in M and can thus be used to reduce the memory 
requirements of the hierarchy. Owing its name to the more familiar rotation operation for balance binary trees [Ill, it has 
been studied in the general context of dynamically maintaining randomized data structures by Mulmuley [7]. 

We begin with the case where M is a pure monotone d-complex obtained by adding points PO,. . . ,pi,pi+l,. . . ,pi, in this 
order, using the incremental algorithm in [4]. Merent permutations result in different complexes, all with the same lower 
boundary. Although we assume a particular ordering of the points, we do not actually have to know it. Let M’ denote the 
pure monotone complex that results by adding the points in an order that differs from the above permutation by exchanging 
pi and pi+l, for some 0 ,< i < e. We define the operation rotat ion(M,i)  for M ,  pi, and pit1 as the transformation that 
takes M to M’. Figure 8.1 shows a rotation for a complex in f8*. Let u! be the vertex of M that corresponds to point pj, 

Figure 8.1: Example of a pure monotone 2-complex before, (a), and after the rotation, (b). A possible insertion 
ordering for (a) is . . . , i, i + 1, j, k, . . .. In (b), the points corresponding to the labels i and i + 1 are exchanged, so we 
get . . . , i+ 1, i, j ,  k, . . .. The triangles of the cup, Ui, of i before and after the rotation are labeled A, and the triangles 
of Ui+l are labeled B. 

and define Uj  as the dosure of the sequence of d-simplices added by the algorithm beginning with  CY,^ and ending before 
a o are unaffected by later insertions, so they are the 
same in M and in M’. The same is true for the cups of vertices u:t2 through uj. Furthermore, the cups of c: and u:tl 
together cover the same subset of Rd in both complexes. We can thus define the rotation operation more formally: 

J 
Similarly, define Uj’ M’. The cups of vertices ug through 

“j+l. 

rotation(M, i) = ( M  - U, - u Ui+l’U Ui‘. 

This expression suggests a somewhat different view of a rotation. Instead of explicitly changing the insertion order of the 
points, we can view a rotation as changing the dependency among the cups. To make this more precise, we say that Uj 
depends on Uk if, for some d-simplex ud E Uj, reg (A(ud) n Uk) is non-empty. 

REMARKS. (1) There are different ways to implement a rotation. For example, in d = 2 dimensions, a rotation can be 
performed using edge flips only. In general, a good implementation will avoid removing and reinserting d-simplices that 
belong to Ui U Ui+l a~ well as Ui‘ U Ui+l’. 

(2) The correctness of a rotation operation depends on convexity conditions for certain cross-sections of the complex. 
For general monotone d-complexes, these conditions may fail and rotations might not be generally possible. 
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9 Discussion 

A few years ago, Gnibas, Knuth and Sharir [5] introduced the history dag as an efficient data structure that supports 
point locations necessary in the incremental construction of two-dimensional Delaunay complexes. The history dag has been 
generalized to weighted Delaunay complexes and to dimensions d 2 3 in [4]. In this paper we promote the notion that this 
dag is a versatile representation of simplicial grids with as many applications as grids have themselves. There are several 
advantages the dag offers over more traditional representations of grids. 

(i) it is hieramhical and combines fine and crude simplicial decompositions into a single data structure, 
(ii) it is adaptive so that the grid can be changed locally by moving the active cross-section within the dag, and 
(iii) it is dynamic as it admits operations such as adding, moving, and removing a point. 

While the dag is more flexible and more efficient in terms of speed than traditional grid representations, it possibly suffers 
from higher memory requirements. Experimental results obtained from an implementation of the dag for d = 2 and d = 3 
show that the additional memory required for the dag is only a small constant times the memory required by the most 
refined grid. This should be seen in contrast to the improved access efficiency. For example, as shown in [12], for d = 3 the 
selection of grids with various densities in a precomputed dag is approximately 1000 times faster than the computation of 
that grid. 

We conclude this paper by mentioning a few applications of the dag. Research is being conducted for the integration of 
the dag with the multigrid method [l]. The benefits of the dag are twofold. First, it provides an efficient means for the local 
adaptation of the grid as suggested by the results obtained from computations on less adapted grids. A drastic change in 
density is translated into a locally steep cross-section. The combinatorics of the hierarchy imposes an upper bound on the 
possible steepness, which translates back to an upper bound on the speed of local density change, see figure 9.1. Second, the 

dd2 *IO0 di$ *IO0 

Figure 9.1: Steepness of ancestor complex. The vertex ,density is shown as a function of the distance from the boundary 
of the region with maximum density. a) shows the result for (d- 1) = 2, b) for (d- 1) = 3. In a) the uni t  distance on 
the abscissa corresponds to the square root of the average area per vertex in the region with density equal to 1. Similarly, 
in b) the unit distance on the abscissa corresponds to the cubic root of the average volume per vertex in the region with 
density equal to 1. 

dag can be used to provide grids needed in the solution cyde of the multigrid method, see figure 9.2. 

As another application and a demonstration of the efficiency of the dag we implemented an iso-surface visualization 
tool. It allows the user to change the iso-due and get feedback in terms of an updated picture in real time, see figure 9.3. 
Finally we mention applications of the dag in so-called fly-through scenarios where only the areas of interest are shown in 
high resolution. 
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Figure 9.2: Parallel k-grids in 2 dimensions for k = 100,75,50,25,12,6. 

References 
[l] W. L. BIUGGS. A Multigrid Tutorial. Soaety for Industrial and Applied Mathematics, Philadelphia, Pennsylvania, 

[2] H. ~ELSBRUNNER, P. Fv AM) S. SUB-. Computing and measuring inaccessible voids in proteins. Manuscript, 

[3] H. BELSBRUNNER AM) E. P. M~CKE. Three-dimensional alpha shapes. ACM Tmns. Gmphics, to appear. 

1987. 

1993. 

[4] H. EDELSBRUNNER AND N. R. SHAH. Incremental topological flipping works for regular triangnlations. In "Proc. 8th 
Ann. Sympos. Compnt. Geom., 1992", 43-52. 

[5] L. 3. GUIBAS, D. E. KNUTH AND M. SHARIR. Randomized incremental construction of Delannay and Voronoi diagrams. 
In " Proc. 17th Internat. Coll. Automata, Lang., Progr. 1990", Lecture Notes in Compnt. Sci. 443, Springer-Verlag, 
414-431. 

[6] M. MLNTYLX. An Introduction to Solid Modeling. Computer Science Press, Rodorille, Maryland, 1988. 
[7] K. MULMULEY. Randomized multidimensional search trees: lazy balancing and dynamic shuf ig .  In "Proc. 32nd Ann. 

[8] J. R. MUNKRES. Elements of Algebmic Topology. Addison-Wesley, Redwood City, California, 1984. 
[9] A. A. G. REQUICHA. Representations of solid objects - theory, methods, and systems. ACM Computing Sutveys 12 

[lo] B. SON. Grid quality control in CFD. Paper presented at the 3rd SIAM Conf. Geometric Design, Tempe, Arizona, 

[ll] R. E. TARJAN. Data Structures and Network Algorithms. Soaety for Industrial and Applied Mathematics, Philadelphia, 

[12] R. WAUPOTITSCH. Simplifying and Deforming Hiemrchies of Simplicial Grids. PLD. Thesis, Tech. Report 1559, Dept. 

IEEE Sympos. Found. Comput. Sci., 1991", 180-196. 

(1980), 437-464. 

1993. 

Pennsylvania, 1983. 

Comput. Sci., Univ. Illinois, Urbana, 1996. 

265 



266 



ThreeDimensional Delaunay Mesh Generation 
Using a Modified Advancing Front Approach 
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Abstract.  We introduce a meshing method which uses an advancing front Delaunay algorithm. 
The presented Delaunay technique avoids the need for a temporary tetrahedralization of the con- 
vex hull and a later folloning segmentation step which is typical for commonly used methods. 
The algorithm is suitable for local regridding applications. This is an important issue for ele- 
ment quality improvements and for moving grid situations occurring in semiconductor process 
simulation. 

Keywords. Conforming Delaunay, tetrahedra, Steiner points, slivers, advancing front. 

1 Introduction 

Mesh generation is known t o  play the critical role in semiconductor device and process simulation. The stiff 
and highly nonlinear equations governing the behavior of a semiconductor device and the moving boundary 
and interface situation during oxidation in process simulation require a powerful and &cient meshing tool. 
A stable Delaunay tetrahedralization of the complex structures with multiple thin layers and extreme ratios 
between smallest and largest feature sizes is a necessary step to achieve good convergence with the typically 
used Box Integration method. The suitability for efficient local regridding is important to remove sliver 
Delaunay elements and to  cope with grid deformations due to moving boundaries and interfaces. 

The presented meshing algorithm consists of a Delaunay tetrahedralization and a surface preprocessor. The 
tetrahedralization module uses a modified advancing front technique. It is provided with the initial front by 
the surface preprocessor. The employed method differs from the original advancing front technique, because 
it does not place the ,gid nodes during the proceeding of the front. The grid nodes are known and fixed 
at this time. They are derived in several ways. They can be part of the input data to  force desired nodes 
into the mesh but mostly they are generated through a quality improvement loop discussed in Section 4 
(Steiner Points). The modified advancing front technique offers some advantages. The tetrahedralization of 
the convex hull of the vertices and grid nodes is at no time needed. Thus, the meshing can be efficiently 
restricted to the domain to be meshed. This can considerably save computation time for extremely non- 
convex structures. It also means that grid nodes outside of the meshed domain never affect the meshing 
procedure. Thus, grid nodes could be placed independently without having to take care that all of them are 
always inside of the structure. 

2 Surface Preprocessing 

Certain modifications of the polygonal surface description of the three-dimensional structure are required 
prior to the actual meshing procedure. The volume decomposition performed by the tetrahedralization 
module uses a modified advancing front algorithm. The adapted surface desciiption of the geometry provides 
the initial front. The Constrained Delaunay triangulation is not a straightforward matter in three dimensions 
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and remains an open problem. In one way or the other i t  becomes necessary to transform the surface to 
be contained in a Conforming Delaunay tetrahedralization. A non-planar Delaunay surface triangulation 
of the geometry is desired which wil l  be part of the later generated, geometry conforming Delaunay mesh. 
In Section 3 it wil l  become clear why the preprocesshg of the surface is in fact necessary to restrict the 
tetrahedralization to the interior of the domain to be meshed. 

A general polygonal description of the boundary and interfaces is the given input. After triangulating each 
polygon the triangles of the resulting, surface triangulation are required to fulfill the following Delaunay 
criteria: 

Property 1: Let D be a finite set of points in a sub-domain Qn of the n-dimensional space Rn. Two points 
4 and dj are connected by a Delaunay edge e if and only if there exists a point x E 0" which is equally 
close to 4 and dj and closer to 4 , d j  than to any other dk E W. 

e~et~unay(di ,dj)  32 I 3: E In" A 

IIz - dill = 11% - dill A 
11% -41 < 11% - &ll  V k  # i , j  

Property 2: Let D be a finite set of points in a sub-domain On of the n-dimensional space R". Three 
non-collinear points 4, dj and dk form a Delaunay triangle t if and only if there exists a point z E R" 
which is equally close to 4, dj and dk a d  Closer to 4, dj ,  dk than to any other & E Qn. 

t ~ e t a u n a y ( 4 t  dj ,  &) 3~ I 2 E 0" A 
11% - dill = 11.: - djll = 11. - &ll A 
IIz - dill < 11% - dmll vm # i , L k  

We use a set of heuristics to obtain such a triangulation. However, the applied techniques may fail to produce 
surface triangles that fulfill these criteria in cases where structural edges form extremely sharp angles. For 
example, Fig. 8 and Fig. 9 show the given and the adapted surface triangulation respectively. In Fig. 10 the 
surface triangles that fail the criterion are shown. Ideally, the number of such "false" surface triangles is 
very small or zero. Then, it wil l  not have an impact on the overall performance to calculate the intersection 
between the Delaunay tetrahedra and the "fake" surface triangles during the tetrahedralization process 
described in Section 3. In such a way, one can still restrict the tetrahedralization t o  the interior of the 
desired domain. 

The following techniques are involved to adapt the surface triangulation: 

0 Applying local transformations to surface elements, like edge swapping between almost planar surface 
triangles. A feature edge parameter is used to determine structural edges that should not be swapped. 
This parameter affects the degree as to how much the original geometry is allowed to be'transformed. 

0 Refining structural edges by point projection or bisection. 
0 Refining edges which are formed by more than two adjacent triangles. 
0 Refining triangles by point projection. 

I 

3 Modified Advancing Front Algorithm 

The generated Delaunay triangles representing the boundaries and interfaces form an oriented initial front. 
These triangles can be :magined as seeds which are inserted into a queue to "grow'? tetrahedra. At the start, 
the algorithm needs a non-empty queue. It does not require the queue to hold all surface triangles. One 
triangle per enclosed se,pent is sufficient. The surface triangulation has two purposes: 
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1. Provide the initial front for the advancing front algorithm to start with (One triangle per segment is 
enough and can be seen as a front) 

2. Provide a border for the advancing front algorithm which cannot be passed. 

The triangles of the initial front and all later generated triangles of the advancing front have a +ell defined 
orientation depending on the order of their vertices. They "face" the half-space to which their normal vector 
points. Given a seed triangle (taken from the queue) a tetrahedron is attached which contains a fourth point 
that has a positive distance to the triangle relative to the normal vector. In other words, the tetrahedron will 
only be attached to that side of the triangle which faces the half-space to which the normal vector points. 
In this way, one can distinguish a "front side" and a "back side" of each triangle. 

Figure 1: The triangle to which the next tetrahedron is attached is shaded. 

Repeatedly attaching tetrahedra to the front sides of the triangles of the queue, removing them from the 
queue when they have been processed, and inserting newly generated triangles into the queue leads to a 
growth process of tetrahedra (Fig. 1). Note, that the triangles of the queue form the advancing front at 
all times. It advances when a new tetrahedron (attached to  a triangle which is removed from the queue) 
results in new triangles which are inserted into the queue. Generally, a created tetrahedron can produce 
any number between 0 and 3 new triangles. At the start of the tetrahedralization process with the given 
seed triangles each created tetrahedron will more likely produce 3 new triangles and the queue will increase 
its size rapidly. Later on, the advancing front will 'dose in and merge with itself or parts of the surface 
triangulation. A tetrahedron consists of n new triangles, (3 - n) previously generated triangles, and the 
triangle to which it is attached. The (3 - n) previously generated triangles must have been previously 
inserted into the queue or belong to the initial surface triangulation. They are part of the advancing front. 
When they are encountered during the creation of a new tetrahedron, they are removed from the queue and 
the advancing front is stopped. (The front cannot pass through the boundary or itself.) In such cases the 
creation of the tetrahedron results in a decrease of the size of the queue. When the queue is empty and all 
its triangles have merged with each other, the tetrahedralization process is Gnished. 

In the described manner a segment of the input domain is "filled" with tetrahedra, if there exists at least 
one seed triangle which has a normal vector that points into the volume of the segment. Another way of 
imagining the meshing process is to  substitute the tetrahedra with "water" and the dosed boundary with 
a watertight container. At the location of the seed triangles water will be poured into the container. The 
surface of the water as it fills the container is the advancing front. (The "false" surface triangles mentioned 
in the last section form leaks, which make an intersection test necessary.) 

The following questions arise: 

1. What degree of freedom does the algorithm have to choose a tetrahedron to be attached to  a triangle 
of the queue ? What kind of tetrahedron will be chosen ? 

2. How is it guaranteed that the advancing front does not pass through itself or the given boundary 
triangulation ? (How is it guaranteed that "water does not spill outside of the container" ?) 

3. How is it guaranteed that no part of the domain remains untetrahedrized ? 
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First, consider that during the time instance when a triangle is taken from the queue and processed (it wil l  be 
called the current "base triangle") the grid nodes are known and fixed. Second, consider that for a fixed point 
set the Delaunay triangulation is well defined. To see the answers to the above questions let us first assume 
that the Delaunay triangulation is unique. Given a fixed grid node distribution and an oriented triangle 
only one grid node can complement the triangle to form a valid Delaunay tetrahedron to be attached to the 
triangle's front side. The meshing algorithm will choose to create exactly this tetrahedron. It is intrinsically 

- not able to create any non-Delaunay tetrahedra. Below will be explained in detail how the fourth vertex 
which forms the only possible correct Delaunay tetrahedron is determined. To answer the second question 
we wil l  show that a triangle existence test is s f ic ien t  to avoid cases where the advancing front generates 
loops or passes through borders. Such a test whether or not an identical triangle already exists is easy to 
implement and does not cost performance. 

Assertion 1: Under the assumption of a unique Delaunay triangulation any arbitrary Delaunay triangle 
must be present withh the triangulation. (There exists no Delaunay triangle which is not part of 
the triangulation. If one or more such triangles would exist the Delaunay triangulation would not be 
unique.) Given the facts that the algorithm only produces Delaunay tetrahedra and the advancing 
front separates the tetrahedrized domain from the untetrahedrized domain, it follows that at all times 
the advancing front consists entirely of Delaunay triangles. Assume that one part of the advancing 
front passed through another part of the advancing front. Then, part of the front must be located 
in the interior of a tetrahedrized region. Since the front consists of Delaunay triangles they must be 
part of the tetrahedralization. Hence, during the tetrahedralization Delaunay triangles must have been 
produced where identical copies already existed as part of the front. 

Also, the triangle .existence test guarantees that the algorithm terminates. Since no Delaunay triangles are 
generated more than once and the overall number of Delaunay triangles t in a Delaunay triangulation is 
finite, the algorithm terminates after at most t steps. The answer to the third question is straightforward. 

Assertion 2: Assume that part of the domain remains untetrahedrized and the algorithm has finished 
v i n g .  The algorithm may only finish if the queue holding the advancing front is empty. The 
untetrahedrized region must be separated from the tetrahedrized region or the outside of the domain 
by a surface trian,&ation. First, assume that this triangulation consists of at least one triangle that 
is part of a tetrahedron and was generated during the tetrahedralization process. Then, this triangle 
must have been inser'ted into the queue. It can be attached to at most one tetrahedron being at the 
border of the tetrahedrized region towards the untetrahedrized region. Since it would have only been 
removed from the queue if a second tetrahedron would have been attached to it, the queue cannot 
be empty and the algorithm cannot not have finished. Second, assume the the triangulation does not 
contain triangles produced during the tetrahedralization. Then, it must entirely consist of triangles 
present in the given boundary and interface triangulation. Since it is a closed region, the boundaries 
and interfaces define a segment. Under the requirement that at least one boundary or interface triangle 
per segment was inserted into the queue the algorithm cannot yet have finished running. 

We will now describe how the fourth vertex is determined which completes the given base triangle to yield 
a Delaunay tetrahedron. The adtmcing front holds Delaunay triangles, hence any base triangle satisfies the 
Delaunay criterion. A local region around the base triangle is examined to find the correct fourth point. The 
border of this region is defined by a sphere containing the circumcircle of the base triangle. The radius of the 
sphere will be increased as long as the sphere does not contain other points. For an easier understanding you 
may imagine the circumcircle of the base triangle to be a ring which was dipped in soap water and the sphere 
to be the soap bubble of which its size is blown up. It is evident that one sphere must exist which does not 
hold any other points due to the Delaunay property of the base triangle. In fact, the way the region around 
the base triangle is examined closely resembles the Delaunay property. The size of the sphere is increased 
so that exactly one other point (than the three points of the base triangle) is located on the perimeter of 
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the sphere. This point is the seeked fourth vertex of the tetrahedron. It is evident that the tetrahedron 
must satisfy the Delaunay property, because its circumsphere does not contain any other point. For one base 
triangle two spheres exist that correspond to a tetrahedron on each side. The algorithm wil l  only attach a 
tetrahedron to the hont side of the base triangle as previously explained. It will therefore increase the size 
of the sphere in this manner that the positive normal distance X between the center M of the sphere and 
the base triangle is increased. The normal distance can be negative (H denotes the circumcenter of the base 
triangle and 5 its unit length normal vector.): 

The time complexity (Fig. 3) of the algorithm depends heavily on the point location method. We implemented 
a fast point bucket octree which provides us with a recursive search function for arbitrary rectangular search 
regions parallel to the bounding box. Fig. 2 shows the twedimensional analogy. 

r..----C y 

Figure 2: 

i 

Point S e a r c h  region. 

quantity of ... 

The sphere defining the search region always fits into a cube which is parallel to the bounding box. The 
gradual increase of the size of the search region does not cost extra performance: I€ the sphere is too small 
no points will be located inside the search region and the effort of traversing the octree is minimal. The 
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Figure 3: Performance on an HP 9000-735/100 for random point clouds 



case when exactly one point (the fourth vertex of the tetrahedron) is found is ideal. Usually, The search 
region will contain several points. In such a case the size of the sphere defining the s w c h  region will not be 
reduced until only a single point is contained. Instead, Xi wil l  be computed from Mi which is the center of 
the sphere defined by the point Pi and the base triangle. The point P' with minimal A' is the correct fourth 
vertex of the tetrahedron. The octree search and the mhimiziig of X (A-criterion) introduces the logarithm 
into the overall time complexity O(n1ogn) where n is the number of tetrahedra. The scope of the.possible 
X values is numerically a delicate matter. 

Figure 4 Scope of the X values (2D analogy). 

For a robust implementation additional geometric tests (like an in-spheretest) are required. Fig. 4 shows 
the two-dimensional analogy: The normal distance of a point P to the plane containing the base triangle 
(in two dimensions the "base edge") is d. Fig. 4 shows a point PI with d = 0 and a point PZ with a positive 
d (on the front side of the base edge). Starting from the base edge the algorithm has to determine which 
of the two points PI and P' is the correct point with which to create a triangle (two-dimensional analogy). 
The correct triangle is drawn with dashed lines. The various possible geometric locations of a point are 
illustrated with their corresponding X values. The location of points with X = 0 is denoted by the dashed 
circle. The point PI is on a numerical critical location: 

- -lim Xp, = +co 

l im'xq = -03 

. - -  -- d+O+ 

d+O- 

So far, we assumed that the Delaunay triangulation is unique. We remove this restriction to allow an 
arbitrary positioning of grid nodes.--In a practical meshing application any restriction on the placement 
of grid nodes, e.g. to avoid degenerate Delaunay cases, would not be feasible. Therefore, we discuss the 
following cases, which represent the ambiguity of the Delaunay triangulation: 

Cospherical point set: More than four points are located on the perimeter of a sphere and no points are 
inside the sphere. 

Cocircular point set: More than three points are located on a circle in three dimensions and no points 
are inside the circle in the plane spanned by the circle. 

Untetrahedrizable cavity: A surface triangulation of a cospherical point set consisting of Delaunay tri- 
angles that form an untetrahedrizable polyhedron. 

Note that cocircular point sets are more complex to deal with than cospherical point sets. Indeed, a cocircular 
point set generally implies two neighboring cospherical point sets! Under exact arithmetics these cases result 
in a compound of points Pc,i with identical A,. We developed an approach which takes both the topography 
as well as the at the moment existing topology into account. The robust implementation under finite precision 
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arithmetics detects these compounds Pc,i and processes them separately (See Section 3.1). Special topology 
checks are an important factor in maintaining the above stated assertions. 

The cocircuIar point sets and the untetrahedrizable Delaunay polyhedron merit further discussion. Con- 
cerning the latter one should distinguish a general untetrahedrizable polyhedron (Schoenhardt polyhedron, 
twisted prism [3]) and an untetrahedrizable cavity formed by Delaunay triangles. The modified advancing 
front algorithm will not create or encounter the general non-Delaunay twisted prism case. This follows di- 
rectly from the fact that the adxancing front consists of Delaunay triangles only. Thus, such a case may only 
occur if the input structure forms a Schoenhardt polyhedron. It will be transformed or refined by the surface 
preprocessor, because the triangles do not fulfill the Delaunay criterion. The question remains how to deal 
with the Delaunay twisted prism case. The points of such a cavity/polyhedron must form a cospherical point 
set: 

Assertion 3: The Delaunay triangulation of any point set as the dual of the Voronoi diagram must &t. 
Assuming a point set with a unique Delaunay triangulation (no cospherical point set), a Delaunay 
triangle composed of any three points from the set must be contained in the triangulation. Thus, it 
is not possible to  form an untetrahedrizable pocket with a subset of the Delaunay triangles from the 
triangulation. 

If such a polyhedron evolves in the interior of the mesh during the tetrahedralization process, the d a c e  of 
the polyhedron is not imperati\-e. The algorithm is allowed to m o w  the Delaunay triangles that form the 
polyhedron in a local regridding step. In Section 4 the interesting fact is shown that cocircular point sets, 
the untetrahedrizable Delaunay polyhedron, and a special type of sliver can all be treated in a similar way. 

Finally, Fig. 11, Fig. 12, and Fig. 13 show snapshots of the advancing front, the tetrahedra growth process, 
and the final mesh. 

3.1 Degenerate Point Sets - Numerical Aspects 

Given a set of points Pc,i with A, the original algorithm results in overlapping tetrahedra and crossed edges 
(Fig. 5).  A I d i d  tessellation "cuts" the geometry in such pieces that the union of all pieces yields exactly 
the geometry. Theoretically, minimizing A (A-criterion) suffices to produce a valid tessellation if no such 
point sets Pc.i exist. Practically: this is not even the case for such a unique Delaunay triangulation due to 
finite precision arithmetics: The strict adherence to the A-criterioa may force the generation of overlapping 
elements like in Fig. 3. Problems due to iinite precision arithmetics and due to degenerate point sets are 
thus closely related. 

If one wants to avoid the costly implementation of infinite precision algorithms, one cannot rely on a solution 
for exactly cospherical points Pc,i, but has to detect and treat "nearly" cospherical points pc,i with corre- 
sponding Ac, j .  This is a crucial task and cannot be achieved by a simple epsilon region (Ac,i E [Amin, Amin+&]). 
Inconsistencies due to points that  lie close to the border of an epsilon region would be inherent. Numerically 
they might appear at one time inside of the epsilon region and at another time outside-of it. Therefore, 
an adaptive epsilon region has been implemented Ac,i E {AI, Az,. . . ,Ai,.  . . ,An} where A1 Amin and 
X i  5 Xi+l and Xi+r - X i  5 E and Xn+l - An > E. Also, consider Fig. 6 where the indicated point belongs to 
an epsilon-region but does not belong to a set of cospherical points. 

The solution is to treat the points pc,i as an isolated triangulation sub-problem in "one-step". The imple- 
mented trian,plation technique can be combined with the overall advancing front algorithm. Let us first 
explain the ideal case of exactly cospherical points Pc,i. The local boundary of the point set is convex 
(See Fig. 5-d. Convex LSPB). The special triangulation of this sphere is constructed in the following way: 
Consider a triangulation with a convex boundary. A tetrahedron can be created by linking a point located 
anywhere outside the triangulation to any triangle of the boundary that has positive minimum distance to 
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Figure 5: (a) Four points on a circle (b) Five points on a circle (c) Six points on a circle (d) 
The Convex Local Sphere Boundary (LSPB) ( 2 4  analogy) 

Figure 6: Almost cospherical points inside an epsilon-region 

that point. Regardless of which triangle of the boundary (with positive minimum distance) is taken the 
created tetrahedron cannot penetrate the existiig triangulation. If this single point is not only linked to 
one triangle, but to all triangles of the convex boundary that have positive minimum distance to the point, 
the result is again a triangulation with a convex boundary. The triangulation can be expanded point after 
point, while keeping the temporary boundary convex. If the points are located on the perimeter of a sphere, 
the order of the points does not matter. Any point will be outside of the triangulation of the other points. 
Also, any triangulation of such points will be a Delaunay triangulation. Thus, the convex LSPB can be 
triangulated in this way with a slightly altered advancing fiont algorithm: Starting with a base triangle a 
fourth point from the set of cospherical points is chosen to generate a tetrahedron. The first tetrahedron 
of the sphere forms a temporary convex boundary to which the other points qf the sphere are added one 
after another. The temporary boundary is kept convex by “looking back” from each fourth point of the 
last generated tetrahedron to link it to all triangles with a positive minimum distance and thereby creating 
several tetrahedra in one step. Once the LSPB is completely triangulated, the “looking back”. algorithm 
becomes unnecessary and it is returned to the normal tetrahedra growth process. Note that ‘‘lookhg back” 
and checking the minimum distance to the triangles is only required for triangles which belong to the trian- 
gulation of the LSPB. In fact, we use a temporary second queue for the advancing front within the sphere. 
Therefore, we have to examine only a very small number of triangles to determine their minimum distance 
to the current fourth point. 

The algorithm is generalized to triangulate the points & which may not be located on the perimeter of a 
sphere and which may not have a convex Delaunay boundary. The Xcriterion is checked for every generated 
tetrahedron. If it is not fulfilled by a small epsilon, the tetrahedron will not be created. The temporary 
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boundary to which the points P;,j are added may contain non-convex regions which are specially marked. I€ 
a point is being linked to all triangles with positive minimum distance such marked triangles are excluded. 

4 LocalRegriddig 

The grid nodes are placed during an iterative mesh improvement loop (Steiner Points). It is also possible to  
force grid nodes into the mesh by providing the algorithm with a set of previously generated grid nodes. If 
an initial grid node distribution is desired, it is fairly easy to produce one. No restrictions on the location 
of grid nodes exist of any sort. They can be arbitrarily positioned and no care has to be taken that e.g. 
they are located interior of the structures. Starting with either no interior grid nodes or with a previously 
generated grid node distribution the initial mesh is constructed. The resulting elements wil l  be too coarse. 
Also, a Delaunay tetrahedralization commonly contains elements with undesirable shape. Additional element 
quality measures become necessary to avoid such slivers, caps, or needles [3]. 

These measures, reflecting not only the shape of the elements but also the desired mesh density, are applied 
to the initial mesh. The basis for such adaptations is an efficient local regridding technique. This is straight- 
forward due to the modified advancing front algorithm. The local removal of tetrahedra is the revme process 
to the growth process. It results in a front surrounding the region to be regridded. 

1. If desired, insertion of new grid nodes by updating the topology and thereby creating possibly bad or 
non-Delaunay tetrahedra. 

2. Recursive deletion of bad elements (Delaunay and other measures) starting with elements connected 
to the inserted nodes or connected to nodes which will be removed. This is the reverse growth process. 

3. Re-processing the local surrounding surface of the cavity with the modified advancing fronbmethod. 

Fig. 7 shows a two-dimensional example where the circumcenter of a triangle [l] is inserted and local regrid- 
ding is performed. 

... ....... 

.. .’ 
. ,  

.......... 

Figure 7: Steiner Point insertion for a bad element. The removal of non-Delaunay elements 
(gap) is concluded by local regridding. 

It has to be noted that this refinement method is suitable for the removal of caps and needles in three 
dimensions. However, it is not apt for the removal of slivers [4]. This follows from the fact that slivers do 
not exhibit extreme ratios between the length of their edges. Often, such sliver tetrahedra (the four points 
are located close t o  the equator of the circumsphere) are formed with four points from a subset of P;,j- 
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Such sliver elements can be treated in the same manner as cocircular point sets and the untetrahedrizable 
Delaunay polyhedron (as already stated in Section 3).’ This rather interesting interpretation can be seen as 
follows: 

0 Imagine a Delaunay twisted prism and the convex hull of its vertices. The gap between this polyhedron 
and the convex hull can precisely be filled with slivers. Consider the case of an untetrahedrizable 
twisted prism with a triangle as top and bottom face. The conjunction of the surrounding mesh, the 
tetrahedralization of the convex hull of the vertices of the untetrahedrizable cavity, and three additional 
sliver elements of negative volume are equivalent to the correct mesh. 

0 A trian,dated cocircular point set consisting of four points and four merent  overlapping triangles 
can be interpreted as one sliver tetrahedron with zero volume. , 

0 A Unomal” sliver tetrahedron has a positive volume whi& is comparatively small. 

In all cases local transformations [2] to swap faces and their attached tetrahedra is the suggested method to 
remove these slivers. For the example of a sliver with a small positive volume the face swapping technique 
modifies the local connectivity between the neighboring elements in such a way that the sliver element can 
be removed without leaving a gap. The number of elements changes during face swapping from 3 to 2. Note 
that such transformations preserve the Delaunay property only in cases where the elements are formed by 
point sets Pc,i which have a non-unique Delaunay triangulation. 

5 Conclusion 

We have presented a Delaunay approach that avoids the triangulation of the entire convex hull. It has a close 
relationship with advancing front techniques. Among the advantages are better performance if the domain 
to be meshed is much smaller than the convex hull. .It is also very well suited for local regridding and for 
complex structures which are rigorously “filled” with tetrahedra during the growth process. The meshing 
process can nicely be visualized with snapshots of the advancing front. The meshing concept is open to any 
additional quality measures. The solution for degenerate cases like cospherical point sets has been discussed. 
The heuristics of the surface preprocessor could be improved to avoid additional intersection tests. 
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Figure 8: Original surface triangulation 

Figure 9: Adapted surface triangulation 
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Figure 10: Xon-Delaunay surface triangles 
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Figure 11: The emerging mesh of a hand (4344 elements). 

Figure 12: The tetrahedra growth process. 

Figure i3: Mesh with 6558 elements. after a single adaptation step. 
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Unstructured Surface Meshing Using Operators 
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Abstract. An aut~matic mesh genenatim scheme with unstnrcted qmidateml elements on Uuee-dimensional sw$xes 
induding blending and B-spline swjbces Ins been developed For mbucted mesh genemtion with puo&ilateml dements, a 
mdjied l w p h g  alp-tima Ins been &eloped, in whidr loop operators are generalized and employed. Mesh genemhon cn 
three-dimensioml sugkces is paformed in three stepr First a sdme with key nodes is trmrsformed to a two-a5nensioml 
proje&h p h e  and the meshes with quadriloteml elements me constructed ond smoothed in this p h e  FhaUy, the 
constructed meshes me tnm$tibnned kadc to the orighal3D s ~ m e s  Smnple mesiW for s w e d  geanebies are presented 
to demonstrate the versati& d the algorithm 

Keywords. surface meshing, quadrilateral elements, loopins algorithm, operators 

Automation of the modelii process for engineering analysis especially the automatic mesh generation for finite 
element analysis has been an important issue in today's engin&ng environment. Therefore much research efforts have 
been focussed on the mesh generation, and much reliable software is commercially available now. Although the mesh 
generation algorithm with triangular elements are generally easier and more robust than the one with quadrilateral 
elements, quadrilateral elanents are usually prefmed to triansulat elements in engineering analysis. Of particular interest 
is the mesh generation with quadrilateral elements on three-dimensional sculptured surfaces, which is widely useful for 
the analysis of structures with plates and shells, and of the manufacturing processes such as injection molding, sheet 
metal forming and etc. 

Unstructured quadrilateral mesh generators can be grouped into two different approaches: direct and indirect. In 
direct approaches, quadrilateral elements are directly generated individualb or in groups. Sluiter and Hansen[l] and 
Talbert and Parkinson[2] have developed the recursive decomposition algorithm for the meshing of arbitrary shaped 
domains, so called a Zooping algorithm, and Talbert has generaked the operators for six-node loop during meshing 
processes. Baehmann et d [ 3 ]  employed the modified quadtree method for quadrilateral mesh generation. In addition, 
Biacker and Stephenson[4] suggested the paving method, which is based on iteratively layering or paving rows of 
elements to the interior of a region's boundary and it allows varying element size distributions on the boundary as well 
as the interior of a region. The direct approach can produce good quality of meshes, but the algorithms are usually 
complicated and not easy to implement In indirect approaches, triangular elements are generated first and through the 
operation of combining and spliting the triangles, quadrilateral elements are constructed indirectly[5-91. One advantage of 
the indirect approach is that it employs the triangulation schemes for which numerous reliable algorithms have been 
developed so far, but one drawback is that the mesh quality is not usually as good as the ones generated by the direct 
approach, and thus much research efforts have been focussed on mesh quality improvement 

In this paper, we present a modified looping algorithm, a direct approach scheme, which is based on the 
looping algorithm developed partly by Sluiter and Hansen[ll and Talbert and Pakinson[21. The modifications are made 
mostly on the loop operators, for which Talbert has suggested the six-node loop operators to construdt several 
quadrilateral elements at one time, but to our experience the six-node operators are not good enough to handle the 
general cases for which element size gradations are relatively large throughout the domain Therefore we have developed , 

eight-node loop operators and a layer loop operator to solve this problem and implemented them to our mesh generator. 
As for quadrilateral elements, both four-node and eight-node elements can be employed for the mesh generation. 

2. Mesh Ceniimtion with Quadrilateral Elements 

For the mesh generation with quadrilateral elements, a modified looping algorithm is employed in which the 
local mesh densities are assigned by the user around boundaries of the analysis domains[lOl. The analysis domain is 
transformed into one or several continuous loops by using cut lines and the loops are recursively subdivided into subloops 
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with the use of the best split lines as shown in Figure 1. Every starting loop must contain an even number of nodes in 
order to form a quadilated mesh. 

Figure 1. An example of a candidate split line. 

Among the candidate split lines that connect any two visible nodes in a loop and represent a possible location 
where the loop could be subdivided; the best split line is detennined as in equation (11, which m m d  K. a linear 
combmation of four dimensionless parameters involving angles (a), areas ( B ) ,  lengths ( Y ) ,  and node placement errors 
( E 1. 

where CI, 4 C3, CP are empirically detenhined constants and the relationship CI + Cz + C3 + CC = 1 is employed for the 
algorithm. In equation (11, Talbert [ll has suggested the parameters, Q ,  Y ,  and E and we added B to these. Here, Q 
represents a split angle error, which ideally should be 90". and thus be defined as a measure of the deviation of actual 
split angles ( e i , i=l, 4) h m  9O" as in equation (2). 

A split area m, B ,  has been suggested by the author and is defined as a measure of the deviation of the actual areas 
of subdivided loops from the averaged area as in equation (3). Therefore it forces two subdivided areas as equal with 
each other as possible. 

A split line length error, 7, is defined as a nondimensionalized value of the split line length divided by a diagonal line 
length. a characteristic length of the loop, and thus making the split line length as short as possible as m equation (4). 

I 

A node placement error, E ,  represents a nondimensionalized error value between an ideal split line length and an actual 
split line length as in equation (5). 

An ideal split lme length m equation (5) represents a length that can be obtained by an ideal element number and size 
disfxiition on the split line considering the specified element sizes at both endpoints of a split line. Using the split line, 
the original boundary is split recursively until ali subloops become a six-node loop, an eight-node loop or a layer loop, 
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and the corresponding operator to each type of a loop completes the mesh generation. 
The six-node loop operators are suggested by Tal- m which from two to five quadrilateral elements are 

constructed simultaneously at one time. He categorized four different cases according to the number of internal angles 
which are close to 180" as shown in Figure 2, where he has generalized these cases, and we have slightly modified in 
our scheme because of some inefficient cases in the original scheme. moreover, when it comes to the region where the 
element size gradation is large, the six-node operators are not good enough to mple te  the mesh generation. In order to 
handle these problems, the eight-node operators have been suggested by the authors as shown m Figure 3 and for more 
efficient element construction, a layer loop is also developed as shown m Figure 4 [lo]. 

In eight-node operators, the subloops are categorized according to the number of internal angles that are close 
to 180" on one side of loop boundary, and from three to seven quadrilater elements are constructed at one time. As is 
shown in Figure 3, there are several cases such as case 3, case 4, case 5 for which six-node operators can not be 
employed, Some cases can be omitted by the use of split lines and six-node operators, but for obtaining better quality of 
mesh and for more general applications 8-node operatofi are designed as shown m Figure 3. As shown m Figure 2 and 
3, the number of constructed elements depends on the number of newly generated nodes in the loop. For example, if the 
number of newly generated nodes are N, and the number of constructed elements in the loops are M, the relations 
M=N+2 holds for six-node loop operator while the relation M=N+3 holds for eight-node loop operator. If we extend this 
idea to more general cases, highernode operators such as ten-node loop operator, twelve-node loop o m t o r  and etc. may 
be considered. However, to our experience, up to eight node operator is good enough to handle most of the problems in 
practice, unless the user assigns unrealistic change of element size. 

A layer loop is defined as the one with long and nanow region, and quadrilateral elements are generated one 
at a time. In a layer loop two adjacent mtemal angles at both ends of a loop are close to 90" and the other internal 
angles are close to 180". and a quadrilateral element is constructed one at a time from both ends of a loop. In a layer 
loop as shown in Figure 4, nodes ABDC construct an element After the meshes are constructed m two-dimensional plane, 
they are smoothed by usmg the Laplacian smoothing. 

W A  
Case1 

m Si-node loop 
configuration 

Concave 
Six-node 

Convex Six -node 
loops with NO 
l80i" interior angle 

Convex Six -node 
loops with ONE 
180r interior angle 

Convex Si -node 
loops with Two 
180 j interior angle 

Convex Six -node 

18Oj" interiorangle 
loops with THREE 

Case2 

€9 
Case3 Case4 

\-/ + n// 
Figure 2. A chart showing the different possible six-node loop operators [2J. 

283 



Eight-node loop 
Configuration m 

I ,-. I n. +-4, 

Convex-loops yith 

angles on one side 
NO 180j- interior 

Convex-loops with 
ONE 180j" interior 
 and^ ononeside 

Convex-loops with 
TWO 180C interior 
angles ononeside 

Convex-loops with 
THREE 180j' interior 

m g l ~  on one side 

Convex-loops with 
FOUR 180j interior 
angles on one side 

Concave loops 
& etc. 

Case 1 

1-1 

Case 2 

H 

e-{ 

Case 3 Case 4 

m 
Case 5 

Figure 3. A chart showing the different possible eight-node loop operators. 

, 

A P 

Figure 4. A layer loop operator. 
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3. Mesh Generation on Surfaces 

The proposed mesh generation scheme for the three-dimensional surfaces consists of three steps [lll. First 
three-dimensional surfaces with generated key nodes are transformed mto two-dimensional planes. For planar surfaces, 
view planes are used as projection planes where the view direction is parallel to the surface normal. For cylindrical 
surfaces, virtual view planes are employed, on which a cylindrical surface is unfolded. For blending and B-spline surfaces, 
the u-v parametric projection planes are used. After surfaces with key nodes are transformed into view planes or 
parametric planes, then quadrilateral elements are constructed by using the modified looping algorithm Finally, the 
constructed meshes in a two-dimensional plane are transformed back to the original surface. 

31. Meshes on blending surfaces 

Blending surfaces in this paper are refer& to the surfaces which can be defined by three or four boundary 
curves. the surface defined by four boundary curves is so called .the Coons surfam Mesh genexation on blending 
surfaces are performed in projection planes. First, surfaces with key nodes are transformed into the largest projection 
plane and then quadrilateral elements are con-& by using the suggested algorithm. Finally, the constructed meshes in 
projection planes are transformed back to the original surfaces. 

(Blending surfaces with four boundary curved 

In order to transform a blending surface with four boundary curves to a projection plane, the plane with the 
largest projected area is used. For example, four triangles can be constructed from four vertices of a blending surface and 
the plane that includes a triangle with the largest area is employed for projection as shown in Figwe 5. Four vertices of 
a blending surface are projected to this plane and the Quadrilateral area composed of four projected vertices is called a 
projection plane. Meshes are then constructed in this projection plane. In order to transform the constructed mesh onto 
the original blending surface, this projected area is considered as a parametric u-v plane of the blending surface. Then 
the parametric values (u,v) corresponding to the coordinates U,Y) of the generated nodes can be obtained by solving 
equation (6) explicitly. 

Figure 5. Projected area of a blending surface with four boundary curves. 

By using the parametric values h,v) obtained from equation (61, all the nodes generated on the projection plane can be 
transformed to the blending surfaces, is given in ewation (7). 
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(Blending surfaces with three boundary curves) 

A blending surface with three boundary curves can be obtained as follows, 

u+ v+ to= 1. (OSu. 0, mS1) 

where three boundary curves are represented by f (d ,  g ( d  and h(u) respectively [E!]. 
For a blending surface with three boundary curves, there exists only one projection plane that can be 

constructed from three vertices of a blending surface as &own in Figure 6. Therefore, three vertices of a blending 
surface are projected to this plane and the resulting triangular .area is called projecyion plane. Meshes are then 
constructed on this projection plane. In order to transform the constructed mesh onto the original blending surface, this 
projeaed-area is considered as a u-v plane of the blending surface. The parametric values (u,v,w> corresponding to the 
coordinates 0r.Y) of the generated nodes can be obtained by using the area coordinates-of a triangle 1131. With these 
parametric value+ of the nodes, meshes can be transformed back to the original blending surface. 

A 

Figure 6. Projected area of a blending surface with three boundary curves. 

(Blending surfaces with compound boundary curves) 

For a blending surface composed of more than four boundary curves, merged boundary curves are used in 
order to reduce the number of boundary curves to four. T h i s  merged boundary curves are called compound curves, and m 
our application two different boundary curves can be merged to form one compound curve if necessary. As shown in 
Figure 7, surface-3 is a blending surface composed of five boundary curves, and edge-2 and edge-5 merged to a 
composed curvk Therefore up to eight boundary curves in total can be employed to define a blending surface. Figure 8 
shows an example of a blending surface with six boundary curves, and four boundary curves, gu, gn, fiz and fa, have 
mersed to two compound curves. 
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Figure 7. An example of a blending surface Figure 8. Mesh generation on a blending surface 
with a compound bounding curve. with compound boundary curves. 

32. Meshes on B-Spline Surfaces 

For B-spline surfaces, the meshes are constructed m the u-v parametric planes and then transformed back to 
the B-spline surfaces as shown m Figure 9. 

N=4 surface 

b) u-v parametric plane 

0 key-node 3 

Fisure 9. Mesh Generation on B-spline surfaces. 
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The bicubic B-spline surface patches are employed, which are cubic in each of two parametric directions and it is 
continuous everywhere along with its first and second derivative vectors in both directions. Here the bicubic B-spline 
surfaces are defined by a completely specified networks of points to be interpolated. An appropriate set of B-spline 
control vertices which will generate an interpolating surface are determined by solving a set of simultaneous linear 
equations suggested by Barsky and Greenberg [14]. Smce the parameters u, v of each surface patch range from 0 to 1 
in each direction, the input network of points should be located as equally spaced as possible m order to reduce the 
unwanted distortions of elements during revase transformation of the constructed meshes to the B-spline surfaces. So the 
B-spline surfaces with M x N input point nets are mposed of (M-1) x (N-1) surface patches, which represent in the 
u-v parametric plane, a rectangle with side lengths M-1 and N-1 respectively. 

4. Examples 

Several examples for the mesh generation are given. Figure 10 shows an example of a camcorder housing 
model, in which 44 loops with blending and planar surfaces are employed for the mesh generation, resulting in 2935 
quadrilateral elements. In Figure 11, an automobile body model is considered, in which 15 loops with blending and 
B-spline surfaces are employed for the mesh generation and 1319 elements are constructed as a result. Another example 
for an automobile structure is shown m Figure 12. As shown m Figure 12, the automobile door models are considered, 
which can be used for crash analysis. For an outer door panel that has relatively smooth surfaces, 1582 elements are 
constructed, while for an inner door panel with highly warped surfaces, 2752 elements are constructed. As shown in these 
examples, unstructed meshes are well constructed without any severe distortion of elements. A handphone model is also 
shown in Figure 13, in which 1837 elements are constructed. The loops for this model is composed of blending and planar 
surfaces, and both unstructured and structured meshes are employed for effective mesh generation in the model. For the 
structured mesh generation, transfinite mappings are implemented. Figure 14 shows an example for a bracket model, in 
which element size gradations are relatively large and 1182 reasonably well shaped elements are constructed for the 
model 

(b) constructed mesh with 2935 elements 

Figure 10. A camcorder housing model. 
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(a) 15 loops with blendinn and B-spline surfaces. (b) Consructed mesh with 319 elements 

Figure 11. An automobile body model. 

I 

(a) Outer door panel with 1582 elements (b) Inner door mnel with 2752 elements 

Figure 12 An automobile door model 
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Figure 13. A handohone model with 1837 elements 
- .- 

Finure 14. A bracket model with 1186 elemenk ' 

5. concluding Remarks 

An automatic mesh generation scheme with quadrilateral elements on three-dimensional surfaces including 
planar, cylindrical, blending and B-spline surfaces has been developed. With this scheme reasonably g o d  meshes with 
different sizes of elements at different locations can be constructed automaticaliy, and the user only need to define the 
boundaries of the analysis domain as loops and to assign the preferred element sizes along the boundaries. For this 
purpose, eight-node operators are generalized and a layer loop operator is suggested for the mesh generation in addition 
to the existing six-node loop operators. I 
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High Quality Quadrilateral Surface Meshing Without Template 
Restrictions: A New Approach Based on Network Flow Techniques 

Matthias Miiller-Hannemann* 
Technische Universitat Berlin 

Abstract 
We investigate the following mesh refinement problem: Given a mesh of polygons in three-dimensional 
space, find a decomposition into strictly convex quadrilaterals such that the resulting mesh is conforming 
and satisfies prescribed local density constraints. 

We show that this problem can efficiently be solved by a reduction to a minimum cost bidirected flow 
problem, if the mesh does not contain branching edges, that is, edges incident to more than two polygons. 
This approach handles optimization criteria such as density, angles and regularity, too. For meshes with 
branchings, the problem is feasible if and only if a certain system of hear equations over GF(2) has a 
solution. To enhance the mesh quality for meshes with branchings, we introduce a two-stage approach 
which first decomposes the whole mesh into components without branchings, and then uses minimum 
cost bidirected flows on the components in a second phase. We report on our computational results which 
indicate that this approach usually leads to a very high mesh quality. 

Key Words. Quadrilateral surface meshes, non-manifold surfaces, bidirected flows, b-matchings, mesh 
decomposition, mesh smoothing 

1 Introduction 
For many years the finite element method has been a fundamental numerical analysis technique in the 
engineering community. In the field of computer-aided design, engineers often model their workpieces first 
in form of a coarse mesh of convex polygons in three-dimensional space which approximates the object's 
surface. However, in order to make a numerical analysis applicable, a suitable refinement of the coarse mesh 
is necessary. 

A large amount of research has been done in the area of mesh refinement into triangles, see [Ho88], [BE951 
and [BP97] for surveys. In contrast, there is much less work on quadrilaterals, although meshes which consist 
soZeZy of quadrilaterals are more appropriate in many applications, such as torsion problems and crash simu- 
lations [ZT89], pra93]. This is the background of our work, and therefore, in this paper, rejinement of a mesh 
means decomposing each polygon into strictly convex quadrilaterals. (The work arose from a cooperation 
with a CAD software company, Dr. Krause Software GmbH, Berlin, Germany, which has developed the finite 
element preprocessor ISAGEN.) 

The input: a coarse mesh. A polygon is a region in the plane or, more generally, of a smooth surface 
in the three-dimensional space, bounded by a finite, closed sequence of straight line segments (edges). The 
endpoints of the line segments or curves are the vertices. A polygon is simple if its edges do not cross each 
other, and convex if the internal angle at each vertex is at most R. A vertex of a convex polygon is a corner 
if its internal angle is strictly less than R. An interval of a polygon P is a path of edges on its boundary. A 
segment S is an interval between two successive comers of P. 

'Technische Universitiit Berlin, Fachbereich Mathematik, Sekr. MA 6-1, Strafk des 17. Juni 136, 10623 Berlin, Germany, 
e-mail: mhannema@math.tu-berlin.de; URL: http://www.math.tu-berlin.de/-mhannema. 
The author was partially supported by the special program "Efficient Algorithms for Discrete Problems and Their Applications" 
of the Deutsche Forschungsgemeinschaft (DFG) under grant Mo 446/2-2. 
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Figure 1: A small 
mesh with five 
branching edges. Figure 2: A small, planar artificial mesh. Figure 3: A conformal refinement. 

A mesh is a set of openly disjoint, convex and simple polygons, the so-called macro elements. The macro 
elements are convex, but not necessarily strictly convex. Let M = {PI, P2,.. . ,Pq} be the set of polygons 
of the mesh. Two macro elements are neighbored if they have points of the boundary in common which are 
not corners. These neighborhood relationships induce an undirected graph G = (V,E), which is embedded 
on the surface approximated by the mesh. More precisely, V consists of the vertices of the polygons. If a 
vertex of a polygon also belongs to  the interior of a side of another polygon, it subdivides this side. Hence, 
we may identify common intervals of neighbored sides of polygons with each other, and E consists of these 
intervals after identification. For an edge ei E E,  let Ej be the set of all those polygons which contain ej. A 
combinatorial description of a mesh consists of the graph G and the hypergraph H = ( M ,  {El,. . . ,Em}) with 
vertex set M and edge set {El,. . . ,Em}. We will often identify a mesh with its combinatorial description. 

In a conformal refinement of a mesh, any two distinct quadrilaterals which are not completely disjoint 
either share exactly one whole edge, or they have a single common vertex. 

Conformal mesh refinement can be achieved in a two-stage approach: First determine the additional 
mesh vertices located on the individual edges of the input mesh. Then refine each macro element separately 
such that, for the boundary of each macro element, the vertices are exactly those determined in the first stage. 

Branchings. Note that the graph G of a mesh need not be planar; for example, a mesh approximating 
the surface of a torus has genus one. Even more, the a p p r o d a t e d  surface need not be a two-manifold, 
i. e. the corresponding mesh model may contain branching edges, that is, edges incident to more than two 
polygons (Figure 1). We call a mesh homogeneous if it does not contain branching edges. Coping with 
branchings is an issue of crucial importance, as they appear in many practical examples. Quadrilateral sur- 
face meshing can be seen as a first step in hexahedral volume meshing (which still is an only partially solved 
problem with respect to both theory and practice). At least, it seems to be a promising approach to  start 
a decomposition into hexahedra from a high quality quadrilateral surface mesh [Mit97]. Here, we want to 
point out that it might be advisable to  decompose complicated solid models f i s t  into smaller, preferably 
convex, subdomains by insertion of internal polygons. This can be done either explicitly or implicitly. The 
latter approach, so-called meshing by  virtual decomposition, has been introduced by [WMBS95]. In both 
&ants, these additional polygons induce a number of branchings. However, this fits perfectly into our ap- 
proach which mainly abstracts from geometry and essentially solves a combinatorial problem. In fact, we will 
introduce a simple and elegant method to ensure conformity between subdomains resulting from a branching. 

Templates. Work on conformal refinements in the literature often relies on a few classes of temp2ates 
(see [TA93, MIvIW961 and Fig. 7) .  A template (sometimes also called meshing primitive [TA93]) is a pattern 
which describes how a single polygon can be decomposed into quadrilaterals. The most prominent template 

' is the n x m grid. Not every mesh allows for a conformal refinement under template restrictions (examples 
are in w 9 4 ,  Mit971). We get rid of such template restrictions by using only the evenness condition from 
the following well-known [Joe95], but important characterization of those polygons which can be decomposed 
into strictly convex quadrilaterals: 
Lemma 1.1 A simple polygon P admits a conformal refinement into strictly convex quadrilaterals (without 
placing additional vertices on the boundary of P )  if and only if the number of vertices of P is even. 
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In fact, any algorithm for conformal mesh refinement has to respect this necessary evenness condition 
either implicitly'or explicitly. Observe that all standard templates certainly do so, but they impose further, 
non-necessary restrictions on the refinement. 

Local mesh density control. The subdivision number of edge e E E, denoted by x,, is the number of 
additional vertices which are placed on edge e in a refinement. To ensure that the refinement of a mesh 
is fine enough for the numerical analysis to achieve the required accuracy, but not too fine for reasons of 
efficiency, the mesh density has to be controlled. Depending on the application, it is often crucial to have a 
local density control on a per edge basis (derived from an error estimation in the numerical analysis). Hence, 
we usually have for each edge e E E a desired subdivision number de. Moreover, we use density constmints 
for the purpose of density control: For an edge e E E, the subdivision number x, ii at least e, and at most 
u,: l e  5 xe 5 u e  (lower and upper edge capacities, (le,ue)-capa&ie, for short). 

An edge with equal upper and lower capacities is a fized edge, otherwise i t  is free. A conformal mesh 
refinement is feasible if it respects the density constraints. 

Fixed edges may appear in particular if certain parts of the mesh are refined in advance, and other parts 
have to be meshed afterwards (or remeshed) in such a way that the predetermined parts remain unchanged. 
Or they appear if a hybrid approach for the meshing is used where different algorithms are used for meshing 
subdomains, for example an advancing front based approach (like paving [BS91]) in combination with a 
template based approach [Mit97]. 

We also note that it is sometimes desired (for symmetry reasons, for example) to enforce that certain 
edges (which might be geometrically far away from each other) are subdivided by exactly the same number 
of subdivision points. Such an additional restriction can easily be represented in our combinatorial model by 
an identification of the corresponding single edges to a new branching edge. 

Angle control. The quality of a refinement largely depends on the shape of its quadrilaterals. In Section 2 
we explain how our bidirected flow model can be used to control the quality of interior angles already in the 
first stage of the refinement process (which determines the combinatorial structure of the refinement). We 
use mesh smoothing by local optimization for the final embedding phase (see Section 4). 

Overview. In Section 2 we will show that the feasible conformal mesh refinement problem without branchings 
can efficiently be solved by a reduction to a single minimum cost bidirected flow problem (or, equivalently, to 
a weighted b-matching problem). This bidirected flow model captures the refinement problem without adding 
additional restrictions. In contrast, we get rid of restrictions imposed by standard templates in previous work 
[TA93, MMW961. See the seminal paper of Edmonds [Edm67] or the monograph by Derigs per881 for an 
introduction to bidirected flows and b-matching. Within this model, certain optimization criteria such as 
mesh density, interior angles and mesh regularity can be handled. 

Then, in Section 3, we show that the general refinement problem is feasible if and only if a certain system 
of linear equations over GF(2) has a solution. Solving such systems can efficiently be done by standard 
Gaussian elimination (and numerical stability is no problem over GF(2)). From any solution to this system 
of linear equations we easily derive a feasible conformal mesh rehement. However, there seems to be no way 
to incorporate mesh quality optimization directly into this approach. This is not surprising as even optimizing 
the mesh density on the edges has been shown to be NP-hard for meshes with branchings [MM97]. 

For that reason, we use mesh decomposition into homogeneous components and combine both approaches: 
In a first phase, we determine the subdivision numbers for all branching edges by solving a system of linear 
equations over GF(2). Afterwards, in a second phase, we solve a minimum cost bidirected flow problem 
for each homogeneous component with fixed subdivision numbers on the branching edges. As foL real-world 
instances the number of branching edges is usually relatively small in comparison with the number of polygons, 
the proposed combined approach is likely to achieve a reasonably good overall mesh quality. 

The main contribution of this paper is to elaborate in detail on the mesh quality which can be achieved 
by this approach (see Section 4). For the detailed proofs of our theoretical results we refer to vM97]. 
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Figure 4 Example: the bidirected flow graph for a pcAjgon with 5 segments and a p o s s i h  refinement. A 
short solid line through a vertex is used to indicate a non-trivial bipartition of its adjacency list into two 
parts. 

2 Conformal mesh refinement without branchings 
In this section we wil l  show that the feasible conformal mesh refinement problem without branchiigs can 
&ciently be solved by a reduction to  a bidirected flow problem. 

. 2.1 Mesh refinement as a bidirected flow problem 
Bidirected flows. Bidirected flow problems can be defined in several (equivalent) ways (see [Edm67, DerSS]), 
we will henceforth use the following setting: 

Let e = (v,E) be an undirected graph (loops and parallel edges allowed), and for E E e let up 2 d,- 2 0 
be the upper and lower capacity of edge E. Given an integer vector x E ZE and a subset F E E we abbreviate 

For each vertex 6 E v, the set of all incident edges is partitioned into two parts, and A2(G), where 
Az(6) may be the empty set. We define b(Ai(G)) as the set of non-loop edges in Ai(%), and r (A i (6 ) )  as the 
set of loops within Ai@) ,  for i = 1,2. 
An integer weighting x E !ZB of all edges in E is a feasible bidirected flow if and only if 

x(F)  := C e E F  xe- 

(1) t p  5 zp 5 up for each edge B E 2 (edge capacity constraints), 
(2) z (b (A l (5 ) ) )  + 2z ( r (A1(5 ) ) )  - z (b(A2(5) ) )  - 22(7(A2(6)))  = bc for each vertex 5 E 

(flow consemation constraints). 

Vertices with be = 0 are called transshipment vertices. 
Note that a bidirected flow is a proper generalization of the usual flow definition for a directed graph, 

where the orientation of the edges induces the bipartition A1 (6), A2(G) in a simple way, namely into incoming 
and outgoing edges for each vertex C. 
Single polygons. For a single polygon P with p segments we now define a small bidirected flow problem on 
a graph e p  = (vp,gp). See Figure 4 for an example of a polygon with five segments. Let us suppose that 
we are given some nonnegative integer Ni for each segment Si, such that the segment Si has to be subdivided 
into Ni + 1 edges in the refinement. 

The vertex set vp consists of vertices 6i and Gi corresponding to each segment Si, and of one additional 
vertex Gc (c for central), if p is odd. 
The edge set Ep = en u P P  u BPur consists of 

, 

0 the set Pn which contains all pairs (Ci ,  Si), for i,j = 1,. . . , p ,  including the loops, 
0 the set PUP which contains an edge (6i7Gi) for each segment Si, and 
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Figure 5: The graph 6 = (8, E )  of the bidirected flow problem for an artificial instance. (The special vertex 
Gout is omitted in this figure.) 

0 the set EPar which contains an edge (iji,ijc) for each segment Si, if p is odd, and is empty otherwise. 

The edges in 3'' U&P are "internal" edges of the polygon, and edges in 
parity" of the subdivision if the polygon is odd initially. We assign the following capacities to the edges: 

are used to  ensure the "correct 

0 For an edge E E Pn U B O P ,  we set & := 0 and u g  := +XI. 
For an edge e' E ,@par, we set e, := 0 and up := 1. 

The bipartition of the vertices is as follows: For each vertex Gi, the incident edges are partitioned into the 
sets ,??* U and W P .  For each vertex Gi and for ijC (if the latter vertex exists), all incident edges are in 
AI(.) ,  and &(') is empty. 

We define bi,, = 1, if p is odd, and all other vertices iji are transshipment vertices. Finally, let bci = Nj 
for the given nonnegative integers Ni. This completes the dehition of a bidirected flow problem for the 
polygon P.  
Meshes without branchings. We now extend our definition of a bidirected flow instance for a single 
polygon to an instance for a whole mesh. Let G = (V,E) be the undirected graph of a mesh without 
branchings. 

The underlying graph e = (8,s) of the bidirected flow instance is built up using the graphs c p  = 
(vp, ,@p) as defined for single polygons as subgraphs. Roughly speaking, two such subgraphs are connected 
by a "dual edge" if the corresponding polygons share an edge in G. 
The vertex set is the mjon of 

0 the vertex sets vp of all polygons P, 
0 all vertices among V which are non-corners of some polygon, and 
0 one special vertex Bout. 

0 We take the union of the edges sets &J over all polygons P, and the 
The edge set ,@ contains the following edges: 

dge capacities in Gp. 
0 Let e E E be an edge which belongs to two polygons, say to P and Q, and suppose that 'Liji E 8 p  and 

6 j  E VQ are the vertices which correspond to the segments of P and Q to which e belongs. For each 
such edge e, we introduce a "dual" edge Z = (Gi,Gj), with edge capacities equal t o  that of e in G. 

0 If an edge e E E belongs only to  one polygon, say to P, and 6i E Vp is the vertex which corresponds 
to the segment of P t o  which e belongs, then we introduce a "dual" edge e' = (6j , i jOut),  with edge 
capacities equal to that of e in G. 
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Figure 6: Piecewise linear convex cost functions for density control. 

0 For each polygon P and each vertex v E V n P which is not a comer, we introduce an edge E = (ai, v), 
corresponds'. Such an edge gets identical lower and where v lies on the segment of P to which Gi E 

upper capacities t,- := u,- := 1. 
0 A loop e' = (GoutrGout) with capacities e,- := 0 and u,- := +m. 

The bipartition of the vertices is as follows: For each vertex 4 E vp, we put exactly all edges E E \ Ep 
into A2(7&). For each vertex v E V, all incident edges are in Al(v),  and A2(v) is empty- All incident edges 
to Gmt are in A1(Gout)- except (Go,t,Gmt) which belongs to A2(GoUt). 

E Vp which correspond to segments of P become transshipment vertices (in contrast to 
the case of single polygons). For each vertex G E v, let bc be equal t o  the number of incident edges in e. 
Finally, let bc,,, := 0 if CeEqnut bc is even, and be,,, := 1, otherwise. 

Theorem 2.1 There escists a feasible conformal refinement for the homogeneous mesh G if and only if the 
bidimted flow problem os defined above has a feasible bidirected pow. 

All vertices 

2.2 Optimizing the mesh quality 
In the preceding section we have seen the correspondence of conformal mesh refinements and feasible solutions 
of certain bidirected flow problems. We continue with the more ambitious task to find special solutions which 
fulfill certain optimization criteria instead of just feasible solutions. This leads to minimum cost bidirected 
$ow problems. Let e = (v78) be the graph of a bidirected flow instance whke a cost c; is associated 
with every edge E. Then the minimum cost bidimted flow problem seeks for a feasible bidirected flow with 
minimum cost c,-xp. We will consider three kinds of mesh quality criteria: 

0 control over the mesh density, 
0 avoidance of too small or too large angles, and 
0 Uregularity" of the overall mesh structure. 

Density control. Probably? the most natural way to get control over the density of a mesh is to use a convex 
cost function for each dual edge with a minimum at the desired density d,-. As we allow only integer flows, 
the cost functions can be assumed to be piecewise linear. For practical purposes, it will often s&ce to use 
piecewise linear functions with only few different slopes, as depicted in Figure 6. The slopes should be chosen 
such that the relative change from the desired density is taken into account, for example by choosing them 
inversely proportional to the desired subdivision number. Then the objective is to minipize the weighted 
sum of deviations over all edges. 
This defines a minimum convex cost bidirected flow problem. The standard way to transform such a 

problem to an ordinary linear minimum cost bidirected flow problem is to replace each edge E by as many 
copies as there are slopes (cf. [AM093, pages 551ff.l). So if there are p slopes with cost coefficients L$ and 
breakpoints at dk, the k-th copy Ek gets edge capacities [0, d; - d:-'] and a cost coefficient of 4. (Here, we 
assume @ = 4,- and < = up.) 
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(3) (4) 
Figure 7: Illustration of the four templates for polygons with four comers. Solid lines are mandatory for each 
template (up to rotation and symmetry), whereas the number of dashed lines may my. The rightmost figure 
shows the corresponding subgraph of the bidirected flow instance with only those edges displayed which may 
have a non-zero flow value. 

Very recently, Mitchell [Mit97, Mit961 proposed to minimize the maximum weighted deviation from the 
desired subdivision numbers. However, such a bottleneck-type objective seems to be much harder to incor- 
porate into a Combinatorial approach than our objective. 

For ease of exposition, we will discuss the next two optimization criteria only for polygons with four 
comers. 
Angle control and mesh structure. It is easy to  see that, for a polygon with four segments, we may 
assume that we have a feasible flow with at most four edges with a non-zero flow within the set &n. 
Furthermore, there is a conformal refinement such that exactly z(ci,f5) disjoint paths go from the interior of 
segment Si to the interior of segment Sj- Hence, conformal subdivisions of polygons with four segments can 
be assumed to be of the form as shown in Figure 7. The first three possibilities are the standard templates 
used in v 9 6 ,  TA931, whereas the last template is new and generalizes all standard templates. 

Apart from the mesh density, mesh quality criteria depend upon the shape of the quadrilaterals. For 
numerical reasons in the finite element analysis, interior angles of quadrilaterals should neither be too small 
nor too large. There is no generally accepted, precise threshold, but one usually aims at generating quadri- 
laterals with no angles smaller than some given a and no angles larger than some p. (In practice, one often 
uses as a rule of thumb values of a = 30' and p = 150' [ZZHW91].) 

The shape of the quadrilaterals in the refinement is closely related to  the choice of the template which 
determines the refinement of the macro element. As a rule of thumb, the more the polygon looks like a 
trapezoid, the better template (2) will be, the more it looks like a kite, the better template (3) will be. In 
all other cases, template (1) is likely to be the best. 

Moreover, template (1) tends to produce a fairly regular mesh. "Regularity of the mesh structure" is a 
mesh quality criterion which seemingly cannot be fully formalized. But the heuristical rule to prefer template 
(1) often achieves practical results which reflects such a goal quite satisfactorily pMW96J. 

Hence, we would like to refine as many polygons by template (1) as possible (among those polygons which 
have no very small or large angle), or more generally, we would like to maximize the number of macro elements 
which are refined to some preferred template, for a given preference order for each individual polygon of our 
instance, Unfortunately, such a god is intractable. 

Theorem 2.2 Given a feasible homogeneous mesh instance, it is strongly NP-hard to find a solution where 
the number of macro elements with four corners which are refined according to the (m x n)-gn'd template 
(i.e. template (1) in Figure 7) is maximized. 

So what can we hope for? As the mesh refinement problem only allows to insert new vertices and edges, 
no sharp input angle can be erased. Hence, we can only try to avoid the creation of new angles smaller than 
a. On the other hand, we can try to enforce the splitting of an angle larger than P. Observe that, for the 
given templates in Figure 7, a non-zero flow on edge (G1,Gz) induces the splitting of the angle 74,  and a 
non-zero flow on the loop (GI, GI) induces the splitting of both 7 4  and 73.  

There are two possibilities to modify our bidirected flow instance for these purposes: First, we can change 
the edge capacities of "internal edges" of a polygon: In the pure feasibility problem all these edges have 
a lower capacity of zero and a large upper bound ("plus infinity"). Hence, we can enforce to use an edge, if 
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we set the lower capacity to one, or we can forbid an edge completely, if we set the upper capacity to zero. 
The disadvantage of this approach is, that such a modification may cause the infeasibility of the bidirected 
flow problem. Amsecond (and not so restrictive) way is to assign costs to these edges in order to make them 
more attractive or unattractive. 

Using these ideas we can express o& preferences for the choice of the chosen template for each polygon. 
So if we prefer a realization of template (1) for some polygon, we assign high cost coefficients to all internal 
edges but (ijl,&) and (ih7ij4), which get zero cost. Or, for example, if the angle 7 4  should be split by an 
application of template (3), we either raise the lower bound for edge (GI , C2) to one or make its cost coefficient 
negative. 

Hence, in summary, we can use local information about the geometry of the unrefined polygon and so can 
model our preferences of the choice of an appropriate template and enforce or forbid the splitting of macro 
element angles by these modifications. 

3 Conformal mesh refinement with branchings 
A simple approach for meshes with branchings. As we know from Lemma 1.1, it suffices to de- 
termine the subdivision numbers such that all polygons become even. Then we can always complete the 
quadrangulation of all polygons. 

For each edge e E E, let Z e  be some fixed integer in the interval [ & , ~ e ] .  Then deihe for each polygon 
P E M the "parity number" bp := Ce,=p(Ze + 1) mod 2. 

For each edge e E E, let Ye be a O/l-integer variable, but fix ge 
Now, if we take for each polygon P an equation of the form CeEP ge = bp,  this defines a system of h e a r  

equations over GF(2) which one can easily solve. Clearly, any solution 5 to this system immediately makes 
all polygons even, if we set 

0, if ue - 4, = 0. 

j j e + Z e  i f Z e < u e  
-jje + f e  otherwise . xe := 

Note that the solvability of this system of equations over GF(2) does not depend on the choice of 5. 
This shows that finding subdivision numbers such that all polygons become even is not harder than solving 

a system of linear equations over GF(2). 
Note that the subsequent embedding phase can be done in linear time (linear in the number of subdivi- 

sion points) using the decomposition algorithm in w97]. The obvious advantage of this approach is its 
simplicity. The disadvantage, however, is that we cannot incorporate optimization criteria as we can in the 
homogeneous case. Angle control and a preference of mesh regularity seem to be impossible by this approach. 

Density control can still be achieved to  a certain extent, if we initially choose Ze as the desired subdivision 
number. But we will be forced to change the subdivision number for all those edges which have a non-zero 
entry in the solution of our system of equations. We also note that we cannot hope t o  find a solution of such 
a system with a minimum number of non-zero entries, as this problem is NP-hard. 
Theorem 3.1 For a mesh with bmnchings and desired subdivision numbers it is strongly NP-hard to find 
a feasible refinement such that the weighted sum of deviations from the desired subdivision numbers over all 
edges is minimized. 

A decomposition approach for meshes with branchings. For these reasons, we introduce a mesh de- 
composition into homogeneous components. This allows us to combine the different approaches for branchings 
and homogeneous components into a two-phase approach: In a first phase, we determine the subdivision num- 
bers for all branching edges by solving a modified system of linear equations over GF(2) which we explain 
below. Afterwards, in a second phase, we solve a minimum cost bidirected flow problem for each homogeneous 
component where the flow values for all branching edges are predetermined from the first phase. 

Recall from the Introduction that a combinatorial description of a mesh consists of a graph G = (V, E) 
and a hypergraph H = ( M ,  {El,. . . ,Em}). Depending on the number of polygons' they belong to, the edges 
of G can be partitioned into sets El, E2, and EZ3. The set E' contains the boundary edges, i.e. edges which 
belong to exactly one polygon, the set EZ3 contains all branching edges, and @ all remaining edges. A 
non-branching path in H is a path between two polygons PI,& E M which contains only hyperedges of . . . 
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cardinality two, Le. hyperedges corresponding to  edges in E2. Being connected by a non-branching path 
whose edges are all free is an equivalence relation on the set of polygons. Its equivalence classes are exactly 
the homogeneous components of the mesh decomposition. 

Such a decomposition into homogeneous components of a mesh with branchings can be obtained by the 
following procedure which "splits" all branching edges and fixed edges: A branching edge which is incident to 
p polygons is replaced by p copies, once for each polygon. The copied edges are treated as boundary edges, 
and they get the same capacities as the original ones. All fixed edges in E2 are replaced in the same way by 
two copies, once for each incident polygon. Let GI,. . . , Gk be the resulting homogeneous components, and 
M I , .  . . , Mk the sets of polygons contained in these components. 

Let H' = (M', {E;, . . . ,E;,}) be the hypergraph which we obtain from H = ( M ,  {El,. . . ,Em}) if we 
(1) delete all hyperedges Ei where ei is fixed, then 
(2) contract all those hyperedges of degree two which correspond to free edges in $, and finally, 
(3) identify all parallel hyperedges, i.e. we keep only one hyperedge for all edges e E E which are incident 

Observe that there is a one-to-one correspondence between the vertices of H' and the homogeneous compo- 
nents GI,. . . , Gk of G. 

We will now define a smaller system of equations over GF(2) based on H'. We start similar as in the first 
approach above. Again, let f e  be some fixed integer in the interval [ l e ,  ~ e ] ,  for each edge e E E, and define for 
each polygon P E M the parity number bp := CeEP(Ze + 1) mod 2. These parity numbers are aggregated 
to parity numbers for each homogeneous component, by setting bGi := CPEMi bp mod 2,  for i = 1,. . . , k. 

For each hyperedge E; E H', let YE; be a O/l-integer variable. For each homogeneous component Gi 
which is not incident to a free boundary edge in G, we take an equation of the form 

to exactly the same set of polygons. 

that is, we sum over those hyperedges which are derived &om a branching edge with an odd number of 
incidences with the homogeneous component Gi. Let us call a homogeneous component active if it is not 
incident to a free boundary edge in G, and inactive otherwise. Notice, that it might happen that some set 
{E; : Ej n Gi odd} is empty (because of the deletion of fixed edges, for example). In that case, we define the 
s u m  over the empty set to be zero. This defines our system of linear equations over GF(2).  

Suppose that this system has a solution 9. For each hyperedge E: with $E; = 1, take one corresponding 
branching edge e = ei (there may be a choice if E: resulted from parallel hyperedges of a branching), and 
set ze := 5, f 1 (such that the edge capacities remain fulfilled). For all other branching edges, set xe := E,. 
This completes the first phase. In the second phase, we fix the subdivision values Z e  for all branching edges 
and then solve the bidirected flow problems for each homogeneous component separately. We claim that each 
bidirected flow problem is feasible if we have a feasible solution @ in the first phase. This is summarized in 
the following theorem: 
Theorem 3.2 There &ts a feasible conformal refinement for a mesh G with branchings if and only i f  the 
two-phase approach as described above yields a feasible solution. 

4 Computational Experiences 
In this section we report on our experiences with an implementation of the algorithms presented in this 
paper. We have implemented our algorithm on a Sun Sparc station under SunOS 5.1, the programming 
'language is C++, and our front end is ISAGEN (ISAGEN is a trademark of Dr. Krause Software GmbH, 
Berlin). ISAGEN accepts input from a number of standard CAD formats (IGES, VDAFS, DXF, and some 
others), and provides routines for an automatic conversion of each of these formats into a macro element 
model consisting of quadrilaterals and triangles. We got the latter as input for our algorithms. 

The goal of this section is to investigate two main questions which immediately arise from the proposed 
algorithms: 
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- I. How well works the decomposition approach for meshes with branchings? 
2. Which mesh quality can be achieved? 

In practice, we are faced with an important (and difficult) task which we did not mention so far: we 
have not only to build the refinement for,each macro element in form of a planar graph, we also have to 
find a "nice" embedding of the refinement onto the surface defined by the macro element. ISAGEN provides 
subroutines to find an embedding only for the standard templates. In the following two subsections, we first 
report on the mesh decomposition approach and then elaborate on mesh quality. 

4.1 
The decomposition into homogeneous components can be easily implemented by a straightforward depth 
or breadth first search, solving the system of hear equations over GF(2) is also simply done by Gaussian 
elimination (over GF(2) no care has to be taken for numerical stability). The running time for this phase is 
negligible. 

Minimum cost bidirected flow problems are equivalent t o  minimum cost perfect bmatchings and can, 
therefore, be solved in strongly polynomial time, as shown by Anstee [Ans87] and Edmonds (d. Gerards' 
survey on matching [Ger95]). The asymptotic running time of strongly polynomial algorithms for these 
problems are dominated by strongly polynomial algorithms for ordinary minimum cost flow problems. Thus, 
the best strongly polynomial time bound for minimum cost bidirected flow is O((mlogn)(m+nlogn)), where 
m denotes the number of edges and n the number of vertices of the underlying graph [AM093]. The number 
of edges and verticesh the auxiliary graph of the bidirected flow model is linear in the number of original 
polygons and mesh edges. 

Currently, we solve the minimum cost bidirected flow problems using the callable library of the h e a r  and 
integer programming solver CPLEX 4.0 (CPLEX is a registered trademark of CPLEX Optimization, Inc.) 
with its Mixed Integer Solver option (MIP) .  (Note that the minimum cost bidirected flow problem has the 
form of a pure integer programming problem.) CPLEX [CPL95] provides a number of algorithmic parameters 
which can be used to improve the performance of the MIP solver. In our experiments we obtained the overall 
best solution times for our particular class of problem instances by changing the default parameters for the 
branch and bound process in two ways. First, we used the "best estimate node selection strategy: and 
second, variables are selected with so-called "strong branching." See the CPLEX manual [CPL95] for an 
informal description of these heuristics. 

Our implementation has been applied to  a variety of problem instances from practice, listed in Table 1. 
For these instances, some global mesh density has been given. The goal was to find refinements with uniform 
edge lengths. The results obtained by our decomposition approach are very appealing. Most remarkably, 
the decomposition approach always yields a feasible solution if one exists, neither some kind of bmergency" 
template is necessary nor do we leave unrefined "holes." Table 1 shows the distribution of realized templates 
for quadrangles. However, more expressive quantities for the mesh quality wil l  be given in the following 
subsection. The number of homogeneous components after decomposition is given in column (C), the number 
of active components is given in brackets. The first six instances consist of just one single component, which 
implies that the corresponding linear systems of equations over GF(2) are empty. The distinction between 
active and inactive homogeneous components is useful for instances (7)-(11), whereas instances (12) and 
(13) stem from solid models without boundary. The latter rules out the possibility of inactive homogeneous 
components. 

We set a time limit of 300 seconds to solve a minimum cost bidirected flow instance, however, in all cases 
the actual solution time for a near-optimal feasible solution was less than 25 seconds. The time t Q  compute 
the optimal solution for these problems is given in Table 1. The running time ranges from less than a second 
to 244 seconds of CPU time for the instances given there. Such an amount of time is very much acceptable 
in view of the by far more expensive other steps in a numerical analysis. 

Nevertheless, we plan for the next future to replace the general purpose integer programming solver 
CPLEX by a purely combinatorial implementation of Pulleyblank's algorithm for weighted b-matching [Pu173] 
combined with heuristic ideas of Applegate and Cook [AC93], and Ball and Derigs [BD83]. This should 
hopefully reduce the solution times even further, and has the important advantage of being independent of 
a commercial third party product. As the problem remains unchanged, the optimal solutions, i.e. the mesh 
quality, would certainly not be effected by a change in the algorithmic approach. 

Mesh Decomposition into Homogeneous Components 
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instance 

2) bowl 
3) wing 
4) casing 

6) rack 
7) chassis 
8) coolsys 
9) P-P 

10) bend 
11) vw-p4 
12) tub 
13) frP 

5) wh-mp 

fi macro 
elements 

34 
24 

131 
237 
377 
68 

158 
530 
161 
608 
188 
150 
171 

# branching 
edges 

0 
0 
0 
2 
0 
0 

38 
115 

7 
21 

116 
68 
62 

desired 
edge length 

30 
20 
20 
10 
10 
30 
20 
5 

10 
10 
20 
30 
4 

T 
6 
2 

16 
26 
66 
2 
9 

31 
7 
6 

55 
8 
0 

- 
fi realized templates 

1 
24 
21 

106 
167 
247 
64 

127 
375 
141 
559 
93 

126 
128 

- 2 
2 
0 
5 

25 
30 
0 
6 

40 
5 
5 
9 

16 
20 

- 3 
2 
1 
4 

14 
30 
2 

16 
74 
7 

38 
30 

.O 
17 

- 4 
0 
0 
0 
5 
4 
0 
0 

10 
1 
0 
1 
0 
6 

SeC. 
CPU 
7 

0.2 
0.1 
2.6 

225.3 
244.4 

0.4 
45.8 
19.0 
3.5 

244.2 
2.5 
1.3 

241.1 

Table 1: Results of the decomposition approach for real-world instances. The forth column contains the 
desired edge length, the fifth column gives the number of triangles (T) among the macro elements. (C) refers 
to the number of homogeneous components in the mesh decomposition, the number of active components 
is given in brackets. Templates (l), (2), and (3) are the standard templates, whereas template (4) is the 
general template €or quadrangles. The last column gives the CPU time (seconds) to solve the minimum cost 
bidirected flow instances with CPLEX. 

4.2 
Given the subdivision numbers on the edges of the input mesh, it is easy to create for each macro element the 
corresponding planar graph of the decomposition. It is also no problem just to find a preliminary geometric 
embedding of such a graph on the corresponding surface. However, it is usually hard to  find an embedding 
which leads to a good mesh quality. A common approach for mesh improvement, namely mesh smoothing, 
uses local optimization to move the vertex positions while preserving the combinatorial embedding of the 

LapZacian smoothingmight be the most frequently used smoothing technique [BP97]. This method iterates 
over the vertex set several times, repeatedly moving each adjustable vertex to the (weighted) barycenter of 
the vertices adjacent to it. The method is computationally inexpensive, however, in general, the barycenter 
of a number of vertices need not lie on the surface anymore. Hence, a projection back onto the given surface 
is necessary. Even in the plane the method does not guarantee an improvement in mesh quality. Moreover, 
it can happen that quadrilaterals become inverted, i.e. non-convex, unless the algorithm performs an explicit 

Graph Embeddings and Mesh Smoothing 

, 

graph. 

check before moving a vertex. 
Fkeitag, Jones, and Plassmann FJP951 proposed an alternative to Laplacian smoothing for triangulations. 

They compute for each vertex a new placement that maximizes the minimum angle in adjacent triangles by 
use of an iterative steepest-descent algorithm to solve this optimal placement problem. Recent theoretical 
work by Amenta, Bern, and Eppstein [ABES?] on triangulated, plane meshes shows that optimization-based 
smoothing can be performed in linear time for a number of quality measures. However, it remains open to 
which extent these results can be extended to  quadrilateral meshes and to curved surfaces. Moreover, in spite 
of its theoretical linear time complexity these mesh improvement procedures turn out t o  be very expensive. 

We tried to combine several quality measures simultaneously. Let 8, with 0 5 0 5 360, be the measure of 
an angle in degrees. The quality of an angZe d(0) ranges between 0 and 90 and is defined by 

I 

, 

if0 5 e 5 go, 
4(e) = 180 - e if 90 < 0 5 180, {: i f e > i 8 o .  

The angIe quaZity of a padriZateruI Q with interior angles a, p, 7, 6 is defined as 

4 2 )  := a@(.), $<PI, 4w7 4(4 1. 
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instance 
T=T- 
2) bowl 
3) wing 
4) casing 

6) 
7) chassis 
8) coolsys 
9) Pump 
10) bend 
11) vw-p4 
12) tub 
13) frP c 

5) Wh-Cap 

Q 
216 
351 
3955 
12083 
9747 
2030 
1981 

11105 
3045 
992 
1332 
7385 
68107 

,13885 

>80 
87 
277 
1798 
5727 
6963 
1600 
877 

7977 
2014 
37*0 
936, 
3305 
39589 

7658 

I > 70 
34 
- 

! 35 
852 
2144 
776 

, 186 
I 395 
,2765 
1294 
428 
165 
234 
1567 
10875 

> 60 
17 
10 
552 
1468 
564 
73 
343 
1518 
928 
176 
157 
33 

1080 
6919 

- 

- 

9 
> 50 
28 
13 
334 
1172 
405 
53 
191 
869 
352 
153 
108 
52 
665 
4395 

- 

- 

208 

5 30 
20 
3 
28 
237 
195 
4 
8 
47 
77 

- 

2 
4 
23 
690 
- 

DA 
6 
0 
7 
20 
47 
0 
8 
8 
3 
4 
31 
0 
0 

134 

_. 

- 

AQ 
66.28 
83.04 

- 
73.26 
72.32 
78.61 
81.85 
73.42 
76.39 
80.62 
78.01 
68.88 
82.03 
73.54 
76.34 
- 

Table 2: Evaluation of the angle quality for our set of real-world instances. The second column gives the 
number of quadrilaterals (Q) in the refinement. The set of quadrilaterals is partitioned into seven classes 
of different angle quality, ordered from left t o  right with decreasing quality. The third column contains the 
number of quadrilaterals with an angle quality above 80, the forth column the corresponding number for 
quadrilaterals with a quality in the range from 70 to  80, and so on. In particular, the number of distorted 
elements is given in the third but last column. (DA) refers to the number of input angles with a bad quality. 
(AQ) denotes the average angle quality. 

Quadrilaterals with an angle quality below the threshold of 30 are marked as distorted. 
Roughly speaking, we wanted to  avoid very large and very small angles and to create uniform edge 

lengths. More precisely, our primary objective was to maximize the (weighted) average angle quality over all 
quadrilaterals. In the weighted version of this objective, distorted quadrilaterals are assigned a higher weight 
than non-distoked ones. Our secondary objective was to create uniform edge lengths and to maximize the 
(minimum or average) aspect ratio. These goals are combined in form of a weighted sum. 

In our implementation, we used the general framework of local optimization, but did not solve the opti- 
mization probleys exactly. Instead we iterate over the vertex set a fixed number of times and strive only for 
an approximation of the optimal placement problem. For each adjustable vertex we first determine a search 
direction and calculate a step length which gives a proposal for a new vertex position. Then we check whether 
the new position is feasible, i.e. it preserves planarity of the graph and convexity of the quadrilaterals, and 
whether it would yield an improvement in local mesh quality. In the affirmative case, the new position is 
accepted, otherwise we try a new search direction or step length. Moreover, additional side constraints in the 
position check come from our secondary objective to have more or less uniform edge lengths. In particular, 
very short edges q e  always rejected, even if the angle quality could otherwise be further improved. 

Certainly, there is a lot of freedom in fine-tuning the choice of several parameters. Most probably, our 
empirical results can still be improved by a more clever choice of these parameters. In Table 2 we show the 
results of our current implementation applied to our set of real-world instances. See also the histogram in 
Figure 8 for the distribution of the angle quality with respect to classes of different angle quality. 

The average angle quality for all instances is 76.34. This seems to be a significant improvement over 
results obtained for free-form mesh generation (in *-form mesh generation, there is no prepartition of the 
whole meshing domain into macro elements). Unfortunately, we are not aware of a computational study 
which is directly comparable with ours. Borouchaki, Fkey and George [BFG96] report results for free-form 
meshing where they use the same measure for the angle quality (up to a constant scalar), but calculate angles 
with respect. to a metric induced by an isotropic field. For this measure they obtain a mean angle quality 
of approximately 61.2 (this number is already scaled up to our measure, but still cannot be used for a fair 
comparison). 

Note that certain input instances contain a significant number of macro elements with a bad angle quality 
(column (DA) in Table 2). As the geometry of the macro elements themselves is not subject to change in the 
mesh smoothing process, this implies that a number of quadrilaterals has to be distorted in any refinement. 
In particular, very small angles cannot be removed. On the other hand, very large angles can possibly be 
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split in two acceptable smaller ones. This explains why the number of bad input angles (DA) can be larger 
than the number of distorted elements in the refbement (which happens for our instance (11) in Table 2). 

Our mesh smoothing technique is computationally very expensive. In fact, it usually consumes the major 
portion of the whole run time. For our examples, it took more than fifty percent of the overall run time. 

Fortunately, this run time bottleneck can be reduced if the smoothing is performed in parallel. The 
crucial observation is that our macro elements induce in a natural way a fast mechanism for determining 
independent sets of vertices that can be manipulated simultaneously on different processors. Reitag, Jones 
and Plassmann [FJPSS] showed how to do this distribution on processors with graph coloring techniques, in 
general, and they reported successfully results of experiments run on a network of workstations. . 

percentage of quadrilaterals 

84 

> 80 > 70 >60 

91 

> 50 

96 

>40 

99 

3 

> 30 

1 - 
>O 

angle 
quality 

Figure 8: The average angle quality: for each quality class, the left columns gives the percentage of quadri- 
laterals falling into it, whereas the right columns give the cumulative percentage (with decreasing quality). 
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A Examples 
We provide some illustrations of instances which have been refined by our algorithm (instances (7), (9), and 
(13) in Table 1). 

Figure 9: The model of a chassis. 

Figure 11: Model of a pump. 

Figure 13: This solid model (instance (13) in Tab. 
1) is partitioned into convex subdomains by the 
use of internal polygons (which are not visible in 
this hidden surface representation). 

Figure 10: The refinement by our algorithm. 

Figure 12: Refinement of the pump using our code. 

Figure 14: The refinement produced by our algo- 
rithm. 
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Abstract. An afgorithm using a geometric optimization technique for genemting quadrilateral meshes for two- 
dimensional polygonal regions is presented. In a first stage the possibly multiply connected region is decomposed 
into simple subregions. This decomposition uses a geometry based optimization for selecting appropriate cuts 
dividing the region. The simple subnqions are then filled With quadrilaterals using an advancing front technique. 
Ezperimental results of the quality of the resulting meshes are provided for both quasi-unifom and highly non- 
uniform meshes. 

keywords. mesh generation, quadrilateral, geometry decomposition 

1 Introduction 

In the last decades many approaches for the generation of unstructured meshes in two-dimensional polygonal regions 
have been discussed, see [SI for an overview. The most commonly used method for the generation of triangular grids 
is the Delaunay triangulation (e.g. in [lo]), mainly because of its geometrical properties. For the construction of 
quadrilateral meshes quadtree based methods [l] or advancing front techniques [3] seem to be most frequently used. 
But both techniques still offer problems. 

In the quadtree method, the 2-D region is Grst subdivided into squares of Werent sizes. The problem is how to 
choose the directions of the intersections well to  get a good approximation of the boundary of the 2-D region. With 
a bad choice of these directions the resulting mesh will have elements of poor shape at its boundaries (see Figure 1 
left). 

The advancing front technique avoids these disadvantages by extracting elements from the boundary of the region. 
But problems arise when this front of extraction propagates inside the region, in particular when recently created 
elements start to intersect existing elements (see Figure 1 right). 

Figure 1: Problems with quadtree and admcing front techniques 

A suitable approach seems to be a geometric decomposition of the region. Some methods were proposed (e.g. 181, 
[2]), mostly in order to generate triangular meshes. For example, recently the medial axis was used as a tool to 
decompose a complicated region into simple regions [4]. 

Our approach uses a geometrical optimization to decompose the region. A weight function f is introduced which 
assigns a real value to possible sections of the region. Cuts which yield two simpler subregions are assigned to small 
values and the task is to find an optimal section, that is a curve (e.g. a straight line) which minimizes f. The recursive 
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application of this strategy to both subregions yields a divide-and-conquer method to cut a 2-D region of complicated 
shape into subregions. This recursion stops if the resulting regions are considered "simple". These regions are then 
Bled with quadrilaterals using an advancing front technique. Because of the simple geometric shape of the regions, 
the above problems do not arise. Finally the meshed regions are merged yielding a quadrilateral mesh. The strategy 
of our approach is outlined in Table 1. 

I multiplyconnected region R I 
I topological sphere 6 I 

"simple" regions Ri 
- 1 - 1 - 1  

C L L J  

3. topology decomposition 

/ 4 \ geometry decomposition 

~-zzzzzq 
I mesh M of R l  

Table 1: Decomposition approach: outline of the method 

Our paper is organized as follows. In Section 2, we describe the weight function f and its application in a topology 
decomposition to reduce the genus of the multiply connected region to a topological sphere and in a geometry 
decomposition to divide the region into several simple subregions. In Section 3, an advancing front method to fill the 
subregions with quadrilateral elements is discussed. In Section 4, examples of decompositions and meshes are given. 
Finally, the main features of our algorithm are summarized in Section 5. 

2 Decomposition using a geometric optimization 

Let 52 be a multiply connected 2-D region with polygonal boundary. It is well known that the number of vertices on 
the boundary aR  cannot be arbitrary for a quadrilateral mesh 

Lemma 1 A quaddateml mesh has an even number of vertices at its boundary. 

Proof: Let q be the number of quadrilaterals of the mesh, e the number of edges, e = ei + eb where ei is the number 
of edges inside the mesh and eb the number of edges on the boundary. Counting the edges of the mesh yields 

4q = 2ei +eb 

Hence, eb is even. S.ince eb is also the number of vertices on the boundary of the mesh, the lemma holds. 0 

It can be shown that the condition of Lemma 1 is also sufficient (eg. [9]). Accordingly our algorithm requires no 
further assumptions on the data. In a preprocessing step we place points on aR according to a density function e, 
taking into account that the sum of points on all boundaries of R must be even (see Figure 4). It is assumed that the 
density function is consistent with the geometric complexity of the domain, i.e. the density should be large in regions 
where a lot of detail is required. If this is not the case, the algorithm might produce rather distorted quadrilaterals; 
however, even for very bad data we have not encountered any failures. 

For the geometric decomposition we divide R into subregions Ri using optimal cuts, and therefore we have to establish 
criteria in order to evaluate possible cutting lines. 

I 

2.1 The weight function f 

- We introduce a weight function f as follows: Let P, Q E aR, E := PQ be the straight line between P and Q and 
E := (E; E E R} the set of straight lines which lie inside R. The weight function f : E -+ R assigns a real number 
f (E) to each line E cutting R into two regions R1 and Rz, according to the "quality" of the cut. A "good" partition 
simpl%es the geometry of R. Our task is to find a mathematical model implementing this idea; 
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To this end let E be the line of length which is defined by P, Q E X2 and which cuts 52 into two regions R1 and R2 
as shown in Figure 2. Let Ai := area(Ri), Ui := circumference(Ri), A := min(A1,Az}, U := mi.(U1, UZ} and pi := 
the angle of R at P or Q. 

The choice 

t 7 
Figure 2: The weight function f 

t2 f ( E )  := 2 
yields a possible weight function. E' with f (E')  = min(f(E); E E E }  yields a partition which tr ies to cut off a large 
area with only a short line. Also, 

e f ( E )  := - U 
is possible. With this choice one tries to cut off a region with a large circumference with a short line. 

Practice has shown that a function 11, taking into account the boundary angles pi is useful, see again Figure 2: 11, is 
minimal if E I aR or pj >> r, hence concave boundary vertices and lines which yield an angle of ?r/2 with an are 
preferred. 

The actual weight function f in our method is a linear combination incorporating all of these aspects modelled by 
scaling functions gj of the form 

The weight function is 
g1(z) := arctan(z), g2(z) := 1 - e X p ( - 2 ) .  

t2 f(@ := algji (;I) a29j2 ($) ($((P~Y V2>) 

with ai E IR and ji E {1,2}. The parameters ai can be modified interactively by the user. The default values are 
ai = 1 a d  ji = 1, hence 

yielding good decompositions for most regions R. 

2.2 Topology decomposition of R 

If R is multiply connected, the genus of R is reduced by 1 using a line E connecting a hole with dR or connecting two 
holes inside R. Figure 3 shows this topology decomposition. Hence, a multiply connected region R with genus g > 0 
can be reduced to a topological sphere by g cutting lines, each connecting two holes or a hole with the boundary. 

A cutting line E is considered as a new part of the boundary: an c aR U E. On each new line E, points are 
inserted according to the density of points on aR in the vicinity. In this way a smooth transition of the size of the 
quadrilaterals in the mesh is achieved, see examples in Section 4. 

The weight function f is used to decide which of the possible intersections is best. In this case, f is of the form 
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Figure 3: The topology decomposition 

because R is not cut into two regions Stl, R2. Again, the parameters can be chosen interactively. 

An example is given in Figure 4. The left side shows a multiply connected polygonal region R with genus 3. The 
insertion of 3 cutting lines yields the topological sphere shown on the right. In this example the parameters of f 
were /31 = 1, fh = 0, ji = 1, hence f (E) = arctan(.& Additional points on the boundary were selected according to 
a prescribed constant density. 

7 1 
Figure 4: An example of the topology decomposition (& = 1, p2 = 0) 

2.3 Geometry decomposition of R 

Aftk Q has been reduced to a topological sphere, further cutting lines are used to divide R. Here again, an optimal cut 
yielding two simpler regions R1 and R2 is determined via the weight function f. This strategy is applied recursively 
to R1 and R2 until the resulting subregions are considered simple. As before, additional points are inserted on the 
cutting lines according to the density of points on aR. The number of points has to be chosen to guarantee an even 
number of points on aR1 and aR2. Let aR =: Cl u C2 where Cl (C2) is the part of aR between P and Q (between Q 
and P), and let E be the straight line between P and Q cutting R in the regions R1 and R2. Hence, 8Ri  = Ci U E, 
3% = C2 U E. Let #C denote the number of points on C, then #C1 mod 2 = #CZ mod 2, since #as2 = 0 mod 2 
according to Lemma 1. Thus one has to choose #E so that 

0 mod 2, #C1= 0 mod 2;  
#E={ 1 mod2, else. 

It remains to be decided whi& subregions Ri are considered simple. The convexity of Szi is not a suitable criterion. 
Although convex regions may be considered to have a simple geometry, it can be difficult to fill them with quadri- 
laterals only. For example, a circle has a simple geometry but is hard to fill with quadrilaterals in a straightforward 
manner. As will be discussed in detail in the next section, polygons of types "rectangle" and "triangle" are easy to 
fill with quadrilaterals. Hence such regions are classified as simple. 

For the example of Figure 4 the geometry decomposition of R yields rectangular subregions 0;. Figure 5 shows R 
after the insertion of 6 cutting lines (left) and after the geometry decomposition (right, parameters: ai = 1, ji = 1). 
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Figure 5: An example of the geometry decomposition (ai = 1) 

The user may modify the parameters ai and pi in the definition of f interactively in our method, yielding different 
partitions of R. 

In the example of Figure 6 a H-shaped polygonal region R is decomposed using the default parameters a1 = a2 = 
a3 = 1, see (b). This yields an optimal decomposition into 3 rectangular subregions Ski. If one chooses a1 = 1, 
a2 = cy3 = 0 the weight function f is f(E) = arctan(12/A). Hence the short line shown in (c) cutting R into 
two equal parts minimizes f, although the previous cuts using the "default" f are obviously better. The resulting 
partition of R using f is shown in (a). 

. r  (b) 
Figure 6: Decomposition of a H-shaped 

(4 
polygonal region with modified 

(4 
parmeters 

Figure 7 shows a more complicated polygonal region of genus 3, the equivalent topological sphere and the division 
into simple subregions. 
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3 Meshing simple regions 

The geometry decomposition stops if the resulting subregions Ri are Ksimple" according to the following definition. 

Let R be a polygon with #an = 0 mod 2, p(P) the angle at a vertex P on an, 
and n(R) be the number of "characteristic vertices" of Q. These are vertices 
P with cp(P) < n/2 + E (E  > 0). A polygon with n = 3 is of "type triangle", 
the polygon shown in Figure 8 is of "type rectangle". 
A polygonal region R is called simple ifn(R) E {3,4}, ifmax(cp(P); P E an} < 
n + ~  and ifthe ratio 

circumference(Q) 
area(i2) 

is not too large. This last constraint excludes polygons with a Ubottleneck" 
which are difEcult to fill with quadrilaterals. 

Because of the simplicity of the subregions resulting from the domain decomposition, any standard method can be 
used to construct the quadrilateral meshes. We Sll the simple polygons Ri with quadrilaterals using an advancing 
front technique described in the next subsections. While similar techniques are well known (cf. [3]), we want to outline 
our algorithm for the sake of completeness. We note in particular that the usual problem of intersecting elements can 
be avoided, due to the simple geometry of the subregions Ri, and that, apart from the dosing formula described in 
Subsection 3.3, all nodes created inside a subregion Ri are regular. Hence the meshes generated with our algorithm 
have few irregular vertices, see Subsection 4.2. 

Figure 8: Characteristic vertices of 
a polygon 

3.1 Meshing a polygon of "type triangle" 

Let n(R) = 3 and let a, by c be the number of edges at each "side" of R and a 5 b 5 c. In the example of Figure 9 
we have a = 3, b = 4 and c = 5. 

Figure 9: Meshing a "triangle" with a + b > c 

If a+ b > c, the strategy is to advance the shortest side a inside R by adding a row of quadrilaterals at this side. A s  a 
consequence, both other sides b and c are shortened by 1. The result is a "triangle" fi with sides a, b - 1, c- 1, hence 
flafi = 0 mod 2. This strategy is applied to fi until the sum of the remaining edges is 5 6 and a closing sequence is 
used, see Section 3.3 and Figure 9. 

Figure 10: Bad meshing strategy for a "triangle" with a + b 5 c 

If a + b 5 cy this strategy would yield quadrilateral elements with one angle of x n, in other words elements with 
poor shapes, see Figure 10. Therefore these "triangles" are cut further using the weight function f ,  and the resulting 
subregions are again classified. An example is given in Figure 11. The "triangle" with a = b = 3 and c = 6 is split, 
yielding a "triangle" and a "rectangle" which are filled separately. 
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Figure 11: Meshing a "triangle" with a + b 5 c 

Finally the mesh is smoothed using LAPLACE smoothing: all neigh- 
bours of a vertex v in the interior of $2 are considered as vertices of 
a polygon R,. The smoothing strategy is to place a at the centre 
of Sl,, see Figure 12. As shown in Figure 11 on the right, smooth- 
ing yields a better shape of the mesh and as a consequence better 
conditioned FEM matrices. 

Figure 1 2  Smoothing 

3.2 Meshing a polygon of "type rectangle" 

Let n(R) = 4, and let a, 6, c, d be the number of edges at each %de" of R and a 5 b 5 c 5 d. In the example of 
Figure 13 we have a = 3, b = c =  4 and d = 5. ' 

Again the strategy is to shorten the longest side d of R by advancing a row of quadrilaterals. As a consequence the 
opposite side is shortened too. If this side is reduced to 0, the resuiting "triangle" h is meshed as in Section 3.1. 
Otherwise fi is still a "rectangle", and our strategy is applied recursively until the sum of remaining edges is 5 6. 
Again a closing sequence is used (see Section 3.3) and finally the mesh is smoothed, see Figure 13. 

Figure 13 Meshing a "rectangle" 

3.3 Closing the mesh 

When the advancing front strategy yields a polygon St with 5 6 points, a closing formula is applied (cf. [3]). 

If #an = 4, R is already a quadrilateral. 

If #an = 6, let n be the number of characteristic vertices of aQ. If n = 3 or n = 4, a closing formula is applied (see 
Table 2), or else an optimal cutting line is chosen using the weight function f. 

Finally the meshes of all regions Ri are merged, yielding a mesh of R. This mesh is smoothed as described in 
Section 3.1. Meshing the regions Oi in our example yields the mesh in Figure 14. 

Meshing a simple region with n boundary vertices requires O(n2) operations. The overall complexiiy of our method 
depends on the geometry of the domain and is difficult to estimate. However, for the examples considered, the number 
of cuts for the domain decomposition was small compared with the number of boundary vertices, so that in practice 
the algorithm is rather fast. 

315 



type 

"triangle" 

"rectangle" 

else 
find optimal cutting line using f 7 

Table 2: Closing partitions for #aS2 = 6 

4 -  Experimental results 

4.1 Sample meshes 

First we return to the example of Section 2. Figure 15 shows the quadrilateral mesh of the polygonal region of 
genus 3, and statistical data of the grid are given in Table 3. 

A mesh of the circle is shown in Figure 16. The circle has a simple geometry but is not classified as simple since it has 
no characteristic vertices. Any diameter of the circle is a cutting line minimizing the weight function f. Now both 
subregions have two characteristic vertices and have to be cut again. The resulting subregions are of "type triangle" 
and can be meshed as described in Section 3.1. Note that the resulting mesh has only four irregular vertices where 
less (or more) than four quadrilaterals meet, see Table 3. 

1 
Figure 1 4  Meshing the simple regions 
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Figure 15: Quadrilateral mesh of a polygonal region of genus 3 

Figure 16 Quadrilateral mesh of a circle 

The density of points on dQ need not be constant. Since our method inserts new points on each cutting line according 
to the density of points, highly non-uniform meshes can be generated. A &st example is a square having four times 
as many vertices at the bottom as a t  the top. The resulting quadrilateral mesh is shown in Figure 17 (left). Both 
the other examples of Figure 17 are non-uniform meshes of a circle with a circular hole, one of them having a higher 
density of points on aR at the outer circle (middle), -the other at the inner circle (right). 

Figure 17: Examples of graded meshes 

Finally a quadrilateral mesh of Lake Constance (Germany) is given. The boundary contains two islands, a peninsula 
and a narrow pass. The density of points on the boundary was chosen to be small in these critical areas. Figure 18 
shows the boundary of the lake and the resulting mesh. 
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Figure 18 Mesh of Lake Constance 

4.2 MeshquaZity 

To evaluate the quality of a mesh (having N nodes and Q quadrilaterals) we use the following characteristics: 

Angle quality: 
Besides the minimal and maximal angle ((pmin, cpmax) we compute the standard deviation a, of the angles from 
goo. 
Irregular vertices: 
By Ni, we denote the number of interior nodes where fewer or more than four quadrilaterals meet. 
Condition of FEM matrices: 
We compute the condition number C of the stiffness matrix for the Gderkin approximation of the Poisson 
problem using bilinear basis functions. 
Additionally we approximate R with two quadrilateral lattices where the edge length is chosen as the average 
edge length of the mesh. The outbounding lattice t o u t  consists of all squares having an intersection with e, 
t i n  is the inbounding lattice of squares which lie totally inside R (see Figure 19). C is compared with the 
corresponding condition numbers Cout and Ci, of tout and t i n  respectively. 

Figure 19: Outbounding and inbounding lattices 
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A N  
a Q  

- .  3 Pmin 
btl Vmsx 4 .Ov 

T3.c 

E Nirr 

Cout 
Cin 

Table 3: Statistical data of quasi-uniform meshes 

The results for the quasi-uniform meshes of Figure"l4,15 and 16 are shown in Table 3. 

Statistical data of the non-uniform meshes are given in Table 4. We note also that for the graded meshes the 
percentage of irregular vertices is quite small, i.e. the meshes are almost of "checkerboard type". 

Circle 
(Fig. 16) 

Polygonal region Polygonal region 
of genus 3 (Fig. 14) of genus 3 (Fig. 15) 

318 266 201 
248 220 180 

90" 41.51' 72.9" 
90" 140.34O 124.81" 
0" 14.38' 7.13" 

9.72 21.30 41.43 
14.73 15.10 43.67 
6.08 6.25 30.30 

0 (0 %) 16 (6 %) 4 (2 %) 

I Non-uniform I Circle with I Circle with I Lake of I 

S N  
Q. 

E Nrr 
I $ Pmin  

Pmax 
4 Ow 

I II square I hole I hole I cnnetsnra I - 1 U 1 - w "  ---- 
(Fig. 17a) (Fig. 1%) (Fig. 17c) (Fig. 18) 

84 1000 144 905 
66 928 120 764 

12 (18 %) 80 (8 %) 8 (5.6 %) 72 (8 %) 
53.89" 38.39" 32.88" 26.82" 
129.66' 13 2.4 6 ' 127.03" 157.65' 
14.5' 11-14' 16 2 O  16.53" 

I __._ - 

a c  12.10 90.71 
Cout 16.26 86.11 

6 Cin 9.79 57.14 
E 

--.. 
18.84 106.66 
13.67 77.56 
4.44 53.87 

- h t m t l "  I--.! 9 -  

Table 4: Statistical data of graded meshes 

The method was implemented in C++. The user 
 an modify the parameters Pi and pi using the 
gliders in the control panel. The topology and ge- 
ometry decomposition, meshing of the simple re- 
gions and smoothing of the mesh can be started 
with buttons. The polygonal region R, the simple 
regions and the mesh are displayed with OpenGL 
in a graphical window, see Figure 20. The regular- 
ity and the angle quality of the mesh can be shown 
by colouring the vertices and quadrilaterals of the 
grid. A description of the program can be found 
in [7]. 

Figure 20: Graphical user interface of the implementation 
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5 Conclusion ~ . .  . 

A method to generate quadrilateral meshes for multiply connected polygonal regions Q was presented. The approach 
was based on a geometric optimization technique used to decompose Q into simple regions. To this end a weight 
function f quantifying possible cuts was introduced. The recursive subdivision stopped if the resulting subregions Ri 
were "siiple" . The regions Ri were meshed using a simplified advancing front technique, which produced an almost 
regular mesh inside Qi. Examples and statistical data were given showing the quality of the resulting meshes. 
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Abstract 
This paper will describe recent work on the paving algorithm. The paving algorithm is an dvancing front 
meshing method for generating quadrilateral elements on a general three dimensional surface. The work presented 
in this paper will describe the algorithmic changes to shift the paver from a row by row advancing front to an 
element by element method. This method modifies the paver to perform intersection and proximity testing of 
colliding mesh fronts immediately after single element insertion. The new method employs element face deletion 
which also improves paver robustness. 

Keywords. Mesh Generation, Quadrilateral Elements, Paving, Surface Meshing, Advancing Front. 

Introduction 

Since its inception in the late 1980'~~ the paving algorithm' has been a dependable automatic quadrilateral mesh 
generator for most surface geometries. It was first implemented for surfaces in twcdimensions (2D) and later in 
three dimensions (3D). The transition into three-dimensional surface meshing was performed with the main 
changes occumng in specific operations that only worked in 2D, such as edge intersections and nodal projections. * 

Sandia National Laboratories is a multi-program laboratory operated by Sandia Corporation, a Lockheed Martin 
Company, for the U. S. Department of Energy under Contract #DE-Az04-94AL.8500. 
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Surface 
Mesh from 

f Exterior 
Loop 
(two quads.) 

Surface 

A 

Figure 1 "Break-out" due to mesh fronts missing 
Significant robustness problems have been encountered since the paver was transformed to a three dimensional 
surface meshing algorithm. Specifically, robustness issues arose around the "missed" detection of colliding mesh 
fronts resulting in the situation called "break-out" (see Figure 1). Break-out occurs when the advancing fronts run 
over each other and continue advancing into infinity or until memory resources are exhausted. Recent 
modifications to the paving algorithm have been performed to correct this recurring failure. The implementation 
of the these modifications to the algorithm were done in CUBIT, a tool-kit based mesh generation program 
developed at Sandia National Laboratories? 

The paving algorithm was changed to perform element, or face testing immediately following insertion. In 
~~~ ~~~~ ~ 

nput Boundary Node Loop 
I v 

Find Best Starting Loop] 

ode On Loop To Start Row1 

I Resolve Row Intersection Problems] 

I 

Figure 2 Flow chart for old paving algorithm 
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I *Find Best Starting Loop] 

input Boundary Node Loops 

Face Facfo 
Create Single Element 
Test for Element Problems: 

# 
~~ 

$. 
Find Best Node On LOOP To Start Row1 

I insert R 
e Poor Element Quality I $- 

Start Next Loop) I Face Removed or Face Completedl 1 and Intersections Resolved I 
I 

Adjust Row For Quality1 2 
Figure 4 Flow chart for new paving dgorithm 

addition to the traditional intersection and proximity tests, two new robustness tests were added. One test 
determines whether the new element completely covers an existing boundary loop. The other tests the new element 
for quality. An element removal mechanism was also added to help resolve intersection or quality problems that 
could not be fixed in other ways. This combination of improvements provides a more robust framework over the 
old algorithm. Figure 2 and Figure 4 are flow charts which show procedural changes between the old and new 
algorithms. Figure 3 is an example of a surface meshed using both the old and new paving algorithms. Both are 
shown prior to mesh clean-up to illustrate the improvements of the new paving algorithm. While neither 
algorithm produces perfect elements, the new algorithm does not create elements that cross geometric boundaries. 

Figure 3 Example meshes of old (left) vs. new (right) paving approaches (both shown prior to clean-up) 
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This paper will overview the old paving algorithm and will discuss the procedural changes in the new paviing 
algorithm. Finally, examples of surface meshes generated with the revised paver will be given. 

Paving Overview 
To start the paving process, lists of nodes that represent the discretized boundaries of a given surface are passed 
into the algorithm. These lists contain mesh nodes from a given loop of edges that bound the surface. For example 
(see Figure 51, if the given surface to be meshed is a plate with a hole, then two node lists are passed into the paver. 
The node lists were previously created in a separate curve meshing process. These node lists are used as "mesh 
seeds," from which the interior surface mesh is grown. 

The algorithm proceeds by starting with the exterior boundary loop (if there is more than one loop, it is arbitrary 
which one to begin with). A starting point to begin element insertion is found by interrogating the boundary loop. 
The starting point is determined by finding the boundary configuration easiest to form a quadrilateral element. 

1 Loop1 

I 
Figure 5 Surface with respective node loops 

From this starting point, an initial element is inserted. From this element, a row of elements is placed around the 
boundary loop. Each element of the row is placed according to the configurations of the boundary at the respective 
points of insertion. The boundary loop is modified to include the new nodes. After a row is completed, the new ' 
boundary is checked to see if it can merge with itself or with any of the other boundaries. This process is referred 
to as intersection checking. As the fronts advance, they may collide upon themselves or upon other fronts. 
Detection and resolution of these collisions is separated into three areas: seaming, splitting and connecting loops. 

At sharp (concave or convex) regions an operation called "seaming" is done to stitch the boundary together. 
Seaming resolves intersections or "near" intersections that occur in a local area of a single loop. An example of a ,  
seaming process is shown in Figure 7. 
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Figure 7 Example of paver seaming process 

Often a boundary will grow so that it begins to intersect itself, and if not resolved, cross itself over resulting in 
break-out. Edge based intersection methods and a method called “proximity” testing are used to detennine if a 
loop is about to cross itself? In the traditional paving technique, these tests are done after a row of elements has 
been inserted.’ The routine for splitting the loop into two separate loops is called when an intersection or close 
proximity is found. This splitting is achieved by merging the two edges that intersect or are in close proximity. 
Sometimes the intersecting edges can’t be joined because the resulting loops will have an odd nupber of nodes. In 
quadrilateral meshing the advancing loops must always contain an even number of nodes because it is impossible 
to fill an odd numbered boundary! The spIit operation wilI also not be performed if the result of the edge merge 
produces highly skewed elements. Only edges that will produce well formed elements and even numbered loops 
are potential candidates for merging in the split operation. Figure 6 is an example of a splitting operation. 

Figure 6 Example of splitting process 
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When a surface contains multiple boundary loops, or if multiple loops are created during the meshing process, a I 

method of connecting loops‘is employed. Connecting loops is very sirhila to splitting loops. The only difference 
is that the intersecting edges are not on the same boundary loop. The same techniques (i.e., proximity and 
intersection tests) used in detecting self-crossing loops are used to detect separate crossing loops. The resolution is 
also similar; the pair of intersecting edges (one on each loop) is merged, combining the two loops. Sometimes due 
to skew or other geometric measua, a connection is determined unfeasible and is not made (similar to the 
splitting operation). An example of a connection operation is shown in Figure 8. 

Figure 8 Example of connection process 

After all intersections or close proximities on a row have been resolved, the row of elements is locally smoothed to 
improve the shape of the elements. Operations called “tucking” and “wedging” are also perfomed on the new 
row? After these adjustments to the row, the entire process is repiated until elements have been added all around 
the loop. A loop is formed by ending a row at the start of the first row in the given loop. The process of adding 
rows and loops of elements is repeated until all of the loops are filled with elements. 

As a boundary loop is filled with elements, the number of possibilities on how to fill the interior decreases. When 
there are no more than six boundary nodes on the loop, a set of hard coded closure routines are called to “stamp” in 
the best finish. 

Following closure a separate algorithm called ”CleanUp” is used to improve the mesh quality. Cleanup checks the 
configurations of mesh elements to find certain pre-defined connectivity and shape instances and resolves them 
with hard coded impr~vements.’.~ 

While the old paver has aided in automating the meshing process for many years now, several key aspects of the 
original algorithm need modifcation’for robust paving. These include a better structure for detecting and trapping 
front overlap, and element quality checking as the algorithm proceeds. Row based overlap or intersection checking 
is adequate for simple, blocky or convex type surfaces, but for truly general shapes, intersections are either missed 

I 
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or cannot always be resolved leading to meshing failure. In addition, with gened.surfaces, element creation is 
often imperfect leading to creation of poor quality elements; which in turn leads to meshing failure as the fronts 
advance off such elements. The new design of paving uses single element or face based intersection checking in 
addition to an element removal method to improve the robustness of the paving algorithm. 

Redesign of Paving 
The fundamental modification of the paving algorithm is to handle the advancing front on an element by element 
basis as opposed to row by row (seeFigure 4). The new method inserts elements along a row, like the old 
algorithm, with the exception that it evaluates the new elements immediately after insertion rather than after row 
completion. ’In addition, if it is determined that completing the row would not work, the row is terminated and a 
new row is begun at another place on the mesh front. 

The inherent problem with row by row meshing is that as a row is blindly inserted, the potential for break-out 
dramatically increases. For instance, as the example in Figure 1 shows, one row of elements could be inserted over 
an existing boundary loop and row proximity and intersection tests would miss any possible connection to the 
interior loop. Thus when the exterior boundary is complete, the interior boundary begins advancing out to infinity. 

Modifying the algorithm to perform testing after single face insertion provides several mechanisms for significant 
robustness improvements. Some of these are: 

’ 

0 

These features make face by face paving a more reliable and stable algorithmic base. 

additional edges to test for intersections ( Depending on the face insertion method, you wilI typically have two 
edges to test, and sometimes three, while the faces on a row will usually have one edge and sometimes two) 
an algorithmic stopping point to remove a face if intersections cannot be resolved 

Face Based Intersectioflroximity Checking 
The face by face paver employs the same algorithms devised by Cass, et al. to perform three dimensional 
intersections and proximity tests.2 To change to a face based approach, a “face factory” is used in which the 
element is created and the necessary intersection and quality tests are executed. The factory allows the face 

Figure 9 Row based intersection checking (left) vs. face based 



creation to be modularized. This permits the face to be tested and the findings to be resolved before proceeding 
with additional element generation. It provides a format for face creation which is independent of how the element 
was projected. Since all elements are created through the factory, no elements are overlooked by the intersection 
testing process. 

After a face is created in the factory, the edges of the face which lie on the boundary loop are tested. The old 
paving method would catch most intersection problems but it often had problems resolving them, as a result of the 
even loop or skew constraints. The method’s advantage is that it generally has more edges to try to match up with 
the other face. This leads to a higher success ratio of resolving problems. Figure 9 demonstrates how face based 
meshing will give more connection possibilities for two colliding boundaries. In this example the row based 
approach gives you only the edges on the boundary of the interior loop as possible intersections. There are 
therefore only two edges on the whole row that intersect with the exterior boundary. If either of these edges cannot 
be used to connect the boundaries, the result will probably be break-out. The new method, shown in the picture on 
the right of the example, has two intersecting edges resulting from one face. If these edges cannot be used to 
cohnect the boundaries, perhaps the next face can be used after the first face is removed. The face based approach 
is not alI or nothing, meaning that an unresolved intersection problem on a single face would not cause as many 
problems as it would to miss an entire row. 

Figure 9 also shows a disadvantage to the new method. In the left of the figure there are two edge pairs that would 
be found as intersecting. It may be better to connect the lower edge first and afterwards seam the two boundaries. 
In the face based approach you will not have this option. The row based approach permits optimization of the 
intersection resolution, whereas on a face based approach, you h o w  nothing about the future with regards to where 
intersections will occur. Without optimization, intersection resolution could be done at a poor spot and actually 
cause more intersections. If only local face intersection checks are made, these new intersection problems will not 
be resolved and will lead to break-out. This is easily resolved using the new framework. Intersection tests can be 
made on the new loops and previous changes can be backed out, removing the intersection problems. 

While intersection resolution problems are less likely to occur in the old method, they are possible. The same tests 
to find the problems could be used in the row based approach, but resolving these would be less trivial. Often the 
initial intersecting elements need to be removed and in a row based approach this would often require removal of 
the entire row. Intersection and proximity resolution in the new paving algorithm is easier to resolve due to the 

New Element 

Firmre 10 Element removal increases the chances for successful closure 
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increased number of edges and the additional help of being able reverse element insertion. 

Element Removal 
Allowing the paving algorithm to insert one face and then resolve problems requires additional intersection 
checking. But it does provide the framework to give the algorithm a complete set oftools to check and resolve 
intersections as the algorithm is proceeding. As mentioned previously, another important tool is the ability to 
recognize potential problems and back up. This is not easily accomplished in the row based approach for several 
reasons. First, when you remove inserted mesh elements, you must avoid redoing the same operation @e. inserting 
and removing the elements infinitely). This implies that you must mark the region you remove. Comparatively, in 
a row based approach the number of possible mesh insertion points is dramatically lower than the number for the 
face based method. This implies that after a row is removed, the number of opportunities to successfully close the 
interior mesh is reduced. In the new method, removing two nodes as possible mesh seeds will not hurt completion 
opportunities. 

In fact, it was noted that when a face was removed and the dgorithm was forced to search for another pIace to 
begin meshing, the chances for selecting the best insertion point increased. For example, in Figure 10 the meshing 
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process came to a point where it would be better to remove the large element rather than to try to resolve the 
intersection problems. This gives the algorithm the opportunity to try other row starting points. . 

If no elements on the meshing loop can be inserted without causing unresolved intersectiodproximity problems, 
then the algorithm is told to stop the element removd process and it proceeds to insert the elements and leave the 
unresolved problems hoping to resolve the intersections later after more faces have been added. 

Fixing a face that totally coveis a smaller mesh front (as shown in Figure 1) is another area that element removal 
helps. In the new version of the paver, routines were included to test the new face to see if it encloses any of the 
boundary loops. This will occur when you have a fairly coarse exterior mesh and a very small interior hole in the 
surface. A combination of winding numbers and bounding box calculations is used to test for this overlap. If the 
overlap is found, the face is removed, element insertion on the current boundary is halted, and element insertion is 
begun on the interior loop that was overlapped. An example of a surface which is meshed using this technique is 
shown in Figure 11. 

Interior A n g l e s  e= 10 D e g r e e s  or Sliver Shapes 

Figure 12 Bad elements that the face factory rejects and removes 

Another use of element removal is also performed in the face factory. The new face is tested for extreme element 
quality. Often an element of poor quality will later cause other elements to be inserted improperly and lead to 
break-out. The tests check to see if the face was inserted correctly, i.e. if the face is a valid finite element. An 
example of the element shapes that the factory rejects is shown in Figure 12. If the face falls into one ofthose 
categories then the face is removed. Quality assurance in the factory helps increase the overall element quality and 
heIps reduce break-out possibilities. 

Examples 
With the described changes to the paver the robustness of the algorithm has greatly increased. Many geometries 
and parameter settings which caused the old paver problems are now able to be meshed using the new paver. This 
is very important in the quest for total automation in the mesh generation process: Two examples in this section 
are given to briefly demonstrate the abilities of the new paver. 
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Figure 13 Thin surface with exploded view 

Figure 13 is an example of a very thin surface with sharp corners. This type of geometry typically gave the old 
paver problems because of the inherent skew set by the user through the desired interval settings on the boundaries. 
The old paver could not resolve the row intersection problems and the result would be mesh break-out. The new 
paver successfully meshes this surface with valid finite elements. 
Figure 14 is an example of a surface that is meshed with the new paving algorithm. The old algorithm could not 
handle meshing this surface due to problems with catching the intersections caused from a loop splitting then later, 
colliding against itself. The surface has two different sizes on the three boundaries. 
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Figure 14 Sliced torus with through hole, varying mesh size (2 - S) 

Conclusion 
The redesign of the paving algorithm has substantially increased the robustness of the paver for difficult geometries 
and user constraints. The main alterations involve changing when the algorithm performs intersection and 
proximity checking. The new algorithm will insert a face in a factory method, where conflicts between the new 
face and the meshing fronts can be resolved before proceeding to create other elements. 

The factory approach gives the algorithm a structure so element insertion can be terminated at any face, as opposed 
to finding the geometric end of a row, as was done in the old paver. The geometric end of the row may already be 
too late to properly terminate face insertion and resolve existing mesh boundary conflicts. The new paver also 
takes advantage of being able to retreat after creating a single face to try potentially better areas to resume 
meshing. Face deletion assists the algorithm in finding the optimal starting point for meshing. It is also more 
conducive to resolving problems where large elements totally overlap small boundary loops and where bad 
elements have been created. The new algorithm is a bit slower due to extra tests and more edges to check. The 
resulting mesh sizes are in general similar to the old algorithm and for &%cult surfaces quality has dramatically 
improved as seen in Figure 3. The new paving algorithm has been implemented in the CUBIT mesh generation 
toolkit3 
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Abstract 

A fully automatic mesher has been developed which is capable of generating both 
quadrilateral and triangular elements in 2-D and on surfaces using the advancing front 
algorithm. This allows the formation of meshes which range from being all-quad or 
nearly all-quad down to all-triangular. In mixed-element meshes, the number of tri 
elements present is dictated by the maximum allowable level of quad distortion spec- 
ified by the user. Triangular elements are added during localized remeshing and only 
after attempts to add acceptable quadrilateral elements at every segment of the re- 
maining mesh area have failed. In this way, the user is assured that unacceptably 
distorted quadrilaterals are avoided and the number of triangular elements is kept to 
a minimum. Mesh enhancement techniques further eliminate triangular elements and 
improve element quality. 

1 Introduction 
The advancing front technique for mesh generation has developed over the years into a 
reliable method for generating high-quality triangular and quadrilateral meshes. [4] [5] [6] 

Meshing algorithms for 2-D and surface geometries are typically employed to generate 
all-triangular or all-quadrilateral meshes. Quadrilateral meshers have been developed that 
can indeed produce very high-quality meshes for most geometries, [l] [2] [SI and there is no 
question that many meshers are capable of generating excellent triangular meshes. [4] [3] 
However, a user is generally forced to choose between an all-quad mesh and an all-tri mesh 
when using a fully automatic mesher. All-quad meshes may, in fact, be impossible for some 
geometries unless the user is careful to enforce that the necessary condition of having an 
even number of boundary nodes on loops surrounding the meshing area is met. This may be 
an easy requirement to meet when meshing a small 2-D model, but it becomes a decidedly 
larger burden when meshing a large 3-D model with hundreds of surfaces, and the resulting 
mesh must be fully conforming. Moreover, giving the user the option of allowing triangular 
elements to any degree desireable gives an added degree of freedom to the mesh generation 
process. 
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An advancing front mesher has been developed which allows the user to specify a max- 
imum level of distortion for quadrilateral elements, so high quality is assured in all the 
quadrilaterals. Triangles are used as necessary to  continue the meshing process, when al- 
lowed. 

2 The Advancing Front 
Under the advancing front algorithm’, elements are added one by one to the meshing area 
using existing edges on the open ‘“fronts” as bases for new elements. Each element is carefully 
constructed to  have the best shape possible while leaving the front in good condition for 
creating future elements with good quality. As these elements are added, fronts may be 
subdivided, combined with other fronts, or closed when they are filled by the last element. 
When the number of fronts is equal to zero, mesh generation is complete. 

2.1 The Initial Fronts 
As with previously reported applications, the initial fronts for mesh generation are simply 
composed of straight line segments which approximate the curved boundaries of the meshing 
domain. The boundary segments are oriented in such a way that the area to be meshed always 
lies to the left side of the front. Any number of inside and outside fronts may be defined in 
this way. Open interior loops are permitted, but they will be closed by doubling over the 
segments with segments oriented in the opposite direction. 

For surfaces, the mapping function is scaled in the x and y directions according to an 
average derivative of the mapping in these directions, and then the initial fronts are composed 
in this ‘ktermediate” parametric space using division points on the trimming curves. This 
allows us to keep the meshing in two dmensions at the expense of possibly distorted meshes 
on certain surfaces which do not map well. However, the use of exotically curved surfaces 
is fortunately rare in CAE geometries, and this technique by and large produces very nice 
results. 

2.2 Mesh Spacing Function 
In order to be able to construct appropriately-sized elements throughout the meshing area, 
the advancing front algorithm requires a mesh spacing function. This function is simply a 
scalar field of the desired element edge lengths, which must cover the entire domain to be 
‘ meshed. 

I 

Previous applications of this algorithm have used a triangular background mesh for this 
purpose. In this implementation, however, a simple weighted average of the desired spacing 
on the original boundary nodes is used. This method has proven to be very efficient and 
provides a field capable of effecting meshes with smooth transitions. The spacing function 
at any given point in the two-dimensional domain is defined as 

’Essentially identical to the ”paving” algorithm. 
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open inner loop 

Figure 1: Mesher input geometry 

where hi is the node spacing value at each of the origina boundary nodes, anc 
is the distance between the position of interest and the positions of the boundary nodes. For 
two-dimensional meshes, node spacing values at boundary nodes are simply calculated as 
the average length of both edges touching each edge on the boundary. For surface meshes, 
however, these spacing values are weighted by the ratio of the boundary edges' lengths in 
real space to the total length of the boundary in real space. 

2.3 Mixed Element Meshing 
Mixed quad/tri element meshing is accomplished by first performing all-quad meshing (de- 
scribed later) and then remeshing in the vicinity of quad elements whose distortion parameter 
exceeds the defined 'maximum value. When an unacceptable quadrilateral element is located, 
it is removed from the mesh, along with its neighboring elements, and a new mesh generation 
front is created along the boundary of this area. Any other unacceptable quadrilateral ele- 
ments bordering this new front are likewise removed from the mesh, and the front is modified 
accordingly. 

Once a new front has been generated, the area is remeshed using an algorithm which 
only allows quads whose distortion parameter is less than the prescribed limit. The basic 
algorithm for quad/tri element generation can be outlined as follows: 

1. Pick an edge on a front as a base for quad element formation. The chosen edge must be 
flagged as being eligible to act as a quad base, and preference is given to edges which 
are: 
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(a) older (i.e. are the fewest number of element layers from the boundary) 
(b) located where the sharpest angles occur in the front 
(c) shortest with respect to the other edges in the front. 

In this way, mesh generation will proceed in layers around the front, starting in the 
sharp, tight corners and working out. If a quad base cannot be chosen (there are no 
edges which are quad-eligible), go to step 3. 

2. Attempt to add a quad element to the front at the chosen base edge. Upon successful 
addition of a quad element, all remaining edges in the front are flagged as being eligible 
as bases for quad and tri elements. If quad element formation fails, the base edge is 
flagged as not eligible to be a quad base again. Return to step 1. 
In order for the formation of the quad element to be considered successful, the element 
must have a distortion parameter which is less than or equal to the maximum allowable 
distortion parameter. This parameter ranges from zero to  one, and is calculated as the 
maximum of 

I I&. &+&. & 

JW-J- 
du dv du dv DPi = 

evaluated in the range (-1 5 u 5 1; -1 5 u 5 1). 

3. If no edges were-eligible as quad bases in step 1, pick a31 edge on a front as a base for a 
triangular element. This is done the same way that a quad base is chosen, except that 
the chosen edge must be flagged as eligible as a tri base. 

4. Attempt to add a tri element to the front at the chosen base edge. Assuming this is 
successful, the entire remaining front is flagged as eligible for quad and tri element 
formation. If unsuccessful, flag the base as not tri-eligible. Return to  step 1. 

Of course, as elements are added, fronts may subdivide, combine with other fronts, or be 
removed is they are filled with elements. Meshing continues until there are no longer any 

. fronts. 
The above algorithm assures that triangular elements are only added when their presence 

is absolutely necessary to continue meshing given the front geometry and the quad distortion 
restriction. Every time the geometry of a front is changed, quad creation must fail at every 
edge of that front before a tri element is used. 

2.4 AlEQuad ahd All-Tri Meshing 
The algorithm used for all-quad meshing is primarily the same as that outlined above, with 
a maximum quad distortion parameter equal to LO, where theoretically any level of quad 
distortion is allowed. Of course, the possibility of an all-quad mesh can only be guaranteed 
if all closed loops in the initial fronts contain an even number of divisions. This becomes an 
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even more important restriction during the element generation process, as fronts may not 
be subdivided in such a way that the new fronts will contain an odd number of edges. 

All-tri meshing is also done primarily the same way as with the mixed-element meshing, 
but of course no attempts are made to create quad elements. Also, when calculating the 
ideal positions for new nodes by splitting the available angle at a particular location on the 
front, the preferred “leftover” angle, e, if appropriate, is 60 degrees, rather than 90 degrees, 
in order to better accommodate future triangular elements. 

2.5 Quad Element Creation 
Once a quad base edge is chosen, a quad element is formed by carefully choosing the two 
additional nodes required using intermediate triangles as building blocks. Note, however, 
that these triangles are formed to generate the best-shaped quad element possible, and so 
this method shouldn’t be confused with a mesh conversion approach. The basic algorithm 
may be outlined as follows: 

C 

Figure 2: Splitting the available angle and placing node C 

1. Pick a side of the base edge as the “preferred” side, from which the intermediate edge 
will project. This is chosen as the side with the smallest angle on the front. 

2. Calculate an ideal position for node C. The angle Q that vector AC makes with the 
base is established by appropriately splitting the available angle in the front so that o 
will be as close as possible to 90 degrees while the “leftover” angle e, if any, will be as 
close as possible to (or greater than) what we would like to leave on the front afterwards 
(i.e. 90 degrees for subsequent quad elements). The length of AC is established by the 
element spacing function. 

3. Choose node C from a list of near nodes or the ideal position. This is basically done 
as described in [6]. Of course, the. possible new edges AC and CB must not intersect 
any existing edges in any front. But they must also not come close to intersecting any 
other front edges within some sort of large tolerance. Basically, the rule that has been 
used here is that new edges must not intersect existing edges within a tolerance of 15% 
of the base edge’s length, but not to exceed the length of the shortest front edge in the 
immediate vicinity. 
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4. Without actually modifying the front at this point, set up edges AC and CB. Neigh- 
boring edge information must be gathered for the cases where the front will be divided 
or combined with another front. 

5. Calculate an ideal position for node D which will be connected to nodes B and C. This 
is done by taking the midpoint of two positions calculated by extending vectors from 
these two nodes. Each of these are done in much the same way that the ideal position 
for node C was calculated, but different rules must be applied for splitting the available 
angle, because preference must be given to creating vectors which are parallel to the 
element’s opposite edges. 

Figure 3: Calculating ideal position for node D 

6. Choose node D from a list of near nodes or the ideal position, as in step 3. 

7. Set up edges CD and DB as in step 4. 

8. Calculate a score for the potential quad element. The score of a quad element is 
calculated as: 

where ai, Zi, and hi refer to the angles, edge lengths, and ideal edge lengths in the 
element. So, a perfectly shaped element would have a score of zero. 

9. If the above calculated score is not ideal and there is another possible element con- 
figuration (edge AB is a new edge), try choosing a different node D, this time using 
edge AC as the “intermediate” edge. Set up the edges and calculate the score of this 
alternate element. Then choose the best of these two elements. 

10. Complete the quad element and update the front, dividing it or combining it with 
other fronts if necessary. 

11. As a last resort, if the above steps failed to yield a valid element, return to step 1 and 
choose the other side of the base as the “preferred” side. That is, swap nodes A and 
B. 
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A 

Figure 4: Forming quad element with alternate orientations 

2.6 Tri Element Creation 

Compared to generating a quad element, constructing a tri element is fairly simple. The ideal 
location of node C is placed at the midpoint of the ideal positions calculated by constructing 
vectors from nodes A and B, simiiar to  what was done previously. In this case, of course, 
the ideal angle for these vectors to make with the edge AB is 60 degrees. 

Although scores for triangular elements are not taken into consideration at this stage, it 
should be noted that the score for a tri element is defined as: 

This score will be necessary during mesh enhancement. As before, a perfectly shaped 
element would have a score of zero. 

3 Mesh Enhancement 
The idea of mesh enhancement is nothing new. Despite the best efforts at obtaining a 
high-quality mesh during the mesh generation phase, mesh enhancement techniques can 
undoubtedly greatly improve it. The mesh enhancement tools used in this work are similar 
to those outlined in [6], but with some modifications and additions. 

An important aspect of all of the mesh enhancement methods used here is that element 
score is always taken into account. In general, local mesh modifications are only made if 
doing so will improve the average score of the affected elements, and no one element is 
made markedly worse by the operation. More than anything, this restriction helps.maintain 
the desired element size transitions, as element scores are tied to the ideal element size as 
dictated by the mesh spacing function. In addition, quadrilateral elements must still always 
have a distortion parameter which is less than or equal to the maximum quad distortion 
.parameter. 

Some of the mesh enhancement techniques used which must make special considerations 
for mixed-element meshes are briefly mentioned here. 
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3.1 Smoothing 
Smoothing is certainly a very simple, useful tool for improving the mesh quality. Basically, 
every interior node in the mesh is iteratively moved to the center of the polygon formed 
by nodes of the elements surrounding it. In this work, it was found that the best results 
could be achieved by only considering the nodes directly attached by edges to the node being 
moved. Therefore, it makes no difference what the element types are surrounding the node. 

Often, it is found after checking the new scores of the surrounding elements after moving 
the node that such a move is undesirable. In this case, the node is moved back toward its 
original position until the score criteria is met. 

3.2 Node - Edge Redistribution 
A common occurrence in a mesh is the presence of nodes where many edges come together, 
giving a “star” appearance. Often the quality of the surrounding elements could be improved 
if the number of edges converging on that node could be reduced. A method to detect this 
situation in quad meshes and reduce it by modifying pairs of elements was outlined in [SI. 
Basically the same method has been employed here, except that in counting the number of 
elements surrounding a node, triangular elements are multiplied by a factor of 2/3. Also, 
as shown in the diagram below, there are more different possible situations when modifying 
element pairs in a mixed-element mesh. 

Figure 5: Various element combinations for node-edge redistribution 

3.3 Triangle - to - Quad Transformations 
Many times other mesh enhancement tools will change the mesh enough so that some trian- 
gles are no longer needed. A simple solution is to search‘ for specific combinations of element 
types and modify them as shown in the diagram below. 



Figure 6: Converting triangles to quadrilaterals 

4 Examples 
4.1 Ruled Surface 
The first example shows an all-quad mesh (Fig. 7), an all-tri mesh (Fig. 8), and a mixed 
quad/tri mesh (Fig. 9) on a ruled surface. The maximum allowed quad distortion for the 
mixed mesh was 0.65. 

I 

Figure 7: Ruled surface with all-quad mesh (314 elements) 

4.2 Complex part 
' This example shows a large model containing 214 surfaces. It has been meshed with 9995 
quad elements and 83 triangular elements (Fig. 10). The maximum allowable quad distortion 
was 0.9. Meshing time was approximately 50 seconds on a 200 MHz Pentium Pro. 
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Figure 8: Ruled surface with all-tri mesh (768 elements) 

Figure 9: Ruled surface with quad/tri mesh (303 quad / 18 tri) 

Conclusion 
A general-use fully automatic quad/tri mesh generator has been developed using the advanc- 
ing front algorithm. As an all:quad mesh generator its performance is excellent. It also has 
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Figure 10: Quad/Tri mesh on model with many surfaces 

the important feature whereby triangular elements may be included to limit the amount of 
distortion permitted in the quadrilateral elements. The advancing front algorithm is well- 
suited for this application, because quadrilateral elements can be attempted first everywhere 
within the mesh, and triangular elements, if needed, are likely to be only placed in the inte- 
rior of the mesh, away from the boundaries. Work is ongoing to further reduce the number 
of triangular elements present in the final mesh, but the implementation is currently very 
robust and gives good results. 
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Abstract. This paper presents the main features of an advancing front method designed to mesh arbitrary 
30 geometries with tetrahedral elements. A control space is used to govern the element sizes, which proves 
to be useful in an adaption scheme. Several improvements to the scheme of the standard advancing front 
method are detailed. Numerical examples are provided to illustrate the proposed approach and possible 
extensions are indicated. 

Keywords. Unstructured mesh, advancing front method, mesh adaption. 

Introduction 

Problem statement. In the context of finite element methods, the accuracy of the numerical results depends 
on the quality of surface and volume meshes. For a given computational domain, the numerical solution is more 
accurate as the mesh quality is controlled. Different meshing techniques can be used to achieve finite element meshes. 
Irrespective of the choice of the method, difficulties are encountered to achieve a fully automatic mesh generation. 
With an advancing front method, the problem is how to design a convergent process algorithm and moreover to 
generate well-shaped elements. In addition, the method should be able to respect a specified size map controlling the 
elements’ sizes as desired in an adaptive computational scheme. 

Related work. The advancing front method has been studied for more than a decade ([14], [9]) as an alternative 
method to other techniques such as Delaunay-based ([ll]) or octree-based techniques ([IS]). While these two last 
methods have a globd approach to mesh a domain, the advancing front method consists of fiuing the empty space 
defined by the initial front (the boundary faces in three dimensions) by creating elements one at time and updating 
the front with created faces. ’Variants of the method were proposed for instance by [12] with a coupled advandng front - Delaunay method and by [15] using a coupled octree - advancing front scheme. Recently, the classical approach was 
studied for instance by [8], [7], [SI and [13] in two and three dimensions. Different strategies to improve robustness 
have been suggested by [SI and [13]. Several extensions and improvements of the advancing front method have been 
given by [IO] for surface and volume meshes. 

This work is placed in a classical scheme of an advancing front method. A triangular surface mesh being given, we 
are interested in filling with tetrahedra the volume defined by this surface. Precisions and other improvements are 
indicated for different steps of this method. We present a way to measure the quality of its elements in terms of edge 
lengths when the mesh generation is governed by a size map. Otherwise, the way to obtain an efficient connections 
algorithm to create well-shaped elements and the difficulties to ensure a convergent process will be discussed. Speeds 
about 70,000 tetrahedra/min. have been obtained. 

Outline. The paper is divided into five sections. The first section gives preliminaries about the general scheme of 
the advancing front method and the mesh quality. The second section deals with the size control space which gives a 
map size used to govern the elements’ creation process. The third section concerns the mesh generation and provides 
ways to improve the classical algorithm. In the fourth section, the scheme of the adaptive advancing front method is 
summarized. The fifth section presents several engineering and academic application examples. A conclusion section 
closes the paper and future works are briefly mentioned. 
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1 Preliminaries 

Firstly, a general scheme is given of the advancing front methods, then attention is paid to mesh quality. 

1.1 

The process of any advancing front method can be summarized as follows: 

Scheme of advancing front methods , 

0 Initialize the front (the set of the boundary faces). 
0 .While the front is not empty, loop over all front faces: 

-- choose a face of the front; 
- cr&te an element on this face; 
- update the front. 

The determination of the departure face, the creation of elements as well as the management of the front can be 
done in several ways, a particular advancing front method being associated with each choice. However, the difficulties 
when considering such an algorithm are well identified. They consist of 

0 determining an efficient connection method to obtain valid and well-shaped elements, 
defining a suitable position for a point when such a point is created, 

e providing a convergent process, especially in three dimensions. 

All these points will be detailed in the section dealing with the mesh generation. 

1.2 Mesh quality 

As shown in [3], the accuracy of a finite element computation is strongly dependent of the shape quality of the 
elements of the underlying mesh- The quality of a given element K is a real value measuring its shape and can be 
given by 

Q K = C Y ~  PK 

where a is a normalization coefficient SO that QK = 1 in the caSe of an equilateral element, hK is its diameter (the 
longest edge length) and PK its inradius. This quality ranges from 0 (flat element) to 1 (regular element). 

A mesh quality QT, related to the shape quality of the mesh elements, can be defined as the quality of the worst 
element in the mesh 

Q T = & Q K .  
KET 

By searching the optimal tetrahedron Topt which can be constructed on any triangle t, we have found this empirical 
relationship which gives a very good approximation of its quality: . .  

We noticed that other linear relationships exist with other quality criteria. Anyway, the quality QT of a volume mesh 
depends on the surface mesh quality. 
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2 Size control space 

One of the biggest difficulties when using an advandng front method is how to deal with chocks (collisions between 
parts of the front with widely different sizes of elements). Let us introduce a control space (cf. [SI) to govern the 
construction of the mesh. I t  is a way to easily associate a stepsize all over the domain. It consists of a covering-up of 
the domain with which a function defining the desirable size in each point is associated (the sjze h of a point is the 
required size for all edges sharing this point). Thus, the control space allows the creation of elements whose sizes are 
adapted to the requirements. 

2.1 Construction 

Two situations can be found to defhe a control space. Either the mesh is the first to generate, or a previous mesh of 
the domain already exists. 

In the first case, one can define a control space by using for instance, either a Delaunay-VoronoY partition of the 
domain which is a triangulation of the convex hull of the boundary points, or an octree partition of the domain based 
on the boundary points. 

In the second case, one can use the information given by a previous mesh and a solution to construct the control 
space. New sizes h calculated from the solution of the previous step are attributed to each point of the previous mesh 
which becomes the background mesh. 

2.2 Size h of a point 

Finding the h of any point in the domain is completed in two steps consisting in: 

1. Finding the element of the background mesh containing the point under consideration. 
2. Evaluating the h of this point. 

To complete the first step, it is useful to h o w  the adjacent elements of any element of the background mesh (this 
means the elements which share a common face with it) so that one can find a continuous way from any element of 
the background mesh to the element contahhg the point. But & this background mesh is not necessarily convex, 
the problem is how to find one of its elements 'hot too far" from the point (one needs an appropriate data structure). 

When this first step is successful, it is easy to evaluate the h of the point, for instance, by hterpolation from the h 
defined at the vertices of the element found. 

2.3 Normalized edge length 

Let 7 be a volume mesh and let Mh be a discrete map defining a desired size hp at any mesh vertex P. By 
interpolating Mh over 7, we obtain a continuous map M i  on 7. Let PQ be an edge, hp and hQ be the sizes at 
the vertices P and Q, and h(t) be a monotonous function giving the size variation along PQ, so that h(0) = hp and 
h(1) = hQ. 

The normalized edge length Z P Q  of the edge PQ, with respect to h(t) ,  is defined as (cf. [I]) 

dPQ being the usual Euclidean length of PQ. 

For instance, if the interpolation function h(t)  is arithmetically defined, it can be expressed as h(t)  = hp+t ( h ~  - hp) 
and the normalized edge length of PQ can be written as 
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3 Mesh generation 

The mesh generation stage starts after the control space has been completed. After the choice of the base face to 
create an element, one has to decide if a new point is needed or if an element can be created directly by connecting 
the base face to an existing point. Then, we have to verify the validity and the quality of the sc-formed element. 

3.1 Choice of t h e  base face 

A robust advancing front method would be able to generate a mesh whatever choice is made at this stage. Nevertheless, 
to determinate a reasonable choice, the two following remarks have to be taken into consideration: 

It is better to minimize the front size in terms of number'of points or faces so that the searching operations 

0 It is preferable to smooth the front so that,the number of acute dihedral angles is reduced. Thus, with a "local 
and the validity or quality checks are reduced. 

pat" front, most of developments of complex geometric configurations are avoided. 

3.2 

This step is one of the most important steps in the method. From the face chosen to form a tetrahedron, the position 
of an optimal point is computed (if a new point is needed), with two requirements: 

Construction of an opt imd point 

0 the so-formed tetrahedron has a suitable quality; 
0 the lengths of the so-formed edges respect the map size. 

In fact, a degradation of the element quality is tolerated to follow the map size. The optimal normalized edge length 
with respect to Mh is equal to unity. 

In practice, as shown in Fig. 1, the position of an optimal point P for a face ABC is computed by iterations (cf. [4]): 

1. Set a first point P so that the tetrahedron ABCP is "near the equilaterality". 
2. Repeat 

(a) Evaluate hp from the size map given by the control space. 
(b) Compute the normalized edges lengths ZAP',  Zap, ZCP. 

(d) Calculate G' the center of gravity of triangle A'B'C'. 

(e) Compute a new position by relaxation: P t P + u s .  

(C) Set the points A', B', c' SO that IAAt X 1, IBBl X 1, Ice/ X 1. 

3. Until the lengths are near the unity or the number of iterations is greater than max. 

3.3 Candidate points 

To choose and to sort the candidate points to form an element with a base face, it is important to know how this 
element can be connected to the front. There are both theoretical and experimental indications to perform the mesh 
generation. 

/ .  

' 

Let nbf, nij and nt be the numbers of boundary faces, internal faces and tetrahedra of a final mesh. Then: 

On average, less than two faces are created by conktructing a tetrahedron. As it is constructed from an existing 
face, it means that more than half the mesh elements can be generated by connecting a base face to an adjacent face 
(which shares a common edge), i.e. to an adjacent point (vertex of an adjacent face not common with the base face). 
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Figure 1: Construction of an optimal point. 

Now, we show in Table 1 the frequency of the possible connections between a constructing tetrahedron and the 
current front (except the chosen base face) during the mesh generation process. The values are averages calculated 
from several examples (with a big volume). The connection type is chosen in regard to the best resuiting quality. 
Numbers of created points, edges and faces are respectively cp, ce et cf. 

Table 1: Connection of a tetrahedron with the front. 

Remarks: 

0 The frequency of a connection with an adjacent point is greater than 80% (cases 6, 7, 8 and 9: 83.3%). 
0 The connections with other neighboring points are marginal (cases 2, 3,4 and 5: 3.27%). 

To summarize, the candidate points to form a tetrahedron are examinated in the following order: 

1. the suitable adjacent points; 

2. the optimal point previously defined; 

3. the suitable neighboring points. 
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3.4 Validity tests 

These checks should ensure the mesh conformity at each mesh element creation. We recall here the validity criterion 
and some remarks on the implementation of this verification. 

A tetrahedron is valid if it satisfies the three following conditions: 

1. the tetrahedron volume is strictly positive; 
2. the tetrahedron does not intersect the front; 
3. the tetrahedron contains no point. 

Remarks: 

Condition 2 is verified as soon as 
- the created edges do not intersect any face of the fiont; 
- the createdfaces do not intersect any edge of the front. 

e Condition 3 is necessary to detect the two following cases: 
- the so formed element contains a whole element (with a common face); 
- the so formed element contains an internal point (not connected with any edge or face). 

A spatial data structure called neighborhood space, which is not described in this paper (see [6]), is required to 
improve the efficiency of the algorithm, so that all those checks only concern the front neighboring points and 
faces of the element (e.g. see [SI). Moreover, it is possible to implement quick intersection tests by using the 

I bozes of the items (with their min and max coordinates). 

3.5 Quality tests 

These checks should ensure the mesh quality at each mesh element creation. Here we give the quality criteria which 
concern both the created element quality and the front quality resulting from that element creation. 

Two criteria are used to evaluate the quality of an element: 

e a shape quality criterion previously defined as: 

Q I = f i ; ,  (7 )  

a size quality &itexion to measure the normalized lengths Ii of the created edges in comparison with the unit 
length: -. 

(8) 

Several criteria can be used to evaluate the front quality in the neighborhood of a created element. They deal with 
front points, edges and faces. so that items are not too near each other. The element of reference is the regular 
tetrahedron whose edge lengths are equal to the unity. Thus, all the calculated values are compared to a reference 
value. 

For instance, as the distance betieen two opposite edges in the element of reference is equal to -, the normalized 
length between a created edge and a front edge should be greater than that value. If ee; are the computed normalized 
distances between two edges, the edge-edge criterion is: 

4 
2 

Finally, a global quality value Q is given to the element as the minimum value of all those criteria. That global 
quality ranges from 0 (worst quality) to 1 (best quality) and can be compared to the optimal quality Qopt given by 
the relation 3. This quality Q is suitable for instance if .. 

Q 2 P Qopt, 0 < P I 1 (e.g. P = 0.5). (10) 
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3.6 Candidate point choice - Convergence 

The aim is now to find a point among the potential candidates, such that the newly created element is valid and well 
shaped. Three cases can be distinguished: 

1. A point already exists and can be used to create an acceptable element. 
2. At least one point permits to create acceptable elements, although these elements are badly shaped. The quality 

3. No point allows to create a valid element. This situation is usually due to one of the following reasons: 
threshold can be decreased to accept the best element among the set of possible. 

(a) The region explored to fhd candidate points was too limited. A further searching could give new candidate 
points. 

(b) The configuration of the front in the neighborhood of the base face does not enable the creation of an 
element without deleting elements or setting a point on a good position (and the region where that point 
can be set is often very small). 

The last situation is one of the most important problem encountered in an advancing front method and is currently 
not theoretically solved. 

Remark: It is always possible to C0nstNG-t a valid tetrahedron from a base face, even if the fourth vertex is very 
close to this base. But that does not ensure the convergence of the process: it can create a suite of elements whose 
volumes are very small. 

Two solutions can be envisaged to overcome these difficulties: 

0 if the front faces which prevent the element creation are internal faces, it  is possible to delete the elements 

0 if one of these front faces is a boundary face (or a constrained face), then it is necessary to add new points (the 
connected to these faces; 

so-called Steiner's points) by taking into account the problematic faces. 

About the last case, there are two questions: 

0 How many additional points are required to mesh the region? 
0 Where do these points have to be placed? 

The first problem is still open at  present. 

The second problem can be treated in most cases with an efficient algorithm for which the constrained faces are 
integrated to set the point. The difficulty is not how to compute an optimal point from a set of constrained faces 
(when a solution exists), but to find this set. Anyway, the following faces have to be taken into account: 

0 the base face to construct an element with a strictly positive volume, 
0 the adjacent faces forming with the base face a dihedral angle lower than TT, 
0 the faces intersected by the virtual elements already tested. 
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4 Scheme of the adaptive method 

The process can be summarized as follows: 

0 Verify and analyze the data. 
0 Repeat 

1. Create a control space with a background mesh and a size map Mh. 
2. Create a neighborhood space. 
3. Initialize the data structures. 
4. While the front is not empty, create an element: 

(a) Choose a base face. 
(b) Examine successively the adjacent points, the optimal point and the neighboring points. If a suitable 

element has been created, go to (e). 
(c) Delete as possible the problematic elements. Chedr the previous candidate points. If a suitable element 

has been created, go to (e). 
(d) Compute a Steiner’s point to create a valid element. 
(e) Update the front and the mesh. 

5. Analyze the mesh quality. 
6. Optimize the mesh if necessary (e.g. see [2]). 
7. Compute a solution. 
8. Define a new size map Mh according to the solution. 
9. Analyze the normalized edges lengths with M h -  

o Until the normalized edges lengths respect Mh. 

8 .  .~ 5 Application examples 

The two first examples are meshes governed by a size map which is deduced from the sizes on the surface mesh. The 
two last examples are illustrations of the previous adaption scheme by using a new size map (more and more prease) 
for each iteration. All these meshes are completed on a DEC Alpha 2100/500. 

5.1 Meshes governed by a size map 

0 ?Falcon’ airplane (courtesy of Dassault-Aviation) 

Figure 2 shows the surface mesh of an airplane. The surface mesh has 1,879 vertices and 3,762 triangles. The 
minimum triangle shape quality value is 0.0156, 125 triangles have a quality between 0.1 and 0.01, and only 47% 
of the faces have a quality better than 0.5. The normalized edge lengths range from 0.10 to 7.31. This airplane is 
placed into a sphere whose surface mesh has a good quality. The volume mesh around the airplane (d. Fig. 3) has 
73,388 points and 417,845 tetrahedra. This mesh is completed in about 770 s: The minimum element shape quality 
value is 0.00031, only 35 elements have a quality lower than 0.01 and 87% have a quality greater than 0.5 before any 
optimization. The normalized lengths for the internal edges range from 0.14 to 5.68 and the average value is 1.08. 
After optimization, the volume mesh has 72,861 points and 421,444 tetrahedra. The quality of the worst element is 
greater than 0.01, 85 elements have a quality between 0.1 and 0.01 (because of the surface mesh), and 92% of the 
elements have a quality greater than 0.5. 

e Geological ezample (courtesy of C. G.E.S.) 

Figure 4 shows the mesh of a geological surface. The surface mesh contains 8,505 vertices and 17,010 triangles. The 
minimum element shape quality value is 0.28. The normalized edge lengths range from 0.60 to 6.0 and the average 
length is 1.1. The volume mesh is formed by 34,598 points and 177,423 tetrahedra and is achieved in about 210 s. 
The worst element has a quality of 0.0009, only 26 element qualities are lower than 0.01 and 87% of the elements have 
a quality greater than 0.5 (before optimization). The normalized lengths for the internal edges range from 0.24 to 
3.68 and the average value is 1.06. After optimization, the volume mesh has 34,633 points and 177,813 tetrahedra. 
The quality of the worst element is 0.16 and 93% of the elements have a quality greater than 0.5. 

356 



Figure 2: 'Falcon' airplane. Figure 3 Section of the mesh. 

Figure 4: Geological example. 
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5.2 Adapted meshes 

Iteration 
0 
1 

As we do not yet have an automatic adaption on surface meshes, these two examples of adaption are quite simple. 
Nevertheless, they show what can be done by using the previous scheme. 

e Adaption on a virtual sphere 

Figure 5 shows sections of an academic example of adaption. The initial data is a discretized sphere which contains 
122 points and 240 triangles whose qualities are close to 1. From an initial mesh, we want to obtain an adapted mesh 
which respects a size map at the best. The size map is given by the function 

nt np Zmin 1maz 1avg 
60,278 11,153 0.11 1.62 0.59 
18,761 4,167 0.40 1.93 1.01 

where hpvg is the average h on the sphere, R is the radius of the sphere and p(P) is the distance from the sphere 
center to the point P. The minimum value for h(P) is reached when P is close to a virtual sphere, whose radius 

is -, and concentric with the first one. For the current mesh, the size h at each p b i t  is interpolated by using the 
previous mesh. After a mesh has been completed, a new size is given a t  each point with the previous function. The 
iterations stop-as soon as the normalized edges lengths are close to 1. 

Table 2 gives the number of tetrahedra and points (nt, np)  and the minimum, maximum and average normalized edge 
length (Zmin, Zmu, Z o v g )  of the successive meshes. After optimization, the final mesh has 16,701 points and 97,142 
tetrahedra, with normalized edges lengths close to 1 (Iavg sz 1.09). The quality of the worst element is 0.27 and 96% 
of the dements have a quality greater than 0.5. 

R 
2 

Table 2: Results of the adaption. 

e Adaption with dilution 

We show now an example of adaption with dilution which converges in two iterations. With the previous notations, 
the size map is given by the function 

h(P) = (1 + 4 -:('I) haUg 

The initial data is a discretized-sphere which contains 1,922 points and 3,840 triangles whose qualities are close to 1. 
Figure 6 shows the two steps of adaption. 

Table 3 gives the results of this adaption which is stopped after the second iteration because the normalized edges 
lengths are close to 1 (in particular, 2avg = 1.01). After optimization, the final mesh has 4,167 points and 18,751 
tetrahedra. The worst quality is 0.35 and 95% of the elements have a quality greater than 0.5. 

Table 3: Results of the adaption. 
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Figure 5: Adaption on a virtual sphere (sections). 

Conclusions and future work 

After a concise recall of the well known general principles of the advancing front methods, we have introduced several 
techniques to govern and improve the mesh generation. Most of the difficulties are overcome for the three dimensional 
part related to an adaptive method. Several realistic and academic examples have been analyzed. 

Among the possible extensions of this work, we can mention: 

I 

0 more improvements of the method in terms of convergence, quality, speed-up and memory reqkements; 
0 a correction of the size map Mh to ensure the capture of thin chocks for computational fluid dynamics models; 
an automatic adaption of d a c e  meshes. 
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Figure 6: Adaption with dilution (sections). 
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Surface mesh evaluation 
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Abstract. Geometric uiteria, based on geometric feature analysis, are presented in this paper to deal 
with the evaluation of finite element surface meshes. Theoretical aspects as w d  as nunim-cal examples 
are provided in the context of finite dement methods. The proposed measures can be used to govern 
surface mesh modification algorithms and are useful to validate the surface meshes within a general mesh 
adaption scheme for whi& the size map is provided via an a posteriori error estimate. 

Keywords. Surface triangulation, Mesh quality, Piecewise planar surface approximation. 

Introduction 

In the context of numerical simulations based on the finite element methods, the accuracy of the numerical solutions 
and the convergence of the computation scheme are strongly related to the quality of the underlying surface meshes. 
It is thus desirable that the surface triangulation approximates the geometry of the surface as accurately as possible 
(Le. the maximum distance between the original and the approximating surface should not exceed a given tolerance) 
and satisfies the desired element shape and element size. In other words, in a finite element surfoce mesh, the shape of 
the finite elements should be optimal with respect to the convergence of the computation scheme (assuming that the 
finite element solution converges towards the exact solution) and the size must be suitable for the desired accuracy 
of the numerical results given via an appropriate error estimate. 

In this paper, we introduce several geometric criteria for evaluating finite element surface meshes. The approach 
does not require any underlying parametric or implicit surface representation (Le. a geometric model) for the given 
triangulation. The main contribution of this paper is that geometric properties of the surface are evaluated based 
on the sole discrete representation (i.e. the mesh), provided that the surface is globally smooth. The method can 
take advantage of a user-specified size map, for instance provided by an a posteriori error estimate. Let consider a 
given size map, the problem we face is to decide whether or not a surface triangulation is an accurate 
geometric approximation with respect to this size map. 

Related work. The proposed approach has a limited effect on the methods for which the validation of the geometric 
approximation is an integral part of the whole surface triangulation process (cf. for instance, Sheng and Hirsch [15], 
Piegl and Richard [13] or Elber [3]). However, in the context of surface mesh generation governed by a size map, 
advancing-front methods [12, 10, 111, octree-based methods [16] and Delaunay methods [l] have been investigated, 
for which the geometric criteria described in this paper allow' to validate the resulting surface meshes. The mesh 
generation is usually governed by metric specifications deduced from the intrinsic properties of the surface and most 
likely, the geometric approximation and the specXed size map are not consistent with each other. The methods try 
indeed to fulfil at best both specifications. In addition, various surface mesh simplification algorithms have been 
investigated based on the requirement that the simplified mesh is still a good (accurate) geometric approximation of 
the original mesh [6, 8, 9, 17, 19, 141. Obviously, the routines used to create geometrically accurate simplifications 
can take advantage of the proposed criteria to govern the simplification process. 

. 

Outline. The paper is divided into four sections. The first section gives a set of preliminary definitions required for 
evaluating surfaces defmed by piecewise planar approxjmations, such as the mesh validity and the triangle quality. 
The second section concerns the surface mesh analysis, and provides a classification of surface meshes. In the third 
section, several geometric criteria are introduced which help to classify the surface meshes. The fourth section presents 
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several engineering application examples. A conclusion section closes the paper and future work are briefly mentioned. 
The numerical approximation of the minimal radius of curvature is detailled in appendix. 

1 Preliminary definitions 

A surface triangulation 7 = {Ki}El with vertices V = {Pi}!:! of the boundary of a domain R of 2 (where 
1.1 designates the number of elements of the set . considered) represents a graph, called the adjacency graph, whose 
nodes are the triangles and the edges indicate the neighbourhood relationships between each pair of adjacent triangles. 

From the algo.rithmic point of view, the adjacency graph is implemented by a list of entities, so that entity i represents 

0 the ith triangle Ki = (ai,pi, ~ i ) ,  where Pa;, Pai a d  Pri are the tbree,vertices a d  
0 the three adjacent triangles, opposed to the vertices of Ki, in the same order. 

1.1 Mesh validity 

Let 52 be a domain of R?'. A surface triangulation 7 of the boundary of 52 is a valid mesh of R provided that: 

e [&I 
0 [Cl] 7 is oriented, 

0 [Cz] 

7 is a conforming triangulation of Q, according to the finite element method [5]; 

7 is a geometrically conforming triangulation with respect to the tangent planes. 

Condition [&I ensures that the intersection of two triangles in 7 is either the empty set or a vertex or an edge. 

Condition [Cl] aims at ordering the vertices of a triangle so as to guarantee the consistency of the face normal 
computations and can be established by looking at  the consistency of every pair of adjacent triangles: 

let ICi = (aj,Pj, 7i) and Kj = (ajtpj, 7j) be two adjacent triangles, such that Kj opposite to Poi and ICi opposite to  
Pej.  The orientations of K; and Kj are consistent if Pyi = Psj or Psi = Pyj (cf. Figure 1). 

Condition [CZ] establishes locally at each vertex the conformity (according to the finite element method) of the 
orthogonal projection of the elements sharing this vertex onto its tangent plane. For a geometrically non-conforming 
vertex, the trace of the boundary edges of this orthogonal projection constitutes a non-simple polygonal segment. 
This condition locally characterizes a possible lack of information at  such a vertex (cf. Figure 2). 

1.2 Triangle quality 

It is well known that the accuracy of a finite element computation is strongly dependent of the shape quality of the 
elements of the underlying mesh [2]. The quaZity or aspect ratio of a given triangle K is a value measuring the shape 
of this element and is given by 

S K  --a- -a- - Ph' 

hK PK.h,K QK - 
6 with o = - a normalization coefficient so that QK = 1 in case of an equilateral triangle, hli  is the longest edge 

length (its diameter), PK is its inradius, SK is the area of K ,  p~ is the half-perimeter of K. This quality, which 
m k e s  the aspect ratio of a given triangle, ranges from 0 (flat element) to 1 (equilateral triangle). Figure 3 
illustrates well-shaped (left) and degenerated elements (right). 

A mesh quality Qr, related to the shape quality of the mesh elements, can be defined as the quality of the worst 
element in the mesh . .  

6 

Q T = & Q K  
KET 
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Figure 1: Consistent orientations of adjacent tri- 
angles. 

Figure 2: Non-conforming vertex P .  

and the mean quality GT of the mesh elements defined as (171 being the number of mesh triangles) 

W 
Figure 3: Well-shaped (left) and degenerated triangles (right) 

1.3 Normal and tangent plane to the surface at a vertex 

In classical differential geometry, 
plays an essential part (allowing 
(for instance returned by a CAD 
the normals of the faces sharing 

the unit normal vector associated with each vertex P of a surface triangulation 7 
to defhe the tangent plane at this vertex). If this vector is not explicitly defined 
system or a geometric modelling system), it can be approzimated by the average of 

the vertex P, the weight being related to the associated triangle areas. 

Using the normal to the surface vp at P, we can define the tangentpzane T ( P )  to the d a c e  at this point. Actually, 
P belongs to the plane and vp is a unit vector orthogonal to this plane. Notice that T(P) may not exist in the case 
of a singular point P (a so-called comer). However, since y~ is numerically well defmed at any point P (withovt any 
additional information), therefore the tangent plane T(P) can be defined for the singular points. 

Remark. In the case of parametric surfaces, it is well-known that the coefficients of the tangent plane equation are 
directly proportional to the main cosine of the normal to the surface. Precisely, the tangent plane T ( P )  is directed 
by the two tangent vectors T ~ ( P )  and rV(P),  where u and u are the parameters. The unit vector of the normal to 
the surface at vertex P can be written as 
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2 Surface mesh characterization 

In this paper, a polyhedral approximation of a surface, defined by a simplicial triangulation, is analyzed, assuming 
that the initial surface is geometrically smooth (G' surface). Two types of surface meshes are considered, geometry- 
constrained and size field-constrained (Bc and Fc-meshes, respectively). 

0 &-meshes represent an accurate geometric approximation of the surface (i.e. the distance between a mesh 
triangle and the surface is bounded), without any constraint on the element shape quality. This type of meshes 
are mainly used in CAD modelling or graphical applications. 

0 Fc-meshes respect a given size field as well as element shape quality requirements. The size field is a continuous 
size distribution function in @ (Le. this size represents at any mesh vertex location the ideal length of the 
mesh edges sharing this vertex). The shape quality is related to finite element requirements. The sole geometric 
requirement is that the mesh vertices lie on the surface (the mesh can be a poor geometric approximation of 
the original surface). 

In the following section, we introduce several criteria to characterize 3c- as well as G-meshes. More precisely, we 
will show that a sole criterion based on edge lengths is sufficient to analyze a geometrical finite element surface mesh. 

3 Geometric criteria 

We define several criteria to qualify a surface mesh, ea& of them retiuning two real d u e s  in the interval [0,1], the 
quality of the mesh being better as the value is closer to 1. 

A &mesh can be characterized by two criteria, which indicate locally the geometric continuity in the vicinity of a 
mesh vertex and along a mesh edge, respectively. Conversely, a sole criterion based on mesh edge lengths is sufficient 
to characterize a Fc-mesh. This criterion can be used also to identify a BFc-mesh (Le.  a geometric mesh which 
respects a given size map). 

3.1 &-mesh characterization 

If the surface is supposed to be G' continuous, a sizeable change of the normal directions between two adjacent 
vertices indicates that the discretization does not represent well the local variations of the surface. Ridges (crest 
lines) and singular vertices (corners) are typical examples of e continuity; To capture the local variation of the 
normal, we define a planarity criterion for each vertex of 7, as a function varying in the interval [0, 11. 

Let P be a vertez of 7 and let Pi be the set of vertices adjacent to P. The planarity P p  at P is related to the largest 
angle between the normal up at P and the normals upi at the Pi's and is defined as 

A variant of this measure consists of defining, at each vertex, the deviation of the mesh edges as compared with the 
original surface. 

The deviation D p  is related !o the minimum value of the absolute value of the dot product of the unit normal u p  and 
the unit vector uppi along the direction P- and is defined as 

, .  , ,  

D P  = 1 - Inin I(m, UPPi)I. (6) 

Remark. The deviation measure is weaker than the planarity criterion as illustrated by the Figure 4, where the 
geometric approximation is perfect in terms of deviation, although the planarity +ue is very poor, as indicated by 
the following equations 

I(m.uPP;)I = 0 
I(vPi .UPP;)l = 0 (7) 
(vp.vP;) =-1  
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“Pi 

Figure 4: Planarity criterion vs. deviation criterion 

Although the previous criteria measure the local geometric approximation at a mesh vertex, they are unable to account 
for the dihedral angle between two mesh faces. In fact, the dihedral angle characterizes the geometric continuity of 
the surface between two adjacent faces, along a mesh edge. 

The degree of smoothness S, along a mesh edge e represents the dihedml angle between the two faces sharing Kl and 
K z  and involves the dot product of the unit normals of 1(1 and K2 sharing the edge and is defined as 

To obtain a measure of the degree of smoothness Sp at a mesh vertex P, we consider the minimum value of the 

s p  = - & p i .  (9) 

degree of smoothness of the mesh edges PP; sharing P, 

t 

To summarize, a mesh  7 is a &-mesh if the planarity (or the deviation) and the smoothness criteria are 
both close to 1 at  any  vertez. 

3.2 3c-mesh characterization 

Let T be a surface mesh and let Mh be a discrete map defining a desired size h(P) at any mesh vertex P. The mesh 
T is a Fc-mesh if it conforms the given map Mh. 

By interpolating Mh over T, we obtain a continuous map MCI, on T. Let PQ be an edge, h(P) and h(Q)  be the sizes 
at the vertices P and Q ,  and h(t) be a monotonous function giving the size variation along PQ, so that h(0) = h(P)  
and h(1) = h(Q). 

The normalized edge length I P Q  of the edge PQ = (P+ t@)oi t<l ,  with respect to h(t), is  defined as 

d(PQ) being the usual Euclidean length of PQ. 

In most cases, it is possible to find an analytical expression for the integral. For instance, if the interpolation function 

h ( t )  is geometrically defined, it can be expressed as h(t) = h(P) (””’>’ and the normalized edge length of PQ 
h(P) 

The optimal normalized edge length with respect to M h  is equaI to unity. In other words, the optimal length of a 
segment PQ is such that 

Y (12) 
1 

W Q ) =  pl . 
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and if all mesh edges are of unit normalized length, this mesh is a so-called unit mesh. 

The edge quality related to a mesh edge PQ is then defined as 
IPQ if l P Q  < 1  

Similarly, the size quality t p  at a vertex P i s  defined as the minimum value of the edge quality of the mesh edges PPi 
sharing P 

L p  = mjnqppi. (14) 
I 

A surface mesh is a 3 ~ - m e s h ,  with respect to a map Mh, if the size quality of the mesh 
any vertez. 

close to 1 at 

3.3 Finite element surface mesh characterization 

A finite element surface mesh is a surface triangulation that 

0 represents a second order approximation of the surface and 
is compatible with a spedfied size map M h .  

The second order approximation of the surface,is satisfactory if the map Mr, related to the minimal radius of 
curvature, is respected. More precisely, at each vertex P ,  the size must be ar, a being defined by a given deviation 
E from the surface and r being the minimal radius of curvature at P (d. [4]). 

Remark. If the size map M s  is not given, it can be replaced by a size map deduced from the triangulation, the 
size associated with a vertex is then defined as a mean value between the euclidean lengths of the edges sharing the 
vertex. 

The geometric requirement being more important than the finite element size specification, a size map M representing 
the minimal size between those of Mh and M ,  is defined. A su$ace mesh is a finite element mesh if it is 
close to a unit mesh w/r to the map M , ,  or any map whose size specifications are smaller than the sites 
in M + .  

3.4 Graphical interpretation 

The proposed criteria (including the shape quality measure) can be combined into one single weighted criterion C 
defined as 

5 

c = nc:i  
i= 1 

5 
where the ai's are weighted coefficients verifying ai = 1. The context of the geometric evaluation will naturally 

predses the relevant coeffcient values (for inst'ance, one can choose for all i, the same weight ai = 0.2). By definition, 
C ranges between 0 (locally bad mesh) and 1 (locally good mesh). Graphically, this measure is represented using a 
grey level variation (where the appropriate graduation depends on the example), from 0 (black) to 1 (white). 

i= 1 

Remark. For a given mesh T, a global criterion CT (C being any of the proposed criteria, C = V, P, S, t), related 
to the worst criterion value CT and to the,mean value of the local criterion &- associated with the mesh vertices can 
be defined as 
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4 Application examples 

triang. /criteria 

Columbia orig. 
Columbia optim. 
asm007 orig. 
asm007 optim. 
foot orig. 
foot giom. 

In this section, various surface meshes are analyzed according to the proposed criteria. If no size spedfication is 
specified, then the size specification is defined at each vertex as the minimum value between a size value proportional 
to the minimal radius of curvature and the mean size of the lengths of the edges sharing this vertex. 

FT -UT 31' J-T dT 
min (avrg) min (avrg) min (avrg) min (avrg) min (avrg) 
0.72 (0.99) 0.32 (0.95) 0.76 (0.99) 0.01 (0.49) 0.05 (0.38) 
0.97 (0.99) 0.75 (0.92) 0.96 (0.99) 0.56 (0.96) 0.26 (0.89) 
0.79 (0.99) 0.46 (0.96) 0.80 (0.99) 0.35 (0.75) 0.54 (0.90) 
0.97 (0.99) 0.72 (0.94) 0.94 (0.99) 0.48 (0.96) 0.47 (0.87) 
0.30 (0.80) 0.01 (0.57) 0.00 (0.75) 0.24 (0.72) 0.00 (0.46) 
0.93 (0.98) 0.66 (0.87) 0.91 (0.98) 0.65 (0.95) 0.51 (0.87) 

Remark. In realistic examples (for instance mechanical engineering or computational fluid dynamics models), the 
surface models contain ridges and comers as @ entities. The proposed criteria can be easily extended to deal with 
such models, in particular regarding the-definition of vertex unit normals (for instance, along a ridge, the normal has 
two components, each of which related to one of the two model faces sharing the edge). 

Table 1 summarizes the results of the evaluation of the surface meshes according to the geometric criteria. For each 
example, the table indicates the minimum and average values of the related criteria. 

Table 1: Evaluation of surface meshes. 

Columbia shuttle 

The Figure 5 (top) represents an initial triangulation of the Columbia shuttle as provided by a CAD modelling system 
and is the image, via rational functions, of a rectangular regular grid in the parametric space and is globally of order 
G' although ridges are detected in some regions (data courtesy of ONERA). It contains 6,348 points and 12,692 
triangles. The triangulation, Figure 5 (bottom) shows an enriched geometric mesh of this model which contains 
33,279 points and 66554 triangles. 

The initial triangulation represents a good geometric approximation of the surface and is therefore geometric, although 
it is not a BC mesh (the isotropic nature of the measures penalizes the geometric conformity and the shape quality). 
The optimized triangulation represents a gc mesh. The combined criterion with equally weighted coefficients indicates 
the minimal value of 0.64 and the mean value of 0.95. The worst mesh quality value corresponds to regions where 
two adjacent ridges are coincident and form a very small angle. 

Mechanical device 'asm007' 

The Figure 6 (top) represents a triangulation of a mechanical device provided by a CAD modelling system (data 
courtesy of Mac Neal-Schwendler Corp.), containing 3,895 points and 7,794 triangles. The triangulation 6 (bottom) 
shows an optimized mesh of the original triangulation. The optimized triangulation contains 13,877 points and 27,758 
triangles. 

The initial triangulation is a good geometric approximation although it is not a Oc-mesh, as 23% of the edges have 
a normalized length larger than 2. The optimized mesh is a &mesh. The combined criterion with equally weighted 
coefficients indicates the minimal value of 0.68 and the mean value of 0.95. 

Foot skeleton . 
This example concerns the skeleton of a foot (Figure 7 top, public domain data, Naval Air Warfare Center Weapons 
Division) and a geometric mesh of this model (Figure 7, bottom). 

The initial triangulation contains 2,154 points and 4,204 triangles. The combined criterion with equally weighted 
coefficients indicates the minimal value of 0.01 and the mean value of 0.65. This triangulation is neither a geometric 
triangulation nor a geometric-conformhg mesh. The optimized triangulation contains 71,370 points and 142,636 
triangles. The combined criterion with equally weighted Coefficients gives the minimal value of 0.71 and the mean 
value of 0.93. The triangulation is geometric and is globally a G-mesh. 
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Figure 5: Initial triangulation and optimized mesh of Columbia shuttle. 
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Figure 6: Initial triangulation and optimized mesh of asm007. 
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Figure 7: Initial triangulation and enriched geometric mesh of foot. 

372 



5 Conclusions and future work 

After a brief review of some elementary definitions related to surface meshes, we have introduced several geometric 
criteria for the evaluation of surface triangulations or surface meshes, and we have given for each of them a geometric 
interpretation. To decide if a surface triangulation is a finite element surface mesh, we have shown that it is suffcient 
that the mesh is a unit mesh with respect to a specified geometric map. An exapple of surface mesh has been 
analyzed with respect to these criteria. 

Among the possible extensions of this work, we can mention: 

0 the definition of similar criteria for surface triangulations constituted of non-triangular polygons; 
0 the use of these criteria to govern an optimization or surface simplification algorithm. Geometric criteria can 

0 the evaluation of surface meshes by considering a length criteria with respect to an appropriate anisotropic size 
be used, for instance, to validate a local topological modification; 

map. 
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Anisotropic Triangular Meshing of Parametric Surfaces 
via Close Packing of Ellipsoidal Bubbles 

Kenji Shimada 
Carnegie Mellon University 

Atsushi Yamada and Takayuki Itoh 
IBM Research, Tokyo Research Laboratory 

Abstract 

This paper describes a new computational method of f i l l y  automated anisotropic triangulation of a trimmed 
parametric surface. Given as input: (1) a domain geometry and (2) a 3 2 3 tensor field that specifies a 
desired anisotropic node-spacing, this new approach first packs ellipsoids closely in the domain by defining 
proximity-based interacting forces among the ellipsoids and finding a force-balancing configuration using 
dynamic simulation. The centers of the ellipsoids are then connected by anisotropic Delaunay triangulation 
for a complete mesh topology. Since a specified tensor field controls the directions and the lengths of the 
ellipsoids' principal azes, the method generates a high quality anisotropic mesh whose elements conform 
precisely to the given tensor field. 

Keywords: unstructured mesh, anisotropy, parametric surface, metric tensor, Delaunay triangulation 

1 Introduction 

Although most automatic mesh generators try to create a regular isotropic mesh, in some FEM analysis an anisotropic 
mesh is more efficient in terms of computational time and solution accuracy. For example, in fluid dynamics simulation 
an anisotropic mesh stretched along shock/boundary layers and stream lines is preferred. 

This paper presents a versatile computational method of au tomat idy  gen&ting an anisotropic triangular mesh of 
a trimmed parametric surface, applicable to various FEM analyses. Assumm g that an anisotropy is given as a 3 x 3 
tensor field defined over the domain to be meshed, this surface triangulation problem can be stated as follows: 

Given: 

0 a geometric domain on a parametric surface S(u , v )  trimmed by trimming curves C t ( s )  
0 inside curves C;(s) and vertices V on which nodes are exactly located 
0 a desired anisotropic node spacing distribution, given as a 3 x 3 tensor field M(x) 

Generate: 

0 an anisotropic triangular mesh that is compatible with trimming m e s ,  inside curves, and inside vertices 

In the above problem statement, each surface patch is defined as a mapping, denoted as S(u,v) = 
( ~ ( u ,  u), y(u, u),  z(u, u)) ,  from a rectangular region called parametric space into a 3D coordinate system called ob- 
ject space. A surface patch can be trimmed by restricting the rectangular region to a subset called the trimmed 
region, and its boundary curves are called trimming curves, denoted as C t ( s )  = (z(s),y(s),z(s)). Occasionally 
we need to define extra curves and vertices inside the trimmed region so that some nodes are exactly located on 
those geometric elements. These curves and vertices are referred to as inside curves and inside vertices, denoted as 

'Kenji Shimada, Mechanical Engineering, Carnegie Mellon University, Pittsburgh, PA 15213, U.S.A. 
shimada@cmu.edu, http://www.me.crnu.edu/fxultyl/shimada/ 
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Ci(s) = (z(s),y(s),z(s)) and V = (z,y,z) respectively. The actual curve and surface representations can be of any 
form, as long as they are continuous and a derivative vector can be calculated anywhere on the curves and surfaces. 

In order to generate an anisotropic triangular mesh over a given trimmed parametric surface, we modified and 
extended the bubble mesh method that we previously proposed for isotropic meshing [8, 11, 10, 161. The original 
bubble meshing procedure consists of two steps: (1) pack -an appropriate number of spheres, or bubbles, closely 
in the domain, while the sizes of the spheres are adjusted based on a specified node spacing scalar field, and (2) 
connect the bubbles’ centers by constrained Delaunay triangulation to generate node connectivity. The novelty of 
this method is that the close packing of bubbles mimics a pattern of Voronoi regions that yield well-shaped triangles 
and tetrahedra. Although the ‘original bubble mesh using sphere packing creates a well-shaped, graded triangular 
or tetrahedral mesh, its application is limited to isotropic meshing because the close packing of spheres, or isotropic 
cells, naturally generates an isotropic node distribution. 

In this paper, to apply the bubble mesh concept to anisotropic meshing of parametric surfaces, we assume as input a 
3 x 3 tensor field that specifies the desired anisotropy of a mesh. With this tensor field, a spherical bubble is deformed 
to an ellipsoid whose directions and lengths of the principal axes are calculated from the eigenvectors and eigenvalues 
of the tensor respectively. By packing ellipsoidal bubbles closely in the domain, a set of nodes is distributed so that a 
graded, anisotropic triangular mesh is formed when the nodes are connected by anisotropic Delaunay triangulation. 

2 Related Work 

2.1 Anisotropic Meshing 

In approximating a curved surface by piecewise linear triangular elements, it is efficient to yse an anisotropic mesh 
whose edge sizes are adjusted according to the directions of the principal curvatures. In order to equidistribute an 
approximation error, the edge length should be longer in a low curvature direction, and shorter in a high curvature 
direction. Similarly, in finite element analysis of a physical phenomenon, when the phenomenon has a strong di- 
rectionality as in fluid dynamics, an anisotropic mesh is more efficient in terms of computational time and solution 
accuracy than an isotropic mesh. 

One common way to represent an ankotropy is to define a metric tensor field, M, over the domain [3, 2, 11. M is a 
symmetric positive-definite 2 x 2 matrix in two dimensional problems, and a symmetric positive-definite 3 x 3 matrix 
in three dimensional problems. Castro-Diaz et al. showed how a metric tensor can‘be defined so that it improves the 
quality of the adapted meshes in flow computations with multi-physical interactions and boundary layers 131. Bossen 
and Heckbert used as input a 2 x 2 metric tensor in generating a 2D planar anisotropic triangular mesh using a system 
of interacting particles [2]. Borouchaki et al. showed how a metric tensor can be used to generate an anisotropic 
triangular mesh on a surface and to convert it to a quadrilateral mesh [l]. Shimada used a 2D vector field equivalent 
to a 2 x 2 tensor for 2D anisotropic meshing [g]. 

In this paper we use the same metric tensor to control the size and the shape of an ellipsoid to be packed in the 
domain. 

2.2 Interacting Particles 

A particle system is a collection of particles that moves over time according to either a deterministic or a stochastic 
set of rules or equation of motion. In computer graphics, a partide system was originally used to model and render 
natural fuzzy phenomena such as fog, smoke, and fire [7]. While early particle systems had little or no interparticle 
interaction, partide systems with proximity-based force interaction are recently used for different purposes, including 
Turk’s re-tiling of a polygonal surface [14], Szeliski’s surface modeling [13], de Figueiredo et al.’s polygonization of 
implicit surfaces [4], Witkin dnd Heckbert’s sampling and controlling of implicit surfaces [15], and Fleischer et d.’s 
texture generation [SI. 

These interacting particle systems use either repelling only or repelling and attracting forces among particles. If 
the magnitude and range of the force are uniform, the system creates a uniform distribution of particles yielding a 
hexagonal arrangement. Uneven, or graded, distribution can also be obtained by adjusting the magnitude and the 
range of the interparticle forces. 

Bossen and Heckbert. applied an interacting particle system to 2D anisotropic FEM mesh generation 121. The method 
assumes a 2 x 2 metric tensor to specify an anisotropy in a planar region, similar to Cast-Dim’s [3], and generates 
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Figure 1: Bubble meshing procedures 

a anisotropic node distribution using a proximity-based force similar to Shimada’s [S, 113. This approach seems to 
be successful and to create a high-quality anisotropic 2 0  mesh. In terms of the definition of the interacting force, it 
is most similar to our bubble mesh in the 2D case. 

2.3 Bubble Mesh 

The bubble system is similar to the partide systems used in computer graphics in the sense that discrete bodies 
interact in 3D space as a result of the application of pairwise, repulsive/attractive forces. However, there are several 
unique characteristics that make this method particularly suitable for FEM mesh generation: 

0 A bubble system can triangulate a curved domain, a planar domain, a surface domain, a volumetric domain, 
and a hybrid of these domains (a non-manifold geometry) in a consistent manner. Bubbles are packed in order 
of dimension, i.e., vertices, edges, faces, and volumes, easily identified in CAD data. (See Figure 1.) 

0 Unlike some early particle systems for rendering, partide motion and its dynamic simulation themselves are 
not the focus. The model and the numerical solution of a bubble system are devised specifically to minimize 
the computational time necessary for reaching a force-balancing configuration. 

0 A quick initial guess at the final bubble configuration is obtained by using hierarchical spatial subdivision. This 
reduces the computational time necessary for the normally time-consuming process of dynamic simulation, or 
physically based relaxation. . .  

0 Unlike in a system of uniform particles, bubble diameters are adjusted individually by the node-spacing function. 
This makes precise control of triangle size possible throughout the mesh. 

0 A population control mechanism is used during relaxation to remove any superfluous bubble that is largely 
overlapped by its neighbors, and to subdivide any lone bubble missing some neighbors, so that a given domain 
is filIed with an appropriate number of bubbles. This automatic feature drastically reduces the time necessary 
for the system to converge to a force-balancing configuration. 
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Figure 2: Ellipsoidal bubble packing procedure. 

In the original bubble mesh, spheres are closely packed to create isotropic meshes in lD, 2D, surface, and 3D domains 
[lo, 8,11,16]. The method was later extended to generate a 2D planar anisotropic mesh by p&g ellipsoids instead 
of spheres and modifying a circumcircle test in Delaunay triangulation [9]. In this paper, we demonstrate that the 
same idea of packing ellipsoids' can be applied to  anisotropic meshing of a trimmed parametric surface. The proposed 
surface meshing can be used as a subprocess of 3D and non-manifold meshing, F d  anisotropic meshing of such 
volumetric domains can be performed by the same ellipsoidal bubble packing. (Simply replace the spheres in Figure 
1 by ellipsoids.) 

* 

3 Anisotropic Triangulation of Parametric Surfaces 

3.1 Triangulation Procedures 

The novelty of our anisotropic meshing lies in the process of packing ellipsoidal bubbles closely, in a domain. We 
achieve this dose packing configuration by defining a proximity-based interbubble force and then solving the equation 
of motion numerically to yield a force-balancing configuration. 

This packing process should be performed in order of dimension as shown in Figure 2, that is: 

1. Bubbles are placed on all the vertices V, including inside vertices, as well as endpoints of trimming curves and 

2. Bubbles are packed on all the trimming curves Ct and inside curves C t .  
3. Bubbles are placed inside the trimmed region of the surface S. 

inside curves. 

Because bubbles are placed in order of dimension two fixed bubbles are already placed at the two endpoints of 
the curve when bubbles are packed on a curve, and these two bubbles are stable throughout the packing process, 
preventing moving bubbles from escaping the range of the curve. Similarly, when bubbles are packed inside the 
trimmed region of a surface, the trimming curves are already filled with fixed bubbles, preventing moving bubbles 
from escaping the trimmed region. In this way we put higher priority on the bubble placement of lower dimensional 
elements, Le., vertex bubbles over edge bubbles, and edge bubbles over face bubbles. This strategy makes sense 
because lower order geometric elements are often more critical in FEM analysis. 

Opce all the bubbles are packed so that they cover the entire region of a trimmed parametric surface, their centers 
are connected by anisotropic Delaunay triangulation, detailed in Section 3.5, for a complete mesh topology. 

3.2 Ellipsoidal Bubbles 

We assume as input a symmetric positive-dehite 3 x 3 metric t&or field M(x) that specifies a desired anisotropy, 
as in previous work of anisotropic mesh generation [3, 2, 11. We then use this metric tensor to  specify the shapes 
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and the sizes of the ellipsoidal bubbles packed in 3D space. Such a 3 x 3 tensor matrix can be characterized by three 
eigenvalues X i ,  i = 1,2,3. and three eigenvectors vi, i = 1,2,3. 

The eigenvalues define the inverse squares of the radii of the major, medium, and minor radii of the ellipsoidal bubble, 
and they are calculated by solving the equation 

detlM - XI1 = 0. 

After the eigenvalues A; are determined, the eigenvectors vi can be found by solving the equation 

Mvi = Xivi ,  i = 1,2,3. 

The three eigenvectors are thus expressed as 

V i  = Xiei, i = 1,2,3, (3) 
where ei, i = 1,2,3 are unit vectors in the directions of the eigenvectors vi, i = 1,2,3. These unit vectors are mutually 
orthogonal, and they are used to define the directions of the major, medium, and minor axes' of an ellipsoidal bubble. 

Given unit vectors of the major, medium, and minor axes of an ellipsoid, e l ,  e, and e3, and the diameters along 
these axes, dl, d2, and d3, a 3 x 3 metric tensor is written as 

I 

where 

and di, i = 1,2,3 are ellipsoid's diameters along the principal axes. The size and the shape of an ellipsoidal bubble 
is thus given as a function of its center position using the above 3 x 3 tensor field. 

3.3 Metric Tensor for Parametric Surfaces 

Although we need a 3 x 3 metric tensor field M(x) to specify the size and the shape of an ellipsoid, a desired 
anisotropy is often given by a 2 x 2 metric tensor field defined in either parametric space or object space. A good 
example of such a case is when a surface is triangulated based on its curvature. Hence it is important that we discuss 
the following two issues in this section: 

0 How to iind a corresponding ellipse, or a 2 x 2 tensor in parametric space, when an anisotropy is defined by a 

0 How to define an ellipsoid, or a 3 x 3 tensor, in object space, necessary for the force calculation, when only a 2 
2 x 2 tensor in object space. This is necessary for anisotropic Delaunay triangulation in parametric space. 

x 2 tensor is given as input. 

as BS and Given a point on a surface, we can calculate two tangent vectors in the u direction and v direction, 
respectively. We then d e h e  a local coordinate sytem z'y'z' in such a way that: (1) the 2'-axis is parallel to g; 
(2) the z'-axis is parallel to the normal direction e x $; and (3) the y'-axis is parallel to the cross product.of the 
%'-axis and the z'-axis (See Figure 3(b)). 

A 2 x 2 metric tensor M,ryt represents an ellipse in object space lying on the tangent plane dy', and this tensor can 
be expressed as 

U 
'In some computational mechanics applications, particularly in the study of materials, these axes are referred to as the principal 

axes of the tensor and they are physically important. For example, if the tensor is a stress tensor, the principal axes are the directions 
of normal stress with no shear stress. 
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(a) uv parametric space 
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(b) xyz object space 

Figure 3 -Tensor ellipse on a tangent plane. 

where 8 measures an angle between the x’-axis and the major axis of the ellipse, and dl and d2 are diameters along 
the major axis and the minor axis. 

To find a corresponding ellipse in parametric space, we first find the following 2 x 2 matrix A that transforms the 
x’y’ coordinate system to the uv coordinate system, 

8s where Ow measures an angle between the 2’-axis and x. 
Using this coordinate transformation matrix A and the 2 x 2 metric tensor in object space M,ryi, the 2 x 2 metric 
tensor in parametric space Mu, can be obtained as 

mII m12 Mu, = AM,ryiAT - - ( m21 , r n 2 2 ) -  

This is a 2 x 2 symmetric positive-defkite matrix and hence m12 = m21. 

By calculating eigenvalues ‘and eigenvectors, we can also express Mu, in the form 

where BP measures an angle between the u-axis and the major axis of the ellipse in parametric space, and dpl and 
dp2 diameters along the major axis and the minor axis in parametric space. The implicit form of this ellipse is 

Now we have found how to calculate a corresponding 2 x 2 metric tensor, or an ellipse, in parvetric space when a 
2 x 2 tensor field is given on the surface in object space. 

A particularly useful 2 x 2 metric tensor is one based on the curvature of a surface; a surface region of high curvature 
is meshed with fine triangles, and a region of low curvature with coarse tndngles. The curvature changes depending 
on a cross-sectional plane perpendicular to the tangent plane, and two principal curvature directions can be identified. 
These two principal axes d e  orthogonal,’ and they represent the directions of the maximum radius of curvature and 
the minimum radius of curvature. In order to equidistribute the approximation error, one can define dl and d2 in 
Equation 6 as follows [SI , 

dl = ‘  rnin (zJw7 Om,>, 

d2 = min (Zd-, Dm-> , 
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where Pmin and pmaz denote the minimum radius of curvature and the maximum radius of curvature respectively, 
e a target constant error between the original surface and the mesh, and Dm, the allowable maximum size of the 
diameter of an ellipsoid. Setting this maximum size is necessary because, when a surface is nearly flat in one direction, 
pmoz approaches infinity, yielding an oversized mesh element. 

As mentioned earlier in this section we also need to fbd how to define a 3 x 3 metric tensor, or a tensor ellipsoid, when 
only a 2 x 2 metric tensor is given on the surface. This is essential because, as detailed in Section 3.4, interbubble 
forces are calculated using ellipsoids defined by a 3 x 3 metric tensor. To decide the diameter along the third axis, 
parallel to the normal to the surface, we compare the two diameters dl and d2 along the two prinapal axes on the 
tangent plane dy' and give the smaller value to the diameter along the third axis. The 3 x 3 metric tensor is thus 
defined as 

(d1/2)-~ 0 0 

0 (d2/2)" 0 ) RT. 
0 0 (min(d1,d2)/2) -2 

Mzys = R 

3.4 Bubble Packing by Proximity-Based Forces 

In isotropic meshing the ideal node configuration is a regular hexagonal arrangement, a repeating pattern often 
observed in nature. One such example of a regular hexagonal arrangement is a molecular structure; The pattern is 
created by the van der Waals force, which exerts a repelling force when two molecules are located closer together 
than the stable distance and exerts an attracting force when two molecules are located farther apart than the stable 
distance. One of the mathematical representations of this van der Waals force is 

where A and B are positive constants, and r is the distance between two points. The first term describes the repulsion 
force, and the second the attraction force. 

Since the van der Waals force creates a regular layout of points, as observed in metal bonding, we could simply 
take one of the standard mathematical models of this force and implement it as the interbubble force field. This is 
not a good approach however, because our goal is not a realistic simulation of molecules' behavior, but is to find a 
forcebalancing configuration efficiently. This is why we devised the following simplified force model using a single 
piecewise cubic polynomial function. 

Let the positions of adjacent bubbles i and j be Xi and Xj; the current distance between the two bubbles I(Xi,Xj); the 
target stable distance Io(Xi,Xj); the ratio of the current distance and the target distance w(xi,xj) = ;$';?;); and 
the corresponding linear spring constant at the target distance ko. Our simplified force model can then be written as 

2(1.25w3 - 2 . 3 7 5 ~ ~  + 1.125) 
0 

0 5 w 5 1.5 
1.5 < w. 

As shown in Figure 4, this force model applies either a repelling or attracting force between two bubbles based on the 
following distance comparison. Assuming that two bubbles are adjacent to each other, a repelling force is applied if 
I is smaller than l o ,  or if w < 1.0. An attracting force is applied if 1 is longer than l o ,  or if 1.0 < w < 1.5. No force is 
applied if two bubbles are located exactly at the stable distance or if they are located much farther apart, the cases 
where w = 1.0 or 1.5 < w. 

In original isotropic bubble meshing, where two bubbles are spherical, the stable distance can be calculated simply 
as the sum of the radii of the two bubbles [S, 11, 161 

where d(xi) and d(x j )  are the diameters of bubble i and bubble j respectively. If two bubbles are ellipsoidal, however, 
this target stable distance should be calculated as the summation of the two lengths, measured along the line segment 
that connects the centers of the two ellipsoids, from the center to boundary of each ellipsoid (See Figure 4). Let these 
two lengths be Ii j  and Zji; the target stable distance lo is then given as 
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I > 1, I<l, I = I, 

(a) Attracting (b) Repelling (c) Stable 

Figure 4 Target stable distance. 

Repelling 
force 

Attracting 
force 

(a) The van der 
I LO I5 

Waals force (b) Implemented simplified force 

Figure 5: Interbubble proximity-based force. 

where &j is calculated with a relatively low computational cost by multiplying the tensor matrix M(xi) and a unit 
vector from xi to xj, and Zji is calculated similarly. Note that Equation 15 is a special case of Equation 16. 

Compared to the van der Waals force, our force, as also shown in Figure 5, has the following two characteristics that 
make it suitable for our physically-based relaxation: 

0 The force is saturated near w=O, where two bubbles are located extremely dose together. This prevents the 
interbubble force from growing infinitely large and causing numerical instability in dynamic simulation. 

0 The force interaction is active only within a specified distance and only when two bubbles are adjacent. 
1 

The second point is particularly important to reduce the single most time consuming process in physically-based 
node placement: calculation of pairwise interaction forces. In our implementation, we run the anisotropic Delaunay 
triangulation, detailed in Section 3.5, every certain number of iterations in order to identify adjacent pairs of bubbles. 
Force is exerted, consequently, only on adjacent bubbles. 

Given the proximity-based interbubble force, our goal of physically-based relaxation is to find a bubble configuration 
that yields a static force balance in a direction tangential to the surface. In other words, we want the summation of 
interbubble force vectors applied to a bubble to be parallel to the surface normal direction. This condition can be 
written as 

fi - ni = 0, 

where fi represents the total force on bubble i from all its adjacent bubbles, ni the surface normal 

i = 1,. . . , n, (17) 

x B S  at the 
location of the bubble center x, . and n the number of mobile bubbles. 

Due to an arbitrarily defined tensor field and geometric constraints on bubble locations, Equation 17 is highly 
nonlinear, and thus it is difficult to solve the equation directly by a multidimensional root-finding technique such as 
the Newton-Raphson method. Our alternative approach is to assume a point m a s  m at the center of each bubble 
and the effect of viscous damping c, and to solve the following equation of motion2 by using a standard numerical 
integration scheme, the fourth-order Runge-Kutta method. 

mX;(t) + CXi(t)  = f i ( t ) ,  i = 1,. . ., n. (18) 
2The first order equation can also be used [2]. In either case, the essential point is that after a certain number of iterations the 

system reaches a virtual equilibrium, where both the velocity term & and the acceleration term z approach zero, leaving a static force 
balance. 
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(a) Original circumcircle test will choose Axlx2- and Axrmxp 
I. 

(b) Anisotropic circumcircle test with zuv = ( ) will choose Ax1x~xp and Axzx3x4 

Figure 6 Anisotropic circumcircle test. 

In solving Equation 18 numerically, we have to impose geometric constraints so that all the mobile bubbles do not 
pop out of given parametric curves and surfaces. For this purpose, we perform a process of remapping unconstrained 
bubble movements onto a curve or a surface by using tangent vectors. 

Another process incorporated in solving the equation of motion is adaptive bubble population control. This is 
important because we do not know beforehand an appropriate number of bubbles that is necessary and sufficient 

'to fll the region. Although our initial bubble configuration generator gives a reasonably good guess, it is still not 
optimal. To solve this problem, we implemented a procedure to check a local population density and to add more 
bubbles in sparse areas and delete bubbles in over-packed areas. 

The methods of imposing geometric constraints on the bubble movements and adjusting bubble population are 
common between anisotropic meshing and isotropic meshing, and the details can be found elsewhere [8, 111. 

3.5 Anisotropic Delaunay Triangulation 

Once a force-balancing configuration of ellipsoidal bubbles is obtained bubble centers must be connected to form 
a complete triangular mesh. In connecting nodes, Delaunay triangulation is considered suitable for finite element 
analysis, as the triangulation maximizes the sum of the smallest angles of the triangles. It creates triangles as 
equilateral, or isotropic, as possible for the given set of points; thus thin, or anisotropic triangles are avoided whenever 
possible. 

One important property of Delaunay triangulation is that a circumscribing circle of a Delaunay triangle, called a 
circumcircle, must not contain other points inside. To check this, many Delaunay triangulation algorithms use the 
-called circumcircle test. This test is also used in Sloan's algorithm [12], which we implemented in the original 2D 
isotropic bubble mesh. As shown in Figure 6, the circumcircle test is perfomed for a pair of adjacent triangles that 
form a convex quadrilateral. Given a set of such four points, the circumcircle test checks one of the triangles to see 
whether the forth point is inside the circumcircle. If it is, the diagonal edge is swapped. 

Obviously the original Delaunay triangulation with this circumcircle test is not suitable for our anisotropic meshing. 
We therefore modified the original Delaunay triangulation slightly to incorporate anisotropy in the circumcircle test. 
Assuming the metric tensor is locally constant, we perform the same circumcircle test in parametric space, but only 
after the four nodes' coordinate values have been transformed so that an ellipse is mapped back to a circle. A local 
average tensor for four nodes in parametric space can be calculated by first calculating the barycenter of the four 
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(a) Isotropic triangulation (b) dl axis direction (c) Anisotropic triangulatiop 
dl = 2 and d2 = 1 

Figure 7: An example of anisotropic Delaunay triangulation. 

nodes and then finding the metric tensor at this barycenter3 

1. - x1+ x2 + x3 +m 
4 Mu, =Mu,( 

Figure 6 shows a case where a different pair of triangles is selected when the circumcircle test is performed after the 
positions of the four nodes are transformed. 

To demonstrate the effectiveness of this anisotropic Delaunay triangulation, Figure 7(a) and Figure 7(c) compare 
the original Delaunay triangulation and the anisotropic Delaunay triangulation. Given the same set of triangular 
grid nodes, the anisotropic Delaunay triangulation creates anisotropic mesh that is stretched and "flows" along the 
direction of the major eigenvectors shown in 7(b). 

4 Results 

The anisotropic meshing described above has been implemented in C and Ctt. Three meshing results are shown in 
Figures 8, 10, and 12, and their quality measures are shown in Figures 9,11, and 13 respectively. Table 1 summarizes 
the statistics of these three meshes, including: (1) the numbers of mesh nodes and dements; (2) CPU times for the 
initial meshing, intermediate meshing after 30 iterations of dynamic simulations, and the final meshing after 100 
iterations of dynamic simulations; and (3) mesh irregularity after 100 iterations. The CPU time was measured on an 
IBM Unix workstation (PowerPC 604e, 133MHz). 

To measure the mesh irregularity shown in Figure 9, Figure 11, Figure 13, and Table 1, we used two types of 
irregularity measure, topological irregularity and geometric  irregularity. 

For topological irregularity, we defined the following measure, similar to that defined by Frey and Field [6]: 

where 6; represents the degree, or the number of neighboring nodes, connected to the ith interior node, and n represents 
the total number of interior nodes in the mesh. As elements become more equilateral, this topological irregularity 
approaches 0, but vanishes only when all the nodes have exactly 6 neighbors, a rare situation. Otherwise, it  has a 
positive value that measures how much the mesh topologically differs from a perfectly regular triangular lattice. 

For geometric irregularity we define the following measure, E ~ ,  using the ratio of the inscribed circle radius to the 
circumcircle radius 

cg = - c(0.5 - 5) 
m 

(21) 
1 
m 1 Rj 

i=O 

3Slightly different anisotropic Delaunay triangulation schemes are used by other researchers [3, 2, 11. For example, an alternative - 
way to take an average offour metric tensors is: Mu, = 4 (M,,JxI) + M,,.(X;) + Muv(x3) + Mu,(%)). 
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Table 1: Mesh statistics. 

CPU time CPU time CPU time Mesh irregularity 
Mesh *Odes *lements for initial mesh for 30 iteration for 100 iteration after 100 iteration 
Mesh 1 1468 2872 3 Sec. 13 sec. 45 sec. E t  = 0.2689 Eg = 0.0197 
Mesh 2 442 782 0.4 sec. 4 sec. 12 Sec. E t  = 0.2472 ~g = 0.0243 
Mesh3 415 732 0.2 sec. 2 sec. 8 sec E t  = 0.2555 E g  = 0.0321 

* where m is the number of triangles, and r; the inscribed circle radius of the ith triangle, and Ri the circumcircle 
radius of the ith triangle. Since a resultant mesh is anisotropic and stretched according to a givk tensor field, radii 
of inscribed circles and circumcircles should be calculated after the triangles' three node locations are transformed 
so that an ellipsoid is mapped back to a circle, a process similar to that of the anisotropic Delaunay triangulation 
described in S,ection 3.5. An average tensor for each triangle is calculated at the barycenter of the triangle. Since 
the ratio ri/Ri is at maximum 0.5 for an equilateral triangle, an ideal element, the smaller the value of cg, the more 
geometrically regular the mesh. 

Figure 8 shows an example of graded isotropic meshing of a single bicubic parametric surface. The diameters of the 
packed ellipsoids are adjusted by the minimum radius of curvature as follows 

where Pmin denotes the minimum radius of curvature, e a target constant error between the original surface and the 
mesh, and Dmaz the allowable mzimum diameter of an ellipsoid. With this metric tensor definition all the bubbles 
become spheres, yielding a graded isotropic triangular mesh. 

In addition to the minimum radius of curvature we can also calculate the maximum radius of curvature and use both 
radii to shape ellipsoids to be packed, as shown in Figure 10. In this case the metric tensor is defined with 

where Pmaz denotes the maximum radius of curvature, and Dm, the allowable maximum value of the major diameter 
of an ellipsoid. 

Figure 12 shows an anisotropic triangulation of a trimmed parametric surface with five trimming curves Ct and one 
inside curve C; as shown in Figure 12(a). Because we pack bubbles on these curves before packing bubbles inside the 
trimmed region, mesh nodes are placed exactly on these curves in the final mesh shown in the right of Figure 12(b). 

Figure 14 shows how bubbles are moved to a force-balancing configuration during dynamic simulation, yielding the 
mesh shown in Figure 10. During the mesh relaxation process both topological irregularity and geometric irregularity 
are reduced as shown in Figure 15. Although we can get a reasonably good mesh after about 30 iterations, mesh 
quality can be still improved after 100 iterations. The actual termination criteria of iterations should be decided 
based on analysis requirements. 

5 Discussion and Conclusion 

We have presented a new physically-based method for anisotropic triangulation of a trimmed parametric surface. Our 
central idea was to pack ellipsoids (and ellipses in parametric space) closely in a domain to create a well-shaped mesh 
that conforms to a given 3 x 3 metric tensor field that specifies a desired anisotropy. The application is not limited 
to surface meshing as previous techniques are; in fact the method is designed so that it can be used as a subprocess 
in anisotropic meshing of 3D and non-manifold domains. 

In our original sphere packing method for isotropic meshing, the hexagonal pattern created by the close packing 
of spheres mimics a Voronoi diagram corresponding to a well-shaped isotropic Delaunay triangulation. In our new 
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method of packing ellipsoids for anisotropic meshing, the same concept applies, except the space is stretched, or de- 
formed, by an anisotropic metric tensor. Consequently if an anisotropic mesh generated by our method is transformed 
by. the inverse of the metric tensor, the node arrangement will be dose to a regular hexagonal pattern. 

Providing a good initial node distribution is essential in physically-based meshing approaches like ours. Although 
it is possible- to start with a minimum number-of "seed nodesn or "seed trianglesn and wait until-more nodes or 
triangles are added adaptively during the relaxation process, starting from a good initial configuration helps to 
reduce convergence time significantly. Also, when speed is more critical this initial node distribution can itself be 
used for a quick triangulation solution. 

In this paper we assumed that a desired anisotropy is given by a 3 x 3 metric tensor, which decides the shape and 
the size of an ellipsoid to be packed. This is because we wanted to make our method consistently applicable to lD, 
2D, d a c e ,  3D, and non-manifold domains. In some cases, however, a desired anisotropy is naturally given by a 2 
x 2 metric tensor in parametric space or on the tangent plane in object space; all of the curvature-based meshing 
examples in Section 4 are such cases. To deal with this situation, we proposed a simple rule to "expand" a.2 x 2 
metric tensor to a 3 x 3 metric tensor by adding a third eigenvalue and eigenvector based on the first two. 
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(a) Packed bubbles and a triangular mesh in parametric space 

(b) Packed bubbles and a triangular mesh in object space 

Figure 8: Mesh 1: graded isotropic mesh based on the maximum curvature (1468 nodes, 2872 elements). 
dl = d2 = da = min 2 2epmin - e2, D,, . (7 1 
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Figure 9: Mesh 1: mesh quality histogram after 100 iterations. 
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(a) Packed bubbles and a triangular mesh in parametric space 

(b) Packed bubbles and a triangular mesh in object space 

Figure 10: Mesh 2: graded anisotropic mesh based on the principal curvatures (442 nodes, 782 elements). 

dl = min (2J-, Drnaz), d2 = d3 = 

m 
al 
-0 
0 c 
0 
al 

L 

L 

n 
E 
3 z 

4 5 6 7 0.0 - 0.1 02 

0s- I  
Rl 

Figure 11: Mesh 2: mesh quality histogram after 100 iterations. 
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(a) Packed bubbles and a triangular mesh in parametric space 

(b) Packed bubbles and a triangular mesh in object space 

Figure 12: Mesh 3: mesh quality based on the arbitrarily defined metric tensor (415 nodes, 732 elements). 
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Figure 1 3  Mesh 3: mesh quality histogram after 100 iterations. 
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(a) Initial configuration. (b) After ,10 iterations. 

(c) After 30 iterations. (d) After 100 iterations. 

Figure 14: Dynamic simulation of bubble movement (Mesh 2). 
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(b) Geometric irreguarlity E ~ .  

Figure 15: Irregulartity reduced during mesh relaxation (Mesh 2). 
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In this paper we discuss the construction of Non-obtuse Boundary Delannay triangda- 
tions of general polygons such as needed in finite volume methods applications. These are 
Delaunay triangulations such that the boundary triangles do not have obtuse angles oppo- 
site to any boundary edge or interface edge. The method we propose in this paper, based 
on the use of longest-edge bisection techniques, consists on two steps: (1) The construction 
of a good quality (constrained) Delannay trianjplation of the polygon having interior an- 
gles bounded by 30° and 1 2 0 O ;  (2) A postprocess step which eliminates boundary obtnse 
triangles by combining longest-edge insertion points, the Delaunay algorithm and a special 
treatment for boundary triangles with two boundary edges. 

The construction of the good quality (constrained) Delannay triangulation consists of: 
(a) The generation of any constrained Delaunay triangulation, and b) the use of an algorithm 
that improves the quality of the mesh so th8t the minimum angle is greater than or equal to 
30°. For the improvement of the mesh, we use an algorithm that uses a LEPP-Delaunay im- 
provement algorithm in interior triangles and a special boundary treatment ova boundary 
triangles. The basic LEPP-Delaunay improvement strategy uses the Longest-Edge Propa- 
gation Path of the target triangles (to be either refined and/or improved in the mesh) in 
order to  decide which is the best point to be inserted, to produce a good-quality distribu- 
tion of points. This strategy is repeateadly used until the target triangle is destroyed. The 
special boundary treatment technique both avoids the insertion of undesirable points in the 
neighborhood of the boundary and contributes to a better point distribution. 

The post-processing to  eliminate boundary triangles (with largest angle smaller than 
or equal to 120' ) considers three cases: (a) triangles with only boundary edge which 
is opposite to an obtuse angle, (b) triangles with two boundary edges and one of them 
opposite to an obtuse angle, and (c) triangles with three boundary edges. The case (a) is 
solved by inserting the mid-point at the boundary edge. Since the obtnse angle is smaller 
than 120°, no diagonal interchange is necessary. For the case (b) and since the insertion of 
a point on the longest-boundary edge keep the obtuse angle in the new triangle with two 
boundary edges, we propose to insert two points so that the new boundary triangle with 
two boundary edges is isosceles. A triangle with three boundary edges (-e (c)) is a very 
rare case. Depending on the angles of the triangle, one or two isosceles triangles with two 
boundary edges are generated. 

The post-processing strategy can be extended to  handle interfaces. For obtuse triangles 
with one interface edge the same strategy as for case (a) is applied. There is no need of 
diagonal interchange. For interface triangles with two or more interface edges adjacent to 
other triangles of the same type, we also propose the generation of isosceles triangles for 
the new triangles which keeps two i n t h e  edges. 

As a corollary, the final mesh without obtuse angles at the boundary and interfaces is a 
Delaunay triangulation also for the triangles lying at the boundary and interface. 

'This work is suppported by Fondecyt project No 1960735 and Fondap AN-1,1997. 
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Summary. 
Between 1991 and 1996, major corporations in North America have reduced the median time 
requirements by 27% to prepare finite element models. The median time to complete a full 
analysis, including convergence studies, has been reduced by 48%. These significant reductions 
in model preparation time can be attributed to advances in automatic meshing, continuously 
improving integration of CAD with FEA, and the impact of adaptivity and error control. 
Additionally, there has been a significant increase in the use of three-dimensional f ~ t e  element 
analysis over the same time period. 

These findings derive from a comparison of surveys conducted by D. H. Brown Associates in 
1996' and 1991.2 The most recent survey involved 106 corporations involved in automotive, 
aerospace, heavy equipment, electronics, and consumer products development. The respondents 
included FEA experts (42%), design engineers (29%), and technical managers (22%). The 
remaining 7% included manufacturing specialists and CAD design professionals. 

Although this progress, discussed in greater detail below, has been impressive, it does not yet 
match the requirements of the early design practice. For example, median time to perform finite 
element analysis to verify a design is 4 days and the average time is 7 days. Designers make 
changes to their products at a faster pace. Companies report that the expertise requiied to create 
acceptable finite element models and to verify results remains high. Also, they do not have 
enough in-house expertise to support their FEA needs. Therefore, pressure on the research 
community and commercial developers to sustain a rapid pace of innovation continues. Technical 
management defined reliable automation of finite element meshing as a long term god that 
would facilitate analysis supporting robust design methodologies. 

2. FEA Meshing Requirements 

Chart 1 summarizes the types of product components that must typically be analyzed. Overall, 
respondents face the greatest demand to model assemblies and ''bulky'' solids, such as formed 
metal parts, machined stock, and castings. 

CAE: Ready for the Next Leap Forward: A Survey of Trends, D. H. Brown Associates, January, 1997 I 

' 1991 FEA Survey, D. H. Brown Associates, May, 1991 

January 1997 
Copyn'gh! Q) DH. Brown Asociaw Inc CAE: READY FOR THE NEXT LEAP FORWARD; A SURVEY OF TRENDS 4-1 
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Chart 1: Component Types Typically Analyzed Employing FEA 
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2.1 Assemblies 
Simulation used in conjunction with assembly modeling suggests requirements to fasten together 
components of different shapes and materials. Therefore, CAE tools should have comprehensive 
capabilities to easily and reliably model connectors, including joints that allow relative motion 
between components, rivets, and welds. 

Loads transfer across assembly components through connectors, making them susceptible to high 
stresses. Too often, engineers idealize connectors as rigid links. While such idealization often 
suffices to study assembly behavior for its system characteristics, engineers must model fasteners 
accurately when performing stress analysis to determine how failures might take place. 
Representing connectors as rigid links assumes that connectors transfer loads across components 
without deforming and undergoing stress themselves. This unrealistic idealization yields 
incorrect predicted stresses in the regions local to the connectors, the exact locations where part 
failures will most likely initiate. Understandably, detailed modeling of every connector in an 
assembly is unfeasible. Therefore, improved representations of fasteners that are simple to use 
yet reliable should be developed, implemented, and promoted. 

In many industries, assembled products behave as mechanisms with flexible components. For 
example, in the design of paper handling equipment such as copying machines, rapidly 
accelerating components are subjected to s i d i c a n t  inertial body forces which result in 
deformations that exceed acceptable design tolerances, which accommodate the motion of paper 
through the machine. Due to the complexity of this problem, designers must often resort to 
intensive prototype testing to verify designs. No commercial supplier of MCAE, CAD/CAM 
tools has yet introduced model preparation or analysis capabilities that encompass both the 
kinematics of mechanisms and the deformations of the components. Engineers typically analyze 
the mechanisms assuming rigid components to approximate forces transferred across 
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components. Then they analyze each component either statically or dynamically to determine the 
range of deformations. This process can be time consuming and introduces errors since it does 
not capture how the entire system behaves due to the influence of flexible components. 

2.2 Solids 
Engineers typically analyze bullq solids, such as formed metal parts, machined stock, and 
castings, by employing either brick or tetrahedral solid elements. In these cases, the most 
commonly employed analysis types include static structural and heat transfer. 

A key challenge to analyzing these types of component? typically relates to representation of 
part features in the idealized model. For example, many components of an automobile 
powertrain, such as a connecting rod? can have hundreds of features which may or may not be 
important to include in an engineering analysis. Engineers and designers should have the option 
to include or suppress features across CAD and CAE simulation software. . 

To enable such feature management, schema must be established and standardized for common 
representations of features that can be shared by design models and simulation models. The Open 
CAx Architecture for Interoperability initiative promoted by the National Center for 
Manufacturing Sciences’ and the ENGEN6 project funded by the South Carolina Research 
Authority drive towards this objective. 

Fillets pose some of the most frequently encountered problems for reliable analysis. For example, 
fillets are often ignored in design models as idealized “perfectly sharp” edges. Allowing sharp 
edges simplifies model preparation. Besides being unrealistic from a mechanical elasticity and 
manufacturing point of view, acceptance of pedectly sharp edges in a f ~ t e  element analysis can 
lead to flawed results7. Again, these comers represent critical regions for part failure. 
Furthermore, stress concentrations will be highly sensitive to radii of curvature at the edges, yet 
these radii are often ignored. 

The impact of sharp edges depends on analysis objectives, the analysis environment, and the 
coarseness of the mesh in the vicinity of the edges. For example, sharp edges may have little 
influence on “far field’, displacements for a model with a well graded mesh. Or, a sharp edge may 
be far away from the distribution of load through a part, making the sharp edge’s presence 
inconsequential. Good engineering judgment must be applied. 

, 2.3 Thin-walled parts 

And Assemblies 
‘See Shah, J., Rogers, M., and Khan, N., Evaluation of Features Technology for PowerTrain Components Design, 
Pzona State University Technical Report Number DAL 94-05, August 1994. 

3 

J 
See the OCAI website at www.ocai.org 

6 See the ENGEN website at www.scra.comlengen 
’Babuska, I. And Szabo, B., Trends and New Problems in Finite Element Analysis, Proceedings-Mathematics of 
Finite Elements and Applications IX MAFELAP, Whiteman, J.R., ed., Brunell University, 1996. 
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These include folded and stamped sheetmetal and mold-injected plastics. Engineers typically 
employ plate and shell elements to analyze these components. These elements pose risk since 
they assume first order Kirchoff and Reissner-Mindlin models of behavior. 

For most manufactured sheetmetal parts, such assumptions will be invalid in domains 
sufficiently far from where features such as bends, stiffeners, and punches exist. Bosses and 
stiffeners in mold injected parts will also invalidate these assumptions. Most likely, critical 
mechanical behavior will occw in the vicinity of these features. Yet, many engineers employ first 
order shell elements throughout an entire model without recognizing that the limitations of the 
elements can produce invalid results in these most critical regions. Also, engineers often attempt 
to employ these elements for parts too thick to satisfy'the assumptions above. Again, strong 
engineering jud-pent must be applied when employing shell elements. P-adaptive and 
hierarchic' shell elements or other elements that incorporate comprehensive behavior models 
through the element thickness prove more reliable than conventional shell elements. 

3. Geometry Creation Practices 

In decades past, engineers often idealized their designs as 2D plane stress, plane strain, or axi- 
symmetric analyses due to limitations in computational power and software that could support 
3D analysis requirements. However, as the availability of affordable computer power has 
increased, there has been a strong trend towards performing finite element analysis on 3D designs 
directly. Chart 2 indicates that nearly 75% of all FEA performed today involve three dimensional 
geometry. 

' 

Chart 2. Dimensionality of Finite Element Analysis Performed 

2 Dimensional 
26% 

Historically, FEA specialists recreated 2D or 3D geometry from drawings employing 
commercial finite element preprocessing software from suppliers such as Ansys, Inc., The 
MacNeal-Schwendler Corporation, and Structural Dynamics Research Corporation (SDRC). The 
development of advanced CAD technology for three-dimensional geometry creation from 
commercial suppliers such as CoCreate, Computervision, Dassault Systemes, EDSNnigraphics, 

8 '  Szabo, B. and Babuska, I., Finite Element Analysis, John Wiley and Sons, 1991, pp. 270-274. 
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Intergraph, Matra Datavision, Parametric Technology Corporation, and SDRC offer the 
opportunity for finite element analysis practitioners to build models directly from CAD geometry 
created by designers. This trend, promoted heavily by CAD suppliers, has been endorsed by 
management in manufacturing f m s  as a means to shorten time requirements for the creation of 
analysis models and to maintain a single master model for product definition without recreation 
of geometry. Chart 3 summarizes current practices and preferences. 

Chart 3: Techniques Employed and Preferred for FEA Geometry Definition 

Wmin CAE product using 
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Wain CAD 
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0% 20% 40% 60% 80% 100% 

The category “Drawings Within Simulation” refers to the practice of creating simulation models 
within FEA preprocessing software while reading geometry from drawings. “Within CAD” 
refers to the practice of directly employing CAD geometry either within commercial CAD 
software or by exporting the CAD geometry to a finite element preprocessor. Use of CAD 
geometry has increased to nearly 80% of respondents in 1996 from 11% of respondents in 1991. 
However, respondents who use CAD also create finite element model geometry from drawings. 
Indeed, Chart 4 indicates that more than 50% of the finite element analyses performed involve 
manual recreation of geometry from drawings. 

Chart 4: Geometry Definition Approach Based 
on the Number of FEA Analyses Performed. 
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While this practice seems to entail unnecessary work, many FEA specialists view the task of 
modifying CAD geometry for definition of finite element models as too extensive to be practical 
because of the following requirements: 

0 Elimination of unnecessary design detail. 
Redefinition of ill conditioned CAD geometry such as surface “slivers” which are unsuitable 
for f ~ t e  element meshing 
Creation of geometry abstractions suitable for finite element analysis but incompatible with 
the design model. 

The last requirement can be exemplified by the creation of “non-manifold” surface and 
wireframe models which employ the mid-surfaces of thin-walled parts and axes of “long and 
skinny” geometry with dimensionally small cross sections to create finite element models with 
shell and beam elements. Often, these non-manifold geometry representations of analysis models 
cannot be easily created from 3D CAD geometry without a significant amount of manual effort. 

Given the three challenges above, it often takes less time to recreate geometry than to use CAD. 
Commercial CAE and CAD suppliers must continue to emphasize tools that can create “dual 
representations” of the same design. Dual representations refer to the original design geometry 
created with CAD and the idealized representation used for FEA. Also, the CAD geometry and 
the idealized FEA models must be associative. Associativity means that the idealized model 
updates as design geometry changes. 4 ’  

Regardless of whether engineers employ CAD or finite element preprocessors to create 
geometry, 50% of the engineers employ geometry creation capabilities to support finite element 
modeling within a single integrated software environment as summarized by Chart 5. This trend 
is growing. Integrated capabilities enable quick FEA model updates when geometry changes. The 
integration expedites parametric studies which address the impact of design variables on product 
behavior. It also offers an opportunity to expedite robust design and optimization practices. 
Those en,@neers who depend on data exchange through custom translators or exchange standards 
such as IGES or STEP cite occasional reliability problems causing unsuccessful exchange of 
geometry. 
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Chart 5: Respondents Mostly Use Integrated Modeling 
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Survey respondents also reported a growing preference for solids modeling as Chart 6 suggests. 
Nearly 75% of the responding sites prefer the use of solids followed by the use of surfacing 
capabilities. 

Chart 6: Modeling Preferences 

YO Sites 

Solids modeling has long held the promise that its deployment could drive more engineering 
content into the design process. Indeed, solids-based CAD has gained wide acceptance since the 
introduction of feature-based solids modeling in the late 1980s. Feature-based solids modeling 
encapsulates parametric definitions of design entities such as protrusions, objects of revolution, 
holes, ribs, slots, pockets, rounds, chamfers, “thin walls”. etc. and corresponding geometric 
construction techniques as “features”. These features serve as building blocks to create solids 
models through a constructive solids geometry (CSG) framework. This approach has matured to 
include boundary representation (b-rep) techniques that enhance flexibility and ease of use.g *lo 

Hoffmann, C. Geometric and Solid Modeling, Morgan Kaufmay. 1989 9 



This trend towards solids can accelerate as the object-oriented feature based design paradigm 
continues to expand. Object-oriented features have the potential to encapsulate engineering 
content such that simulation preparation becomes more transparent. For example, CAD software 
today encapsulates information with a hole feature that describes how the hole attaches to 
surfaces and whether it is a “through-hole” or a “blind-hole”. Efforts have also been underway to 
include information about how the hole should be manufactured. Additionally, information could 
be included to describe: 
0 Behavior of the hole that impacts product performance. 
0 How the presence of the hole should impact creation of a simulation model. 
0 When the hole should be included in the model. 

Encapsulating information into features such as holes, ribs, slots, bosses, and fillets provides an 
additional mechanism for improving the reliability of FEA models. Features can capture rules for 
creating finite element meshes for a broad variety of analysis scenarios. 

4. Finite Element Modeling Trends 

Chart 7 suggests that respondents mostly employ shell elements and solid elements to simulate 
the behavior of three dimensional objects. Extensive adoption of 3D analysis coupled with 
significant use of 2D automeshing suggests significant use of shell elements to model thin-walled 
objects. Creating shell elements is essentially a 2D operation performed on a surface to model a 
3D part for finite element analysis. Also, engineers often employ 2D meshing 
of 2D elements” for extrusion and revolution into 3D models of solid objects. 

t 

Chart 7. Types of Automeshing Commonly Deployed 

to create a “profile 

~~ 

IO Shah, J., Feature-Based CAD: Is it Production Worthy Yet?, Presentation:Implementation Roadmap 1997 
Conference, D. H. Brown Associates, September, 1997 
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Significant use of 3D automeshing suggests that tetrahedral elements (or tets) are gaining 
acceptance. Over the past five years, software developers have made significant breakthroughs in 
the quality of automatic meshing with tet elements. No vendor has yet delivered robust automatic 
hexahedral meshing to the market. 

Analysis experts have often prefened hexahedral or “brick” elements over tetrahedral elements 
due to the high “artificial stiffness” that tets demonstrate in shear deformation. Although CAD 
and CAE suppliers advertise 10 node tetrahedrons for improved solutions, many analysis experts 
still claim that 10-node tets deliver less than desirable results, particularly when mid-side nodes 
are not collinear with vertex nodes. Therefore, they claim that the improved quality of results 
which simulation with hexahedral element delivers justifies the extra time and effort required to 
prepare models with brick elements. 

Many CAD and CAE software suppliers promote tetrahedral elements because they work best for 
automatic meshing of solids with arbitrary shapes. These suppliers argue that the time saved in 
model preparation with tets justifies these elements. They also argue that tetrahedral elements 
coupled with h and p adaptive analysis can compete with hexahedral elements in solution quality. 

Table 1 summarizes time requirements to create simulation models for 2D analyses and 3D 
analyses. Three dimensional analyses typically require triple the time to prepare than 2D analysis. 
The table also reports the mean and median of maximum model sizes reported by all respondents 
in terms of Degrees of Freedom (DOF). 
The table suggests that improved software technolo,T and hardware have had a dramatic, 
positive effect on the overall time requirements to prepare models. Average time requirements 
for model preparation have dropped 47% since 1991. Median time requirements have dropped 
27%. 

Table 1: Time Requirements for Simulation Model Preparation. 



Average 
Preparation 

Time 

1996 
(Horn) 

Analysis Type 

1991 
(Hours) 

2 Dimensional I 3 Dimensional 

22 
18 

30 a 

(Average 

54,378 I 51 
10,OOO I 24 

Model 
Size 

(Average 
Max. 
DOF) 
108,903 
50,000 

Average Composite 
Time 

for Each Analysis 
(Time in hours) 

47 I 89 

I 
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5. The Impact of Adaptivity 

When performing FEA, inherent numerical errors arise due to the approximation of a continuous 
body with complex behavior into discrete finite elements which approximate the complex 
behavior in a piece-wise continuous fashion using low order polynomials. Therefore, 
convergence studies must be performed to build confidence in the reliability of a finite element 
model and calibrate the amount of numerical error in the solution. In years past, this often 
involved a tedious process regenerating finite element results with progressively refined models. 
At each step of this process, partial or complete f ~ t e  element models had to be regenerated, 
refining the finite element mesh manually. 

H-adaptive and p-adaptive techniques have reduced time requirements for these convergence 
studies dramatically. Table 2 summarizes time requirements to complete analyses and the 
percentage of time occupied by convergence studies, comparing 1996 survey results with 1991. 
Median time requirements to improve models through mesh refinement have declined 
dramatically from four days to one day. 

Adaptivity coupled with advances in automatic meshing tools for the editing of existing models 
have contributed to this trend. Given these advances, median time requirements to complete 
finite element studies have declined by 50% over this time period. Table 3 summarizes growth in 
the use of error estimators and adaptive error control since 1991. On a percentage basis, use of 
these capabilities doubled over the past five years. Those who employ error estimators and 
adaptivity use these capabilities for 54% of the analyses they perform. Seventy-five percent of the 
respondents who use adaptivity today expect to increase their use of it. Also, 15% of respondents 
not using these capabilities today expressed intentions to employ them in the near future. 
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Capability 1996 1991 
Error 54% 27% 
Estimators 
Adap tivity 39% . 20% ' 

Survey results show the sharpest increase in the use of p-adaptive analysis since 1991. In 1996, 
29% of the respondents employed p-adaptivity compared to 5% in 1991. Parametric Technolob 
Corporation, the developer and distributor of Mechanica software, accounts for most of this 
growth. Customers cite the ease of performing parametric studies on the sensitivity of mechanical 
performance to changes to design variables as the major benefit. 

The major challenge of p-adaptivity has been the computer resource requirements to complete 
analyses. This can be attributed to the lack of commercially available automatic meshing 
capabilities that accommodate p-adaptive models. Most of the automatic mesh generators 
available today create many more elements than p-adaptive analysis requires. This creates 
computational difficulties due to the large number of degrees of freedom generated for high 
orders of p. 

For example, Parametric Technology Corporation's Pro/MEcHANIcA Release 18 generated 
386 tetrahedral elements on a test case run early in 1996. At p=6 along some element edges, 
solution required nearly 34,000 degrees of freedom. An Hp 735-125 with 96 MB of RAM and a 
1GB hard drive had insufficient disk space for a scratch file needed for the computation". IBMs 
PolyFEM", with an automatic mesh generator customized for p-adaptivity, created a mesh of 224 
elements that included 144 tetrhedra, 44 wedges, and 36 bricks:However, some elements were 
highly distorted and p=7 was required to achieve the same quality results as ProLMECHANICA 
at p=5. 

Engineering Software Research and Development (ESRD) generated the best s~lution'~ with its 
p-adaptive technology employing the least number of elements-using hexahedra exclusively. 
However, ESRD employed manual and semi-automatic mapped meshing techniques to create 
their model. Therefore, ESRD's solution was the most labor intensive. None of the other 
mainstream MCAE, CAD/CAM suppliers have any serious on-going effort & p-adaptive 
meshing. 

Future Directions 

500 MB of disk space were free for the computation 
I' Now owned by CADSI, Inc. 

The true solution to this problem involved a s'ingularit$ with an edge stress of infiiity which 
only ESRD detected the singularity. This substantiates the concern that careless automation of 
finite element analysis can lead to erroneous and dangerous interpretation of results. 

11 

13 
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Industry wants nothing short of 100% reliable finite element analysis with transparent mesh 
creation ~apabilities’~. Ideally, as a designer works with CAD software, an analysis engine 
operating in the background would serve as an advisor indicating if design concepts and design 
parameter values would result in mechanical performance problems. This vision is analogous to 
Microsoft Word 7.0 spell checking which highlights incorrect words as the user types. 

Of course, we do not yet have the software intelligence or affordable compute capacity to achieve 
this vision. However, the first logical achievable step towards this vision which has immediate 
positive impact would be CAD based product definitions with an object-oriented feature 
taxonomy that captures product and feature functions. Such a software architecture would 
incorporate feature attributes and methods that provide engineering context which meshing 
algorithms could capitalize on to automatically create more intelligent analysis models. 

For example, if a hole “understands” that it was designed to hold a bolt and it knows the torque 
applied to the bolt as well as manufacturing tolerance information, object-oriented software 
techniques can enable automatic creation of a finite element model that accommodates potential 
eccentric loads that can be derived from tolerance stack-up analysis. Methods could be attached 
to the hole which could automatically build a model of frictional behavior given the 
manufacturing attribute of surface f ~ s h .  

Such efforts are formative today within the ENGEN and OCAI initiatives. However, success will 
require CAD development perspectives to move from geometry-centric to function-centric. Also, 
the CAE community must evolve from being application focused to a broader perspective of how 
CAE interrelates with all phases of product development of which manufacturing is the most 
important. 

l4 Expert users of finite element analysis feel most comfortable with an option to review finite 
element meshes and have a capability to modify them according to their preferences. 
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Automotive Industry Needs for Versatile 
Meshing Tools 

Harley Wattrick, Ford Powertrah Operations 
Don Dewhirst, Ford Research Laboratory 

Abstract 

The automotive industry requires a surprising variety of meshing tools to meet its 
various needs. The diversity of its requirements stems from the number of 
disciplines served, e.g., heat transfer through multi-physics simulations, and from 

* the tradeoffs of turnaround time versus efficiency. This paper illustrates these 
points and spotlights some of the pressing needs for improvements in: data 
exchange, solid model quality, a better understanding of mesh quality metrics and, 
of course, faster creation of mesh. 
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Automotive Industry Needs for Versatile 
Meshing Tools 

In the car business some of our engineers envision the automobile originating as a 
roll of sheet steel that’s trucked into the factory. Others envision the automobile 
as an ingot waiting to be melted down or a billet waiting to be forged into shape. 
The sheet steel types are called body engineers, and they need surface meshes; the 
ingoaillet types are called powertrain engineers, and they need solid meshes. In 
addition to the above characters, we have aerodynamicists who need body-fit 
meshes, acousticians who need boundary element models; heat transfer type who 
deal with liquids and HVAC engineers who deal with internal air flows. Then we 
have brake engineers or turbine engineers who deal with rotating flows, and we 
have manufacturing engineers who deal with viscous flow as in casting 
simulation, or separately with heat treat quenching. Still other engineers envision 
the automobile as a cocoon to protect the occupants. The list goes on and on. 

Last year, we made an informal survey of our colleagues to determine the number 
of CAE preprocessors being used in our company. (We define CAE preprocessor 
in the broad sense of mesh-based analysis packages, e.g., finite element, finite 
volume, boundary element, etc.) We stopped counting at 25. Since that time, Ford 
has made an organized effort to reduce the number of preprocessors being used. 
Amazingly, the list has been pared to eight “recommended general purpose” and 
“recommended niche application” codes, as well as a number of recommended 
codes for advanced development. The list will be reviewed periodically to find the 
mix that finds the best compromise between functionality, new technology, 
economics, turnaround time, and “common practice.” 

Whether eight general purpose and niche applications are too few or too many 
remains to be seen. However that turns out, it is clear that four issues will continue 
to command our attention: 

1) solid model quality 
2) data exchange 
3) mesh quality and mesh quality metrics 
4) faster turnaround 

In order to discuss these issues in some detail, we approach them from our own 
bias, Le., that of powertrain engineers. 
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Solid Model Quality 

2. EdgeGaps 
3. SmallEdges 
4. SmallFaces 

Applications based on solid models require different levels of quality with 
meshing and automeshing needing the highest. (See Figure 1.) The “top six” 
problem areas in a solid model fiom an automeshing perspective are: 

Geometric Errors 

5. Sharp Vertex Angles 
6. Feature Lines 

See Figures 2 & 3 for graphic depictions of some of these problems. 

Integrity Issues 

Geometric errors are those (indisputable) problems that are the incorrect product 
of mathematical operations, rounding errors, etc. For example: two lines should 
intersect at a unique point! 

Integrity issues involve decision making on the part of-the user. Is a feature 
desirable? Does a fillet need to be explicitly modeled. Even though a short edge or 
small face exists, can it be eliminated from the model with insignificant loss of 
accuracy? 

The software industry needs to develop tools to both identify and resolve these 
issues. SDRC’s “Section Meshing” (Appendix A) is an approach to handle some 
of these issues integrated within the parent CADKAE system. CADFIX’S repair 
and transformation tools (Appendix B) offer an external approach. 

I 
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Data Exchange 

Data exchange from an automeshing perspective is the movement of data from one 
code to another, whether by direct data access, point to point translation, or by 
indirect translation, like IGES or STEP. 

Data exchange inevitably exacerbates data integrity. It never heals bad data, but 
can transform good data into bad. .. 

One approach to this problem is to minimize data exchange issues by 
standardizing on-a single code, or on a primary code, supplemented by niche 
codes. Another approach is to adopt procedural safeguards that minimize the 
problems of data exchange. 

All software vendors need to address issues of compatibfity and need to support 
data exchange efforts such as presently underway within the STEP data exchange 
community. 

Mesh Quality and Mesh Quality Metrics 

Mesh quality comprises element shape (distortion), abrupt transitions in size, 
undesired mesh discontinuity and suitability to the problem being addressed. Of 
these, element distortion is presumably the primary issue. The F.E. community 
has not reached agreement on appropriate error measures either a priori (before the 
analysis) or a posteriori (after the analysis). Tetrahedra distortion measures are 
especially important, since they are the basis of most 3D continuum automeshing. 
Most of the major codes define different error measures, and these error measures 
are usually incomplete or untranslatable from one to the other. 

As automeshing allows finite element analysis to become easier to use, the body of 
FE analysts will include more entry level analysts. ,These new, less experienced 
users need to have clear direction about the adequacy of their meshes. One body of 
thought is to have a “Go-No GO” type tool that would allow the new automeshing 
tools to be placed in these less experienced hands. Management through the 
establishment of procedures that direct the engineer to use “the checking software” 
and not to use the (auto)mesh if it fails the test gives everyone a workable margin 
of safety. 

The meshing industry needs to address the “Quality” issue if the vision of 
automeshing is to be truly realized . 
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Faster Turnaround 

The present mandate of the automotive industry is to reduce design cycle time, 
thus to provide a more effective response to rapidly changing customer wants. 

Our approach to reduced cycle time is the elimination of prototype build and test, 
and its replacement by analysis. A further refinement is the reduction of the 
analysis time. Our studies have shown that meshing can consume as much as 80% 
of the analysis cycle. See Figure 4 for an example of complex hard to mesh 
geometry. Automeshing is the key strategy to the implementation of this reduced 
analysis time. 

Surface (3D) geometry can be automeshed with quadrilaterals or triangles. The 
current state of the art in 3D solid mesh is tetrahedra. Although, we can 
successfully use tetrahedra, we would, however, gain efficiency with the 
development of a successful hexahedron-dominant automesher. 

Conclusion 

Meshing tools have come a long way in recent years. Diverse tools are available 
to meet a wide variety of demands. Further progress is anticipated by successfully 
addressing shortcomings in the areas of solid model quality, data exchange, mesh 
quality and faster turnaround through improved automeshing. 
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APPENDIXA 

Description of SDRC’s Section Meshing 
t ‘  

I-DEAS Section meshing is a tool that makes problematic geometry more 
meshable with minimal user interaction. As we pointed out, the CAD geometry 
does not always lend itself to being meshed directly. Small surfaces and sliver or 
very small edges make it difficult, if not impossible, to use automated meshing 
tools to get a quality model. 

SDRC’s Sectioning handles the integrity issue by gathering surfaces together to 
make more desirable mesh regions. It also allows users to demote (ignore) small 
edges or vertices during the meshing process to further improve mesh quality. 
Sections can be created automatically based on user defined parameters or 
interactively. 

F 

A sectioned region in I-DEAS is topologically equivalent to its parent geometry. 
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APPENDIX B 

A Description of CADFIX’S Data Healing 

CADfix’s geometry manipulation tools include a set of repair tools aimed 
principally at “Geometric Errors” and a set of transformation tools aimed at 
“Integrity Issues” for meshing. i 

The repair tools include the ability to find and fm a wide range of geometry 
problems usually found in data translation between CAD systems. The tools 
include: unbounded (untrimmed) surfaces, missing intersections, duplicates, swarf 
(unwanted data), and sloppiness (edge/face geometry mismatch), to name a few. 
These repair tools are further automated through the “ProcessCAD” utility. 

The transformation utilities provide the user with the ability to modify the model 
to the desired form without losing topology. Some of these tools are: Join Faces, 
Body Splitting, Auto and Manual Collapse. The “Join Faces” utility replaces a 
specified set of faces with a single face topology and a single NURBS geometry. 
The “Body Splitter” tool provides the ability to split a single solid into multiple 
solids. The ‘‘Collapse” utility allows the user to specify a tolerance such that all 
features and spacings between features less than that set tolerance will be removed 
from the model. 

I 
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Finite Element Design and Analysis Approaches for 
Advanced Military Aircraft 

Tim Wilson 

Abstract 

New Finte Element Analysis (FEA) techniques are dramatically changing 
the approaches used for design definition of aerospace products. Traditional 
processes invlove coarse, low fidelity models and a large amount of user 
manipulation. The new processes and tools bring much more detail earlier in the 
product development and are integrally linked to Computer Aided Design 
(CAD) and Computer Aided Manufacturing (CAM) systems. 

With CAD models becoming totally parametric, the need for fully 
updateable geometry, automatic mesh creation and tools for rapid updating has 
become critical. This will allow the analyst to quickly and easily create or update 
models and perform trades on different configurations of interest. Greater 
insight into design and manufacturing issues is gained and addressed much 
earlier in the process. Each finite element model (FEM), will reside in a single 
database, which is governed by a Product Data Management system. Multiple 
users and disciplines will be able to access a single FEM in its most up-to-date, 
and released state, keeping the design consistent as it matures. This single model 
can be used to perform analysis in any of a number of solvers, both vendor 
supplied standard software, and internally developed codes. The calculated 
results from any discipline's analysis may then be stored and accessed in this 
single model, allowing for all disciplines to utilize any result data in a single 
post-processing platform. Optimization (both topological and attribute) results 
will be fully integrated into the FEM allowing for a new FEM to be readily 
available for checkout. As a result of this final checkout, the Product Data 
Manager (PDM), .will then manage the automatic passing of selected data back 
to the design community's CAD and CAM models for their evaluation. 

A fully integrated parametric FEM system is a requirement for the CAE 
systems of the future. This will link CAD, CAM, and analysis together in a 
managed system, allowing for faster, less expensive, better quality solutions. 
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Solution-Based Mesh Quality for Triangular and Tetrahedral Meshes. 

M. Berzins' 

Abstract. A new mesh quality measure for triangular and tetrahedral meshes is presented. This mesh quality 
measuri is based both on geometrical and solution information and is derived by considering the error when linear 
triangular and tetrahedral elements are used to approzimate a quadratic function. The new measure is shown to 
be related to rtisting measures of mesh quality but with the advantage that local solution information in the form 
of scaled derivatives dong edges is taken into account. This advantage i s  demonstrated by a comparison with a 
geometrical indicator on a parameterized problem. 

keywords. Unstructured meshes, tetrahedral mesh quality, 12 error information. 

1 Introduction 

The increasing use of p.d.e. solvers based on triangular and tetrahedral meshes e.g [4] [17] raises the important issue 
of whether the mesh is appropriate to represent the solution. One approach to resolving this issue is have computable 
error estimates for each solution component. At present, it is still often the case that such estimates may not be 
available or may not be reliable. In the case of mesh generation, the usual approach is to assume that the solution 
to the problem is such that mesh quality may be viewed as being independent of the solution, [5,11]. An alternative 
point of view is that it is both the shape of the elements and the local solution behavior that is important, particularly 
for highly directional flow problems [14, 15, 161. The starting point for this work was the analysis of Babuska and 
Aziz [3], who showed that the requirement for triangles was that there should be no large angles . This work was 
extended to tetrahedral elements by Krizek [lo] in a similar spirit. 

The intention here is not to deal with the issue of how to construct an optimal mesh but instead to consider the 
related issue of how an existing mesh should be assessed given a solution. This reflects an important practical issue, 
particularly in three space dimensions, when a mesh generator produces a mesh of unknown quality for a complex 
solution. The requirement is then to assess how appropriate the mesh is for the computed solution. The ideal solution 
is to use a computed error estimate to assess whether or not the mesh should be refined. This error estimate should 
reflect not only the interpolation error caused by approximating the solution by a finite element space on a given 
mesh but also the discretization error of the numerical method used to approximate the p.d.e. and the choice of norm 
used to measure the error. 

In many cases however such emor estimates are not available but it is still desirable to understand whether or not the 
mesh is appropriate. This paper will discuss the simple mesh quality indicator, of Benins [6] based on interpolation 
error estimates. The fundamental assumption being made is that the solution is being represented by a piecewise 
linear triangular or tetrahedral basis and that the function being approximated is quadratic. This assumption allows 
the error to be approximated by a quadratic function and the results of Nadler [12,13] to be used for the triangular 
case. The resulting indicator has been shown to be related to those of Bank [3] and Weatherill [17] when geometry 
alone is taken into account. 

The quantities used in defining the full indicator have also been used to generate, [SI and modify, [2] meshes in two 
dimensions. This paper will show that the new indicator may be used to identify which triangular or tetrahedral 
element needs refining and also which edge(s) should be refined. A model of boundary layer flow wil l  be used to 
demonstrate how the indicator performs in identifying which triangle is best. A further simple example will show the 
optimum mesh will depend critically on the choice of norm used to measure the error. 

The second part of the paper will consider the indicator in the case of a linear element tetrahedral mesh. This 
indicator will again be shown to behave in a similar way to that of Weatherill [17]. A parameterized tetrahedron 
combined with a simple model of a solution with highly directional gradients will be used to illustrate how the new 
indicator identifies the effect of directionality on the linear element approximation emor and how this contrasts with 
a purely geometrical mesh quality measure. 

'Computer Science, University of Utah, on leave from School of Computer Studies, The University, k d s  LS2 9JT. 
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Figure 1: Babuska and Aziz Example Triangles. 
' I  

The conclusion of the paper is that while purely geometrical mesh quality indicators may do a good job in'identifying 
meshing anomalies, the appropriateness of a mesh for a given solution cannot be deaded using geometry alone. 

2 NadlerC Error Estimate for Triangles. 

The starting point for the derivation of a new mesh quality indicator is the work of Nadler [12] who derives a partic- 
ularly appropriate expression for the interpolation error when a quadratic function is approximated by a piecewise 
linear function on a triangle. Consider the triangle T defined by the vertices V I ,  uz and u3 as shown in Figure 1 below. 
Let hi be the length of the edge connecting V i  and V;+I where ~4 = vi . 
N d e r  [12] considers the case in which a quadratic function 

I 

1 
2- u(z, y) = -zT H where 4 = 

is appmhated  by a iinear function ulin(x,y) , as defined by linear interpolation based on the values of u at the 
vertices. Denoti: the error by 

Nadler [12] as quoted in Rippa [16] shows that 
eiin(x,y) = ul in(2 ,  Y) - +,Y) (2) 

where A is the area of the triangle and d; = $(u;+1 - H (u;+l - ui)  is the derivative along the edge connecting 

Example 1 In the case when the matrix H is positive definite with diagonal entries p' and 8 and symmetric 
off-diagonal entries pq then 

vi and vi+ l -  

T 
d; = (p Axi + q AY;)~ where v;+1 - vi  = [Ax;, Ayi] 

In the case of the triangle in Figure 1 assuming that x and y are in the horizontal and vertical directions respectively, 
the values of di are di = pzh2 , dz = h2(-(1 - p ) p  +as)' and Q = hZ(& - as)' . 
Example 2 In contrast when the matrix H has diagonal entries p and p and symmetric off-diagonal entries q then 
the matrix H has eigenvalues p + q  and p- q and so is positive definite ifp > q . In the case of the triangle in Figure 
1 assuming that x and y are in the horizontal and vertical directions respectively, the values of di for this matrix are 

di = ph: , dz = a2h:(p(l + p:)  - 2piq)and d3 = a2h:@(1 + p(%) - 2 4  . (4) 

where 

In this case dz and d3 can be negative if both p and q are positive and q >> p. It is also possible to pick a and p1 SO 
that dl + dz + d3 = 0 in this case and hence to zero part of equation ( 3). 

PI = (1 -P)/a,  and PZ = P/a 
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3 A Mesh Quality Indicator for Linear Triangular Elements 

In this section the new mesh quality indicator of [6] based on the work of N d e r  [12] will be derived. This indicator 
takes into account both the geometry and the solution behavior. The starting point for this indicator is equation (4): 
in the case when the values of di are all equal then each edge makes an equal contribution to the error. However in 
order to take into account in a consistent way the fact that the values of d; may be of difTerent signs it is necessary 
to consider their absolute values. It should also be noticed that if di = hi then the form of equation (3) has some 
similarities with the indicators of Bank [3] and Weatherill [17]. This relationship will be made precise below. With 
these two points in mind the scaled forms of the derivatives d; are defined by 

- 
(5) di=  - ldil where dmot = maz[ldll, ld21, Id311 

dmaz 

For notational convenience defme i(a = (21+a2+23)2+3+G+6 
where h = [c i~,&,$]~.  A measure of the anisotropy in the derivative contributions to the error is then provided by 

The definitions of the coefficients c& in equation (5) results in the bounds 

(8) 
1 5 qaniao 5 1 

Consider a triangle with only one edge contributing to the error. In this case gonia0 = 1/6 whereas if two edges 
contribute equally and the third makes no contribution gonia0 = 1/2. 
In order to derive a consistent and related but geometry-only based indicator it should observed that the quantity 
defined by: 

where = [hl, h2, h3IT , has value 1 for an equilateral triangle and tends to the value infinity as the area of a triangle 
tends to zero but at  least one of its sides is constant. It is now possible to explain the relationship between this 
indicator and those of Bank [3] and Weatherill [17] +s denoted by Qb and qw and defined by 

respectively. Hence, 

The relationship between qaniso and the linear interpolation error is that when the matrix H is positive definite, i.e. 
di > 0 , then 

8 thus showing that the indicator is a scaled form of the interpolation error in this special case. 

3,l Edge Indices and Mesh Generation/Movement. 

In the case when qaniso is small then it is possible to define an edge index which indicates how much each edge 
contributes to the error. Suppose that in equation (6) all the values of the terms 2; are identical, say, Jav, then 

Hence 
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Figure 2: Boundary Layer Flow Example 3iangles. 

The edge index for each edge is then denoted by eind(i) and defined by 

these edge indices thus indicate which edges should be refined to reduce the error- One recent method to take 
advantage of such local gradients is the modified Delaunay approach of Borouchaki et al. [S] in which the local 
gradient information, of the form of di values, is used in conjunction with the Delaunay mesh generator to compute 
highly stretched grids for anisotropic flows in two space dimensions. The results presented by Borouchaki et al. show 
that this approach can give good results on problems with highly directional flows. 

It is possible to compare the approach adopted here with the recent mesh movement method of fit-Ali-Yahia et al. 
[2] in which the H matrix is modified to be positive definite and edge indicators, defined in the notation used here 
by dild-, are used to move the mesh. This approach thus scales the edge error component by the edge 
length. fit-Ali-Yahia et al. [2] interpret d; as the edge length in the H norm. The xaling defined by equation (13), 
in contrast, scales ldil by an averaging factor taken over all the edges in the triangle. In the case when H is not 
positive definite as in Example 2 of Section 2 if the original values of dz and d3 are negative (Le. g > p ) then the 
effect of the approach of [2] is transpose g and p in the H matrix and hence in the definitions of d ~ ,  d2 and d3 thus 
giving Werent values from those in Section 2: 

di = & , d2 = a2G(4(1 + d) - 2 ~ 1 ~ )  

and ds = a2hT(q(1+ pz) - 2 . ~ 2 ~ )  . 
where p1 and p2 are defined as in Example 2 of Section 2. 

3.2 Boundary Layer Flow Example 

The performance of this indicator may be illustrated by considering anisotropic flow, such as that in a viscous 
boundary layer, in which the two triangles defiued as Case(a), Case(b) and Case(c) in Figure 2 are used to model a 
flow with a weak horizontal component ut= = 1 an intermediate cross derivative uzy = 100 and and a strong vertical 
component uyy = 10000. Case(a) is representative of a triangle thought to be especially suitable for such flows while 
Case(b) is closer to the type of triangles produced by unstructured mesh generators. Table 1 shows the values of 
gaoniso for the three triangles as the height of the triangles o is varied. Also shown is the ratio of the l;lr errors for 
Case (a) and Case (b) divided by the error in Case(c). The table shows that in the case when cy < 0.04 triangles 
such as that in Case(b) are best in terms of interpolation error. and that when cy > 0.04 triangles such as that in 
Case(c) are best in terms of interpolation error. The mesh anisotropy indicator Qoniso values show how the error is 
distributed and that smaller values of this indicator seem to preferable since then one or more edge derivatives are 
orthogonal to the strongly directional error. For very small values of a anisotropy is not a key factor as the dominant 
flow direction is then the horizontal one and not the vertical one. 

3.3 Choice of Norm 

The following example will illustrate how the choice of norm may be critical in deciding what is the best mesh by 
considering the H' and Lz norms. Given the h e a r  interpolation error defined by equation (2), The H' error norm 
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Table 1: Mesh Anisotropy Indicator Values 

Case a Case b Case c ErrorRatioa c ErrorRatio b c 

0.038 
0.02 0.30 0.29 1.00 0.71 
0.01 0.28 0.30 0.68 0.44 
0.001 0.42 0.29 0.50 0.47 
0.0001 0.49 0.28 0.50 1.0 0.55 

The example used is that of Babuska and Aziz [3] in which triangles of the form of that in Figure 1 are used to model 
a flow with a horizontal component ut= = 1 and no other non-zero components uty = 0 and uyy = 0. In the notation 
of Babuska and Aziz H = a h  in Figure 1 and the cases P = 1 and P = $ are considered. Hence U(x, y) = 5.' and 
ai*(., 9)  = 8. +P(P - 1)~ / (2a)  and SO 

1 
eiin,t(t, Y))' + (eiin,y(Z, Y))' = (Z - z)2 + (P(P - 1)/(2@)~ 

thus showing a potential source of problems for small values of a . Benins [7] shows that 

3P20 - PI ' )  + (1 -P)2 + P 2 ]  I. a2 

f(dJ = 4h2 

and the term @(dJ is defined in equation (8). These results are interesting because they show that in the & norm 
P = 4 is more accurate whereas in the H' norm for a < 0.4629 P = 1 or P = 0 is more accurate and P = 0.5 is the 
worst value as a J. 0 . Hence a good mesh in one norm is not a good mesh in another norm. 

3.4 Extensions to Non-Quadratic Functions 

The extension to te case of non-quadratic functions may be considered by assuming that the exact solution is locally 
quadratic. Bank [4] uses such an approach inside the code PLTMG and calculates estimates of second derivatives. 
Adjerid, Babuska and Flaherty [l] use a similar approach based on derivative jumps across edges to estimate the 
error. An alternative is approach is to use the ideas of Hlavacek et al. [9] to estimate nodal derivatives and hence 
second derivatives. 

4 Linear Tetrahedral Approximation of a Quadratic Function 

The extension of Nadler's [12] approach to tetrahedra is achieved by considering the case in which a quadratic function 

(19) 
1 
2 -  u(x,y,z) = - xT H z where = 

is approximated by a linear function Utin(x, y, z) defined by linear interpolation based on the values of u at the vertices 
of a tetrahedron T defined by the vertices ul u2 u3 and u4 as shown in Figure 3. 
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v4 

Figure 3 Example Tetrahedron and Wereme Tetrahedron. 

Let hi be the length of the edge connecting v i  and v i + l  where vs = V I  . With reference to Figure 3 define the vectors 
k 2, & & i a n d g b y  

U 2 = V 1 + &  U 3 = V 2 + $  V1  = V 3 + z  

u4 -i, v 4  = u2 +& u4 = v3 +& (20) 
and consequ&tly 

Define a reference tetrahedron Tr,j, see Figure 3, by the four nodal points: 
- ;+g+z = f+&+f = 2t-e-z = 0. 

?I1 = (O,O, o y  , u2 = (1,0,Oy , v 3  = (O,l,O)T , Vg = (O,O, 1)T (22) 

- X = V I  + BZ (23) 

Then the mapping from the tetrahedron, Tref, to the tetrahedron, T is given by 

where B = 
tetrahedron T . -% -4 , Z is in the reference tetrahedron. Tkf and is the equivalent point in the original 

The function u may then be expressed as 

is defined on Tref. Ignoring the constant and linear terms (which are approximated exactly by a linear interpolant 
and expanding the remaining quadratic term using equation (23) gives 

1 u(z, y, 2 )  = 2 [(&THZJZ2 + (-ZTH322y + (gHzJy* 

( 4 H 3 2 2 2  + (TH322y + ( g H g ) 2 2  ] 

Interpolating this by a linear function defined on Tref by the nodal solution values gives 

and hence the linear interpolation error may be defined as as: 

and written as 
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where 

and 

Hence from equation (27 ) 

where V is the volume of the tetrahedron. Berzins [SI shows that this may then be written as 
J, (erin(x,y))2dz ay a2 = - 3 v g P g . 

2 

where the vector of second directional derivatives along edges is defined by 
1 1 dT = - [dl, ..., ds ] = - [gTH& - -  eTH$, zTH& GTH& kTH& G T H 3 ] .  - 2  2 

and where the matrix P is defined by 
4 2 2 1 2 2  
2 4 2 2 1 2  

2 1 2 2 4 2  
2 2 1 2 2 4  

Expanding out equation (29) in terms of the components of d which are the six directional derivatives along the edges 
gives: 

(30) 
6 8  J ,  (el+, y, z))2d2 dy dz = - 4 v - 7! [(cdi)2 - - dzds - d3d6 + 1 . 

5 Tetrahedral Mesh Quality Indicator 

The results in the previous section make it possible to define the mesh quality indicator in the same way as in Section 
2 in that the error is scaled. by the maximum directional derivative d,,, the integral is scaled by the volume before 
taking the square root. In a similar way to as in Section 3 define 

where now 4 = [&, (12, as ,  2 4 ,  25, &IT. In a similar way as in Section 3, a m e m e  of the anisotropy in the derivative 
contributions to the error is then provided by 

Again in a similar way as in Section 3 and defining the normalized derivatives as in equation (3) a geometry based 
indicator can be written as 

Qm(% = $ [ Q(&)]’ (33) 

where C is a scaling factor to ensure that the indicator has value one when hi = h and thus C = 1/(8.48528 3915) 
and the power of $ reflects the different dimensions of the error and the volume in powers of h. 

The edge quality estimator used by Weatherill [17] is of the form 

A comparison of these two indicators on tetrahedra with uniform gradients. was done by Benins [6] who used the 
eight parameterized tetrahedra of Liu and Joe [Ill as defined by Figures 4 to 11 of that paper and showed that the 
values of the two indicators differ by less than ten percent but on rare occasions this difference may rise to 25 percent. 
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5.1 Edge Indices 

As in two dimensions it is possible to define an edge index which indicates how much each edge contributes to the 
error. Suppose that in equation (31) all the values of 2; are identical, say, &,g then 

Hence 

The edge index for each edge is then denoted by e;nd(i) and defined by 
Jaug = JKZ - 

c5i 

d a g  
eind(i) = -, i = 1,2,3. . 

(35) 

(36) 

(37) 

5.2 Anisotropic Tetrahedra 

In order to consider the case when the edge derivatives are nonuniform consider the model tetrahedron in Figure 4 
defined by the four points 

with edge lengths 
hi = 1, h2 = d-, h3 = d m ,  

hq = d a w ,  h5 = Ja2/4 + p2 + y2, and, h6 = d a 2 / 4  + (1 - p)2 + -f2, 

The volume of this tetrahedron is given by V where V = a7/6 . The anisotropy of the solution is shown by the 
fact that the directional derivatives a; given below depend only on /3 and not on 7 or a. 

d4 = 0, d4 = 1/2p2, and dc = 1/2(1- p)* 
, Given these definitions the the anisotropy indicator has the value shown in the table below In contrast a geometry 
based indicator such as that of Weatherill, will for small values of Q and p indicate a possible source of problems, as 
is shown in Table 2 below. Table 2 also shows the values of the H' norm which is defined as in Section 3.3 except 
that there is now a third gradient term (elin,+(%, y))? and the gradient terms sun to 

Hence as in Section 3.3 this norm is sensitive to small values of a and/or 7. Yet again the behavior of the error 
norms exhibits merent trends from the indicator Qw. Thus again suggesting that the error norm be used to identify 
which elements should be refined and the anisotropy indicator and the values of di to determine which edges should 
be targetted for refinement. 
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Table 2: Qaniso , Standard Mesh Quality Qw and Square of b and H’ Norm Values 

Indicator a/r 
O s n i r o  

0.01 
Qw 1.00 
0 100. 

Scaled 0.01 
L; 1.00 

error 100. 
Scaled 0.01 
(H’)’ 1.00 
error 100. 

B = O  B = 0.25 B = 0.5 

0.28 0.28 0.28 0.16 0.16 0.16 0.12 0.12 0.12 
9.le+2 5.2e+l 9.0e+4 8.9e+2 4.7e+l 9.0e+4 8.9e+2 4.7e+l 9.0e+4 
5.5e+l 1.20 9.le+2 4.7e+l 1.0 9.le+2 4.5e+l 1.03 9.le+2 
1.4e+5 1.4e+3 5.0e+l 1.4e+S 1.4e+3 5.Oe+l 1.4e+S 1.4e+3 5.le+l 
1.Oe-4 1.0-2-2 1.0 l.0e-4 1.Oe-2 1.0 1.Oe-4 1.Oe-2 1.0 
1.0-2 1.0 1.0e+2 1.0-2 1.0 1.0e+2 1.0-2 1.0 1.0e+2 

1.0 1.0e+2 1.0e+4 1.0 1.0e+2 1.0e+4 1.0 1.0e+2 1.0-4 
1.Oe-4 1.Oe-2 1.0 3.5-1 1.8e+l 1.8e+3 6.9-1 3.5e+l 3.5e+3 
1.0.92 1.0 1.0e+2 1.8e+l 1.0 8.4e+l 3.5e+l 1.0 6.5e+l 

1.0 1.0e+2 1.0e+4 1.8e+3 8.4e+l 6.6e+3 3.5e+3 6.5e+l 3.0e+3 

0.01 I 1.0 100.0 ’ 0.01 1.0 100.0 0.01 1.0 I 100.0 

In Table 2 the L2 and H’ norms for each value of beta = 0.0,0.25,0.5 are scaled by the value of the norm when 
a = 7 = 1. This makes a comparison with the mesh quality Qw indicator easier as it has a values close to 1 at these 
points. 

The indicators Qw , Qaniso and the & error are symmetric about p = 0.5. In particular when a and 7 are small 
then hi N” di and 

Hence as the volume shrinks the mesh quality indicator Qw becomes large while the approximation error for a fixed 
value of /3 is scaled only by the volume. The most significant result is that the indicator Qonjso doesn’t vary with a 
and 7 and the error norm naturally increases as a, 7 and hence the volume get large. In contrast the mesh quality 
indicator Qw has a minimum when a = 7 = 1 and is also relatively small when a and 7 are large. and the error is 
large. 

6 Conclusions 

The mesh quality indicators developed here appear to be a promising start in terms of identifying triangular or 
tetrahedral elements in which the shape of the elements and the local solution gradients conspire to give a poor linear 
approximation to a quadratic solution. The indicators have an obvious application in the case when linear triangular 
or tetrahedral finite elements are used to solve p.d.e.s with anisotropic solutions. The differences that occur when 
the indicator is used in the very simplest cases suggest that it is important to try to include solution effects when 
assessing the quality of the mesh. 

Acknowledgements The author would like to thank Chris Johnson and the Sci Group of the Computer Science 
Department at Utah for their support and hospitality while this paper was written. 
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Comparative Study of Unstructured Meshes 
Made of Triangles and Quadrilaterals 
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Abstract. 

Extensive studies have been conducted on the generation of unstructured meshes of triangles for 
the purpose of finite element analysis. Delaunay triangulation has been the basis of several such 
methods, and has lead t o  algorithms that can produce unstructured meshes of triangles for any planar 
domain. However, there have not been many robust methods for producing unstructured meshes of 
quadrilaterals. This is unfortunate, because for plain stress and plain strain problems solved using 
finite element analysis, 4-noded quadrilateral elements perfonn much better than Pnoded triangular 
elements, especially when the discretisation is not dense. 

In this paper, we present an exfremely simple and guaranteed method t o  generate meshes of quadri- 
laterals from meshes of triangles generated using a robust Delaunay triangulation algorithm. The 
elements thus obtained have less than optimal aspect ratios. In order t o  determine i f  the less than 
optimal aspect ratios of the elements aged the quality of resulis when these meshes are used for 
finite element modeling, we applied these meshes t o  the solution of a problem. We are of the opinion 
that a mesh of quadrilaterals generated in the inezpensive manner presented in this paper produces 
results that compare well even with those from mapped meshes. Thus, the presented method provides 
an efficient, simple and eflective way t o  generate unstructured meshes of quadrilaterals of reasonable 
quality. 

Keywords. Delaunay unstructured quadrilateral triangular mesh finite element mapped 

1 Background 

In the past, a number of-algorithms for generation of unstructured triangular meshes have been reported 
[Chew 89, Cavendish 83, Ruppert 921 (Structured or mapped meshes are developed through mappings of a 
mesh defined in a logical domain into a geometric domain, whereas unstructured meshes do not depend upon 
a topologically similar logical domain. However, it has been the analysts’ experience that in finite element 
analyses, for a given number of degrees of freedom (DOF), 4-noded quadrilateral elements provide better 
results than 3-noded triangular elements [Cook et al741. The bnoded constant strain triangle behaves 
poorly in bending because the stresses and strains are constant within the element. However, the results 
improve when the mesh becomes finer [Cook et al741. 

There have been attempts to come up with algorithms yielding good-quality meshes of quadrilaterals. The 
Paving algorithm is one of them [Blacker 901. There are a number of algorithms that produce mapped 
(structured) meshes of quadrilaterals. However, a disadvantage of mapped meshes is that they cannot 
be adapted to fit any region. There have been quite a few algorithms to improve the quality of meshes 

*Graduate student, Dept. of Civil Engineering, University of New Mexico 
t Associate Professor, Dept. of Civil Engineering, University of New Mexico 
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Triangle Three Quadrilaterals 

Figure 1: Conversion of a triangle into quadrilaterals 

of triangles too, and sometimes these approaches talk about using meshes of quadrilaterals in place of 
trianglestcannan 96, Mavriplis 971. 

1.1 Investigations Using Unstructured Meshes 

Although unstructured quadrilateral mesh generation is still in its developing stage, much research has gone 
into improving the quality of unstructured triangular meshes, especially the ones produced using Delaunay 
triangulation [Cavendish 83, Bern 90, Chew 89, Ruppert 921. Arbitrary planar regions can be meshed using 
an unstructured mesh generated using Delaunay triangulation [Cavendish 831. The density and quality of 
elements in the region may be predictably controlled. 

A mesh made of quadrilateral elements can be derived from a mesh made of triangular elements. The 
conversion is as shown in Figure 1. The conversion is simple, and involves placing nodes at the centroid of 
the triangle and the midpoints of the edges, and then joining them appropriately to form three quadrilaterals. 
It is noted that the conversion time is small (proportional to the number of elements in the original triangular 
mesh) compared to the creation time of the triangular mesh itself. One also obtains increased number of 
degrees of freedom (DOF) and a finer mesh for a quadrilateral mesh derived in this manner. 

Thus, with a proven triangular mesh generation technique, and a proven method of deriving quadrilateral 
elements fiom triangular elements, one obtains a proven method for obtaining an unstructured quadrilateral. 
mesh of any planar region. However, the quadrilateral elements thus developed all have less than optimal 
aspect ratios. The question we try to answer in this study is whether these less-than optimal aspect ratios 
affect the results obtained when the meshes mentioned above are used in finite element analyses. The 
objective of this study is to  apply the meshes created in this manner to the solution of a problem with a 
clear analytical solution and to study the convergence of results. 

The problem of a cantilever beam loaded with a uniformly distributed shear traction at the free end is chosen 
for the discretisation and analysis. Vertical displacement at the top of the free end is the response that is 
considered for this study. The geometry and dimensions of the problem are as shown in Figure 2. 

The material assumed is linear elastic, with the properties given below: 

Young’s Modulus (E) - 29000 Zb 
Poisson’s ratio (v) - 0.3 
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cantilever beam, with a thickness of 1' in the direction perpendicular to this plane 

P=l b 4-i- 
1' 

Y /=70' 

Figure 2: The cantilever beam problem 

2 Mesh Generation and Finite Elements Used for the Study 

The algorithm we used for generating unstructured triangular meshes through Delaunay triangulation takes 
as input a value called p ,  used to  control the the mesh density. The implementation of this algorithm was 
done using an object-oriented toolkit for computational mechanics research (CoHeT) being developed at  the 
Dept. of Civil Engineering, University of New Mexico [Atencio et al97J. The smallest edge of the planar 
geometry is divided into subdivisions of length I x p, I being the length of that edge. All the other edges are 
also divided into subdivisions the same length as subdivisions on the smallest edge. The meshing proceeds 
from there, introducing nodes in the interior of the geometric domain as required [Cavendish 831. 

First and second order Gauss integration schemes were used for the elements, although in the case of Pnoded 
quadrilateral elements it was found that first order integration results in under-integrating the elements and 
may result in hourglass modes [Cook et al74]. For 3-noded triangular elements, the first-order scheme is 
sufficient to give the exact integration results. 

A few structured meshes were also created using quadrilateral elements and triangular elements. The results 
obtained using these meshes were also compared with the results obtained using the Delaunay meshes 
of triangles and quadrilaterals. For purposes of comparison and error estimation, 'accurate' answers were 
obtained using an appropriate analytical solution and using a very fine mesh of mapped rectangular elements 
and using 8 noded quadrilateral finite elements. 

3 Analytical Solution 

The analytical solution for the vertical displacement at the top of the free end of a cantilever beam loaded 
at the free end is made up of two parts: 

1. Simple bending displacement - this is calculated using Timoshenko beam theory. 
2. Displacement due to shear. 

This solution too is approximate because the beam considered is not exactly a shallow beam, although 
the inclusion of shear displacement corrects this approximation to  some degree. In any case, the value of 
displacement obtained analytically is within 1% of a refined finite element analysis result, indicating that 
the values obtained by both methods are probably accurate to within 1%. 
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3.1 Vertical Displacement Due to Bending 

The cross-section of the beam in-the problem is as shown in Figure 2. Using the values given in the problem 
section, 

1 bh3 - 
12 

Moment of Inertia of the cross - section, I = 
1 x 103 103 = -- - -  

12 12 
The vertical displacement at the free end due to bending is given by: 

where E is the Young's Modulus of elasticity of the material of the beam. Thus, 

1 x 70" 
3 x 29000 x 

6b  = 

3.2 Vertical Displacement Due to Shear 

According to Equation. 6.52 in [Wempner 951, the deflection of a beam due to shear is given by the formula 

- = -  d 6 S  v ( x ) Q o  
dx GIt 

6, - vertical displacement due to shear 
V ( x )  - shear atpoint 2 
Qo - moment of the cross-sectional area about its centroid 
G - shear modulus 
I - moment of inertia of the cross-section 
t - thickness of the cross-section 

where 

(3) 

Using the values calculated from the-problem data, subject to the boundary condition that 6, = 0 at  the 
fixed end ( x  = 0), it is determined that 

- -  d6S - 1 . 3 ~ 8 ~  10 '~  
dx 
6, = 1.3448~ lO-'t 

Then, x = 70 gives 6, = 0.0941 x in. 

3.3 Total Vertical Deflection : Analytical Result. 

The total vertical deflection is the sum of the components mentioned above. 

6 = 6 b + 6 s  . 

= (4.731 + 0.0941) x in 
= 4.8251 x lo-* in 

(4) 

(5) 

As it will be shown later, this is within 1% of the value of vertical deflection obtained through a very refined 
finite element analysis. 
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Table 1: Discretisations used in the study 

4 Finite Element Analysis of the Problem 

As mentioned before, the problem was solved using the finite element method. The triangular meshes gen- 
erated using Delaunay triangulation, quadrilaterals derived from Delaunay triangulation, and a few mapped 
meshes of triangles and quadrilaterals were used for this purpose. 

4.1 Unstructured (Delaunay) Triangular Meshes 

The meshes made using Delaunay triangulation are given in Figure 3. They were prepared using various P 
values. The values 0.8, 0.6, 0.4, 0.2, 0.15 and 0.13 were used for triangular meshes. A smaller P results in a 
finer mesh. The value p ,  as it can be seen, is related to  the size of the elements, but arriving at a relation 
between the two would not be trivial. 

4.2 Unstructured (Delaunay) Quadrilateral Meshes 

Quadrilateral meshes created from triangular meshes using Delaunay triangulation are given in Figure 4. 
The additional effort involved in converting a triangular mesh to  a quadrilateral mesh is minimal, and is 
proportional to the number of elements in the original triangular mesh, as far as time for computation is 
concerned. 
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, 
3-noded triangular mesh created by Delaunay triangulation: 20 elements 
22 nodes, beta = 0.8. discretisation # 1 

3-noded triangular mesh created by Delaunay triangulation: 26 elements 
28 nodes, beta = 0.6. discretisation # 2 - 

3-noded triangular mesh created by Delaunay tiangulation: 76 elements 
60 nodes; beta = 0.4. discretisation # 3 

’. . 

3-noded triangular mesh created by Delaunay triangulation: 330 elements 
206 nodes, beta = 0.2. discretisation # 4 

3noded triangular mesh created by Delaunay triangulation: 548 elements 
329 nodes, beta = 0.15. discretisation # 5 

3-noded triangular mesh created by Delaunay triangulation: 762 elements 
. 444 nodes, beta = 0.13. discretisation # 6 

3-noded triangular mesh created by Delaunay triangulation: 1972 elements 
1088 nodes. beta = 0.08. discretisation # 7 

Figure 3: Delaunay triangulation meshes: 3-noded triangles 
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Cnoded quadrilateral mesh created using Delaunay triangulation: 60 elements 
83 nodes, beta used for underlying triangular mesh = 0.8. discretisation # 8.12 

Cnoded quadrilateral mesh created using Delaunay triangulation: 78 elements 
107 nodes, beta used for underlying triangular mesh = 0.6. discretisation # 9.13 

Cnoded quadrilateral mesh created using Delaunay triangulation: 228 elements 
271 nodes, beta used for underlying triangular mesh = 0.4. discretisation # 10.14 

Cnoded quadrilateral mesh created using Delaunay triangulation: 990 elements 
1071 nodes, beta used for underlying4riangular mesh = 0.2. discretisation # 11.15 

Figure 4: Delaunay triangulation meshes: 4-noded quadrilaterals 

4.3 Structured Triangular and Quadrilateral Meshes 

For comparing results, several mapped triangular and quadrilateral meshes were made. These meshes were 
also used in the study in order to see if the mesh being mapped had any effect in the convergence of 
results obtained. For error calculations, the results obtained using 8-noded quadrilaterals on one of the 
fairly refined mapped meshes were used as ‘exact’ values, after verifying against analytical calculations. The 
mapped meshes are given in Figure 5 and Figure 6. 

5 Results From Finite Element Analysis, and Discussion 

The vertical displacement at the top of the loaded side of the beam was obtained from all discretisations. 
The results were then plotted against the number of degrees of freedom for each discretisation. Table 1 
shows the details of each discretisation, and the ’number’ assigned to  each discretisation. 

Discretisation #19 (Figure 6) was converted into a mesh with 8-noded quadrilateral elements, and analyzed. 
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mapped 3-noded triangular meshes 74 nodes, 
120 elements. discretisation # 16 

mapped 3-noded triangular meshes: 267 nodes, 
480 elements. discretisation # 17 I 

mapped 3-noded triangular meshes: 1013 nodes, 
1920 elements. discretisation # 18 

Figure 5: Structured meshes: 3-Noded triangles 

mapped 4-noded quadrilateral meshes: 44 nodes, 
30 elements. discretisation # 19 

mapped Cnoded quadrilateral meshes: 144 nodes, 
120 elements. discretisation # 20 

mapped 4noded quadrilateral meshes: 533 nodes, 
480 elements. discretisation # 201 

Figure 6: Structured meshes: 4noded quadrilaterals 
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This gave a vertical displacement of 5 = 0.04793 in. This value of 5 is within 0.67% of the value obtained 
analytically, and has been used as the ‘exact’ answer for error calculations. This value may be compared 
with the theoretically estimated result of 6 = 0.048251 in. 

Discretisations #7 through 10, although included in the study, are not to be considered reliable. This is 
because when a Pnoded quadrilateral element is used with a first degree Gauss integration, it has been 
shown to exhibit hourglass instability. Plots of the deformed mesh confirm this in the case of the beam 
considered. The plots of vertical displacement and percentage error v / s  # DOF are given in Figure 7 and 
Figure 8 respectively. 

It may be seen from Figure 7 and Figure 8 that in general the Delaunay meshes do not perform as well 
as mapped meshes with comparable number of degrees of freedom. However, it is obvious that a Delaunay 
mesh of quadrilaterals outperforms a Delaunay mesh of triangles when the number of degrees of freedom 
(DOF) involved are low (up to x 400). For higher number of DOF, both meshes give similar results. It may 
be seen that a Delaunay mesh of quadrilaterals which takes about the same effort to generate as a Delaunay 
mesh of triangles, performs better than the latter in general. 

6 Conclusions 

The unstructured meshes performed satisfactorily when the meshes were dense. The Delaunay meshes of 
quadrilaterals gave results comparable to  the ones obtained using structured meshes at almost all mesh 
densities. However, it was noted that in order to reach the same accuracy as a structured mesh, the 
Delaunay meshes required a higher number of DOF, although the difference in error at any stage was only 
a few percent. In the case of the 3-noded triangles, it was noted that the Delaunay meshes seem to perform 
better than the mapped meshes. 

In the comparisons given above, the generation time also has been included in the ‘cost’ of amesh. Comparing 
between triangular and quadrilateral Delaunay meshes, it was found that the quadrilateral meshes performed 
better than triangular meshes at smaller numbers of DOF. At higher numbers of DOF, the difference in results 
became small. However, it has to be remembered that the effort involved in generating a Delaunay mesh of 
quadrilaterals of a certain fineness is much less than the effort required in generating a Delaunay mesh or 
triangles of similar fineness. 

It is concluded that meshes of quadrilaterals generated from a Delaunay mesh of triangles do compare 
well even with mapped meshes. The creation of meshes of quadrilaterals from meshes of triangles may be 
employed when one wishes to make use of quadrilateral elements but does not wish to create a mesh of 
quadrilaterals from start or the region to be meshed is complicated and generation of a structured mesh is 
difficult. This is an advantage that the Delaunay meshes of quadrilaterals have over structured meshes of 
quadrilaterals. 

It is hoped that from this study one can get insights into how the meshes of triangular and quadrilateral 
elements behave, and at which stage should one opt for a mesh of quadrilaterals created either using a 
specialized algorithm or use a structured mesh if possible. The authors feel that the mesh of quadrilaterals 
created from a mesh of triangles in the inexpensive manner mentioned above gives good results, and the 
method may be adopted whenever one wishes to  make use of the eficient triangular mesh generators and 
take advantage of the quadrilateral elements’ better performance in finite element analyses. 

In the study conducted, only one test problem has been considered. Alhough the problem we chose is a 
simple one but brings out the problems with 3-noded triangular elements, other problems could conceivably 
show different results. 
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Figure 7: Vertical displacement at loading point v/s # DOF 
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Abstract: Unless an all quadrilateral (quad) finite element mesher of a high qual- 
ily, the mesh it produces can contain misshapen quads. This paper wil l  describe 
“CleanUp”, written to improve an all quad mesh. Cleanup looks at improving node 
connectivity, boundary and flange patterns, quad shape, and to some extent, quad 
size. Cleanup is currently used in conjunction with the Paver algorithm developed by 
Sandia National Laboratories and is a part of their CUBIT software. 

Keywords: all quadrilateral meshing, mesh improvement 

Purpose: 

The quality of a finite element mesh affects the results of analysis done using that mesh. For example, the more the 
angles of a quadrilateral deviate from 90 degrees, the more unreliable the stress calculations become. In contrast, an 
all-quadrilateral mesher may, under some circumstances, be doing a good job merely to put any mesh onto the surface 
without being concerned with the quality of the mesh. A separate process to review the mesh and improve it has 
proven to drastically reduce the number of misshapen quads and the extent of the shape distortion. This paper 
describes that process and how it was developed. 

Definitions: 

The valence of a node is the number of edges that meet at a node (or the number of quads that have a comer at the 
node). A 4 valent node has 4 edges into the node and 4 quads with a comer at the node. 

The valence of a boundary node is based on the valence of the node on the surface being meshed and valence of the 
node on the adjacent surface with the assumption that (1) there is another surface there and (2) its mesh is “ideal”. 
These assumptions are base solely on the angle of the surface boundary at the node. Fig. 1 has examples. . 

Add 1 for ‘Tdeal” 
quads on next surface 

No need to add 
to number of edges 

I 
Add 2 to number of edges 
for “ideal” quads on 
adjacent surface 

- - I 

Fig. --P 1 valence at boundary node 
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An irregular node is one with a valence ( r eda r  or boundary) that is not 4. 

A permanent node is one that cannot be moved. This refers to nodes on the surface boundary, which Cleanup 
assumes to be fixed as they were the starting point for the mesher. A permanent node may also refer to a hardpoint, 
which might represent a weldpoint or other unmovable feature, or a hardline, which is a “scratch” or a pattern of 
nodes and edges required to exist in the mesh. 

A protected quad is one that cannot participate in the cleanup process. Examples of this are quads from neighboring 
faces and quads from a pattern mesh in difficult geometry (such as a surface spur shown if Fig. 2) in which the quads 
are poorly shaped but are the best that can be created. Shape cleaning would attempt to improve the middle two quads 
that have the 1-e angles. 

Fig.2 / A surface spur mesh 

Goals: 
How does one tell if a quad mesh is in good shape or if it needs some repairs? There are various quality metrics avail- 
able which are described elsewhere [l]. The one used in evaluating a mesh for this project put importance on skew 
(defined as the difference between the angle at the vertex and 90 degrees) and aspect ratio (defined as the mtio of the 
longest side to the shortest side of a quad). 

The quality metrics suggest the following guidelines which have been used in the development of Cleanup. 
e 

e 

0 

e 

e 

e 

All nodes, except those explicitly marked as permanent may be moved or deleted. New nodes are added as 
needed. The pattern of quads around a permanent node may be changed. 
Ail quads, except those explicitly marked as protected, are fiee to be adjusted or deleted. New quads are added 
as needed. 
Node valence of 2 and less or 6 A d  greater should be eliminated. A two valent node implies vertex angles of 180 
degrees and a skew of 90 degrees. A 6 or higher valent node implies a vertex angle of 60 degrees or less and a 
skew of 30 degrees or more. 
The number of nodes with valence of 3 and 5 should be minimized. These valences are allowed as transitional 
meshes and some basic mesh patterns are impossible without them. They should be minimized as they imply 
angles of 120 degrees (and skew of 30) and of 72 degrees (and skew of 18). 
Quad angles greater than 160 degrees should be eliminated. 
Irregular nodes should be moved away from the surface boundmy as much as possible. The number of edges on 
the surface that meet at a boundary node should be appropriate for the angle of the boundary at the node as 
defined by boundary valence. 
Each individual action should improve the mesh by improving quad shape or reducing the number of irregular 
nodes. 

Method of development: 

The method of development has, unfortunately, been entirely empirical. The cases found and implemented have come 
strictly from examining various test meshes to note areas that could be improved and studying possible methods of 
improvement. 
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The areas that need improvement are found through the use of a mesh analyzer to report on situations that could ben- 
efit from additional cleanup. This mesh analyzer reports valence patterns (described below) with two or more irregu- 
lar nodes and quads with angles more than 160 degrees. This was implemented first to give an idea of which cases this 
mesher produces and in what frequency. The implementation was geared to what a particular mesher produces. 

The action taken to improve a particular pattern is determined mostly by experimentation, though some guidelines 
can help the process. From an outline of the area surrounding the problem, can a standard pattern be used to fill it? 
Can a small change (rotate an edge, replace 2 quads with 3) handle the problem? Does a replacement pattern have 
fewer irregular nodes? Even with these ,pidelines, many possible solutions might be drawn on paper before an 
acceptable one is found. 

Many times cases studied in isolation that improve the mesh in one area might cause degradation in an adjacent area. 
Because of that, restrictions are placed on a case as to when it can be used. For example, a case may have a restriction 
that a certain node must not be permanent as that would create an irregularity on the boundary. 

The cases that are important for one mesher may not be the same as for another mesher. The author has worked with 
two different meshers. One tended to produce poorly shaped faces, the other tended to produce clusters of irregular 
nodes. A complete general purpose cleanup algorithm may be considerably larger than what is necessary for any one 
particular mesher. 

The author was guided by a comment from another mesh improvement developer. One of the “difficulties in imple- 
mentation: Finding and coding an exhaustive set of all permutations of cases (lOOO’s)”[2]. A cleanup implementation 
does not have to be complete to be useful. Even if only a few of the cases are implemented, the mesh will be better 
than it was before. The implementer can concentrate on the cases determined to be most important, saving additional 
cases for later. 

The author knows of no mathematical proof or formula which would reveal a finite set of cases and their proper reso- 
lution. The author has written a mathematical definition of the cleanup process and will make it available to anyone 
interested in pursuing a mathematical solution. 

Connectivity cleanup: 

Each node in the interior of the mesh is checked to improve its connectivity. The nodes, edges, and quads surrounding 
the node being checked are ordered in a counter-clockwise manner around the quad normal. The number of these 
neighbor edges and quads is the same as the node valence (by definition). The number of nodes is twice the valence as 
shown in Fig. 3. 

e0 - e3 are the neighboring edges to node c 

nO - n7 are the neighboring nodes to node c 

Fig. 3 neighboring nodes and edges 

The valence of the node and each of its neighbors is computed and compared against patterns that have a known 
cleanup action. Each connectivity cleanup case is documented by the pattern of valences that it checks. The valence 
of the central node is listed first, followed by a dash. Then comes the valence of a node at the other end of an edge 
from the center node. The remaining neighbor nodes are listed counter-clockwise around the element normal. A “4-” 
means a valence of 4 or less. A “W means a valence of 4 or more. A “5” means a valence of 5 or more. A “0” means 
the valence is ignored and unchanged and is usually drawn as valence 4. Case “4-43545000” is shown in Fig. 4. 
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Case 443545000 is a candidate for cleanup as the list includes more than two irregular nodes. Transitions may 
require both a 5-valent and a 3-valent node but patterns with more than two can usually be improved. 

The first choice for a replacement pattern is one that results in one of the standard mesh patterns. These are shown in 
Fig 5. If none of those fit, the replacement pattern is one that reduces the number of irregular nodes. An action routine 
will change the old pattern into the new one. 

no transition, opposite 
sides have the same 
edge count single transition, count 

on one pair of opposite 
sides v&es by G o  

Fig. 5 Standard mesh patterns 

double transition, count 
on both pairs of opposite 
sides vary by one 

* 

The most frequent actions are a ‘Lcombine with neighbor” operation. A quad and a neighbor (one that shares a com- 
mon edge) are deleted dong with that common edge. This creates a hole surrounded by 6 nodes. The hole is filled 
with two, three, or four quads, shown in Fig. 6. 

fill2 
Fig. 6 Filling a 6 node hole 

fill-4 
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The simplest of these is the “switch diagonal CW’ and “-CCW”. Fig. 7 is an example of how switch diagonal CCW 
would be used. The edge marked “A” is the one switched. The quads on either side of edge A are deleted and fill2 is 
done to fill the hole such that the two new faces have a different connectivity. The valence pattern in this example is 
“5-3443000000”. Three irregular nodes in the old pattern are replaced with one irregular node in the new pattern. 

diagonal 

I 

Another example of a combine with neighbor is an open quad operation. In this case, the two quads - on either side of 
edge B - are deleted and a fill-3 is used to close the hole. This is shown in Fig. 8. Again, three irregular nodes are 
replaced with one irregular node. 

Fig. 8 open quad operation 

Many cases also have a mirror image case. The mirror pattern to 4-43545000 is 4-40005453 (or, if starting fiom the 
top edge, 4-54534000) and is shown in Fig. 9. This means there are frequently pairs of action routines to handle a 
case and its mirror. 

Fig. 9 mirror cases 
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If no match is found against the known cases, the lists are adjusted to correspond to starting with the next edge and 
the cases are checked again. 

Many cases also check for permanent nodes in various positions because their corresponding action would disturb the 
permanent node, or would not be appropriate close to a surface boundary as it would create a quad with one node on 
the bounclary. or would not have enough room for proper smoothing. 

Once an action has been done for connectivity cleanup, the neighbor nodes now have a different valence, so they are 
put back into the list to be checked again. , 

There are currently 64 connectivity cases in the code. These invoke 27 different action routines. The action routines 
range from simple operations to rebuilding a small area of the mesh. 

Additional examples of connectivity cleanup cases and their resolution are -shown in Fig. 10 and 11. In Fig. 10, all 
three quads around the center node are deleted and a fill2 is used to fill the hole. Four irregular nodes are repIaced 
with zero irregular nodes. 

In Fig. 11, three quads around the center node and a fourth "outer" quad are deleted and the hole is closed with a 
fill-2. Four irregular nodes are replaced with two irregular nodes. 

Fig. 11 Case 3-354544 

While some cases change a small number of quads, other cases can change a large number of quads as shown in 
Fig.12. In this case, 10 quads, 15 edges, and 4 of 6 interior nodes are deleted. The replacement is 6 quads. 
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C 

4 4 5 
Fig. 12 Case 4-34434445 10 quads replaced with 6 quads 

Boundary cleanup: 

The boundary cases fall into three types. The first is a boundary node with only two edges, both on the surface bound- 
ary? at a place where the boundary forms an angle larger than 150 degrees. This forms a triangular (or nearly so) 
shaped quad against the boundary. Examples of replacing a triangular quad are shown in Fig 13. e 

one row transition two row transition 

Fig. 13 replacing triangular shaped quads 

The second type of boundary cleanup is similar to connectivity cleanup. The nodes, edges, and quads around the 
boundary are again put in order, but with a definite start and end to the list. Most of these cases are designed to clean 
up a flange and some of the actions may work their way along the flange. They are a part of boundary cleanup as there 
isn't a pattern detectable from connectivity cleanup of interior nodes. They can be found by using a valence pattern 
similar to connectivity cleanup, though there are some differences. The valence pattern cannot rotate around the cen- 
tral node and many cases must also include careful checks for permanent nodes or the angles in a quad. There are 
over a dozen boundary cases. Fig. 14 shows some examples of boundary cases and their resolutions. 
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Fig. 14 boundary connectivity patten 

4 5 

C 3 

4 5 

The third type of boundan, cleanup is removal of boundary diamonds. These are quads that have only one node on the 
surface boundary. There are some cases where these quads can be collapsed. There are others where empirical evi- 
dence indicates they cannot be, at least not without more research. Some examples are shown in Fig. 15. 

a diamond that can be collapsed a diamond best left alone 

Fig. 15 boundary diamonds 

Shape cleanup: 

There are two types of misshapen quads. The first type merely has a large angle - greater than 160 degrees. When 
these poorly shaped quads occur, they are frequently alongside a surface boundary or hardpoint. The usual method of 
resolution is to do a combine with neighbor. There are several cases to decide which neighbor is best and what pattern 
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should be used to fill it. Fig. 16 contains an example. Fig. 17 shows a face cut in two and a combine with neighbor 
done on each half. 

Fig. 16 combine with neighbor for large angles 

Fig. 17 split a face in half and combine with neighbor on both sides 

The second type of misshapen quad includes both the chevron (or arrowhead) and the bowtie. Both have a large angle 
(over 200 degrees). The difference is that two of the edges of the bowtie intersect, forming a twist in the quad. The 
chevron may be a poorly shaped quad, but the bowtie is "illegal" in that it violates the topology of the mesh. The 
chevron and bowtie are processed separately from simple large angles as both of these types of quads must be care- 
fully analyzed to determine the bad angle as the quad normal may be inverted. Again, the bad quad is removed along 
with a neighbor and the hole is filled with better quads. These types of quads cannot be resolved by adjusting the node 
at the bad angle as it is frequently a hardpoint. Fig. 18 shows a chevron and its resolution. Fig. 19 shows a bowtie and 
its resolution. 

Fig. 18 cleaning up a chevron 

0 
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Fig. 19 cleaning up a bowtie 

Since shape cleanup is dependent on angle measurements, smoothing is done as a part of each action, so that the 
angles represent an actual situation in the mesh. 

A major dead end was encountered during development of shape cleanup. The first implementation used a generic 
combine with neighbor routine. It would choose what seemed to be a good neighbor, delete the two quads, and fill the 
hole based only on the shape of the hole. This did not take any cues from the surrounding area and frequently filled 
the hole with the same pattern of quads that had just been deleted. This was replaced by a more thoughtful look at the 
cases involved. 

Size deanup: 

An edge that is considerably larger or smaller than it is supposed to be implies a misshapen quad or one that is out of 
step with an underlying sizing or adaptivity function. Size cleanup checks each edge on the surface (not the bound- 
aries), comparing its length against the underlying size function. If the size is more than 2.5 times what it should be, 
the quads on either side are removed. If two opposite nodes can be joined with a shorter edge, that is done. Otherwise 
the hole is filled with three quads. Fig. 20 shows examples. 

Long edge replaced with a 
shorter edge. 

Fig. 20 replacing a long edge 

Long edge replaced with 3 quads to reduce 
the size of the quads. 

Some cleanup of quads that are too small can be done as part of connectivity cleanup. The standard transition patterns 
of 5-3 and 5-434 (zeroes assumed for the rest of these patterns) can be moved if the quad size is too small or too large. 
In the case of the 5-434 pattern, ifthe'quads adjacent to the 5 valent node opposite of the 3 valent node are too large, 
the transition can be shifted into these quads to make them smaller. Likewise if the nodes adjacent to the 3 valent node 
and opposite of the 5 valent node are too small, the transition can be shifted toward these quads to make them larger. 
This transition can work its way across a surface. These cases are shown in Fig. 21. 
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a 5-434 transition transition shift for smaller quads 
Fig. 21 adjusting a transition for she 

transition shift for bigger 
quads 

Other than shifting transitions, there is currently no cleanup done if the edge is considerably smaller than it is sup- 
posed to be because obvious solutions (collapsing a quad, for instance) introduce problems with connectivity and 
shape. 

General algorithm flow: 

The cleanup process starts with a mesh topology inspection. Dangling nodes, edges, and quads are deleted. 

Smoothing of the mesh is done at the start and after each major part of the algorithm. Local smoothing is also done 
after each shape cleanup action. The smoother that is used during cleanup is the same one used during the creation of 
the mesh so that the same goals are maintained. In this project, a Laplacian smoother is used. A more complete 
description of smoothing can be found elsewhere [3,4,5l. 

An initial pass is made through the quads to eliminate chevron and bowtie quads as connectivity cleanup around a 
bowtie usually makes the situation worse. Again, this is from empirical evidence. 

There is a loop over the major cleanup processes - connectivity, boundary, shape, size. This loop is executed up to 
three times. More than three passes probably won’t improve the mesh and there is a chance of an infinite loop. 

Since the components of cleanup, primarily connectivity and shape, have different goals and different criteria for 
what should be done, an action by one case may degrade the mesh according to the rules of another case. A connec- 
tivity fix may introduce a poorly shaped quad. A shape fix may introduce a bad connectivity situation. It is possible 
for two actions to cycle between two patterns of quads. This situation occurs because the cases and actions are 
derived empirically and then may be applied in a situation in which it isn’t appropriate. Only careful examination of a 
large number of test examples can resolve such situation, and the size of data from those test examples limits how 
many cases can be carefully tracked. 

ReSUltS: 

The Cleanup process can make a considerable difference in a mesh. Fig. 22 shows a mesh for a single surface with- 
out any Cleanup perfoned. The entire part was meshed in 52 seconds. The skew rating used here is based on the 
deviation of the angle at each vertex from 90 degrees. The mesh shown here has an average deviation of 27 degrees. 
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This mesh has 4 quads that have 3 colinear nodes, a 6 valent node, and 42 irregular nodes. 

Fig22 a mesh without Cleanup 

Fig. 23 shows the same surfaces with Cleanup performed. The entire part was meshed and cleaned in 56 seconds. 
This mesh has an average deviation of 23 degrees. There are no quads with 3 colinear nodes, no 6 valent nodes, and 
only 28 irregular nodes. 

Fig. 23 a mesh with Cleanup 
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Conclusions 

The mesh cleanup procedure described here can be adapted to work on the results of any quad mesher. The actual 
valence, boundary, shape, or size cases that are implemented depend on what the mesher produces. 

This particular implementation of Cleanup cannot be applied to a triangular mesh or to a mesh that is a mix of trias 
and quads. Methods of improving triangular meshes have been described elsewhere [6,7]. * 

The author has had limited experience with cleaning a mesh with a mix of quads and aias. The mesher produced a 
small percentage of trias and a large percentage of quads. This mesh was cleaned by examining the mesh for cases 
where trias and quads could be combined for more quads and fewer trias or rearranged for better shaped elements. 
Then the trias were treated as holes in the mesh with virtual surface boundaries around them and Cleanup was 
appIied to just the quads. 

The mixed element cleaner contained only a few cases as it (1) dealt only with cases involving only trias or a mix of 
trias and quads and (2) the percentage of trias in the mesh was small. Even so, the cases were determined empirically. 
If the percentage of trias was higher and the trias could not effectively be isolated from the rest of the mesh, the author 
feels the complexity and number of the cases for a mixed element mesh may prove daunting. 

Areas of future direction: 

Additional work in mesh cleanup would likely be done in these ark: (1) Additional cases for each of connectivity, 
boundary, shape, and size would be implemented. The analysis reports now generated are by no means clean. (2) 
Explore ways to do cleanup on elements that are too smalI. (3) Consider ways to do cleanup on quads that have angles 
that are too small, instead of too big. 
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