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Abstract 
A three-dimensional arbitrary LagrangeEdenan (ALE) code is being developed for use as a general purpose 

tool for metal forming analyses. The focus of the effort is on the processes of forging, extrusion, casting and 
rolling. The ALE appmach was chosen as an efficient way to deai with the large deformations and complicated 
flows Bssodated with these processg. A prototm d o n  of the software package, ALE3D, exists and is bei& 
applied to the enumerated processes. The development of the code is being driven by the dual a0nStt;aints of 
portabiity and extensibility. A general purpose simulation tool must be capable of running on a variety of 
platforms from single processor workstations to massively parallel platforms. It must also be configured to easily 
accommodate new physical models and parameters. The focus of this paper will be on computer science issues, 
with parallelktion being the dominant issue. Long term goals will be described, as well as current status. 

1 INTRODUCTION 

This paper discusses a three dimensional arbitrary 
Lagrange-Eulerian (ALE) d e  being developed for use 
as a general purpose tool for metal forming analyses. 
The development of the code is being driven by the 
dual constraints of portabiity and extensibility. A gen- 
eral purpose simulation tool must be capable of running 
on a variety of platforms ranging from single processor 
workstations to massively parallel platforms. It must 
also be configured to easily accommodate new physical 
models and parameters. The focus of this paper is on 
computer science issues related to building such a code. 

In section 2, we describe the concepts behind ALE, 
and the features of the ALESD code. In section 3, we 
describe efforts to restructure ALE3D with the goal 
of improving parallelism, memory usage, scalability, 
extensibility, maintainability, and portability. In sec- 
tion 4, we will discuss the initial parallelization efforts 
applied to the existing sequential Fortran code. In sec- 
tion 5 we discuss current work in the area of domain 
decomposition of parallel problems. Section 6 presents 
some preliminary performance results gathered from 
parallel runs of up to 128 processors on a Meiko CS-2. 
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2 ARBITRARY LAGRANGE ,/ 
EULERIAN (ALE) 

Accurate simulation of large deformation metal forming 
provides a major challenge to developers of numerical 

modeling took. This challenge presents itseIf both 
in the area of physical algorithms development and in 
the area of computational science. 

ALE IN METAL FORMJNG ANALYSES A 
general purpose simulation tool must be able to treat 
a wide array of physical phenomena, and must be suf- 
ficiently flexible in simulation strategy to adequately 
represent the various forming processes. For example, 
metal forming technologies provide scenarios in which 
the working material can be treated as a solid structure 
(Lagrangian-like) as well as those in which the material 
can be considered a fluid (Eulerian-like). Molten metal 
flow, as in a casting process, clearly falls in the latter 
category, but other solid phase, large-deformation pro- 
cesses such as extrusion can be treated with the same 
computational techniques as those used for true fluids. 
Processes such as sheet stamping and rolling also in- 
volve large deformations but are best treated in the 
Lagrangian format. 

Based on these considerations, we have chosen the 
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arbitrary Lagrangian-Eulerian (ALE) format as the 
most powerful in terms of providing a general purpose 
tool. The potential advantage from ALE is that it 
provides the flexibility to treat a material in either a 
Lagrangian mode, or one in which the material is al- 
lowed to move relative to the mesh (relaation). Differ- 
ent materials within the computational mesh can thus 
be treated in the most appropriate manner. The re- 
laxation option can also provide the further benefit of 
mesh refinement for improved accuracy or efficiency. 
More traditional approaches have treated large defor- 
mations using a Lagrangian representation combined 
with periodic re-meshing, as required.- The ALE ap- 
proach assumes that continual remeshin; using high 
order techniques provides improved accuracy and effi- 
ciency. 

ALE3D FEATURES ALWD is a finite element 
code which treats fluid and elastic-plastic response on 
an unstructured mesh. The grid may consist of arbi- 
trarily connected hexahedra, as well as shell and beam 
elements. There is no allowance for tetrahedra or wedge 
shaped elements. The mesh can be constructed from 
disjoint blocks of elements which interact at the bound- 
aries via slide surfaces. This interaction can consists of 
pure sliding in which there are no tangential forces on 
interface nodes, or the nodes may be tied to inhibit 
sliding entirely, or a coulomb friction algorithm can be 
used. Voids may open or close between the surfaces as 
dictated by the dynamics of the problem, and there is 
an option to allow a block surface to fold back on itself 
(single-sided sliding). 

The basic computational cycle consists of a La- 
gangian step followed by an advection step. In the 
Lagrangian phase, nodal forces are accumulated and 
an updated nodal acceleration is computed. Follow- 
ing DYNA3D[1], the stress gradients and strain rates 
are evaluated by a lowest order finite element method, 
using a diagonal mass matrix. For second order accu- 
racy a staggered space and time grid is also used. The 
stress tensor for the elastic plastic material strength 
model is integrated by an incremental strain method. 
The Jauman rate derivative is used for time integra- 
tion of the stress tensor and the von Mises yield con- 
dition is applied. For more information on the sim- 
ulation capabilities of ALE3D, please see the paper 
30 Metal Forming Applications of ALE Techniques in 
these proceedings[2]. 

3 CODE STRUCTURE AND FEA- 
TURES 

The eventual goal of the ALE project is to design acode 
which is both efficiently portable in both sequential and 

parallel environments, as well as easily extensible in the 
context of adding new or different physical models or 
parameters. The existing ALE3D code has been used 
as a starting point, but in order to efficiently produce a 
code which has all of the features desired, it was deter- 
mined that a complete restructuring of high leveI data 
structures and a partial rewrite of the existing code was 
necessary. 

During the restructuring, the top levels of the call 
tree, and most of the integral data structures for the 
program are being written entirely in C, while low level 
numerically intensive physics packages will remain in 
Fortran. We will refer to this new version of the code 
as ALE3D-C throughout this paper when we wish to 
distinguish between it and the existing Fortran code. 

Some of the reasons for making the decision to re- 
structure the code include: 

Pamllelism - Building the code to be more natu- 
rally decomposed into wallel  components, while 
still being able to use the same code efficiently in 
both the sequential and parallel versions; 
Eztensibility - Making addition of new features, 
models, and parameters easier; 

e Software Engineering - Using capabilities of C to 
meate a more easily understandable and maintain- 
able interface to internal code modules. 
Below, we discuss each of these issues in greater 

detail. Most of this work is in progress at the time this 
paper was written. Current status of work done to the 
existing Fortran code is discussed in section 4. 

3.1 PARALLELISM 
As the finite element is the fundamental computation 
element in the code, the natural choice for dictating 
the division of labor among parallel processors is to 
group elements in domains uniquely associated to each 
processor. A domain is defined as a subset of elements 
- to be computed in parallel with other domains. 

By encapsulating the data that a domain needs to 
compute its portion of the problem into a single struc- 
ture, the parallelism effort becomes easier, and much 
more efficient. However, this design heavily favors a 
coarse-grained approach to parallelism, with explicit 
message passing as, the assumed method - which cur- 
rently is the most scalable and efficient method of par- 
allelism on distributed memory architectures. 

In addition, we are building into the new code the 
idea of domain overloading. This is the ability to have 
more than one domain being computed on each proces- 
sor. There are several advantages to being able to do 
this: 

First, it will be possible to run a problem which 
has been decomposed into D domains on any number 
of processom d 5 D, or &ectively detach the number 



of physical processors required to run the problem from 
the decomposition. This is advantageous for restarting 
a problem on a different number of processors than the 
problem was decomposed into. 

Secondly, domain overloading could help with 
cache effectiveness by limiting the size of loops as a 
function of the cache size. This is similar to the tech- 
nique of chomping in the original code, where the goal 
was to reduce the size of transient work arrays, thus 
reducing the overall memory requirements. 

Since the physics algorithms will be essentially un- 
changed from the original code, the prototype par- 
allel version will be used as a mod4 f?r paralleliza- 
tion (see section 4). However, no assumptions will be 
made about communication patterns - namely that can 
be determined at the start of the simulation, and as- 
sumed to remain unchanged throughout the program 
run. Both slide surfaces and advection can cause new 
communication patterns to evolve throughout the prob- 
lem run, either due to domains coming within proximity 
of each other on opposite sides of a slide surhce, ad- 
vection being added to elements in the problem, or a 
reversal of advective %ow” through the mesh. 

3.2 EXTENSIBILITY 

As the number of ALE3D users increased, it became ap- 
parent that these users were interested in defining their 
own grid variables and material models. In the existing 
version of ALE3D, making additions or changes to any 
of these aspects is cumbersome and prone to human er- 
ror, as it involves changing the code in many different 
places. 

Grid variables are d u e s  that describe some physi- 
cal property of each element, and are stored as dynam- 
ically allocated arrays of domain length. In ALE3D-C, 
we store pointers to these grid variables in both a hash 
table and a standard linked list. This allows instant 
access to any variable from anywhere in the problem 
(via hashing on the name of the variable), as well as 
efficient access to all grid variables when operations on 
the entire set are to be performed (by looping through 
the list). 

Material models are a representation of how cer- 
tain materials behave under given conditions. Differ- 
ent users of ALE3D have different ways of thinking 
about material models. Being able to simply “plug 
in” whichever material model the user wants is cur- 
rently very difficult in ALE3D. By restructuring the 
code, however, the decision on which material models . 
to use is brought up to a high level in the code, instead 
of being strewn throughout the physics. 

3.3 SOFTWARE ENGINEERING ISSUES 
Although Fortran 77 is an e x d e n t  language for doing 
what it was designed to do (numerical computations), 
it lags behind in areas of software engineering. As a 
code becomes larger, good software engineering tech- 
niques are essential to keeping the code maintainable 
and expandable. 

By using C at the toplevel of the code, we can take 
advantage of many on the features it offers over For- 
tran 77, including: information hiding, modular struc- 
ture, built-in dynamic xnemory allocation, user defined 
types, and better handling of I/O. Although these fea- 
tures can be applied to a Fortran code through coding 
practices and external libraries, they require the p m  
gammers to follow certain rules which are not enforced 
by the language, and can be too easily subverted. In 
addition, C gives the programmer a much better chance 
of catching bugs at compile time, through judicious use 
of ANSI standards and prototyping. 

Although we are writing the new code in C, we are 
currently planning on leaving much of the numerically 
intensive physics routines in Fortran. 

Fortran 90 offers many of the features which we 
deemed desirable, but compilers are still rather rare, 
and it is still not known if Fortran 90 compilers can 
produce code as efficiently as the relatively mature C 
compilers which currently exist. 

-. 

4 PARALLELIZING ALESD 
A prototype parallelization of ALE3D has been accom- 
plished incrementally using the existing Fortran code. 
The philosophy has been to work from the sources for 
the sequential version of the code, adding the paral- 
lelism as an integral part of the code, with special cases 
keyed to a logical flag ody when necessary. This al- 
lows for validation testing against the sequential code 
at each step in the development process. The paral- 
leliition effort then reduces to: 

0 Identifying information that must be shared be- 

0 Identifying which domains must communicate in- 
tween domains; 

formation, and with whom; 
0 Identirying when the communication must occur 

Using this method of decomposition, each element in 
the problem will belong to one and only one domain. 
Nodes and faces however, will be on domain bound- 
aries, and can belong to two or more domains. 

As part of the parallelization effort, various do- 
main decomposition algorithms are being explored and 
their relative performance analyzed (section 5). In ad- 
dition, portability to various distributed memory plat- 
forms ranging from networks of workstations (Now’s) 

in the algorithm; 



to massively parallel processors (MPP's) is required, 
which drove our decision on which parallel methods and 
libraries to use (section 4.4). 

4.1 THE LAGRANGE STEP 
The Lagrange step was relatively easy to parallelize. 
The original d e ,  which was developed mainly for 
vector-class computers, contained mechanisms called 
chomps, which were used to keep loops over arrays at 
a length appropriate for the vector hardware. 

The Lagrange step has only two points in the code 
where communication must occur at y h  timestep: 

First, forces on a node are calculated by summing 
the partial forces from each of the node's corresponding 
elements. In the case where a node is on the boundary 
of a domain, communication of the partial forces must 
occur between the domains to which that node belongs. 

Secondly, a global minimum reduction is performed 
to find the minimum time constraint across all the el- 
ements which dehes AT for the next timestep. This 
type of communication operation is standard and opti- 
mized in many message passing libraries. 

4.2 THE ADVECTION STEP 
The advection step was more difficult to parallelii, 
mainly due to the fact that in order to calculate second 
order density distributions, each domain needs infor- 
mation from the first and second layer of neighboring 
boundary elements. Also, data dependencies across do- 
mains may be non-symmetric during advection for sev- 
eral reasons: 

Advection deals with material flowing through the 
mesh, and only second-order data from uupwind" 
elements is need&, 
The boundary between advecting and non- 
advecting elements may fall on a domain bound- 
ary; 

In both these cases, data may be needed in domain D1 
from domain 4, but not necessarily viseversa This 
means that the amount, and pattern, of data needing to 
be communicated at each timestep can change through- 
out the run of the program. 

In our first cut at pardlelization, we simplified this 
problem by ignoring flow direction when determining 
data dependencies, and simply sending data in a sym- 
metric fashion. This approach will be optimized to send 
only data which will be used in future versions. 

Information which must be communicated during 
various steps of the advection phase include: relaxed 
coordinates for boundary nodes, lists of potentially 
mixed elements for the domain boundary, partial sums 
of nodal mass fluxes and momentum fluxes, and partial 
sums of nodal masses. 

4.3 SLIDE SURFACE CALCULATIONS 
Parallelizing the slide surfaces is proving to be a chal- 
lenge, as the assumption of h e d  communication pat- 
terns is broken for elements along the slide surfaces. 
Two domains on opposite sides of a slide line may start 
out far apart from each other at the beginning of the 
simulation, yet at some point, the slide surface may 
bring these two domains into proximity which requires 
neighbor status. 

As a first approach to the problem, the fixed com- 
munication is restored by requiring all elements on an 
entire slide surface to reside in a single domain. This 
is achieved through the domain decomposer (see sec- 
tion 5) prior to run-time. This method is seriously lim- 
iting to the effective parallelization of the code however, 
as the slide surface calculation can be a large fraction 
of the total computation done in a given problem. Ef a 
large fraction of the elements are slide surface elements, 
and the number of independent slide surfaces are small, 
this becomes a sequential bottleneck in the calculation. 
The choice of domain decompositions is also restricted 
by this requirement, which can inhibit load balancing 
for the Lagrange and advection portions of the calcu- 
lation as well. 

As a first refinement to the parallel algorithm, the 
domain decomposition restriction was removed by com- 
municating information for a particular slide surface to 
a single processor (arbitrarily chosen as the one which 
initially contained the greatest number of slide surface 
nodes) that has been designated to calculate that slide 
surface. 

A further improvement was to permit intersecting 
slide surfaces to be calculated by difTerent processors. 
This requires sending data between the processors on 
which the slide surfaces reside during the slide surface 
calculation. 

Additional improvements will be needed to provide 
a truly parallel slide surface calculation, and the opti- 
mal solution is still an open question. 

4.4 MESSAGE PASSING LIBRARIES 
Most recently, we have ported ALE3D to MPI [3] (Mes- 
sage Passing Interface), a standard defined by a com- 
mittee of people from industry, universities, and na- 
tional laboratories. Current trends show a wide and 
positive acceptance of MPI, although native implemen- 
tations are not yet common. 

Currently, our development work with MPI is being 
done on a Meiko CS-2 using the Argonne/Mississippi 
portable MPI implementation [4][5]. This implemen- 
tation was designed to allow development work to go 
ahead with MPI while vendors create native implemen- 
tations, and is available on most parallel environments 
as a library *on top of" an existing message passing sys- 



tem such MPSC, NX, or P4. We expect native ports 
of MPI to be ready on Meiko and Cray T3D platforms 
sometime in 1995. 

The initial port to MPI was trivial, since the code 
mainly contained point-to-point communication (stan- 
dard blocking sends and receives). Since then, we have 
been identifying places in the code which could bene- 
fit h m  both improved communication algorithms, as 
well as some of the higher level functionalities of MPI, 
including: 

0 Non-blocking communication, for faster communi- 
cation and smaller buffering requirements; 
Process groups and collective commpication, for 
optimized communication amongst subsets of pro- 
cessors; 
Communication contexts, for the ability to keep 
messages from arriving in the “wrong place”; 

4.5 PARALLEL 1/0 
ALE3D uses a portable highlevel scientific database, 
Silo[G], which is based on PDB (Portable Database), 
for writing plot files and restart dumps. The files writ- 
ten are typically on the order of several megabytes in 
size. We have started making incremental changes for 
handling our 1/0 on parallel platforms. 

Silo and PDB both expect the output files to be 
written sequentially, either by a single processor, or via 
strict serial access by multiple processors. Currently, 
we gather the data from the entire problem to a single 
processor which writes the restart and plot files. This 
creates a serious bottleneck in the code however, since 
P - 1 processors are standing idle while a single pro- 
cessor writes to disk. 

We are considering several optimizations to im- 
prove throughput of the output phase. One option, 
which will minimize idle time of processors not directly 
involved in writing output files, involves dedicating a 
single processor to performing the output. When file 
output is required, all “computational processors” will 
send their data to the dedicated “output processor” and 
continue working on the problem without blocking to 
wait for the output to complete. The output processor 
can then independently work at  I/O without slowing 
down computation on the other nodes. This approach 
will work best when the problem is large and being ex- 
ecuted by many processors, since P - 1 processors will 
no longer sit idle waiting for one processor to finish. 

In ALE3D-C, we are assuming that any single p r e  
cessor does not contain enough memory to store the 
entire problem, thus making the “gather” method im- 
possible. Output will initially be performed in a “round 
robin” fashion, with each processor taking turns writ- 
ing to the file with exclusive access. Alternatively, each 
processor may write it’s own file, which will later be 

merged. h t u r e  versions of Silo may include parallel 
1/0 capabilities, perhaps using the emerging MPI-IO 
efforts [7], which will hopefully give us access to true 
parallel I/O. 

5 DOMAIN DECOMPOSITION 
Initial approaches to domain decomposition included 
simple material decompositions, and radial partitions. 
In the former, each element of similar material type is 
placed in the same domain. In the latter, domains are 
created based on an element’s distance from an origin 
point of the problem - essentially creating “shells” of 
domains around a central point. 

Knowing that we will need a more robust method 
for doing domain decomposition for ALE3D, we have 
started exploring published domain decomposition al- 
gorithms, specifically spectral methods for decompos- 

One of the two major packages we have looked at  
is the RSB[8] algorithm, developed by Horst Simon 
at NASA. We are experimenting with two of his al- 
gorithms, including one which allows weighting of the 
nodes. The other package we have started experi- 
ments with is CHACO [9], developed by Bruce Hen- 
dridrson and Robert Leland at Sandia National Labo- 
ratories. On first impression, spectral methods seem to 
be fairly robust, although we need to gain more expe- 
rience through analysis and empirical study. 

Due to the current restrictions placed on slide sur- 
faces (see section 4.3), it is sometimes advantageous to 
create a decomposition such that all elements on a slide 
surface reside in a single domain - thus saving the ex- 
tra communication step of gathering the data at each 
timestep. This can be done during the decomposition 
using a supernode which essentially replaces all nodes 
on a slide surface with a single node. To help in load 
balancing, we implemented a vote option in which we 
retain the slide surface nodes along with the supernode 
during decomposition. Then, in the post-processing 
stage, we ”vote” for the domain with the most slide 
surface nodes, setting the supernode, and thus the slide 
surface element to that domain. 

ing unstructured meshes. -. 

6 PRELIMINARY 
PERFORMANCE RESULTS 

Initial performance results were acquired on a Meiko 
CS-2, using between 1 and 128 processors, on problems 
ranging from 17,000 to 95,000 elements (small to mod- 
erate sized) with all elements advecting. 

Tables 1 and 2 outline the parallel performance 
of ALE3D on the different sized problems. Time per 
timestep is a measure of the average wall-clock time 
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spent in computing a single timestep in the problem 
(broken down into Lagrange and advection phases in 
parentheses). The last two columns outline the parallel 
speedups and efficiencies, using the single node run as 
a basis. 

nb le  1: Parallel performance - 17,000 elements, RSB 
Decomposition 

Num Tmeperts(s) Speed- E5c- 
Procs (Lag+Adv) 

Fable 2 Parallel Performance - 95.000 elements, RSB 
Decomposition 

Efficiencies greater than 100% indicate super-linear 
speedups, or that increasing the available parallelism by 
P results in speedups greater than P times. In most al- 
gorithms (including ours), this is impossible. We must 
then explain the apparently outstanding parallel per- 
formance by looking for artifacts which could skew the 
results. 

In our case, we believe that our single processor run 
was artificially slowed down by ineffective cache usage, 
and/or excessive swapping of pages in virtual memory. 

We do see however, that the efliciencies begin to 
drop off severely as the size of the problem per prc- 
cessor/domain approaches several thousand elements. 
At this point, communication costs can no longer be 
amortized by large amounts of computation. 

As is consistent with our hypotheses of super-linear 
speedups outlined above, the “efficiency curven of the 
larger sized problem reflects almost identical results as 
the smaller problem, scaled up by an almost constant 
factor. This is easily seen in figure 1. 

7 CONCLUSIONS 
We are concentrating efTort into a major restructur- 
ing of the ALE3D code which will help us overcome 
many of the design issues that a n  inhibiting both the 
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Figure 1: Parallel Efficiencies for Different Sized Problems 

paralleliiation and extensibility of the existing ALE3D 
Fortran code. Written in C, ALE3D-C will attempt 
to initially reuse many of the existing Fortran mod- 
ules. By designing a hierarchy of data structures based 
around the idea of a domuin as a central unit of com- 
putation, we will make better use of available memory 
and cache. More robust analysis of communication pat- 
terns will also allow us to optimize communication in 
the advection and slide line routines. Also, by pulling 
some of the decision points in the code up to a higher 
level, and creating well defined modules with easy to 
understand interfaces, we aim to make the code more 
extensible for users who wish to add their own physical 
models and parameters. 

We are currently able to run real problems on a par- 
allel platform using a parallel version of ALE3D based 
on the original sequential version. Using some small 
to moderate sized industrial problems, we have started 
studying scalability of the parallel implementation, as 
well as the relationship of domain decomposers to the 
efIiciency of a parallel run. Initial results taken on a 
Meiko CS-2 show good speedups for moderate numbers 
of processors. 
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