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Abstract: 
 
This report includes thirteen site-visit-based analyses or assessments of hydrogen R&D projects as well as four analyses of hydrogen 
process scenarios. The latter include the use of hydrogen/bromine electricity storage, hydrogen as a bus fuel, low-rank coal as thermal 
source to regenerate hydrides, and sodium hydride on-board storage. 
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Technical Assessments, Analyses and Technology Characterizations of 
Hydrogen Energy Technologies 

Final Report 
 

Submitted to 
 

The U.S. Department of Energy – Golden Field Office 
In Partial Fulfillment of 

Cooperative Agreement No. DE-FC36-98GO10291 
 

 
During the period of this Cooperative Agreement, Energetics completed a total of thirteen 
on-site analyses of Hydrogen Program R&D projects as well as a series of detailed 
engineering/economic analyses and technology characterizations of transportation and 
remote power-based hydrogen technologies. 
 
The Cooperative Agreement was originally supposed to include some additional analyses 
as well as a series of seminars, but was never funded to the initially intended level, and 
was also cut short of its initial 3-year duration. 
 
The identity of the projects and the locations of the thirteen on-site analyses are shown in 
Table 1. A report on each of the projects visited is included in this Final Report. 
 
A listing of the detailed analyses also undertaken as part of this Cooperative Agreement 
are shown in Table 2. All of the reports containing the detailed analyses are also included 
in this Final Report. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 
 
 
 

Table 1. Identity of Thirteen Site-visit Analyses Undertaken as Part of this  
Cooperative Agreement 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Table 2. List of Detailed Analyses. 

 
Hydrogen Bromine-based Electricity Storage 
Hydrogen-fueled Buses 
Feasibility of Using Low-rank Western Coal as a Carbon Source for Hydride 
Regeneration 
Analysis of the Sodium Hydride-based Hydrogen Storage System being developed by 
PowerBall Technologies, LLC 
 

 

Project Performing Laboratory Date of Visit 

Storage and Purification of Hydrogen 
Using Ni-coated Mg 

Arthur D. Little, Inc. June 1998 

Hydrogen Transmission and Storage with 
a Metal Hydride Organic Slurry   Thermo Power, Inc. June 1998 

Thermal Management Technology for 
Hydrogen Storage 

Oak Ridge National 
Laboratory & Materials and 
Environmental Research, Inc. 

August 1998 

Improved Metal Hydride Technology Energy Conversion Devices, 
Inc. August 1998 

Hydride Development for Hydrogen 
Storage 

Sandia National Laboratories 
(CA) 

September 1998 

Biomass to Hydrogen via Fast Pyrolysis 
and Catalytic Steam Reforming 

National Renewable Energy 
Laboratory December 1998 

Hydrogen Separation Membrane 
Development 

Savannah River Technology 
Center March 1999 

Hydrogen Production by Photosynthetic 
Water Splitting 

Oak Ridge National 
Laboratory March 1999 

Bioreactor Project University of Hawaii July 1999 
Insulated Pressure Vessels for Cryogenic 
Hydrogen Storage 

Lawrence Livermore National 
Laboratory 

September 1999 

PEM Fuel Cell Stacks for Power 
Generation 

Los Alamos National 
Laboratory January 2000 

Hydrogen from Biomass in Supercritical 
Water University of Hawaii March 2000 

Hydrogen Storage Tank Liners Lawrence Livermore National 
Laboratory 

March 2000 
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Technical Evaluation Report 
Project:  High Efficiency Stationary Hydrogen Storage 

Company:  Arthur D. Little, Inc. (ADL), Cambridge, MA 
P.I.:  Dr. Scott Hynek 

Date of Visit:  June 8, 1998 
Evaluation by:  Edward G. Skolnik, Energetics Inc. 

 
 
I Summary: 
 
The work being carried out at Arthur D. Little (ADL) was originally based on the 
development of tailored phase change material (PCM) systems. There were touted for use 
as temperature controllers for the hydriding and dehydriding of magnesium for stationary 
hydrogen storage. It then evolved to the investigation of nickel coatings to enhance the 
hydriding kinetics, and then evolved further to the study of thin coatings that could be 
selectively penetrated by hydrogen. The application for this work has now become 
support of on-board hydrocarbon reforming. It appears that the driver behind this 
progression is ADL’s thrust in on-board reforming. Apparently, ADL wants this research 
to support that thrust. 
 
The PCM project seems to have more-or-less become a coatings study on its own. 
It appears, however, that the attempt to use magnesium nitride coatings (Mg3N2) as the 
hydrogen “filter” has not been successful, and that, if research continues, it will involve 
looking for a new coating candidate. Thus the direction of the research is going toward 
on-board reforming of liquid fuels, not toward the storage of hydrogen.  
 
II Introduction and Background: 
 
I met with Dr. Scott Hynek of ADL at their facility in Cambridge, MA. The purpose of 
the meeting was to learn about the hydrogen storage activities that are currently taking 
place at ADL and to determine how these activities were progressing. Emphasis was 
placed on determining how they had evolved from ADL’s work of the past few years. I 
had previously sent Dr. Hynek a list of questions that I wished to discuss as part of our 
meeting, and asked for a demonstration as well. 
 
Dr. Hynek’s current project involves the identification/development of surface coatings 
for magnesium that will selectively admit hydrogen from a mixture of hydrocarbon 
reformer product. Thus, the coated magnesium serves as both a purifier and storage (as 
hydride) medium for hydrogen. Dr. Hynek suggested that the system was being 
developed to enable on-board reforming. Recall that, earlier, Dr. Hynek had been looking 
at stationary storage systems, where a PCM made up of a mixture of metallic salts was 
used to control the hydriding and dehydriding of a magnesium-based storage system.  
 
During the meeting, we discussed the project(s) at length and covered all of the questions. 
A copy of the questions is attached, but the answers are included in their appropriate 
places in the following discussion. I also saw the system used for hydriding the 



 

magnesium, although I was not given an actual demonstration. The discussion topics are 
characterized below.  
 
III Questions  and Answers: 
 
Prior to our meeting, I forwarded a series of questions to Dr. Hynek. The questions and 
discussion based on them are shown here. 
 
The PCM Project: 
 
1. What is the status of the phase change material project that you were involved 

with earlier? Were any data generated confirming the theory; how many cycles 
were possible?  

 
Dr. Hynek stated that the PCM project was successfully completed and that he had 
submitted a final report. According to Dr. Hynek, a phase change reactor was made that 
works. The system was very heavy however, and only applicable for stationary systems. 
(Interestingly, it was for stationary systems that the project was geared in the first place.) 
In addition, the PCM system chosen was very corrosive, especially at the temperatures 
needed to hydride magnesium. Therefore, it was necessary to use stainless steel vessels. 
 
According to Dr. Hynek, however, the system was tested successfully, and run for a “few 
cycles”. At this point, they ran out of funding, and the reactor was decommissioned. Due 
to this, they “never gave it the opportunity to break down.” I always had my doubts as to 
how many cycles a rather delicate balance could have been maintained for the relative 
concentrations of a three-component system that relied on fairly small temperature 
differences to drive the hydriding/dehydriding sequence.    
 
Nickel Coated Magnesium Powder: 
 
The original PCM project evolved to focus on coatings of the hydride material. This was 
due to protect the magnesium, and to increase the kinetics of the hydriding reaction. 
Thus, the current project was supposedly “Stationary Storage and Purification of 
Hydrogen using Nickel Coated Magnesium Powder”. Indeed, that was how the project 
started. While nickel coating did improve the kinetics, it was not impervious to 
impurities, and broke down.  
 
2. What would the magnesium hydride system weigh on a per kg H2 basis? Is this 

compatible with on-board storage?   
 
When working with the nickel coated magnesium powder (NCMP), the ADL group was 
able to obtain about six percent hydrogen on a hydride-only basis. Dr. Hynek indicated 
that in addition to the container, the only additional system weight would be some tubing 
and a check-valve. Dr. Hynek indicated that he thought this system was too heavy for 
conventional, primary storage, but it might be compatible with buffer storage. (See 
discussion below on their current surface work.)  



 

 
3. How effective were NCMPs in storing/regenerating already purified hydrogen, 

simulating electrolyzer-produced hydrogen?  
 
The dehydriding temperature of the system is 300-350oC. Thus, NCMP was very 
effective in storing and regenerating already purified hydrogen, and even worked well 
with commercial grade hydrogen. It just doesn’t work with reformate, and that right now 
is the ADL direction of choice. 
 
4. During your recent annual review presentation, you spoke of magnesium nitride 

coatings. Are these in place of NCMPs or are you still looking at the nickel 
coatings also?  

 
The work on NCMP is not being pursued. The title of the annual review presentation 
addresses NCMP only because this was the original title of the project. The only work 
currently going on involves thin coatings for selective penetration by hydrogen.  
 
The Current Surface Treatment Project: 
 
The project that is currently being undertaken by ADL involves the use of Mg3N2 as a 
coating for magnesium particles. The goal was to develop or identify surface materials 
that would selectively pass hydrogen. This would allow the use of on-board hydrocarbon 
reformers to be used, and result in sufficiently pure hydrogen being passed to the fuel 
cell. 
 
The thinking was that if any coating can be made thin enough, it will selectively pass 
hydrogen. Magnesium nitride was chosen because, since it is a salt of magnesium, it 
would more likely adhere to magnesium. In addition, the nitride can be made in an 
inexpensive process by reacting magnesium with ammonia. At the right temperature, the 
reaction is self- limiting, so the coating will be thin. 
 
5. When being used on-board in conjunction with an on-board reformer, is the 

intention for the system to be used only during the period of time that the 
reformer is warming up? 

 
Dr. Hynek believes that a potential application may be to use the coated hydride to 
provide buffer storage, i.e. use the hydride to provide hydrogen to the fuel cell until the 
reformer is hot enough to begin producing its own hydrogen. Additionally, it could be 
used to provide peaking power for hill climbing. It could be a fairly simple system, 
utilizing a pressure regulator and a check valve.  
 
6. Do you envision NCMP as a purification system, a storage system or both? Is it 

exclusively an on-board system, or would it have an application for, say, a 
replacement for PSA or membrane puri fication systems on a stationary 
reformer? 

 



 

It could conceivably take the place of a PSA system. It might also reduce a pre-
compression step. The temperatures would be about right for this type of an application. 
 
7. You have spoken of the “temperatures of interest” for the hydride system to be 

300-400oC. The DOE program is looking for hydride storage systems operating 
in the 150oC range to be more compatible with PEM fuel cells. How does this 
particular system fit in? 

 
The 300-400oC “temperatures of interest” is not compatible with either the operating 
conditions of the PEM fuel cell, nor is it near the DOE storage temperature goal. There 
are two answers: first, a cooling system will be needed anyway to handle the reformate. 
Secondly, since this will be a buffer system, rather than a primary storage system, the 
issue is not as important. While it is true that a buffer system is not going to have the 
capacity of a primary storage system, the question remains: why have the cooling 
problem at all? Why not look at a lower temperature system? The answer is, I think, that 
they are committed totally to the on-board reformer concept – a concept that is much 
more compatible with the higher temperature storage system. 
  
Dr. Hynek indicated that the magnesium nitride coating was not as robust as expected, 
and only lasted a couple of months. He believes, however, that recoating can easily be 
accomplished. Perhaps also, ammonia can be left in the vapor phase above the hydride 
for continuous regeneration. Recoating every couple of months seems excessive. An 
ammonia atmosphere permanently set over the hydride seems like it would lead to a 
complex separation process. Would you need a second infrastructure to keep an 
ammonia supply available?  
 
8. Are there any plans to address coatings for hydriding materials other than 

magnesium? 
 
Nickel is not a candidate coating for a reformate purification process, although during our 
conversation, Dr. Hynek came upon the thought that a Ni/Mg nitride might be a good 
coating candidate. It might be better kinetically than the straight magnesium nitride. The 
nitride coating is not as good kinetically as was the NCMPs. With the nitride system, Dr. 
Hynek has been using platinum as a dissociation catalyst, and concedes that he may need 
a platinum washcoat.  
 
Dr. Hynek believes, however, that the answer lies with a different coating material, and 
that’s the direction in which he’d like to see the research go. He indicated that they have a 
couple more coatings to look at. Their identity is proprietary, however.  
 
IV Tour: 
 
The hydride facility is a stand-alone 6 x 15-foot structure. A bank of six hydrogen tanks 
attached to a manifold stand outside the building. Inside the building, the reactor consists 
of six test vessels each containing coated hydrides. Each vessel has its separate heating 
system, and is equipped with thermocouples and pressure transducers. A data logger 



  

records pressure and temperature for each vessel. Current hydriding conditions are two 
hours at 300 to 350oC. 
 
Using a new gas manifold, each test vessel can be filled with a variety of gas mixtures (to 
simulate reformate feeds) consisting of hydrogen, CO, CO2, and steam. Previously, the 
same vessels were used to apply the coating to the magnesium powder. Chemical vapor 
deposition (CVD) was used to form the nitride coating from ammonia: 
 

2 NH3  + 3 Mg à Mg3N2  + 3 H2   [1] 
 

This reaction is self- limiting, with the formation of a thin, complete coat. Dr. Hynek 
indicated that the new, proprietary coatings might require a “fancier” mode of 
application. 
 
In the previous work, NCMP were produced by a CVD process using a nickel carbonyl 
[Ni(CO)5] precursor. This was not a pleasant material to work with. 
 
V Additional Issues: 
 
ADL is looking at on board reforming as a major thrust. They would “not be happy” with 
a project that emphasized on-board hydrogen storage. Therefore, Dr. Hynek is looking at 
options that will support on-board reforming. ADL does not see hydride storage upon a 
vehicle as practical because it is too heavy.  
 
The ADL view is somewhat infrastructure based. The thought is that if a refueling station 
is built, it should mirror the on-board system. If the on-board system is metal hydride, 
there should be stationary metal hydrides in the refueling station. If you have a liquid 
infrastructure, the on-board hydrogen source should also be liquid. 
 
Right now, there are no plans to investigate non-magnesium storage systems. Magnesium 
was chosen for its low cost, and high storage capacity. (Recall that the original 
application for the PCM-based system was stationary storage, and that the current thrust 
is on-board reforming. The magnesium system is more compatible with both applications 
than it is with on-board hydrogen storage for PEM fuel cells.) Dr. Hynek did concede that 
maybe it would be worthwhile to look at other, lower temperature hydrides even if their 
capacity is not as great, especially if you are just looking at a small buffer system. 
 



Technical Evaluation Report 
Project:  Hydrogen Storage in Metal Hydride Slurries 

Company:  Thermo Power Corporation, Waltham, MA 
P.I:  Dr. Ron Brault 

 Date of Visit:  June 9, 1998 
Evaluation by:  Edward G. Skolnik, Energetics Inc. 

 
 
I Summary: 
 
Thermo Power Corporation (TPC) is working on two projects for the DOE Hydrogen 
Program. They involve the use of metal hydrides in slurry form to transport and store 
hydrogen for both on-board and stationary storage applications. The methodology being 
studied is somewhat unique within the portfolio of hydride storage being investigated by 
the DOE program.  
 
In all, the TPC project so far contains much to be impressed with. Slurry work is going 
well, proceeding toward a light-weight, high energy-density system, and hydrogen 
generation tests appear to be proceeding acceptably as well. The concept set forth for on-
board systems appears sound, but needs to be demonstrated. Stationary storage systems, 
the original concept appears neglected for the time being, but also appears to be a viable 
concept. The overall regeneration process is the biggest problem right now. It needs to be 
the focus of future work. 
 
Project Strengths: 
 
• They have identified a hydride carrier (light mineral oil) that is a good medium for 

this type of slurry, and that also protects the particle surface from premature or a too 
rapid reaction. 

 
• They are concentrating on materials that have the potential to give a high hydrogen 

loading, especially lithium hydride (LiH), which produces 2 grams of hydrogen for 
each 8 grams of hydride; and calcium hydride (CaH2), which produces 4 grams of 
hydrogen for each 42 grams of hydride: 

 
LiH + H2O  LiOH + H2   [1] 

 
CaH2 + 2H2O  Ca(OH)2  + 2H2   [2] 

 

Sodium would only provide two grams of hydrogen per 24 grams of hydride: 
 

NaH + H2O  NaOH + H2  [3] 
 
• They are making slurries that have solids loadings that are up to 90% by weight, that 

are pourable and appear easy to handle.   

 



 
Issues that should be Addressed: 
 
• They have not yet addressed the quite complex regeneration (of hydride) sequence. 

This could be a real show stopper because:  
o The thermodynamics and efficiency of the proposed reaction sequence may 

not be sufficient to make the process economical. 
o Maintaining water/hydride management (not allowing contact when it’s not 

wanted) needs to be demonstrated. 
o The regenerated hydride will likely not be easily slurried. Perhaps the 

reconstituted slurry will be as costly to make as the original one. 
o The regeneration reaction scheme generates CO2. This weakness is shared 

by many of the Program projects. 
 
• The overall on-board system including the presence of spent hydroxide, the amount 

of water needed to augment fuel cell-generated water, and the overall refueling 
system must be addressed in much greater detail than has occurred to this point. For 
instance, the calculation for the percentage hydrogen in the on-board system needs to 
include the hydroxide. Slurry stability in a moving vehicle has been inadequately 
addressed, as have pumping tests. 

 
II Introduction and Background: 
 
TPC (formerly Tecogen), located in Waltham, MA, is currently involved in two projects 
for the DOE Hydrogen Program. One is in the R&D portfolio, and is involved with the 
use of a hydride slurry to produce and store hydrogen. The second is a validation project 
that is concerned with an on-board storage system for hydrogen again utilizing slurry 
technology. The two projects are closely tied together, with much that is to be 
accomplished in the first project (slurry technology, regeneration of the hydride) being 
used in the second. I visited TPC on June 9, and met with Dr. Ron Brault, who is the 
Principal Investigator on both projects. He made a semi-formal presentation that covered 
a composite of the two projects. He and his coworkers showed me several slurries and ran 
a hydrogenation demonstration, and he also provided answers to the questions that I had 
sent him prior to my visit. We divide the following discussion into matters relating to 
slurries, hydrogen generation, on-board activities, and hydride regeneration. The 
questions are included at the beginning of each section.  
 
III Questions and Answers: 

Slurry Materials and Processing Considerations: 
 
1. TPC’s report indicated that a 38% NaH slurry had a viscosity of 250 to 300 cps. 

What viscosities did the LiH and CaH2 slurries have? What type of viscometer 
was used in the measurements? Are the slurries Newtonian or are they affected 
by shear rate? Do the added dispersants affect slurry rheology? 

 

 



2. Is the aluminum powder premixed with the slurry or the water? What role does 
the aluminum take in the hydrogen release reaction? Does it eventually form 
Al(OH)3? Will it then be an additional problem during the later separation step?  

 
3. Were fluid CaH2 slurries ever made, and if so, what were their properties? At the 

time of my sending the questions to Dr. Brault, all of his reports were indicating that 
no pourable slurry had been made to date with calcium hydride. 

 
4. Is there any effort to tailor the particle size distribution (PSD) of the hydrides to 

increase the slurry solids loading? What is the modality of the PSD? 
 
After working with preliminary systems that featured sodium hydrides in various carriers 
(notably acetone), TPC is now concentrating on lithium and calcium hydrides, and has 
settled on mineral oil as the liquid medium. In choosing lithium and calcium, TPC has 
chosen probably the best two choices for hydrides based on weight percentage potential. 
The selection, of mineral oil, I would consider to be in the nature of a mini breakthrough. 
Mineral oil serves as both a carrier and a reaction controller. Its hydrophobic nature 
prevents premature or too rapid dehydriding of the solid. Mineral oils also have a low 
vapor pressure. The particular mineral oils used by TPC have been acid-scrubbed, so they 
are inert. One caveat might be the fact that “mineral oil” is a generic term. Product 
consistency could be a problem unless TPC takes steps to better identify the material and 
determine its batch-to-batch consistency. 
 
When TPC began their work, they first looked at sodium-based slurries. This was 
because sodium hydride was readily available, and is not extremely reactive. When they 
began to make the slurries and generate hydrogen from them, they found that the 
production reaction appeared to be pH limited. That is, as water was added, hydrogen 
was being generated, and NaOH was being formed, raising the pH of the mixture. At a 
pH of about 13.6, the reaction stopped. As a result, TPC tried adding powdered aluminum 
to the slurry as a means of scavenging the NaOH. (Aluminum will dissolve in base to 
give the aluminate ion, AlO2

–.) While this approach was successful in controlling the 
reaction rate for the sodium system, TPC meanwhile moved on to Li and Ca systems to 
increase potential storage capacity. Since LiOH and Ca(OH)2 are much less soluble than 
is NaOH, the base limitation never occurred. Therefore, the need for aluminum no longer 
exists, and this potential bottleneck is no longer an issue. 
 
TPC has considered lithium and sodium borohydrides as well; these materials are not as 
reactive as the straight hydrides, and therefore hydrogen generation might be more 
controllable. However, the boron acts as a buffer, which limits hydrogen generation. In 
addition, the regeneration of these more complex materials would also be more complex.  
 
Note: Despite the presence of four hydrogen atoms in each borohydride molecule, these 
materials are only slightly more efficient a hydrogen producer than the straight hydride 
on a weight basis when one looks at the whole system: 
 

NaBH4   + 4H2O  NaOH + B(OH)3 + 4H2  [4] 

 



 
LiBH4   + 4H2O  LiOH + B(OH)3 + 4H2  [5] 

 
For instance, comparing LiBH4 with LiH:  22 grams of LiBH4 produces 8 grams of 
hydrogen, but also produces 24 grams of LiOH and 62 grams of B(OH)3. (8.5% 
hydrogen). In reaction [1],   8 grams of LiH produces 2 grams of hydrogen, and 24 grams 
of LiOH (7.7% hydrogen.)    
 
TPC is making laboratory slurries in small jar mills (about one quart size) using ceramic 
cylinders as the grinding medium. They have demonstrated slurries that are above 90% 
by weight. Proprietary dispersants are used - one percent by weight for lithium and two 
percent for calcium. These dispersants could become a cost issue, but we have no 
information. 
 
Lithium hydride slurries are very easy to mill. (They mill wet.) Calcium hydrides are 
somewhat more difficult, but they are making good progress on both, being in the over 
90% by weight range. One interesting phenomenon: Lithium hydride is less dense than 
mineral oil. When separation occurs, the hydride floats to the top. This would make 
remixing easier in a scenario where the slurry would be shipped in barrels. 
 
A photomicrograph is used to determine particle size distribution, and a Zahn cup 
measures viscosity. They measure stability using paint industry standards. Slurry particle 
size distribution is more or less monomodal and in the 5-10 micron range. No attempt has 
yet been made to tailor the particle size distribution. Viscosities are in the 100-300 
centipoise (cps) range at low shear rate. Dr. Brault mentioned that the slurries appear to 
be Bingham plastics, having a yield point. There is not a lot of attention being paid to 
slurry properties at this point. There is no attempt to raise the solids loading or increase 
the stability by particle size adjustment, or to address the non-Newtonian rheology that 
appears to exist. Pumping tests will have to be addressed soon if TPC wishes to pump 
their slurries over any distance; slurry pumping problems could cause a drastic 
reformulation of these slurries. On the positive side, this team is quite knowledgeable 
about slurries, and these issues will be addressed. 
 
Hydrogen Generation: 

5. One of the monthly reports indicated that LiH only released about 41% of the 
expected hydrogen and that more experiments were planned. Were they ever 
completed? Success with LiH appears to be of extra importance due to its higher 
weight percentage of hydrogen, all else being equal. 

 
6. Many of the reported tests are indicating that the hydrogen generation reaction 

does not go to completion due to pH and pressure effects. This implies that some 
of the hydride remains unreacted. Will this pose a problem later when the 
mixture is removed from the reaction chamber and the pressure is released? In 
other words, can it lead to hydrogen generation occurring downstream? 

 

 



TPC has now demonstrated 95 percent hydrogen recovery from their hydride slurries. 
They believe that when they build an engineered reaction chamber, they will do even 
better. 
 
LiH generates hydrogen somewhat faster than does CaH2, but they are more or less in the 
same range. 
 
Dr. Brault and his associates provided a demonstration of hydrogen generation from 
CaH2. They mixed the hydride and water in a 1 to 2 molar ratio in a reaction tube, 
producing hydrogen in what appears to be a controlled reaction. The heat of reaction 
drove the temperature up to about 300oF (lithium hydride gives off less heat; the 
temperature is generally around 200oF.) The reaction appears to be pressure limited. 
Dr. Brault indicated that reaction during the recycling process could indeed be a problem 
if hydrogen generation was not complete when intended. One of the goals is to make a 
slurry with a lot of fines so that there is a high surface area. This will cause an accelerated 
reaction rate early in the process, and help ensure reaction completeness. However, it 
might prevent the slurry from being optimized for solids loading and, therefore, energy 
density. Dr. Brault pointed out that they need to get away from their current bench-scale 
batch process for hydrogen generation, and begin some flow tests for the hydrogen 
generation data to be realistic. I agree about the need for flow tests to authenticate the 
data. Reaction completeness may be a problem in a practical setting, however. We 
discuss this more in the On-Board section. 
 
Dr. Brault mentioned another application for a batch hydrogen generation system: If you 
run the pressure-limited reaction in a canister, you can stall the reaction until you release 
the pressure. This could have military applications. 

On-Board Considerations: 

7. In determining the storage capacity of the on-board hydrogen system, is the 
amount of water being carried taken into account? 

 
8. In incorporating a hydride slurry for on-board applications and transporting of 

hydrogen as well, what sorts of tests have been performed or are planned to 
ensure slurry stability? 

 
Dr. Brault spoke of using water produced by the fuel cell as reaction water to generate 
hydrogen. He stated that they would need about a one-liter start-up water tank to generate 
sufficient hydrogen to get the system going. One liter of water weighs one kilogram, and 
equals 55.6 moles of water. This will produce 55.6 moles of hydrogen either from LiH or 
CaH2, which in turn is equal to about 0.11 kg of hydrogen. At 93 miles/kg of hydrogen, 
this would allow about a ten-mile range in addition to the fuel cell water.  
 
The numbers reported by TPC do not include the extra liter of water. Complete analysis 
would have to include it, as well as the weight of the hydroxide formed. The simplest way 
to do this is merely calculate the hydrogen produced as a fraction of all the reactants (as 

 



opposed to just the hydride). For instance, for the lithium system in equation [1], two 
grams of hydrogen are formed from eight grams of lithium hydride and eighteen grams of 
water. This amounts to about four percent hydrogen, but this is provided without adding 
heat. 
 
Dr. Brault indicated that on start up, a small battery would run the slurry pump to move 
slurry into the reaction chamber. Water from the reserve would be added, and hydrogen is 
generated for the fuel cell. The water reserve would also come in to play for peaking 
operations such as hill climbing. 
 
TPC sees that the methodology of refueling of a vehicle should mimic the existing 
infrastructure as much as possible. Thus, they would consider a slurry system as 
mimicking the existing gasoline infrastructure. One difference would be that you would 
need to pump spent hydroxide out of the vehicle while you pumped new hydride slurry in 
to the vehicle. Dr. Brault envisions a bladder tank to separate the spent from the unspent 
fuel. This immediately brings two problems to mind. First, it would mean either requiring 
one hundred percent conversion of hydride to hydroxide prior to removing the spent fuel. 
If this was not done, we would both suffer an efficiency loss (dumping good fuel) and be 
exposing the recovery system to further hydrogen generation, as both unused hydride and 
water would be present in the mix. Second, handling of the spent material would be a 
problem. It is unlikely that the spent material would still be in the form of easily 
handleable, pumpable slurry. Perhaps these problems could be solved by 1) multiple fuel 
tanks in the vehicle, so that one could be totally exhausted of hydrogen and the second 
would be in use when refueling the first, and 2) using a make-up carrier; perhaps more 
mineral oil to re]slurry the spent material. Note that these are solutions to two problems 
(not an either/or situation), and both could probably be quite costly as well as 
inconvenient. I don’t believe refueling will be easy with this kind of system. 
 
The hydrogen generation process is exothermic. Dr. Brault sees simply employing a 
radiator on board to dissipate the extra heat. In a stationary application, combined heat 
and power could be an option. Theoretically, it would be beneficial if the heat could 
somehow be used in the regeneration of hydride, but I guess that could not be done on 
board. 
 
In an attempt to simulate vehicular motion, TPC runs tests on shaker tables. This, 
according to Dr. Brault, duplicates the “sloshing” motion in a vehicle. I believe that real 
vehicle tests are needed. Realistic motion in a real on-board tank cannot be simulated by 
a jar on a shaker table. 
 
Recycling/Regeneration:  
 
9. Does the overall process involve the pumping of a hydroxide slurry? If so, is 

there any evidence that the slurry will be pumpable without additional 
processing? 

 

 



10. Have any laboratory scale tests on the reaction scheme that regenerates the 
hydride been carried out yet? 

 
Dr. Brault envisions that spent slurry will be pipelined back to a central location for 
regeneration, and that a centrifuging method would be used to remove the mineral oil 
from the hydroxide before regeneration. Dr. Brault also mentioned that the particle size 
distribution of the spent slurry is not that much different from that of the hydride slurry, 
but that the viscosity is different. This, says Dr. Brault, may be a function of the 
stoichiometry. He believes that they may have to add water to make the slurry pumpable. 
I am surprised by the fact that the particle size distribution did not change. I would think 
that the size and the shape of the particles would be affected greatly by the chemical 
reaction. Perhaps it didn’t show up clearly in the photomicrographs. We have already 
mentioned that pipelining a slurry that has not been properly formulated will be difficult 
to handle at high loadings. Substituting a hydroxide in a slurry tailored for a hydride will 
likely be difficult. It will be further complicated by the solubility of the hydroxide in the 
excess water. While this will help reduce the solids loading and viscosity, it will further 
complicate the regenerative process. The centrifuging process may be inadequate. An 
evaporation step may be necessary. This part of the process needs to be investigated as a 
priority; it will dictate the available options for regeneration. 
 
TPC have not yet approached the regeneration process experimentally, but plan to 
address it in the fall. They will first perform static experiments in the furnace, and then 
proceed to small flow tests. The reaction scheme for regeneration can be expressed by the 
following (using the Ca system as the example): 

 
Ca(OH)2   CaO + H2O   (+15.5 kcal/mole)  [6] 
CaO + C  CO + Ca   (+125.5 kcal/mole)  [7] 
H2O + C  CO + H2   (+41.9 kcal/mole)  [8] 
H2 + Ca  CaH2    (-45.1 kcal/mole)  [9] 
2CO + O2  2CO2   (-135.3 kcal/mole)  [10] 

 
Overall: Ca(OH)2 + 2C + O2  CaH2 + 2CO2  (+2.6 kcal/mole) [11] 

 
TPC is considering electric arc heating for regeneration, but hope to be able to get a large 
portion of the needed heat from the exothermic reactions. There is a sizable efficiency 
penalty for using electric heating.  
 
Dr. Brault thinks that they will probably be driven toward the lithium system, primarily 
due to its requiring less heat during the regenerating process than does calcium. (As 
mentioned before, lithium hydride has a higher energy density as well.) 

 
It may be too early for us to assess this aspect of the process since TCP hasn’t begun the 
testing yet. It seems that they have devoted a lot of time to the thermodynamics of the 
process, finding an overall essentially thermally-neutral reaction scheme. It is a very 
complex system, however, and I’m not sure how the kinetics will all play out, or if they 
can make a viable reaction process that will indeed be basically self-sustaining. They 

 



 

won’t find out until they go to the flow tests. It’s a good overall process; it’s too bad that 
they’re making CO2, however. 
 
IV Final Thoughts: 
 
TPC’s closest analog is the unfunded Power Ball concept, and I believe, the TPC process 
is superior. I prefer the slurry as a mode of transport, and also feel that the LiH system, 
providing more hydrogen per unit hydride, is a better storage system. 
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A Meeting with Dr. Chen 
 
I Introduction: 
 
The use of fullerenes, primarily C60 structures, as a means to store hydrogen is being 
studied by a team from Oak Ridge National Laboratory (ORNL) and Material and 
Electrochemical Research Corporation (MER). On February 25, I met in Washington 
with Dr. Fang Chen, the ORNL Principal Investigator, and spent about an hour with him 
discussing this project. During this February meeting, we held a preliminary discussion 
and I saw some small samples of fullerene powders and pellets, both with and without 
associated hydrogen. We also planned for a more formal meeting at MER later in the 
year. 
 
II Fullerene and Hydrogenated Fullerene Appearance/Description:  
 
Dr. Chen carried with him, fullerenes as a bulk powder, as a pellet, and deposited in a 
thin film on aluminum foil. He is especially excited about the thin film version, as he 
envisions a lightweight heat-transfer system. Although no cost of fullerene production 
has been offered, Dr. Chen indicated that MER believes that it can be made 
“inexpensively” in volume in an arc furnace. (They use a process similar to what Dr. 
Smalley of Rice University uses.) The bulk density of fullerene powders is about 1 
gram/cc. 
 
Hydrogenated fullerenes take on distinctive coloration, said to be as a result of light 
scattering. Dr. Chen had samples of stable hydrogenated fullerenes in powder form. A 
sample that was approximately 3 percent by weight hydrogen had an orange color, while 
a 4 percent hydrogen sample was an olive green. This phenomenon, its reproducibility, 
and possible uses is something that we will need to discuss with MER.  
 
III Discussion: 
 
Hydrogenation and Dehydrogenation Process:  
 
The hydrogenate is relatively easy to make, and is quite stable. Without a catalyst it 
requires about 400oC or more, and 4,000-5,000 psi to produce. It is stabilized by cooling 

 



and depressurizing. Using a catalyst reduces the required temperature and pressure 
considerably. Dr. Chen indicated that pressures would be in the 500 psi region and 
temperatures would vary depending on the catalyst, but would probably be closer to 
200oC. 
 
The need for catalysis for dehydrogenation is greater, as the uncatalyzed dehydrogenation 
reaction requires 160 kJ/mole, as opposed to 100 kJ/mole for the hydrogenation reaction. 
The currently ongoing work involves the finding/developing of the proper catalyst. The 
research team has been looking at solid, liquid and solution catalysts. This would be yet 
another subject of discussion during the visit to MER. 
 
Theoretical Hydrogenation Limits: 
 
The limiting factor as to what amount of hydrogen can be associated with a quantity of 
fullerene is unclear. If one hydrogen were chemically associated with each carbon, that is, 
C60H60, the theoretical limit would be 7.7 percent by weight hydrogen. However, it is 
unclear, according to Dr. Chen, whether the association between the carbon and hydrogen 
is chemical or physical.  
 
I believe that a clue as to the answer to this may come from the kinetic expression that is 
associated with the dehydrogenation step. According to Dr. Chen, the rate of 
dehydrogenation of the uncatalyzed, hydrogenated fullerene obeys the equation:  
 

Rate = A (C/Cmax) e-E/ĸT   (1) 
 

where C is the hydrogen concentration in the fullerene and Cmax is its maximum 
concentration, A is the Arrhenius pre-exponential factor, E is the activation energy, ĸ is 
the molecular gas constant, and T is temperature. Since the rate of a chemical reaction, 
(dr/dt) is a function of the reactant concentrations and a rate constant, the rate of a 
reaction 
 

aA + bB + … nN  Products  (2) 
can be expressed as: 
 

(dr/dt) = Rate = k [CA]a[CB]b …[CN]n (3) 
 

where k is the rate constant and C represents the concentration of the species in question. 
 
The Arrhenius expression for the rate constant, k, can be expressed as a function of 
temperature by: 
 

k = A e-E/ĸT    (4) 
 
Therefore, the expression for the dehydrogenation process can be expressed as: 
 

Rate = k (C/Cmax)    (5) 

 



 
This is the form of a first-order reaction, dependent only on the concentration of C, in 
this case, the concentration of hydrogen. This would indicate that since the reaction rate 
is not dependent on the rate of concentration of the fullerene hydrogenate, that the 
fullerene hydrogenate is not a chemical species, but that the hydrogen is physically held 
within the fullerene structure. At least, it indicates that the rate-determining step is the 
physical removal of hydrogen from the matrix. This means that the theoretical chemical 
limit to the degree of hydrogenation may not be the actual limit. 
 
IV Interim Conclusion: 
 
The project appears viable at this stage, especially if 6-7 percent hydrogen is a reality. I 
hope to learn a lot more later on when I visit MER (see below). While I developed an 
understanding of the thermal management calculations involved, I think that I will learn 
more as to what is going on chemically at MER. I’ll also get a better feel for the degree 
of difficulty of making fullerenes in these forms. 
 
The path that ORNL/MER is taking now – getting a catalyst that will lower 
dehydrogenation temperature seems sound. Their initial efforts indicating that liquid or 
solution catalysis is preferred, again makes sense from the approach of addressing 
reactant/catalyst contact.  
 
B Trip to MER 
 
I Summary: 
 
Of the three projects that are referred to as “carbon structure” storage projects, the one 
being conducted by the team of Oak Ridge National Laboratory (ORNL) and Materials 
and Electrochemicals Research Corporation (MER) is by far the furthest along. They are 
at least at the several kilogram level in producing their storage material, fullerenes, and 
have demonstrated close to theoretical hydrogen take-up levels. On the other hand, theirs 
is the only carbon structure that definitely requires both heat and pressure to “move” 
hydrogen. Because of this, the ORNL/MER team has added a new element to their 
project. They are now looking at not only fullerenes but at “organic hydrocarbon” 
hydrogen storage as well.  
 
This group is probably closer to a “real” system that meets DOE goals than any other 
with the exception possibly of U Hawaii’s work. It provides higher storage loadings than 
the metal hydrides, and is farther along in terms of scale-up than the other carbon 
structure work.  
 
Project Strengths: 
 
• The thermal management approach appears to be very sound. Much of what ORNL 

predicted when running the thermodynamics and kinetics of the fullerene processes 
appears to have been proven in experiment. 

 



 
• MER, as an expert in carbon structures appears a good choice as a CRADA partner. 
 
• The already achieved storage numbers of over six percent by weight hydrogen (non-

system base) and over 90 kg/m3 on a volumetric basis (based on a stated material bulk 
density of 1.5 g/cc for pelletized fullerene) meets the DOE goal. 

 
• The group may not have much farther to go in reducing the temperature, especially if 

higher temperature PEM fuel cells become available. 
 
Issues that should be Addressed: 
 
• The effort is now being split to include a very different system. Can both the fullerene 

system and the new organic hydrocarbon system be pursued to the necessary level 
without diluting the effort?  

 
• In what way does the hydrocarbon system differ from work being done elsewhere? 

(such as the University of Hawaii). MER’s expertise is in fullerenes. This is not a 
fullerene system. 

 
• What will the effective degree of hydrogenation be for either the fullerene system or 

the new system? If each hydrogen atom comes out progressively more slowly, it may 
be too difficult or too costly to get sufficient hydrogen out. System 
thermodynamics/kinetics need to be matched up with the needs of a practical system. 

 
• The practical system needs to be mapped out. (Actually two systems, the fullerene 

and the organic hydride) How would it look on a vehicle?  
 
• There was, initially, some misconception as to the state of hydrogen in the storage 

system. ORNL reported several times that the rate of the uncatalyzed 
dehydrogenation process was proportional to the “concentration of hydrogen in the 
fullerene.” I interpreted that to mean that hydrogen was entrapped in the fullerene by 
a physical process, and was told at first, that the storage could very well be physical. 
In actuality, the storage is chemical, and the relationship is with the number of 
hydrogen atoms in the molecule C60Hx. In the meeting at MER, it was made 
definitively clear that the species was chemical; there was no question.  

 
II Introduction and Background: 
 
I met with Dr. Raouf Loutfy, the President of MER, on August 14th at his facility in 
Tucson, AZ. Also present at the meeting were Rick Murphy and Jim Wang of Dr. 
Chen’s staff at ORNL 
 
MER has a CRADA with ORNL in which MER is responsible for the production and 
hydrogenation of fullerenes, while ORNL is responsible for the thermal management 
activities. Thus, ORNL determines and tests the conditions under which fullerenes can 

 



best be hydrogenated and dehydrogenated, while MER produces the materials and runs 
the experiments.  
 
MER, established in 1985, has historically been involved with fullerenes due to its 
proximity to the University of Arizona. Although fullerene production methodology was 
invented by Professor Smalley of Rice University, it was the University of Arizona that 
brought fullerene production into practice; they have the license. MER is the world leader 
in fullerene production.  Among its other interests are carbon/carbon composites, and fuel 
cells. 
 
III Discussion-Fullerenes: 
 
Production of Fullerenes: 
 
MER basically uses the Smalley method to produce fullerenes; that is, they use an arc 
furnace to vaporize carbon rods. Their bench-scale facility can produce about 0.5 kg/day 
of fullerenes by this method. Production of fullerenes includes the usage of thin carbon 
rods as the anodes for the arc discharge. The thinness of these rods and their lack of bulk 
lend them to vaporization and fullerene production. Thicker carbon electrodes would 
transfer too much of the arc-derived heat away from the surface, and make the process 
inefficient.  
 
In the development of the methodology for scale up of this process, one must consider the 
fact that using bigger, thicker rods would lead to inefficiency. MER, however, has 
developed a proprietary process by which they maintain high efficiency. Dr. Loutfy 
estimates that the cost of producing fullerenes in the bench scale process is about 
$12,000/kg. Using the scaled up (lab-scale/PDU) process that could produce up to 30 
kg/day of fullerenes the cost would drop by a factor of about 100, to $120/kg. This is still 
an intolerably high cost, but keep in mind, we are still talking about a PDU.  
 
Dr. Loutfy feels that to justify a scale-up to, say, pilot plant size, they probably need two 
or three applications for the fullerenes. Hydrogen storage would be one of the 
applications. MER revealed that there is another currently proprietary application being 
spearheaded by a Japanese chemical company. Consequently, they have sold a license to 
this company to promote this unnamed product in Japan. (MER would retain the rights in 
the U.S. and Europe.) About another order of magnitude decrease in the cost of fullerene 
production is needed to make the material competitive. Dr. Loutfy stated that a 
breakthrough will be needed for this to happen, and is looking for the Japanese to lead the 
way initially.  
 
Physical vs. Chemical Sorption of Hydrogen: 
 
In the earlier report, we discussed the possibility that the hydrogen take-up by fullerenes 
may be physical rather than chemical. We had brought this hypothesis forth based on an 
ORNL report that the dehydrogenation process rate expression obeyed the relationship: 
 

 



Rate = A (C/Cmax) e-E/KT    (1) 
 
In which “The dimensionless factor (C/Cmax) is intended to capture the trend that at a 
given time, the hydrogen escape rate is proportional to the amount of hydrogen present in 
the sample.” Since the rate of a reaction cannot be dependent on its products, but only on 
its reactants, I concluded that the hydrogen/fullerene association must be physical, and 
the dehydration rate controlled by the diffusion of hydrogen out of the fullerenes. Dr. 
Loutfy now informs me that the factor (C/Cmax) actually refers not to the hydrogen 
concentration, but to the value of “x” in the chemical species C60Hx – the fullerene 
hydride. In other words, the species is indeed chemical, and the rate of dehydrogenation 
is based on the concentration of the reactant in the reaction: 
 

C60Hx  C60Hx-1 + ½ H2    (6) 
 
As the value of “x” decreases, the reaction slows. Thus, complete dehydrogenation is 
difficult. This may be the most serious consequence of the process. The ORNL/MER 
project is already hampered by hydrogenation/dehydrogenation temperature and pressure 
conditions. One would not wish to resort to yet higher temperature to squeeze out more 
hydrogen. At the same time, if you can’t get the hydrogen out, it doesn’t count. 
 
Physical adsorption of hydrogen by fullerenes, in fact, according to Dr. Loutfy is limited 
to about 0.2% by weight. It takes about 2.5 electron volts (60 kcal) to penetrate the 
fullerene cage; Dr. Loutfy says that this is less than the energy of C-H bond formation. 
(Bond energy tables show the C-H bond energy to be 80 kcal.) Regardless, since the 
kinetics follow reaction #2, it has to be chemical. Thus, the species is chemical, and 
therefore, an organic hydride. Thus, the chemical saturation of C60H60 is valid, and the 
theoretical hydrogen concentration (exclusive of system) is 7.7% by weight. 
 
Fullerene Hydride Make-up and Appearance:  
 
As we mentioned above when reporting on our conversation with Dr. Chen, fullerene 
hydrides can be pelletized without any loss of structure. At that time, Dr. Chen reported a 
bulk density of about 1.0 g/cc. Dr. Loutfy now reports that they have achieved bulk 
densities of up to 1.5 g/cc. We also noted that fullerene hydrides take on various colors, 
depending on the hydrogen concentration. This has been explained as having to do with 
the fact that as the amount of hydrogen in the fullerene increases, the material becomes 
more paraffin-like in nature. C60H60 as a cage structure would be a paraffin – no double 
bonds, saturated in hydrogen.  The typical high molecular weight paraffin is white in 
color, and as the fullerene hydride adds hydrogen, it becomes lighter in color. A 
reasonable argument, and one that also would have been good to have earlier when we 
were considering the system to be a physical adsorption system. 
 
Hydrogenation and Dehydrogenation of a Fullerene:  
 
The major problem facing this project is the fact that currently it still takes too much heat 
and too much pressure to hydrogenate and dehydrogenate a fullerene. As reported earlier, 

 



without a catalyst it takes about 4000-5000 psi at 400oC to hydrogenate fullerene, but one 
can essentially reduce the pressure by an order of magnitude, and reduce the temperature 
into the 200oC range by using a catalyst. A key factor with using a catalyst for 
hydrogenation and especially dehydrogenation is in the degree of contact between the 
fullerene and the catalyst. Most early-on results involving catalysts involved solid 
catalysts and solid-solid contact. Later, MER dissolved the catalyst in a proprietary 
solvent to promote better contact. This provided a medium in which hydrogen atoms can 
better be transported, thus reducing the activation energy for the process.  
 
IV Discussion-Liquid Systems: 
 
The success that ORNL/MER has had with the concept of improved contact has led them 
to investigate new all-liquid systems. In other words, these are systems that no longer 
contain fullerene(!) Using a proprietary material that they simply refer to as Organic 
Hydride #1 (or OrgHyd1) and a new, proprietary liquid catalyst system, MER is currently 
achieving up to 7% by weight hydrogen under 350-400 psi at 180oC. Dr. Loutfy indicated 
that they could currently recover up to 75% of the hydrogen. The activation energy for 
the dehydration step with this system is only half of what it was for the fullerene system 
(84 kJ/mole vs. 160 kJ/mole). Dr. Loutfy described OrgHyd1 as a “very low cost 
feedstock,” and one that would require a system volume only about ten percent more than 
gasoline. 
 
The new system has the thermal advantage over fullerenes, but may suffer in other 
respects. For instance, how easy is it to separate hydrogen from the liquid system. Two 
problems; i) is hydrogen at all soluble in the organic material and ii) how easy is it to 
separate the gaseous hydrogen from the organic vapor? Of course, these two problems are 
also potential problems with the solvent systems for the fullerene catalysts. 
 
V Other Topics: 
 
Nanotubes: 
 
On a different topic, Dr. Loutfy mentioned that MER has made some nanotubes for Mike 
Heben (NREL) using the carbon arc-discharge method. In a two-hour period, they made 
about 30 grams of material of which about 20 percent was single-walled nanotubes 
(SWNT). They performed hydrogen adsorption tests with the material, and found that 
they were getting about 2.5% by weight hydrogen adsorption on a total material basis. 
Interestingly, they found that if they milled the material, breaking up the nanotubes, they 
actually somewhat increased the amount of hydrogen adsorption. 
 
Still on the subject of nanotubes, Dr. Loutfy brought up the name of Mayya Papan. He is 
a theoretician at NASA Ames who has run some calculations on the use of SWNTs as 
storage media. He believes that SWNTs may close if heated. This may also be the case 
for the spacings between graphitic plates of nanofibers. Thus, this may become an issue 
for both the NREL and Northeastern nanostructure projects, especially, if one or both 

 



 

projects evolves into something that requires some heat to speed up the hydriding or 
dehydriding process. 
  
Fuel Cells: 
 
Among MER’s other interests is the fuel cell business. Their expertise in carbon/carbon 
composites has led to their making bipolar plates of this material for PEM fuel cells. 
They are currently making 50-watt stacks under an Army contract for use by foot 
soldiers. The fuel cells have an energy density of 150 watts/kg. In addition, MER has a 
contract with DOE for fuel cells for buildings. 
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I Summary: 
 
The hydrogen storage group at Energy Conversion Devices, Inc. (ECD), have an 
excellent understanding of metal hydrides, how to make them, and how to use them. In 
addition, they have available to them an abundance of diagnostic equipment, making the 
obtaining of timely data in house possible. This makes ECD a very good place for the 
undertaking of applied R&D leading to commercial products. Dr. Krishna Sapru and 
her team seem to have approaches toward developing a hydrogen storage system that is 
well thought out, and multifaceted. The metal hydride R&D, however, seems to be 
pointing toward a conclusion that one cannot have both a high weight percent hydride 
(over three percent on a H/(M+H) basis) and a low dehydriding temperature material 
(below about 100o C).  
 
ECD does not appear concerned with <3% H/(M+H), which works out to about 2% 
system weight. They say that Ron Sims of Ford finds this level quite “adequate”, and that 
Ford “loves metal hydrides.” There are many niche markets where 2 weight percent 
system weight is reasonable, but I would think, this would not include mainstream 
applications, that is, for use on board light-duty vehicles.  
 
The magnesium work does not appear to be progressing sufficiently. Its use may be likely 
limited to niche market applications. ECD has not investigated the transition metal 
hydrides in nearly as great a degree; low temperature systems will most likely be 
achievable, but their theoretical hydride loading is limited greatly by the high atomic 
weights of the metals in question. ECD is currently concentrating on market 
identification for their magnesium and transition metal hydride systems. There is still a 
possibility, however, that ECD will achieve a more widely useful system. They have 
recently produced some ultra-fine (under 100 nm) size alloys that may lend themselves 
better to hydriding/dehydriding kinetics. This in turn could lead to a lower temperature 
system for a given composition. 
 
II Introduction and Background: 
 
On the above date, I visited Dr. Krishna Sapru and her team at Energy Conversion 
Devices, Inc. (ECD), in Troy, MI. I was given a tour of their United Solar unit and their 
Ovonics Batteries unit as well as a tour/demo of their metal hydride work. There were 
also several hours of discussion with Dr. Sapru and five members of her staff.  I also met 
briefly with ECD President Stan Ovshinsky, mainly a courtesy visit, and even got a ride 
in an EV. 

 



 

 
ECD and its subsidiaries are about 400 people strong. Their United Solar (PV) and 
Ovonics (Nickel Metal-Hydride Batteries) divisions, including their General Motors-
Ovonics Joint Venture, seem to be going full speed ahead. (United Solar is owned jointly 
by ECD and by Canon of Japan.) They also have an “information” division that looks at 
materials that store information by undergoing physical and/or chemical changes. 
 
ECD got into the hydrogen business in 1980 through a contract with ARCO when the oil 
company was investigating alternative fuel options during the energy crisis. At that time, 
they investigated aspects of hydrogen production, storage, and utilization. This 
respectively involved alkaline electrolysis (developed thin film electrodes), disordered 
materials (sputtered thin films), and alkaline fuel cells. Although this was only a three-
year project, it provided the knowledge that ECD used to develop their nickel metal 
hydride (NMH) battery business. NMH technology was first investigated by Daimler-
Benz, but it was ECD that led the way to commercialization. Nearly every battery 
manufacturer in the world has licensed some part of ECD’s NMH technology. Their 
current NMH activities concentrate on batteries for vehicles. 
 
III Questions and Answers: 
 
I had provided Dr. Sapru with a list of questions and discussion topics prior to my visit. 
She and her staff compiled answers to these questions prior to my arrival, and these 
answers formed the basis for our extensive discussion. These questions and answers are 
discussed below: 
 
Materials: 
 
1. Do you plan to look only at magnesium based alloys or will you look at other 

materials as well? 
 
ECD is and will continue to look at Mg systems, but is also approaching the goal of high-
capacity low-temperature storage from the other direction by investigating low-
temperature transition metal hydrides (e.g., Ti-V-Zr). They combine elements by 
examining pressure vs. temperature profiles. Currently, they are beginning to achieve 
hydride weights of about 1.5% at room temperature, and indicate that these levels are 
applicable for certain niche markets.  
 
ECD believes that the “current goal”, stated as 3 wt% hydride 2 wt% system is 
achievable, and are the type of systems that have many applications. ECD has spoken to 
Ford’s Ron Sims, who believes that 2 wt% system is perfectly adequate and is a desirable 
system due to its high safety. Dr. Sapru also pointed out that these 2 wt% systems have 
applicability in context with small, stationary fuel cells. ECD admits that improvements 
to the magnesium hydride systems present a challenge, but feel they are making “slow 
but steady progress.”  
 



 

It appears to me that ECD considers these magnesium hydrides as being of limited value. 
They are talking about niche markets and special cases. Their work with the transition 
metal hydrides may work out better, but these are weight percent-limited by the weight of 
the metals. 
 
2. What role does Mo play in the Mg/Ni/Mo alloys?  
 
Molybdenum, acting more like a dopant than an alloy, serves as a catalyst for both 
hydrogen dissociation and for the absorption/desorption process. It forms oxides that are 
more conductive than resistive. Levels of 1 wt% Mo are sufficient. The use of Mo for this 
purpose arises from ECD’s work in the early ’80s. At that time, ECD showed that the 
addition of Mo to Mg-Ni electrodes improved the hydrogen evolution reaction by 
reducing cell overvoltage.   
 
3. Are any data available for systems in which you use the four-part alloys that you 

have spoken about? This refers to Dr. Sapru’s presentation at the 1998 Annual Peer 
Review, where she alluded to Mg-Ni-Mo-C alloys. 

 
In fact, most of the data presented during 1998 involve these kinds of systems. Results 
for these four part systems are quite reproducible. Recently, ECD has even been working 
with five and six part systems in order to lower the desorption temperature. 
 
Alloy preparation: 
 
4. In particle size experiments, what characteristics are you looking for to optimize 

a system? (For example, narrow or wide or multimodal distribution, high 
surface area, regular/irregular shape, introduction of eccentricities, etc.) 

 
Kinetics are improved by the use of high surface areas, that is, a high percentage of fines. 
Thus, the goal is a narrow particle size distribution with most particles between 1 and 10 
microns in diameter. When measurements are made, the powders are sieved first, and 
measurements are made on only the <45-micron fraction. In addition, measurements are 
rarely taken prior to about five hydriding/dehydriding cycles. These cycles act to break 
particles (hydrogen embrittlement) and improve the kinetics. The system is stabilized 
after 5-10 cycles. 
 
Particle shape is not controlled; particles are generally spherical. Mechanical alloying 
introduces stresses into the particles, which lead to disorders. These disorders are 
preferred for improved storage properties. 
 
The need for several hydriding cycles, or a “breaking in” process will, of course, need to 
be accounted for in any demonstration/commercial venture, or simulation. 
 
5. How reproducible by chemical structure are materials that are made by a 

mechanical alloying process, and how reproducible are their properties? 
 



 

Chemical composition is “generally reproducible,” while properties, especially kinetics 
can vary in some cases. Dr. Sapru cited Mg-Ni-Mo-C as a very reproducible system both 
in composition and in properties, while Mg-Ni-Cu-Fe-Mn-Si-C has reproducible 
composition, but varies from run to run in properties, especially kinetics. 
 
6. When you refer to “yield” following a grinding process, what exactly does that 

mean? Is it yield of a particular alloy … or any alloying? When the yield is less 
than 100%, and especially when the yield is very low, what are the other 
materials present?  

 
Yield is simply percentage of powder recovered after milling. Some of the material sticks 
to the walls of the mill or to the grinding media. Dr. Sapru indicated that these  fractions 
are recoverable. Aside from the efficiency/cost considerations of low yields, there is the 
additional R&D concern that testing done on low yield fractions are not representative of 
the system as a whole. 
 
7. When grinding is done with a lubricant, how is it proposed to separate the 

lubricant from the alloy? 
 
Lubricants used are graphitic carbon and/or heptane. Heptane evaporates during 
processing, while the carbon becomes part of the alloy. It is also believed that the carbon 
acts as a catalyst and a kinetic aid for the hydriding/dehydriding cycle. 
 
8. How does a large number of catalytic hydriding sites lead to a high tolerance 

against surface poisoning? 
 
Dr. Sapru states that sites due to such phenomena as dangling bonds, unfilled orbitals, 
and surface dislocations act as catalytic sites. As more sites are available, losing a few 
(i.e., poisoning) does not significantly reduce the material’s activity. 
 
9. Did you ever look at a dispersant to reduce agglomeration of fines? 
 
Heptane (see Question 7, above) acts as a dispersant and reduces agglomeration. 
However, its use requires that the materials undergo a longer grinding time. 
 
It may be advisable to investigate the use of dispersants to increase yields, that is, getting 
the materials off the mill walls. 
 
10. Would you expect that a high grinding speed at a shorter time is more efficient 

from a power consumption point of view as well as a time saver, or doesn’t it 
matter?  

 
Dr. Sapru pointed out that mechanical alloying is basically a low cost process. With the 
R&D batch mixes, time and speed are basically interchangeable. ECD believes that in a 
practical process, the higher speed/shorter time scenario would lead to a more economic 
process, but efficiency evaluations have not yet been performed on this aspect. 



 

 
ECD is not yet sure what the process will be, but they do not believe that scale-up will be 
difficult, and they feel that if they get good yields, the process will not be expensive.  
 
Hydriding and De-hydriding: 
 
11. What do you project as the “ultimate” hydrogen concentration you could 

achieve at temperatures compatible with PEM fuel cells? 
 
For the magnesium system, MgH2 is 7.8% theoretically. Dr. Sapru stated that a Mg based 
alloy operating at less than 100oC would have a capacity of no more than half that 
(3.8%). Based on the overall conversation, 3.8% would seem optimistic. 
 
The theoretical maximum weight percent for a transition metal based system, say VH2, is 
a little under 4 percent. The concept of high weight percent at low temperature with a 
transition metal is a “new problem” for ECD. They have never worked in the direction of 
high weight percentage before. They want to increase state-of-the-art transition metal 
systems form 1% to 2% in the short term, and think that they can get to close to 3% 
eventually. 
 
12. Your papers at the NHA meeting spoke of using hydrogen as a heat source to 

dehydride your storage materials. I don’t recall any reference to this either 
during the annual review or during the World Hydrogen Energy Congress. Are 
you still considering this as an option? 

 
That particular work was not DOE funded, but was done under a now completed SBIR 
supported by DARPA. That work involved the construction of a laboratory prototype 
metal hydride hydrogen storage unit. Dr. Sapru indicated that she would not be opposed 
to receiving DOE funding to optimize this prototype. 
 
13. I have heard/read at various times that melt spinning produces a more 

homogeneous material that increases the level of hydriding. However, I also 
heard that hydriding is improved by disorders in the matrix. Please explain. 

 
The homogeneity is on a more macroscopic level. It does not effect the matrix 
disordering level. ECD has not done a great deal of melt spinning trials. They have found, 
however, that rapid quenching (based on wheel speed) leads to a highly disordered 
system. The limited use of the melt spinner is due to the fact that it is the property of their 
battery people, and there is concern about poisoning the equipment. 
 
14. Do the same alloy/particle properties that favorably effect desorption kinetics 

also favorably effect hydriding rate? 
 
The activation energies are the same in both directions, and the rates are mutually 
effected the same way by material parameter changes. 



 

I am surprised that this would be the case universally, unless diffusion rate were the rate 
determining step, which Dr. Sapru says is not the case. 
 
IV Tours: 
 
Tour of Hydrogen Storage Technologies Area: 
 
ECD’s mechanical alloying studies are performed in attritor mills, using twenty-gram 
samples for research. They generally mill in an argon atmosphere, although they have 
also looked at 5% hydrogen in argon. They classify the ground material using sieves in a 
glove box, and then use the –325 mesh (<45 micron) material for hydriding tests.  
 
While the “conventional” Mg systems are made by the mechanical alloying method, the 
non-magnesium transition metal systems are generally made by induction melting. 
Processing is done with a 15 kW induction heating system, with the materials in graphite 
crucibles. 
 
I was also briefly shown a system in which transition metal mixtures are subjected to 
plasma discharge, producing particles that are under 100 nm via gas-phase condensation. 
Dr. Sapru is quite excited about this material, which can lead to much more favorable 
kinetics. (I’m not sure that it would lead to any increased loading; probably not. Perhaps 
with the Mg systems, it may make lower temperatures more practical, however.)  
 
Testing of metal alloys and metal hydrides include kinetic measurements and pressure-
composition-temperature (PCT) measurements. Testing is performed on 1-2 gram 
samples. Typically, a magnesium-based sample is heated to 300oC, and then soaked in 
500 psi hydrogen for two hours before the pressure is relieved. The pressure is cycled 
four times before any measurements are taken. The reason for this is that the first couple 
of hydriding cycles results in an overall decrease in the particle size of the alloy, resulting 
in a change (improvement) of kinetic properties. 
 
Tour of Other ECD Areas: 
 
The tour of the United Solar facility consisted primarily of a showcasing of their PV 
panel production PDU. This unit produces triple-junction amorphous silica PV panels 
that will produce in excess of 2 volts, making them capable of splitting water. The nine 
layers (pin,pin,pin) of this material, some less than a micron thick, are formed by plasma 
arc-induced chemical vapor deposition upon the substrate. This is accomplished by 
robotically-controlled operations forming the various layers at different stations. (Very 
impressive!) The unit runs continuously, producing one-half mile long rolls of PV panel. 
Five MW of panel can be produced annually. ECD estimates that when scaled to an 
annual production of 75 MW, the cost for these panels will be under $1/watt. 
 
At the Ovonics NMH development facility, I was walked through the process of making 
NMH batteries. An ingot consisting of an alloy of nickel, vanadium, titanium, zirconium 
and chromium is produced in the furnace, and is then broken into fine powder by using 



 

hydrogen to embrittle the material. It is then melted into the substrate to form a negative 
electrode plate. The positive electrode plate is made of nickel foam with a paste of nickel 
hydroxide and other materials painted on. The plates are alternated with foam separators 
between them, and inserted into a metal can.  
 
Similar processes are carried out on a larger, partially automated scale at the GM Ovonics 
facility. Overall, 800,000 linear feet of electrode material per month are made by this and 
other GM Ovonics plants. 
 
ECD also has quite extensive analytical capabilities, and runs these as a separate section 
within the organization. Since much of their work involves surface conditions of their 
materials, one of their most important analytical tools is a system that provides thin film 
surface analysis. It is a four-function system that incorporates Auger Spectroscopy, 
Electron Spectroscopy for Chemical Analysis (ESCA), Auger Sputtering, and Secondary 
Ion Mass Spectroscopy (SIMS). With these techniques, surface thickness, composition, 
and impurity identification and depth can be determined. 
 
Among its other analytical equipment (not including the tools discussed in the tour of the 
hydrogen storage area) are a scanning electron microscope, and an inductive coupled 
plasma spectrometer. The latter system is used to obtain detailed composition 
measurements of metal alloys, down to the parts per billion range in cases. The ingot is 
dissolved in acid, diluted, and subjected to plasma discharge, to obtain emission spectra.  
 
As mentioned above, ECD also has an “information” division, but this area was not 
toured. 
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I Summary: 
 
Sandia National Laboratories (SNL) in Livermore, CA is probably the premiere metal 
hydride laboratory for the DOE Hydrogen Program. The expertise of Dr. George 
Thomas and his staff, the extensive diagnostic equipment resource, and the tie-in with 
the combustion and systems side of the house (led by Dr. Jay Keller) presents a 
formidable package for the Program. Dr. Thomas is leading a hydride storage effort that 
covers development and evaluation of metal hydride materials, development of hydride 
container systems (hydride beds), and integration of hydride storage into systems. The 
metal hydride materials effort has primarily been based on magnesium systems, but has 
recently grown to include alanates (materials of the form X(AlH4)y) and similar systems. 
A series of six modular hydride beds have been produced. They were originally intended 
for use on the Palm Desert vehicles, but when those plans changed, they remained at  
SNL, and are awaiting a home. In the systems integration area, SNL leans on systems 
engineering as a means to make hydrides an integral part of a process. Thus, hydride 
materials, beds and operating labor are all part of an equation. SNL is also heavily 
involved in the coordination of the Remote Application Power Program (RAPP).  
 
The work being performed by Dr. Thomas’ group is mainstream to the program. Key 
strengths include Dr. Thomas’ overall knowledge of hydride chemistry, the vertical 
nature of the SNL approach (hydride materials, hydride beds, systems), the interaction of 
Dr. Thomas with Dr. Keller, and the understanding  of what the limits are with a hydride 
system. 
 
It appears to me that Dr. Thomas, similarly to the group at ECD, has basically written off 
magnesium systems for wide scope usage. It appears that the combination of low 
temperature and high energy density will not be reachable with these systems. 
 
The collaboration with Craig Jensen in Hawaii on alanate systems likely will (and 
should) take up a large part of the SNL research effort. While some magnesium work will 
continue, it likely will be strongly geared toward applications. Dr. Thomas states that 
there is much to be done with storage systems rather than hydride chemistry. 
 
II Introduction and Background: 
 
On the above date, I visited Dr. Thomas at his laboratory at SNL The purpose of the 
meeting was, as usual to gather information through discussions and a tour, that would 
help in my assessment of the technology in question. In addition, given Dr. Thomas’ 

 



overall expertise in storage technologies, a discussion on the overall package of hydrogen 
storage activities was held. Steve Guthrie, who is on Dr. Thomas’ team, and Jay Keller 
who acts as Program Manager for the SNL hydrogen work, and who also leads SNL’s 
remote power and combustion efforts in hydrogen, were also present for large fractions of 
the day.  
 
During the day, we primarily discussed the magnesuium hydride systems, the 
collaboration with the University of Hawaii on the relatively new alanate storage 
systems, and the status of the hydride bed modules that SNL constructed earlier. We also 
spent some time discussing SNL’s role in RAPP. I also was given a tour of many of the 
facilities of the Materials and Engineering Science Center, focusing primarily on surface 
analytical capabilities. Finally, I was able to pulse Dr. Thomas on his opinion of various 
storage technologies and the associated ongoing projects. 
 
Dr. Thomas’ laboratory was exceedingly active on the day of my visit. Representatives 
from Plug Power and the University of Alaska, Fairbanks were present, setting up for 
some quick-turn-around reformer/fuel cell assembly and testing that needed to be 
completed by the end of the fiscal year as part of RAPP. 
 
III Discussion:  
 
Magnesium-based Systems: 
 
Dr. Thomas’ team have been working on magnesium based hydride storage systems for 
the past several years. Dr. Thomas feels at this time that these type of systems will 
probably not exceed about 3.5% by weight hydrogen (material weight) at any 
temperature approaching PEM applicability. Maybe 120oC can be achieved at this weight 
percentage. For this reason, the SNL team is quite excited about their relatively new 
undertaking in conjunction with Craig Jensen’s laboratory at U Hawaii on alanates and 
related substances. 
 
As to the magnesium systems themselves, Dr. Thomas is specifically addressing 
Mg/Zn/Al systems. He is using a new ball mill/melt process to get higher plateau 
pressures. You need a higher pressure at a particular temperature. Dr. Thomas’ goal is to 
be able to produce the so-called “R” phase of the Mg/Zn/Al system with consistency. The 
R phase has a higher hydrogen capacity than the alternative configurations. 
 
Aluminum-based (and Analogous) Systems: 
 
Alanates [a rather strange name in my opinion; it implies the presence of oxygen] and 
similar compounds provide an opportunity for reasonably high hydrogen loading. The 
base compound, NaAlH4, contains 7.4% hydrogen by weight; the analog LiAlH4, 
contains 9.8% hydrogen. The collaboration with Jensen’s group originated with the 
finding by Bogdanovic that alanates can be hydrided reversibly in the presence of 
appropriate catalysts: 
 

 



X (AlH4)y  ⇆ XHy + Al + (3/2)y H2 [1] 
 

“X” can be Na, Li, Mg or Zr. Zirconium particularly may be interesting as the reaction 
may occur at or near room temperature. Dr. Thomas stated that the analogous boronate 
(using the same type of nomenclature) systems, which would provide the potential for 
higher hydrogen loadings (boron has an atomic weight of 11 versus 28 for aluminum) are 
probably not reversible. Depending on the level of use, NaAlH4 could either be 
purchased, or produced from Na/Al mixtures in a hydrogen atmosphere. If X were 
something other than Na, it would probably be difficult to purchase. 
 
Reaction [1] is actually composed of two steps. Using NaAlH4 as an example:  
 

NaAlH4 ⇆ (1/3) Na3AlH6 + (2/3) Al + H2  [2] 
 

(1/3) Na3AlH6 ⇆ NaH + (1/3) Al  + ½ H2 [3] 
 

Reaction [2] might require high pressure  to recycle the hydride – perhaps about 1500 psi, 
but Reaction [3] would appear to lend itself to low pressure low temperature operation. 
 
Current work is focused on determining optimum catalytic systems for the 
hydriding/dehydriding cycle. These materials do not appear to degrade during recycling. 
The key to these systems, according to Dr. Thomas, is fabrication and synthesis. 
 
Storage Modules, RAPP, and Other Projects: 
 
SNL is sensitive to “useless demonstrations”. Thus, they are holding on to their six 
hydride bed modules for the time being. They were, at one time going to be used on the 
Palm Desert project, but now they believe that other storage systems may have better 
applicability for Palm Desert. Thus, the modules (or 5 of the 6, at least) are sitting on a 
test stand in one of the laboratories, waiting for an application. Dr. Thomas mentioned 
wheelchairs as possibly being appropriate if the right scenario could be found. 
 
Dr. Thomas is sensitive about an apparent misconception as to the speed of filling 
hydride systems. He mentioned that he believes that DOE has been stating that metal 
systems are hydrided slowly, making this one of the disadvantages of this type of storage 
system. The existing modules can be filled in six minutes by adding hydrogen in short 
bursts and using a cooling line. 
 
As previously mentioned, my visit coincided with a rush of activity concerning SNL’s 
role in the RAPP Program. As my visit occurred about two weeks before the end of the 
fiscal year, SNL was busy trying to test/demonstrate operational fuel cells by the end of 
the month. The plan is for three competitive 3.5-5 kW reformer/ PEM fuel cell systems, 
probably with hydride storage. The concept being addressed is: home-level distributed 
power generation, with, perhaps, the reformer built oversized to provide heat as well. The 
fuel of choice (or more accurately, of necessity) is diesel.  

 



 
The hydrogen people at SNL are interested in systems. All that they do with hydrides 
must ultimately lead to making storage devices that are part of an integrated system. 
Their approach is thus tied strongly to systems engineering analysis. Dr. Thomas believes 
that it is on storage systems, rather than hydride chemistry, that the work must focus. For 
instance, successful hydride storage systems must use inexpensive hydride materials, 
inexpensive hydride bed materials, and low manufacturing costs.  
 
IV Tour: 
 
SNL, as one would expect, has a vast array of analytical tools at their disposal. I was 
given a tour of some of the facilities within the Materials and Engineering Science 
Center, focusing on the equipment that is applicable for hydride work. The Center has 
several scanning and transmission electron microscopes (SEMs and TEMs) including a 
hot filament SEM, a field emission SEM and a field emission TEM. (Field emission 
systems produce very high electric fields resulting in high resolution micrographs), and 
an electron microprobe. The group is thus able to obtain both morphological and 
elemental compositions. Other techniques used by Dr. Thomas’ team includes: 
Inductively Coupled Plasma Mass Spectrometry (ICP-MS) x-ray tomography, laser 
ablation and x-ray defraction (to identify phase).  
 
Standard hydriding tests are performed with a pressure/composition/temperature (PCT) 
manifold in the hydride R&D lab. Kinetics experiments done on the system tie in with 
microstructure analysis. Since much of the understanding of hydride systems is surface-
oriented, SNL also employs x-ray photoelectron spectroscopy (XPS) and Auger 
Spectroscopy to characterize the chemistry of the material surfaces for both the hydriding 
and dehydriding processes. 
 
During the tour, I was also shown and allowed to operate a model remote-controlled car, 
which was powered by an H-Power provided fuel cell and included hydride storage. 
 
V The Overall Hydrogen Storage Program: 
 
Following the “formal” part of the meeting, Dr. Thomas and I reviewed the overall 
hydrogen storage component of the DOE hydrogen program. Given the importance of 
hydrogen storage in the overall program, Dr. Thomas feels first and foremost that there is 
not nearly enough money being spent to enable the necessary ventures into new research. 
The program, however, needs to ensure that the projects being supported are enabling 
technologies. Specifically, Dr. Thomas feels that there is not enough being done in the 
area of non-vehicular storage. The increase in prominence of distributed utilities make 
them a good candidate for stationary hydride storage systems.  
 
There is a key need to lower the costs of metal hydride systems. Currently, the “AB” 
hydride systems (e.g., Mg2Ni) cost about $20/kg. This needs to be lowered to the $5/kg 
range. 
 

 



One interesting comment made by Dr. Thomas is that he does not consider projects 
where hydrides are reacted with water such as the Thermo Power Corp (TPC) process to 
be a storage process because the hydriding is not reversible. He believes it should be 
moved to the production side. This is not a trivial argument, since the Program weighs 
production dollars vs. storage dollars. I agree that the TPC project does not represent 
classical, reversible hydride technology. However, it includes (if successful) a remote 
regeneration process. More important is the fact that its purpose is to provide an on-
board source of hydrogen. It provides a material on-board that undergoes a chemical 
reaction to ultimately power a vehicle. In this manner, it is much like a tank of gasoline. 
Thus, I believe that the storage section is appropriate for the TPC project. 
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I Summary:  
 
NREL is developing a process in which they are looking to convert biomass waste into 
hydrogen by means (usually) of a two step process. In the first step, the waste is 
converted into one or more products by means of a fast pyrolysis reaction. This product, a 
“pyrolysis oil,” can then be separated using water, into an aqueous and non-aqueous 
fraction. In the second step, the aqueous fraction (or possibly the whole pyrolysis oil) is 
subjected to steam reforming to produce hydrogen. The potential success of the project is 
tied heavily to both technical and economic issues, in a fairly complex and feedstock-
sensitive manner. An important part of the project is the plan to offset process and 
feedstock costs by making a salable co-product of the non-aqueous, or pyrolytic lignin, 
fraction. To date, the co-product of choice has been an adhesive that could take the place 
of a phenolic resin used to join layers of plywood or particleboard. They are also 
investigating fuel additives as co-products. The major technical challenges at this time 
are the charring that occurs during the reforming process, causing fouling of the catalyst, 
and issues dealing with the robustness of the system to differing feedstock.   
 
Exhibit 1 shows a schematic of the overall fast pyrolysis/reforming process. 
 
Project Strengths: 
 
The major strengths (and potential weaknesses) of the project all lie in the robustness of 
the concept and the systems. The project has been thought out in much detail, and is 
strong in chemistry, engineering and economic analysis. The researchers have a mind 
toward multiple products, usage of multiple waste materials, and both niche and large 
markets. The project has a real conservation, “use everything” ring to it. Even the char 
that is formed during the fast pyrolysis step is combusted to provide heat for the reactor. 
 
One key strength may be the concept of being able to transport liquid, pumpable, 
pyrolysis oils, the intermediate product, rather than biomass or hydrogen. This is likely 
the least expensive way to go, lacking a hydrogen infrastructure. 
 
Unlike some other projects, this one is approaching the coking problem during the second 
step, in what I believe to be the correct manner – a fluid-bed catalyst system. 
 
 
 
 

 



Issues that should be Addressed: 
 
A potential drawback is that there is so much going on, so many potential feeds, products, 
and co-products, that it would be easy to lose sight of the fact that this is a hydrogen 
project. There are many scenarios under which this project can become a real winner: 
inexpensive or free feedstock to the pyrolysis system, co-products that will reduce the 
cost of hydrogen to a competitive level, inexpensive or free feeds to the reformer system, 
small localized pyrolysis reactors, etc. All of these scenarios, however, have a sub-
scenario where hydrogen production becomes unneeded or unwanted. I do not believe 
that this is happening, but it is something for which we should keep our eyes open. For 
instance, a focus on a lucrative pyrolysis co-product could lead to the wrong optimization 
parameters for hydrogen. In another example, the scenario discussed below in which the 
aqueous fraction or the whole oil is reformed at a refinery in conjunction with natural gas 
or naphtha does not lead to hydrogen as an energy carrier.  
 
In all, (the potential for the project to veer to a non-Program goal aside) this is, in my 
opinion, one of the strongest projects in the Program, with the greatest potential for 
inexpensive, renewable hydrogen.  
  
II Introduction and Background: 
 
On the above dates, I visited Dr. Esteban Chornet and Dr. Stefan Czernik at their 
laboratory in the Field Test Laboratory Building (FTLB) at NREL. On the afternoon of 
December 22, Dr. Czernik gave me a tour of the fast pyrolysis and reformer facilities. Dr. 
Czernik and I also spent some time with Maggie Mann, discussing the life-cycle aspects 
of some of my questions. On the morning of December 23, I met with both Dr. Chornet 
and Dr. Czernik, and we discussed the project in detail. I had previously sent Dr. Chornet 
a list of questions to be discussed during our meeting, and these formed the basis for 
much of our discussion. 
 
The NREL project by which fast pyrolysis is used to turn biomass into materials that can 
be processed has been around in one form or another since the early ‘80s. The goal was to 
make liquid hydrocarbons. This particular project, to make hydrogen, started in 1994. 
 
The objective of this project is to use fast pyrolysis as a means to convert various biomass 
waste materials into handleable oils (as opposed to tars) and to reform some of these oils 
into hydrogen. In order to help offset the cost of hydrogen, other pyrolysis products are 
tailored to be sold in other markets. 
 
III Tour: 
 
Dr. Czernik walked me through the entire pyrolysis/reforming setup. The fast pyrolysis 
system occupies much of a large multi-leveled laboratory [I would really call it a Process 
Development Unit (PDU)] within the FTLB. It is a multifunctional system, used for some 
gasification studies (with a different reactor) as well as the present work. The fixed- and 

 



fluid-bed reforming systems are located in an area on the upper level of the laboratory. 
These systems are considerably smaller. 
 
Fast Pyrolysis Process: 
 
The fast pyrolysis reaction occurs by means of an ablative process in a vortex reactor. 
The cylindrical, stainless steel reactor is 26 cm in diameter, and is capable of a heating 
rate of about 2000oC/sec. The feedstock, generally 2-5 mm in diameter, is dry, but 
possibly containing up to about 10% moisture, is introduced tangentially. Either steam or 
nitrogen is used as the carrier gas, which is preheated. The residence time for one pass 
through the reactor is about 0.5-0.8 seconds. The temperature at the reactor walls is 
nominally 650oC, while the gases in the center are about 500oC. The particles do not 
totally react with one pass-through but are recycled some 10-20 times through the reactor. 
Unreacted particles are separated from product gases by centrifugal force for recycling.  
Byproduct char will eventually fall out of the reactor along with the product gases. The 
products contain about 10-15% by weight char (note that it is a char and not a pure 
carbon), which is then separated from the product using two cyclones and a baghouse, the 
latter for small (< 5 micron particles). The baghouse is held at 400-420oC. This provides 
for a balance between purity and yield; at a higher temperature, they would get a lower 
yield. As it is, they probably lose about 10% of product for the sake of purity. The 
pyrolysis system can operate in this manner for about 9-10 hours before the baghouse 
becomes clogged, if periodic back-flushes are used to clean the flexible ceramic or 
sintered baghouse filter.  
 
The product gases then go to a condensation train. Two scrubbers and coalescing filters 
are used to collect the product. Scrubbing is a difficult process, probably due to the 
aerosol nature of the product. 
 
The overall pyrolysis system can also be run in a gasification mode. In that case, a second 
Inconel reactor is used, and the reactor temperature is nominally 800oC. This is not part 
of the current project, but shows the versatility of the system. 
 
Reforming Process: 
 
The feed for the reformer can be either the aqueous fraction of the pyrolysis product, or 
the entire pyrolysis oil. Alternately, the group is looking at feeds from other sources – 
primarily waste streams that would provide an economic benefit.  
The initial reformer reactor for this project (still set up) utilized a fixed-bed configuration. 
The reactor used generally standard nickel catalysts in packed tubes. Superheated steam 
(600oC) and the biomass feed was introduced co-currently. The furnace area itself was 
three-zoned; the top (inlet) zone had a temperature of no less than 600oC, the middle zone 
750oC, and the bottom zone 700oC, but the temperatures could be varied. Shifting as well 
as reforming took place in the reactor, but the system was not efficient for converting all 
the CO to CO2.   
 

 



The fixed-bed reactor worked well for model compounds, but was less successful for 
actual pyrolysis oils. When the oils were vaporized (to allow better contact with the 
catalyst bed) to feed into the reactor, they tended to form a char material especially in the 
pre-catalyst portion of the tube furnace, where it would clog the reactor. The char could 
be removed by reaction with CO, but the regeneration cycle was unacceptably long. 
Feeding the pyrolysis oil as a fine mist reduced the charring problem, but made the 
oil/catalyst contact less efficient. 
 
The group therefore has recently moved to a fluid-bed reactor. Again, there is a three-
zone furnace around the Inconel reactor, but the catalyst particles have to be ground (300-
500 microns) in order to be mobile. Superheated steam is used as the fluidizing gas. The 
reactor can be operated up to 800oC. The feed is sprayed into the fluid bed in liquid form 
through a 0.2 mm nozzle immersed in the bed. The system products are hydrogen, CO, 
CO2, and a few ppm of methane. As the catalyst deactivates, methane concentration 
increases to, perhaps, 0.01%. The system is all computer-monitored, and the product gas 
is analyzed every five minutes. One problem with the current configuration is that some 
of the catalyst fines winds up in the steam condensate system.  
 
Presently, about 90% of the carbon goes to product, with the remainder ending up as coke 
on the catalyst. Overall, a 95% mass balance closure is being achieved. 
 
IV Initial Discussion: 
 
The success of the project on a large scale is tied to the diversity of feedstocks that can be 
used and the cost to acquire and use these feedstocks. To date, much of the work has 
involved either model compounds or poplar. Currently, the group is beginning to 
investigate peanut shells (from a collaborator in Georgia, consisting of a municipality and 
a utility), southern pine, and bagasse (sugar cane stems), as inexpensive – or free – 
feedstock. They have estimated that the cost of hydrogen from feedstock such as these, 
with the assumption that the feedstock is free, is $7-12 /GJ hydrogen. This does not 
include any revenue that might be generated from a co-product. They want to be more 
than niche market suppliers.  
 
The co-product is made by the addition of water. (A higher quality material can be made 
by using ethyl acetate extraction rather than water, but this would be more expensive). 
This creates an aqueous fraction, which is reformed to make hydrogen, and a non-
aqueous fraction that can be tailored to be a substitute for a phenolic adhesive that is used 
to bind plywood or particle board. If this adhesive material is mixed 50/50 with a real 
phenolic adhesive, there is no decrease in physical properties for bonding plywood or 
particleboard. No long term repeatability or aging data is available yet. Maggie Mann 
estimates that this “biophenol” would cost about half as much as phenol. This would 
lower the net cost of hydrogen to about $5/GJ. There is one major drawback to this 
product, however. According to the researchers, people who use it complain about the 
smell; therefore, industry has lost interest (perhaps only temporarily) in this material. 
This is part of the reason that the Chornet group is also looking at alternative products – 

 



primarily fuel additives that will boost the octane rating. The group is also receiving 
funding from the Ethanol Program to investigate this type of gasoline additive. 
 
A strategy being investigated would be to locate the fast pyrolysis system at the feedstock 
site, and then transport the pyrolysis oil. The reforming step would be performed at either 
the hydrogen use site, or where a hydrogen infrastructure existed. This would be a less 
expensive alternative to having to transport either biomass feedstock or hydrogen – at 
least without a hydrogen infrastructure. Dr. Czernik pointed out that this type of strategy 
is not an option for a biomass gasification project where either feedstock or hydrogen 
would have to be shipped.   
 
Dr. Chornet envisions a scenario where fast pyrolysis could be performed in a local 
region, like, for instance, an agricultural community. Such a community could buy a fast 
pyrolysis system to process their communal agricultural waste, and sell the pyrolysis oils.  
 
Fast pyrolysis is a low-dollar investment technology. If you have a co-product, the cost 
decreases even more. If you team with a refinery to reform the aqueous fraction, the 
infrastructure already exists. 
 
The Chornet group is expecting to announce an agreement on fast pyrolysis of peanut 
shells with the aforementioned Georgia group, sometime within the next few months. 
Since Georgia also has a plywood industry, this may be an especially good match. At this 
point, however, no names are being disclosed. 
 
Although the vortex reactor works well at the size (PDU?) being used at NREL, it may 
not scale well. A circulating or bubbling fluid bed may be needed for commercial fast 
pyrolysis units. 
 
Another issue is the effect of the biomass on the nickel catalyst. Since the biomass 
material contains considerable oxygen, it can attack the nickel catalyst, forming nickel 
oxide. Dr. Chornet’s group is trying to work with ICI and with United Catalysts to 
develop a new catalyst that would be more suited to the oxygen-containing biomass.  
 
V Questions and Answers: 
 
A major part of our discussion centered on the questions that I had sent to Dr. Chornet 
prior to our meeting. 
 
1. Have there been any attempts at non-oxidative methods of removing coke 

materials after fast pyrolysis, and thus reduce/eliminate CO2 emissions during 
this step? Alternately, have there been any attempts to alter the system 
configuration to limit coking of the catalyst in the first place? 

 
The fast pyrolysis process does not produce a coke; it produces a char. This is 
considerably more oxygenated than coke. There is no attempt to remove the char at all 
during fast pyrolysis. It is an integral part of the balanced system. The char is burned to 

 



provide some of the heat for the pyrolysis process. In fact, the process is tailored to 
produce the right amount of char. 
 
2. How are the biomass feedstocks to the pyrolysis process prepared for handling? 
 
You need a fairly dry material as a feed; you don’t want to use the fast pyrolysis system 
as a drier. Ideally, the feed will be 10-15% water. You could use char combustion as a 
means of drying the feedstock. You would have to balance the need of drying with the 
need of char combustion to provide heat for the fast pyrolysis. Alternately, an agricultural 
commercial drier could be used. The feedstock is then ground or milled. In the case of 
lightweight materials, such as peanut shells, it may be advantageous to pelletize the 
particles as well. You generally want about 2 mm particles. 

 
3. What is the chemical composition of the coke that is evolved during the pyrolysis 

and reforming process? Is it close to pure carbon for any natural feedstocks? 
 
The fast pyrolysis char contains 15-20% oxygen, 1-2% hydrogen, about 10% “ash”, and 
the rest carbon. Dr. Chornet indicated that some of the ash might be amorphous silica, 
which may be salable to the semiconductor or tire industries. 
 
The material formed during reforming, is indeed coke. It is nearly all carbon, and creates 
a problem for the catalyst.  

   
4. Are the pyrolysis oils generally handleable and pumpable at room temperature, 

or do they have to be heated? 
 
The oils have viscosities of about 50-100 cps at room temperature; the pour point is 
below the freezing point of water. The pyrolysis oils are pumpable and easily handleable. 

  
5. How does the reforming process compare to conventional (refinery-based) steam 

methane reforming or catalytic naphtha reforming? What reforming 
temperatures are used? Do the processes involve conventional shift and 
purification steps? 

 
The process is very similar to conventional reforming methods. In fact, one concept was 
that the process could actually be performed in the refinery one day, perhaps co-
reforming the pyrolysis oil with natural gas or naphtha. The group’s goals include 
compatibility with present industry and infrastructure. 
 
Here is one example of where the project’s goals could be incompatible with that of the 
Hydrogen Program. 

 
6. You showed a Figure in your 1998 annual review paper that indicated that the 

aqueous bio-oil fraction is either directly steam reformed, or goes through a 
“thermal depolymerization and/or stabilization” step prior to steam reforming. 
What is the advantage of the additional step? 

 



 
The pulp and paper industry has a refuse stream that is similar to the aqueous fraction of 
pyrolysis oils, and may be a good candidate for reforming. However, it is quite 
polymeric. The reformer handles monomers easier than polymers. Thus, the thermal 
depolymerization may be needed to utilize this type of material. The aqueous fraction of 
the “standard” pyrolysis oil produced by fast pyrolysis has little polymeric content.  
 
7. During the reforming process, how does coking vary with the different partial or 

whole oil feedstocks? 
 
If there is no aqueous separation step, meaning that the whole oil is reformed, there is a 
higher tendency to coke. This is due to the higher oligomeric content of the whole oil. 
The hemicellulose (non-aqueous) fraction is highly oligomeric.  

 
The need to remove coke from the reforming system was recognized as a problem early 
in the project. One of the first things that was done was to demonstrate the ability to 
regenerate the catalyst by removing coke with steam or CO. 

 
This is admittedly a tedious process, and should not be the final answer. It does appear 
that it will be the final answer, as the rate of catalyst contamination should decrease 
dramatically with the use of the fluid-bed catalyst system. 

 
8. Have there been any attempts to tailor a process for minimal CO2 emissions 

(resulting in net negative CO2 when including the growing of the biomass)? 
 
In order to best consider CO2 emissions, one must look at the entire life of the carbon 
materials – a life cycle analysis (LCA). The net CO2 emissions are near zero. The only 
time that the net CO2 becomes negative is when the carbon can be tied up in a non-
combustion mode. For instance, if a co-product is made from the fast pyrolysis process, 
and that product is the adhesive material, the carbon is tied up. This scenario would result 
in a net-negative CO2. If the co-product is a fuel additive, the carbon is soon combusted. 
The only other source of non CO2 carbon as determined by LCA is what is sequestered in 
the soil during the biomass growing period. 

 
Basically, the amount of overall CO2 emissions is not sensitive to starting material. 

 
9. What are the net overall CO2 emissions in the “standard” pyrolysis/reforming 

process? 
 

As stated above, negative net CO2 emissions are realized if the co-product is used in a 
non-combustion mode. Barring this, the net result is a slight positive CO2 emission. 

 
The reformer system in a commercial process would use pressure swing adsorption 
(PSA) to separate the hydrogen and concentrate the CO2. As with any other system, 
concentrated CO2 is superior to combustion-formed diffuse CO2 for sequestration or for 
possible use. [Dr. Chornet also mentioned the potential to use CO2 with ammonia to 

 



make urea for fertilizer. Urea is (NH2)2CO.] 
 

The low net CO2 emissions is a strong positive attribute of the process.  
 

10. Are there any results yet available for the reforming of whole pyrolysis oils with 
a fluidized bed configuration? 

 
There are now some recent results. Charts are attached for a reforming run that was 
performed on a whole bio-oil using a steam to carbon (S/C) molar ratio of 1.6. The 
hydrogen yield compared to the stoichiometric yield (Exhibit 2), and overall gas 
composition (Exhibit 3) are shown. Hydrogen yield can be seen to be dropping off from a 
maximum of a little under 80% after about one hour. In this case, regeneration of the 
catalyst was not included. About 10% coke was obtained, and the drop-off was attributed 
to this. In addition, the S/C is not ideal; it should be higher – perhaps 3 to 5. Dr. Chornet 
believes that under these conditions, the drop off should not occur until, say, 50 hours. 
 
As a first run, the results are not bad, although I am not sure as to why they used such a 
low S/C to begin with. I’ll be interested to see what they get when they improve the ratio. 
 
11. How do the costs of using purchased pyrolysis oils compare with those of 

pyrolyzing biomass, and using these oils? 
 
When doing an economic analysis on a “bought oil”, Maggie Mann uses a price of 
$80/ton. Information that Dr. Chornet received from a Canadian company indicates that 
pyrolysis oil will be available for something between $70 and $200/ton, but the product is 
not yet marketable.  
 
The assumed cost for a dry feedstock is $40/ton. At an energy density of 16 GJ/ton, this 
works out to $2.50/GJ – about the same as natural gas. Even if the feedstock is free, you 
have to transport it – maybe $20/ton. That is why the co-product concept is important, as 
is the need for an environmental driver.  
 
This shows why the concept of localized fast pyrolysis and shipment of a liquid 
intermediate is attractive. 
 
12. Have you looked at all at the feasibility of using waste biomass as a feedstock? 
 
Sludges are not good feedstocks for this kind of process. They generally contain too 
much moisture (75-80%) and are too expensive to dry, unless a special case exists where 
waste heat can be used. Forest wastes (i.e., sawdust, etc.) containing 50-60% water may 
be able to be dried economically.  
 
 
 
 
 

 



Exhibit 1 Hydrogen from Biomass Schematic                                                                                                 
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Exhibit 2. Hydrogen Yield from Bio-oil Reforming 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Exhibit 3. Overall Gas Composition from Bio-oil Reforming 
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I Summary: 
 
The membrane separation project being carried out at the Savannah River Technology 
Center (SRTC) is headed by Dr. Myung Lee. The project basically involves the 
development of a sol-gel processed glass that has a tailored porosity that will selectively 
pass hydrogen. The material, applied by a dipping and drying process, appears as a two-
micron thick coating either on a porous inert substrate such as Vycore, or on a reactive 
metal hydride. The fact that two quite different systems (with very different separation 
mechanisms) are being studied with the two different substrates is not extremely clear 
from Dr. Lee’s various reports and submittals. Regardless of the substrate, however, the 
properties of the coating have been the focus of much of the project to date. The goal is a 
coating with a very narrow pore-size distribution, with an average measurable pore 
diameter of about 40 Angstroms.  
 
Over the past couple of years, Dr. Lee and his group have examined sol-gel materials, 
mixing methods, and drying times and temperatures in order to optimize coating 
properties. They have demonstrated that they can selectively collect hydrogen through the 
membrane, and have measured some take-up rates as a function of pressure. 
 
What has not been done yet is to create a robust system that can be recycled repeatedly – 
except if a metal hydride substrate is used (more on this later.) They do not yet have 
hydrogen collection efficiencies and purities measured as a function of their input 
parameters. Consequently, they do not have material and energy balances for their 
system(s), nor are there any rough cost estimates available. 
 
Project Strengths: 
 
• The addition of membrane separation technology to the portfolio of available 

hydrogen technologies is important in that it provides the potential for less expensive 
and more efficient recovery of high purity hydrogen compared to pressure swing 
adsorption. It specifically provides a better system for removal of CO from hydrogen, 
decreasing the likelihood of fuel cell catalyst poisoning. Although a few years ago, 
several laboratories were slated to begin R&D on various metal or ceramic 
membranes for hydrogen separation, all but the SRTC project was cancelled. The 
Hydrogen Program currently funds only the SRTC project as a separation technique.  

 
• The concept and methodology of this project is credible, once one can dig down and 

determine what it actually is.  

 



 
Issues that should be Addressed: 
 
• The amount of progress made so far is not great. The accumulated data to date is 

heavily weighed toward pore size distribution. There is little in the way of hydrogen 
take-up data, and nothing in the way of hydrogen purity and recovery percentage. 

 
• This project should begin to generate “practical” data. Their metal hydride system is 

ready for this now. (They have built a bench-scale reactor that has the versatility to 
provide rate, purity, and efficiency data for both types of membranes.)  

 
• Getting 1 or 2 more membrane projects in the portfolio would be beneficial. 
 
II Introduction and Background: 
 
I visited Dr. Myung Lee at SRTC to discuss his project involving the development of 
membrane systems that selectively filter hydrogen. His project is one of several under the 
SRTC hydrogen umbrella, which is more or less spearheaded by the SRTC tritium work, 
mostly funded by DOD. Among the DOE/EE funded projects, Dr. Lee lists only his own 
project and the Westinghouse Bus Project. 
 
III Tour: 
 
I was given a tour of the three laboratories in which Dr. Lee prepares his membranes, 
dries them, and tests them for hydrogen permeability.  
 
The key element of Dr. Lee’s membrane is a polymeric ringed silica material having 
alternating silicon and oxygen atoms, with the average ring containing 6-7 silicon atoms. 
In a typical mix, Dr. Lee combines a solution of tetraethylorthosilicate (TEOS) in ethanol 
with a separate water-ethanol mixture that has been adjusted to a pH of 1.6 by 
hydrochloric acid addition. The proton provided by the acid prevents premature 
agglomeration of the polymer.  
 
As the mixture just begins to form a gel, the substrate is dipped into it and allowed to 
partially dry about four times. This results in a two micron-thick coating. The coating is 
allowed to dry under ambient conditions for about two days, and then subjected to oven 
drying at various temperatures. Dr. Lee stated the drying temperature as being 200-
600°C. The ambient, slow dry tends to narrow the pore size distribution, while the high 
temperature finish removes the large pore size “tail” from the distribution. The finishing 
temperature range is very wide. I was not able to get a good answer from Dr. Lee as to 
why this range has not been narrowed as yet. Recently, Dr. Lee has recently begun testing 
the effect of microwave drying as opposed to oven drying. No conclusions have yet been 
made from this – it’s very new. 
 
There are two different systems being developed here. The sol-gel material is coated on 
the substrate. The first involves a passive substrate such as Vycore (a porous silica-glass), 

 



or a stainless steel frit. In this case, hydrogen would pass through the sol-gel and the 
substrate to a collection point, while other gases would not pass through the sol-gel 
coating and be pumped away. The second case involves a metal hydride substrate such as 
LaNi (V), the current material of choice. Here, again the hydrogen selectively passes the 
sol-gel coating, but it reacts with the substrate forming a metal hydride. Other gases do 
not pass through the coating and are pumped away. The hydrogen is later recovered by a 
pressure/temperature operation. SRTC is currently using the composite metal LaNi4.7Al0.3 
because it “is available”. It will typically store about one percent by weight hydrogen. Dr. 
Lee offered that the identity of the metal could be changed if desired, to accommodate 
some of the higher temperature, higher storage capacity hydrides. 
 
One advantage of the metal hydride substrate is its self-sealing ability. If a defect (i.e., 
large pore) occurs in the sol-gel coating at a particular site, allowing CO passage. The 
reaction of the CO with the metal poisons and seals that site. Thus, the coating localizes 
and minimizes metal hydride contamination. Dr. Lee states that mixtures with as much as 
10% CO have been used without contaminating the hydride. In addition, the coating 
extends the cycling life of the membrane, preventing breakdown due to contamination. 
On the other hand, a large pore defect (i.e., hole) present with a passive substrate renders 
the membrane ineffective.  
 
Dr. Lee has built a bench scale reactor system that will handle both the passive (Vycore) 
and active (metal hydride) substrate systems. He provided me with a schematic of the 
system, a copy of which is attached as Exhibit 2.  
 
There is nothing special or unique about the reactor design. It appears to be a 
reasonable system with which to gather hydrogen separation effectiveness and 
efficiencies. Hopefully, SRTC will start to collect meaningful hydrogen data.   
 
IV Questions and Answers: 
 
Prior to my visit, I sent Dr. Lee a series of discussion questions. These questions and 
answers are included in the general discussion below, in the appropriate section. 
 
1. What is the desired pore size distribution? How do pore size results vary with 

temperature?  
 
One cannot measure pore sizes any smaller than about 15 Angstroms, while hydrogen 
separates from other small gas molecules (e.g., CO) at about 3-4 Angstroms. Dr. Lee 
believes that the pores have “bottlenecks” within their structure. Measurable 20 
Angstrom pores, he believes will contain the 3-4 Angstrom bottlenecks through which 
hydrogen will pass, but CO will not. This is somewhat roundabout, and not conclusive in 
itself, but Dr. Lee has shown correlations between 20-Angstrom average pore size and 
selective hydrogen take-up. 
 
Dr. Lee believes that pore size distribution should be narrow. This can generally be 
accomplished by a slow room temperature dry, followed by the 200-600°C bake.  
 

 



2. How is the pore size measured? How reproducible is the pore size distribution?  
 
Pore sizes in the gel are measured using the B.E.T. (Bruner, Emmett, Teller) adsorption 
method. Dr. Lee has much data showing pore size as a function of mixture parameters. 
Data show very good reproducibility for a given mix. 
 
3. Does the evaporation process effect pore size? 
 
Yes, as does the drying time and temperature. Exhibit 1 shows the effect of drying 
temperature on pore size distribution. 
 
4. How is the thin layer thickness controlled? How uniform is it? How reproducible 

is it? 
 
Thickness is controlled by the number of times the substrate is dipped in the gelling 
material. Four dips produce a two-micron coating. Uniformity is often a function of the 
uniformity of the substrate. In other words, uniformity and reproducibility is somewhat 
limited. The correlation between performance and thickness properties is unknown. 
 
5. Metal hydrides are generally a long term storage medium for hydrogen. What is 

the role they will play in the separation process? If they are actually capturing 
hydrogen, it seems that a complex temperature/pressure cycle would be needed 
to keep the purification going on a continuous basis. – or is it a batch process? 

 
The use of a passive (e.g., Vycore) substrate would result in a continuous process mode, 
while the metal hydride process is by nature a batch process. For the latter, Dr. Lee 
envisions having two membrane systems, one collecting hydrogen in the metal hydride 
while the other recovers the hydrogen, thus creating a pseudo-continuous process. 
 
The fact that there are two far different types of substrates and two quite different 
processes is something that should have been revealed long ago. It’s probably a 
communication fault. 
 
Currently, typical runs using the Vycore substrate involves putting hydrogen into a 
calibrated volume at a fixed pressure and then exposing it to the inside of a Vycore tube 
which has a sol-gel outer coating. The tube is simply set in a hood and the hydrogen is 
allowed to pass through the tube walls and vent through the hood. Rate of hydrogen take-
up is measured by monitoring the pressure decrease in the calibrated volume.  
 
For the metal hydride substrate, the hydrogen is generally pulled into the metal by a 
vacuum. Hydrogen can later be reclaimed by heating the system; the hydrogen recovery 
pressure is a function of temperature at the time of release. 
 
6. Are there any data showing selectivity of the filter to hydrogen? What 

concentration of CO passes through the filter? 
 

 



Dr. Lee states that with the metal hydride system, no CO passes through the sol gel 
coating, and if an imperfection exists, the flaw is quickly sealed, as stated above. A 
perfect Vycore system is also impervious to CO. However, this system appears to be 
much lest robust. (See next question). 
 
Other than one piece of data that showed that with the best sol-gel (noted as “Mix E” by 
Dr. Lee), a 90/10 H2/CO mixture had a “100% hydrogen capacity” no selectivity data is 
given. In addition, Dr. Lee shows concern that if hydrogen sulfide is present, it may 
corrupt the system. 
 
I think we can say that no real separation efficiency/effectiveness data exist.   
 
7. Do any recycling data exist? Does any degradation of the system occur? 
 
Dr. Lee’s group has recycled the metal hydride system through “hundreds of cycles” with 
out any apparent degradation of the system. No long term aging data are available, 
however. The Vycore system is not nearly as robust. After exposure to hydrogen, many 
membranes begin to grow cracks. Dr. Lee believes that the cracks are forming in the 
substrate and then propagating into the coating as well. He also thought that moisture 
might be involved in the process. At any rate, this is a serious problem for the non-metal 
hydride system, and is one that Dr. Lee is currently concentrating on solving. The Vycore 
type system is expected to be a much lower cost system than would be the metal hydride 
system. One thing that Dr. Lee is considering is the use of an alumina substrate instead of 
Vycore. It is obviously a serious problem. 
  
Although, cracking is a serious problem, hopefully not a great effort will be spent on 
trying to solve it if this means putting off getting the efficiency/effectiveness data. These 
data can and should be obtained for the metal hydride system now. They can also work 
with the Vycore system, getting the data on the first cycle or two, prior to cracking. The 
material is not expensive, at least at the small scale, and a large number of membranes 
could be made for this purpose. We need to see if the system is worthwhile to begin with, 
before we try to fix the cracking problem.  
 
8. In the written report for the 1998 Annual Review, a Figure is presented as 

indicating flow rate for hydrogen as a function of feed pressure.  How does 
purity compare with the Pd/Ag membrane? What is the hydrogen regeneration 
rate? 

 
No measures for purity comparisons or hydrogen regeneration rate are available. 
 
9. What is the identity and concentration of metal hydride in the ceramic 

membrane? How is it dispersed?  
 
My question presents a good example of the communication problem. Dr. Lee’s reports 
are not clear on the two systems. It appeared from some of his writing that metal hydride 
particles were dispersed throughout a sol-gel ceramic matrix. As is obvious now, the 

 



metal hydride is a substrate in one of two basic membrane configurations. SRTC has 
submitted a patent application on the coated metal hydride design. 
 
10. What temperature range do you anticipate using to run the filtration process? 
 
It depends on the process. You could use the membrane on a reformer output, running at 
400-500°C, or you could run at room temperature. With a metal hydride system, you 
could run at room temperature to collect the hydride (remember this is a LaNi system) 
and then use heat off the reformer to later recover the hydrogen at a high pressure. 
 
11. Your contribution to the 1999 Annual Operating Plan (AOP) shows that you 

plan to construct a “large filter”. How large? Is it expected that most of the 
membrane material issues will be settled prior to construction? 

 
SRTC has used 1 cm2 and 20 cm2 filters for their tests. For scaling up to the “large” filter, 
they will just use several of the 20 cm2 filters. Membrane issues have not been settled for 
the Vycore system, and will be addressed in parallel.  
 
This is obviously not a production scale filter about which SRTC is talking. It is to be 
used in the bench scale reactor. Hopefully, good metal hydride membrane data will be 
developed now, and Vycore membrane data will follow soon thereafter. 
 
12. The AOP also shows a rather ambitious schedule involving the construction and 

testing of a reactor. What size is this expected to be? Is its construction on 
schedule? 

 
The reactor in question, is of course, the bench scale system that we have already 
discussed. It has already been built and vacuum-tested. 
 
13. Do any projected mass/heat balances and system costs exist? 
 
Not yet. They have to get the data first. 
 
VI Additional Discussion: 
 
Dr. Lee has found that if he takes two metal hydride substrates, coats only one of them, 
and exposes both of them to hydrogen, the coated substrate will adsorb twice as much 
hydrogen as the uncoated one. (About 2% by weight as opposed to 1%.) The take-up 
rates are not affected by the coating. Dr. Lee does not understand what is actually 
occurring here, but thinks that some hydrogen might actually become trapped within the 
sol-gel coating itself. 
 
Dr. Lee believes that the membrane would be “much less expensive” than pressure swing 
adsorption (PSA) if the single step (Vycore) membrane is used. If the metal hydride 
system is used, and a heat source exists off which the membrane could tap, the system 
would also be cheaper than PSA. If no “piggyback” source exists, the cost would be 

 



about equivalent to PSA. I do not believe that these statements are based on any real 
calculations, and are just rough estimates. 
 
The cost and simplicity of system are the reasons that SRTC is pushing for the single-step 
membrane. – But they will have to solve the cracking problem. 
 
Dr. Lee is expecting a group from Mississippi Chemical Company to visit his laboratory 
in the near future. They make ammonia, and are apparently very interested in the SRTC 
process. Dr. Lee is quite excited about this prospect, as it represents the first industrial 
interest in his project.  
  

 



Exhibit 1. Effect of Drying Temperature on Pore Size Distribution  
 
 

 



Exhibit 2. Bench Scale Reactor System 
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I Summary: 
 
At the 1998 Hydrogen Program Peer Review, the Photosynthetic Water Splitting project 
being headed by Dr. Elias Greenbaum at Oak Ridge National Laboratory (ORNL) 
received some criticism from the reviewers. This criticism was based on the alleged 
failure of the project to concentrate on the proper avenues to lead to efficient hydrogen 
production, while addressing issues relating to the possibility of the existence of algae 
mutants that operate in a single photosystem process. In the past several months, 
however, Dr. Greenbaum has changed the course of this research to emphasize the 
development of algae that can produce hydrogen from water at a rate and pressure that 
would be commercially attractive. He is also addressing the decrease of the ratio of 
chlorophyll antennae to photosynthesis reaction sites thereby increasing the efficiency of 
the photobiological reaction. Dr. Greenbaum is therefore showing himself to be both 
responsive to the reviewers’ concerns, and, I believe, is on the right track. We must, 
however, keep in mind that this type of research is long-term; we should not expect a 
precommercial-scale reactor based on these systems within, say, the next decade or two..  
 
Project Strengths: 
 
• Dr. Greenbaum was quite concerned about last year’s review, and has been as 

responsive as anyone I have ever seen in this position. His shift of focus back to 
hydrogen production seems both sincere, and to date, effective. He is now looking at 
an alga that can produce hydrogen against a 1 atm. hydrogen head pressure, and is 
also now addressing antenna size. The fact that the research is refocused was clear to 
me during my visit, and is also, I believe, further proof that the Annual Review 
system works!  

 
• In the past year, however, Dr. Greenbaum has moved his effort toward the alga 

Scenedesmus D3, which, he has found, can produce hydrogen against at least a one-
atmosphere hydrogen head pressure. This is more in line with following a path that 
could lead to usable hydrogen production. 

 
Issues that should be Addressed: 
 
• There is no doubt that Dr. Greenbaum is still interested in the “one vs. two 

photosystem” work that he had been immersed in over the last couple of years. He 
still plans to pursue it, only not for the Hydrogen Program. Care should be taken that 
this is not part of the Program Work. 

 



II Introduction and Background: 
 
I visited Dr. Elias Greenbaum at his laboratory at ORNL, Dr. Greenbaum’s work is based 
on the development of algal systems that can synthesize hydrogenase. Certain algae can 
synthesize hydrogenase in an anaerobic atmosphere. No larger organism can do this. The 
hydrogenase enzyme is reversible; it can produce or consume hydrogen, and its reactivity 
is not inhibited by the presence of nitrogen (as the enzyme nitrogenase is). Some of the 
problems that incur with the use of the hydrogenase enzyme to produce hydrogen 
include: 
 
• Hydrogenase will lose its ability to function in the presence of oxygen, generally at 

levels of 100-1000 ppm. 
 
• The corresponding oxidation reaction is inhibited by the presence of hydrogen 
 
• In the presence of CO2, the photosynthesis reaction prevails.  
 
Another problem is that the rate of photon excitation is uncontrollable. The excitation sets 
electrons in motion at a kinetically limited rate of about 100 electrons/second. Since there 
are a multitude of receptor sites for the photons (i.e., antennae), there is an imbalance 
between photon excitation and electron motion. It is thus necessary to reduce the 
antennae size, limiting the number of receptors, and thus “controlling” photon excitation. 
 
Dr. Greenbaum, for the past several years has been conducting research on 
defining/creating algae that will make hydrogen (and oxygen) from water. His research, 
up until last year had focused on the alga Chlamydomonas. This was largely based on the 
fact that Dr. Greenbaum had some results indicating that the system required only one 
light reaction rather than the normal two to make hydrogen. This single photosystem 
mechanism (requiring only one photon) offered the possibility that the conversion of light 
energy to hydrogen for Chlamydomonas could be twice as efficient as that for other algae 
systems. In addition, Chlamydomonas is quite suitable for genetic manipulations that 
could decrease the antenna size. 
 
The number of photosystems involved in the mechanism of water splitting by 
Chlamydomonas-produced enzymes then became a matter of some controversy, and the 
ORNL group devoted a great deal of effort trying to prove their one photosystem theory. 
The jury is still out on the answer to that, but it appears that the mechanism consists of at 
least partially the more common two-photosystem variety. Dr. Greenbaum believes that 
the one-photosystem mechanism is still partially correct too, however.  
 
The bigger problem as far as the DOE Hydrogen Program was concerned, however, was 
that this debate was slowing progress toward a robust, efficient hydrogen-producing 
system that could eventually lead to a commercial product. This year’s effort, however, 
has seen more of a hydrogen focus. Dr. Greenbaum has found that the alga Scenedesmus 
D3 may be the “production hydrogen” alga needed. It can produce hydrogen against a 
one-atmosphere head pressure. 

 



 
Much of our discussion, delineated below, centered on the Scenedesmus D3 vs. 
Chlamydomonas options. 
 
III Questions and Answers: 
 
I provided Dr. Greenbaum with a series of discussion questions prior to my visit, and 
these formed a major part of our talk: 
 
1. How does Scenedesmus D3 compare to Chlamydomonas as a hydrogen producer? 

Your note says that Scenedesmus D3 may be an “industrial grade” hydrogen 
producer. What were the factors that had you emphasizing Chlamydomonas up 
until this year? What technical factors caused you to change your emphasis to 
Scenedesmus D3? 

 
Scenedesmus D3 was the alga that was actually the one with which hydrogen production 
was originally discovered in 1942. The production rates of hydrogen from Scenedesmus 
D3 and from Chlamydomonas are similar, but the former can produce hydrogen against a 
one-atmosphere hydrogen head pressure, thus making it more suitable for higher pressure 
hydrogen production. Up until now, the concentration was on Chlamydomonas because it 
was a better understood system. It was attractive from a genetic engineering perspective. 
That is, it was a good alga to work with in the task of reducing antenna size. 
 
If ones goal is high pressure “industrial” hydrogen production, one would think that this 
would be a criterion from day 1, and that algae screening and development would have 
included this test, thereby identifying Scenedesmus D3 earlier. This obviously did not 
happen. Dr. Greenbaum was caught up in the Chlamydomonas phenomenon of a single 
photosystem mechanism. This could have led to a higher conversion efficiency, and was 
obviously of importance for this reason. The fact that the hydrogen production reaction 
for Chlamydomonas was inhibited by hydrogen was not given enough importance at the 
time. This was probably a mistake, but maybe understandable in the light (no pun 
intended) of the single photosystem phenomenon. At any rate, the fact that Dr. 
Greenbaum has refocused his work toward Scenedesmus D3 is more important. 
 
2. How would you envision a commercial process in which Scenedesmus D3 (or 

some other alga) would produce large quantities of hydrogen? What would you 
consider the biggest challenges to this effort? 

 
The process would be based, of course on solar-driven biotechnology. The reactors would 
be glass tubes, and the algae would generate hydrogen at relatively high positive 
pressures. Design features would address issues such as gas separation and oxygen-
induced reaction inhibition. 
 
The “designer alga” would have small antennae (perhaps 1/10 size), would be oxygen 
insensitive (this would be based on NREL’s contribution), and would be 
thermodynamically driven.  

 



The biggest challenge, according to Dr. Greenbaum is obtaining adequate funding to 
complete the research phase and move the process out of the laboratory and into the 
marketplace. The important problems that must be solved include: 
• the development of the high-pressure hydrogen producing system 
• linearization of the light saturation curve of photosynthesis (it reaches a plateau) 
• development of an oxygen tolerant hydrogenase enzyme 
 
3. Your FY 1999 AOP submittal indicated that you were also doing some testing 

with Chlorella. How does this compare as a hydrogen producer? 
 
Chlorella is yet to be tested. It is the third of the “rugged alga” that produce hydrogen 
along with Scenedesmus D3 and Chlamydomonas. 
 
4. You also indicate that you intend (or already have) to check the indirect 

measurement of hydrogen formation via oxygen concentration measurements by 
seeding the hydrogen atmosphere with 350 ppm CO2. I assume that this will lead 
to the production of oxygen via photosynthesis. How will this serve as a check on 
the thermodynamically driven reaction? I assume that the formation of oxygen 
via photosynthesis will result in inhibition of subsequent hydrogen formation. 
However, you can’t measure hydrogen formation in a hydrogen atmosphere, so 
are you looking for a reduction in overall oxygen concentration? How does the 
oxygen concentration from the hydrogenase-catalyzed hydrogen evolution 
reaction compare with that from photosynthesis in the presence of 350 ppm 
CO2? 

 
The rates of oxygen evolution coupled to hydrogen production are typically 5 to 10 
percent of the rate of oxygen evolution coupled to CO2 reduction. This is because of the 
photosystem II requirement of CO2/HCO3

- for optimum oxygen evolution activity. The 
bicarbonate effect is one of the limiting aspects of biohydrogen production. (Light 
saturation is another). 
 
You can simply measure the concentrations of CO2, oxygen, and hydrogen. 
 
5. What is ORNL’s role(s) in working with Melis’ group?  
 
Both laboratories are part of the DOE biohydrogen production team. Dr. Greenbaum 
stated that ORNL is the leader in systems designed and constructed for measuring 
simultaneously photoproduction of hydrogen and oxygen, and CO2 assimilation.  
Aside from the quantitative measurements, Drs. Greenbaum and Melis hold interactive 
critical dialogues on antenna sizes and sulfur issues. Sulfur deprivation could reduce the 
oxygen sensitivity of the hydrogenase enzyme. 
 
6. What are the limiting factors as to the amounts and types of solutes and 

contaminants allowable in the water being split? 
 

 



These algae are quite forgiving as far as water conditions are concerned. The basic rule of 
thumb is: if the algae can grow in the water, they can split the water. 
 
7. If CO2 inhibits hydrogen generation, what is the maximum amount of CO2 

allowable in the system? How would a practical system be purged of CO2?  
 
The degree of inhibition of hydrogen generation by CO2 is dependent on temperature and 
light intensity. It is a good idea to keep the CO2 levels below 10 ppm, by pumping on the 
system. 
 
IV Additional Discussion: 
 
Dr. Greenbaum believes that there is a 10-20 year “grace period” in developing a method 
of splitting water. He feels that the requisite research will take about that long. I don’t 
know about a grace period being available other than in the context of it probably taking 
that long to develop something of a realistic hydrogen infrastructure. Nevertheless, the 
time needed to develop the photosynthetic water splitting technology is probably 
accurate. Dr. Greenbaum contends that the time can be shortened by infusion of funds, 
and while this may be the case, the major message may be to keep the core research 
alive. It’s probably the most important part of the Program.  
 
One aspect of the mechanism for hydrogen production that I was previously unaware of 
is the fact that if no CO2 is present (i.e., no normal photosynthesis can take place), the 
photolysis results in the dehydrogenation of some of the starches within the alga’s 
carbohydrate structure. In fact, 80% of the evolved hydrogen comes from the water being 
split, and the other 20% comes from the starch. I would think that this would be a limiting 
factor, reducing the activity of the algae, unless the starch is rehydrogenated at some 
point. 
 
Dr. Greenbaum defines process efficiency as the Gibbs Free Energy of the produced 
hydrogen divided by the energy of the input light, and multiplied by 0.47 to account for 
the fact that only about 47% of the light energy is in the visible (and therefore useful) 
range. Input light energy is measured simply by focusing on algae on a known area of 
filter paper, and using photodetectors. 
 
Dr. Greenbaum mentioned that Dr. Laurie Metz at the University of Chicago is 
investigating genetically reducing antenna size. 
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I Summary: 
 
The bioreactor project at the University of Hawaii is at a critical point of its existence. 
The project has a fairly large (200 liter) working bioreactor, an organism that produces 
hydrogen under anaerobic conditions and is fairly easy to work with, a competent 
program manager who has recently taken the program under his wing, and several 
biologists and bioengineers associated with the program to varying degrees. On the other 
hand, the project’s principal investigator (PI) resigned several months ago, and no new PI 
has been identified. In addition, the identified cyanobacteria, Arthrospira, while it 
produces hydrogen readily in the dark, does not produce hydrogen in the light 
(photolytically). The anaerobic hydrogen evolves from the carbohydrate matter itself, 
resulting in partial (note: not total) dehydrogenation of the cyanobacteria. It leaves a 
partially dehydrogenated biomass waste material. This is not the anticipated process, and 
seems less efficient and inferior to other biohydrogen systems. The identification of a 
light induced reaction process with this or another organism resulting in hydrogen from 
water would be preferable.  
 
Project Strengths: 
 
• The most valuable commodity associated with this project is the bioreactor. The 

reactor should be made available for collaborative efforts. The identification of a 
good, water-splitting, hydrogen-producing organism either from the Mitsui collection 
or elsewhere would be a bonus. 

 
• The Mitsui collection itself is a very valuable asset.  
 
Issues that should be Addressed: 
 
• The continued use of Arthrospira as only a low-level, anaerobic hydrogen producer 

should be discouraged unless one can demonstrate the regeneration of the byproduct, 
resulting in a steady-state biomass concentration. 

 
• A suitable PI needs to be identified. 
 
 
 
 
 

 



II Introduction and Background: 
 
I visited Dr. Rick Rocheleau and his team at the University of Hawaii’s Hawaii Natural 
Energy Institute (HENI) on July 8, 1999. Dr. Rocheleau is currently managing the 
bioreactor project, and is acting as principal investigator at least until a new PI can be put 
into place. This is a result of the resignation of Dr. Oskar Zaborsky, the previous PI, from 
the project several months ago. Currently Dr. Rocheleau’s team includes biologist Dr. 
Yasuyuki Nemoto, bioengineer Dr. Scott Turin, and visiting biologist Dr. Youji 
Wachii. Drs. Nemoto and Wachii were present at our meeting; Dr. Turin was away on 
travel. I also met Dr. JoAnn Radway who formerly was Dr. Zaborsky’s primary hands-
on researcher. Dr. Radway is still performing research at UHawaii through the 
university’s Marine Bioproduct Engineering Center (MarBEC). Dr. Radway recently 
resigned from the biohydrogen project. Through MarBEC, she is still actively involved 
with the bioreactor, and also is responsible for the maintenance of the Matsui Collection. 
 
During my visit, I spent several hours with Drs. Rocheleau, Nemoto and Wachii, during 
which time I was given an interactive presentation on the history of and the planned 
future of the Hawaii biohydrogen project. Included in this presentation was a discussion 
of the set of questions that I had sent to Dr. Rocheleau about two weeks prior to the 
meeting. Following the presentation/discussion, I was shown the outdoor bioreactor and 
the laboratory facilities as well as the Matsui Collection.  
 
III Tour: 
 
I was given a tour of the biohydrogen facilities by Dr. Radway and her staff. Most 
impressive was, of course, the bioreactor. Its dimensions and capacity are discussed 
below in the “Initial Discussion” section. While I was there, the reactor was being 
calibrated for flow characteristics. A concern was the fact that regardless of how the 
system had been configured, all the small (high surface area) bubbles were coalescing 
into large bubbles with low surface to volume ratios while flowing up the tubes. This was 
hindering transfer properties. It appeared (at least at the time) that the problem would not 
be solved mechanically, but a chemical solution might be needed. Dr. Radway and her 
group were conducting the flow tests. Dr. Rocheleau did indicate to me that the two 
groups would share the data. 
 
I also was taken through the laboratories, which contained a good assortment of smaller 
reactors, diagnostic equipment, and the Matsui collection of organisms. All of this is 
being maintained by Dr. Radway and her people. In fact, one of Dr. Radway’s 
technicians probably spends about four hours each day just tending to the Mitsui 
collection.  
 
IV Overview and Initial Discussion: 
 
The goal of the HENI Bioreactor Project is to develop a sustainable bioreactor for 
hydrogen production. The process consists of two major stages: growth of the cells, and 
production of hydrogen. HENI plans to use a marine organism for this work. This is 

 



because marine organisms are more abundant, are easier to grow due to ease of nutrient 
uptake, and hold a much more dominant position in U Hawaii’s photobiological history. 
Surprisingly, however, the current organism of choice is Arthrospira sp., a fresh water 
organism. The organism is equivalent to Spirulina sp., a cyanobacteria that is being used 
by a company called Cyanotech as a source of beta-carotene extraction. The HENI team 
is trying to identify a marine organism with properties similar to Arthrospira sp. The 
organism physically is long and stringy in structure, being one cell wide, but about 1 mm 
in length. These dimensions make Arthrospira easy to work with as material can be 
concentrated easily by sieving. In addition, Arthrospira grows well under alkaline 
conditions (an unusual situation) and is not very susceptible to contamination. 
 
The FY 1999 proposal which had been put into place by former P.I. Oskar Zaborsky was 
comprised of a mechanism in which the cells grew under light conditions 
(photosynthesis) in stage one, and then produces hydrogen in a three-step second stage 
that was comprised of: 
• concentrating the cells and adapting them to hydrogen production under anaerobic, 

dark conditions; 
• producing hydrogen under light conditions; and 
• recycling the cells to regrowth (stage 1) 
 
Although literature data indicated that this scheme had worked with some types of green 
algae, it did not work here. The anaerobic “adaptation” step actually resulted in the 
production of hydrogen. Hydrogen was formed by metabolizing the cells’ own 
carbohydrate. Hydrogen was not produced in the light; the photosynthesis process of 
Stage 1 proved dominant in this step. 
 
Perhaps the most significant feature of the project to date is the utilization of the outdoor 
bioreactor to grow the organism. The bioreactor (which was being used to determine flow 
mechanisms on the day that I visited) consists of eight tubes, each twenty meters in length 
and 4 cm in diameter. This provides for a total volume of 200 liters and a total surface 
area of 6.4 square meters. 
 
The growth of Arthrospira in the bioreactor was measured at 0.43 g/liter/day. (86 g/day 
for the 200 liter reactor.) The Arthrospira concentration in the reactor is typically 3000-
5000 mg (dry)/liter. 
 
Hydrogen was produced in the dark at a rate of about 22.4 ml in 12 hours for each gram 
of Arthrospira. If the reactor produces 86 g /day biomass, this works out to a total of 
about 2 liters of hydrogen produced in 12 hours. No hydrogen was subsequently 
produced in the light. The actual data shown never actually reaches the 22.4 ml per 12 
hours bioreactor time. Under various conditions, the graph I was shown indicated 
production rates of 50 to 80 percent of that amount. 
 
Dr. Rocheleau and his team propose for 2000 that the “Old Hawaii” process be modified 
to reflect what was actually happening: hydrogen production in the dark followed by 
recycling of the biomass. They claim that concentrating the Arthrospira to go from an 

 



aerobic to an anaerobic environment would be easily accomplished by screening the long, 
thin Arthrospira material. They need to engineer the process, however, to make it 
continuous. The Cyanotech process would be a good model for this. The group may also 
try to look at light catalyzed hydrogen again if they can find a proper alga to work with. 
One of their goals might be to find a green alga that would produce hydrogen in the light, 
but would be easy to concentrate like Arthrospira.  
 
The direction that the research appears to be going is questionable. A light-catalyzed 
hydrogen production process with an easy to concentrate biomass (as Arthrospira 
appears to be) would have been preferable. It would have (similarly to other projects) 
likely resulted in hydrogen from water splitting rather than biomass depletion. What we 
appear to have here is a project where a small amount of hydrogen is stripped off of a 
large molecule leaving a large amount of questionable byproduct. I have my doubts if the 
direction that the project is taking is therefore the right one. An attempt to use the 
bioreactor with materials that could produce light-catalyzed hydrogen might be 
preferable. 
 
V Questions and Answers: 
 
A significant period of time was used to go over the series of questions that I sent to Dr. 
Rocheleau prior to our meeting. These questions and responses are discussed here: 
 
1. What properties of Arthrospira make it superior to other bacteria strains in 

hydrogen generation? Have other systems been looked at? For example, how 
well did Chlamydomonas perform? 

 
As stated earlier, Arthrospira is filamentous, making it easy to concentrate by screening. 
The concentrating step is important in that it makes it easier to achieve the anaerobic 
conditions needed for dark hydrogen production. Chlamydomonas produces hydrogen in 
the dark at about the same rate as Arthrospira, but when it is moved into the light, it starts 
producing oxygen (photosynthesis), inhibiting further hydrogen production. The main 
problem with Chlamydomonas is that it is difficult to concentrate. 
 
Since we know that Chlamydomonas will produce photolytic hydrogen in the absence of 
CO2 and with small antennae, it seems to me that it would be advantageous to examine 
the possibility of improving the ability to concentrate the alga so as to use it in 
conjunction with the bioreactor. Either that, or find a marine organism that will work. 
It’s the bioreactor that is HENI’s strength, not the Arthrospira.  
 
2. Does hydrogen actually get produced during the “dark step”, or what is meant 

by “turning on the biochemical machinery?”  
 
“Turning on the biochemical machinery” means creating physiological changes inside the 
cells that will make it possible to produce hydrogen by reversible hydrogenase activity. 
As we have seen, hydrogen is produced during the dark step, although this wasn’t the 
original intent. 

 



 
What I see as the problem is that the mechanism for dark hydrogen production is not 
really water splitting, it’s biomass degradation. 
 
3. If Arthrospira has an activity of 1 micromole hydrogen per mg of dry cell under 

dark conditions, what production rate would be expected in the light-dependent 
step (step 3)? 

 
As stated, no hydrogen is produced; photosynthesis prevails.  HENI has indicated that 
they plan to look for an organism that has an oxygen-tolerant hydrogenase system that 
would allow photolytic hydrogen production to occur. 
 
If HENI is going to do anything other than provide the bioreactor, the oxygen tolerant 
organism approach would be a good idea. Concentrating on a marine organism would be 
a good idea also. Alternatively, HENI could simply provide the bioreactor for systems 
being developed in other laboratories. 
 
4. Explain the “exogenous electron carrier”. 
 
This is an artificial electron donor that is used to measure enzymatic activities of 
materials such as hydrogenase. 
 
5. It appears that U Hawaii has addressed steps 1-2 (growth of cyanobacteria and 

dark activation) of the four step process. Have steps 3 and 4 (hydrogen 
production in the light, and recycling) been evaluated? Is this going to be folded 
in to the new fiscal year task of making a sustainable bioreactor? 

 
The plan has been modified to allow for dark hydrogen production, as already stated. 
 
6. Eli Greenbaum at ORNL has been evaluating systems that he believes can 

produce hydrogen against a one-atm. hydrogen head pressure. In other words it 
has the potential of producing hydrogen in usable concentration under real 
world, industrial conditions. What is the potential for the Arthrospira system 
under real-world conditions? 

 
They have no experimental data on this. They stated, however, that since they are 
concentrating the cyanobacteria and forcing anaerobic conditions, they would have very 
little headspace. 
 
7. In what manner does the culture collection maintenance play into the bioreactor 

work?  Is the collection being co-funded by other sources as well? 
 
HENI plans to look to the collection to find other filamentous species and check them for 
hydrogen production activity. They will also look for Hawaiian marine filamentous 
cyanobacteria strains. 
 

 



The collection is being co-funded by MarBEC. This is being accomplished by having Dr., 
Radway, who is being funded by MarBEC, maintain the collection. 
 
I am not sure that “filamentous” should be the key screening parameter. Although 
concentrating potential is important, I believe that the ability to produce hydrogen 
photolytically is more important. This should be a key criterion for selecting new species. 
 
8. At what production rate/ reactor size was the preliminary production cost of 

$15/MMBtu established? 
 
This number was apparently an “old John Benneman number.” Dr. Rocheleau was unsure 
of its history, but planned to get back to us on this. (Dr. Benneman formerly collaborated 
with Dr. Zaborsky on this project.) 
 
9. What efforts are being made to interact with the other Hydrogen Program 

photobiological P.I.s? What are (will be) the contributions of other labs to the U 
Hawaii Project? What are (will be) the contributions of U Hawaii to projects in 
other labs? 

 
Other labs would contribute to the Hawaii project by providing better strains or species 
for hydrogen production. These would likely be engineered to contain oxygen-tolerant 
hydrogenase. Hawaii would contribute to other projects by testing these strains in a “real-
world bioreactor,” providing hydrogen production information. 
 
For some of this work, Dr. Rocheleau and his staff believe that the bioreactor is too large. 
They would want to use a smaller reactor to test other organisms and engineering 
parameters. 
 
None of this type of interaction is happening as yet. I would think that this could be the 
most important contribution that the Hawaii biohydrogen project could make to the 
Hydrogen Program.  
 
10. How would you envision a commercial process in which a bioreactor system 

would produce large quantities of hydrogen? What would you consider the 
biggest challenges to this effort? 

 
The HENI group identified many technical challenges: 
 
• The need to find a more suitable marine organism 
• Addressing the recycling step so that essential nutrients can be reused 
• The need for an automated “anaerobification” step that will allow the cells to be 

concentrated and put into a closed chamber with very little head space, where the 
cells can quickly consume all the remaining oxygen. This will provide for anaerobic 
conditions where hydrogen can be produced in the “dark” reaction. 

 

 



This did not really address commercialization. I am also concerned about too large an 
effort on dark hydrogen. That process does not seem very efficient. 
 
11. What are the plans as to restaff the bioreactor project? 
 
The current plan is to allow Drs. Nemoto, Wachii, and Turin to run the project. A new 
post-doctoral fellow will also be hired to run the experiments on the “New Hawaii 
Process”. 
 
I am not sure that this is the entire answer. A single strong PI needs to be identified 
either from within the project or elsewhere. If Dr. Rocheleau can spend more time 
directing the project (which he probably does not have time to do) this would help. I’m 
not sure this issue has been completely thought out yet.  
 
VI Final Thoughts: 
 
The presence at the University of Hawaii of the bioreactor, which will likely be of great 
value to the overall biohydrogen segment of the Program, is by far the project’s major 
asset. I do not believe that the project is headed in the right direction by concentrating on 
“dark” hydrogen production. The lack of a permanent PI is another serious problem. 
There is also the question as to what equipment belongs to the Hydrogen Program and 
what is the property of the MarBEC project and what is jointly owned and shared. Given  
his track record in other UHawaii projects, Dr. Rick Rocheleau should be given a chance 
to straighten these problems out. 
 
The project should also move in the direction of providing bioreactor testing for the 
organisms of other laboratories, and looking for a marine organism that will produce 
photolytic hydrogen.  
 
The need to efficiently produce hydrogen needs to be stressed. Interaction with other labs 
needs to be stressed. The role of Dr. Radway needs to be defined. 
 
If the Hawaii biohydrogen project is to succeed, it has to be centered on the bioreactor.  
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I Summary: 
 
The pressurized cryogenic hydrogen storage tank project being carried out by Lawrence 
Livermore National Laboratory (LLNL) under the direction of Dr. Salvador Aceves is 
one of the group of storage projects that is of great importance to the eventual utilization 
of on-board hydrogen as a fuel cell feedstock. It provides the potential of a relatively 
inexpensive, long-range storage option. Nevertheless many technical, safety (both real 
and perceived) economic, and logistical hurdles need to be addressed. 
 
The concept, briefly, involves the development of an on-board hydrogen storage tank that 
is strong enough to hold over 3,000 psi of compressed hydrogen, and is also sufficiently 
insulated to hold liquid hydrogen with only minimal evaporation. In this way, if one is 
traveling short distances, one can use the less expensive compressed hydrogen. However, 
if one requires a longer range, one can switch to the more costly, but more compact liquid 
hydrogen.  
 
The LLNL group has conducted extensive techno-economic analyses on the concept, 
identified tank and insulation materials, constructed prototype tanks, and cycled (pressure 
and temperature) and burst-tested the tanks. Pressure cycling is performed with pressures 
up to 3,500 psi. Helium is used as the cycling gas. Most of the temperature testing has 
been done at liquid nitrogen temperatures (77oK) due to safety considerations in using 
liquid hydrogen. At the time of my visit, Dr. Aceves and his team had recently completed 
their first cycling test with liquid hydrogen. In order to perform this test, the participants 
had to go to a remote testing area, far removed from the laboratory, and had to spend 2 or 
3 days virtually locked in a bunker. 
 
Project Strengths: 
 
• An effort to make a single system that can be both a low cost hydrogen storage 

strategy for a “commuter” vehicle and a high capacity hydrogen storage strategy for 
long trips is technically a good one. 

 
• The group is making significant progress using virtually “off-the-shelf” technology. 
 
• Much of the testing that has been performed to date (temperature cycling, pressure 

cycling, burst testing) has been successful. 
 

 



• The tank has been shown to never totally lose its supply of liquid hydrogen as a 
conventional liquid hydrogen tank would. Due to its insulation, there will always be 
hydrogen present on which to run the vehicle. 

 
Issues that should be Addressed: 
 
• There needs to be more thought put to scenarios where a user of a vehicle equipped 

with one of these tanks would switch back and forth between gaseous and liquid 
hydrogen. 

 
• Testing with hydrogen has just started, and is apparently difficult to do at LLNL from 

a permitting standpoint. If the difficulty persists it could unduly stretch out the 
project. In addition, it leads to a public perception that hydrogen is a uniquely 
dangerous material. 

 
• Since hydrogen testing is just now starting, much of the designing to date has been 

based on extrapolation from liquid nitrogen temperatures. While the colder 
temperature of liquid hydrogen points to only a slight contraction of the case material, 
and less off-gassing of the fibers, testing under real conditions are needed. 

 
• A better dissemination of information is needed. For instance, referring to the 

insulation overwrap as “multi-layer vacuum super insulation” without any further 
explanation, is insufficient at best. 

 
• Better bond data (or a better bond) is apparently necessary for the fiber/epoxy 

composite. We were told that it “fails somewhat” within the composite – not at the 
composite to aluminum interface.  We were also told that the internal pressure presses 
everything together. 

 
Overall, I think that this is a good project, but it needs a better understanding of what the 
potential market actually will be. Using two fuels (gaseous and liquid hydrogen) for two 
ranges sounds good in theory, but how applicable is it on a large scale? Some real world 
scenarios need to be addressed. 
 
II Introduction and Background: 
 
I met with Dr. Salvador Aceves at his laboratory at Lawrence Livermore National 
Laboratory to discuss his project. Dr. Aceves made a presentation that was updated from 
his Annual Review Presentation. We discussed the project in detail including a series of 
questions that I had forwarded to Dr. Aceves prior to my visit. Dr. Aceves also showed 
me the facilities, samples of tank materials, and prototype tanks. 
 
The project has been going on for several years, initially as an analytic study of methods 
to provide low-cost, long-range hydrogen storage. The current design emerged as the 
most promising. It couples the lightweight of pressure vessels with the smaller overall 
volume/higher storage density of cryogenic vessels. The storage system is based on the 

 



premise that a personal vehicle can serve two purposes: it can be a short-range commuter 
vehicle, and it can be a vehicle used for long distance travel. Thus, the storage system is 
designed to hold either high-pressure (3,500 psi) gaseous hydrogen for commutes, or 
liquid hydrogen for long distance travel. Since gaseous hydrogen is used only for short-
range driving, the tank can be relatively small (alternatively, the extra design for an ultra-
high pressure tank is avoided). Since expensive liquid hydrogen is only used when 
necessary for long rang driving, the cost is relatively low. In addition, the “super 
insulation” keeps evaporation low.  
 
LLNL is partnered with Standard Composites Industries (SCI) of Pamona, CA. SCI is 
performing testing at no cost. Dr. Aceves mentioned that they are planning a 
demonstration of the tank in FY 2001. A possible site is Palm Desert. 
 
III Tour: 
 
The tour of the facilities was more-or-less routine. I saw prototype tanks, bare and 
insulated; I saw joints and fittings designed to facilitate the filling and emptying of the 
tank; I saw pressure test facilities and assemblies. I did not see the area where actual 
hydrogen testing was (had been) going on. This site was several miles away from the 
laboratory, and was not easily accessible. 
 
I was shown a roll of (and given a small piece of) the “multi layer vacuum 
superinsulation.” It more-or-less-resembles a papery aluminum foil. This is discussed 
below. 
 
IV Questions and Answers: 
 
I sent Dr. Aceves a set of discussion questions prior to my arrival. He responded in 
writing and we also discussed the questions and answers in detail.  
 
1. Please describe in terms of pressure and temperature cycles, the conditions 

under which the vessel would operate between “fill-ups.”  Consider situations in 
which the vehicle i) would make several short trips (maybe 20-30 km a day, back 
and forth to work) ii) would make a single long trip. 

 
“See [..Exhibit 1 ..] with the results of the run. Also see [..Exhibit 2...] with a plot of the temperature 
and pressure shown on a property diagram for hydrogen.” 
 
Exhibit 1 shows the appropriate pressure and temperature cycles and Exhibit 2 shows a 
plot of the state and density of hydrogen as a function of time for the same process. The 
data show a 95 liter cryotank filled with 5 kg of liquid hydrogen, driven 20 km per day. 
Each day’s consumption is about 0.15 kg.  
 
A couple of interesting points emerge. First of all, only the first part of the question was 
answered. Note that my question did not specify whether the hydrogen was gaseous or 
liquid. All of the previous reports on the system indicated that the tank would be filled 
with compressed, gaseous hydrogen for short daily commutes and with liquid hydrogen 

 



for long trips. Yet in a scheme that would seem to clearly call for gaseous hydrogen, Dr. 
Aceves modeled liquid hydrogen. This goes along with his many comments indicating 
that the system may be best run on liquid hydrogen only. 
  
Second, the curve shows that after about a week, the remaining hydrogen is all vapor. As 
the hydrogen continues to be depleted and the temperature rises, the maximum pressure 
in the vessel, which is a little above 1,000 psi, is reached after about two weeks.  
  
2. How does refueling a vehicle that uses the insulated pressure vessel differ from 

refueling a liquid hydrogen vehicle? 
 
“Ideally, an insulated pressure vessel would be fueled with compressed hydrogen for most of the 
time, and it would be fueled with liquid hydrogen only when this is needed for long range. When 
fueled with liquid hydrogen, the fueling of an insulated pressure vessel would be different than the 
fueling of a liquid hydrogen tank because the insulated pressure vessel may have its contents 
under pressure. Ideally, the tank would be filled with liquid hydrogen at high pressure t avoid 
losing the gaseous hydrogen contained in the vessel. If this is not practical or economical, then 
the high pressure hydrogen would have to be vented before filling it with liquid hydrogen.” 
 
The insulated pressure vehicle would be filled with liquid hydrogen at high pressure to 
avoid losing the gaseous hydrogen already contained in the vessel. This is based on the 
assumption that the tank already most likely contains some pressurized gaseous hydrogen 
as a result of its primary day-to-day use. If the high-pressure fill is not economical or 
practical, the gaseous hydrogen would have to be vented prior to the liquid hydrogen fill 
up. 
 
The need to vent gaseous hydrogen in order to fill up with liquid hydrogen is an item that 
came up quite a bit during the day. It appears that this may be one of the major 
drawbacks of the system. It raises costs, increases safety concerns, and may turn the 
system into one with limited appeal. It also reduces the likelihood of a conceptual home 
filling system.  
 
3. If a cryogenic hydrogen vessel were to fail – say in a collision with another 

automobile, how would the consequences compare to those that might be 
suffered by a compressed hydrogen tank or by a liquid hydrogen tank? 

 
“This depends on the state of the hydrogen at the moment of the failure. If the stored hydrogen is 
in a gaseous state, then the consequences would be similar to having compressed hydrogen tank 
fail. If the tank contains liquid hydrogen, then the accident would be similar to having a liquid 
hydrogen tank fail. In either case the failure would be quite benign, since hydrogen evaporates 
and diffuses so quickly. Failure of pressure vessels is in general unlikely to occur, as can be 
derived from the good safety record that exists for natural gas tanks.” 
 
If the tank were filled with gaseous hydrogen, the consequences would be similar to the 
failure of a standard compressed hydrogen tank. If it were filled with liquid hydrogen, 
results would be similar to those for a standard liquid hydrogen tank. Dr. Aceves stressed 
the benefits of quick evaporation and rapid diffusion of hydrogen as limiting the negative 
effects of a tank failure.  
 

 



What Dr. Aceves says is certainly true, although I would hesitate to agree with his use of 
the word “benign” when discussing a potential failure. 
 
4. What plans are there to address potential seal failures? 
 
“Seals are a big problem when high-pressure hydrogen has to be contained, especially 
considering that in this case we have to keep a vacuum space around the pressure vessel for the 
insulation. For this reason, we decided to onlu use welded joints in all the ducts that contain 
hydrogen. We also use an explosion-bonded part between the aluminum tank and the stainless 
steel shell. Seals between the vacuum space and the environment are much easier to handle and 
regular vacuum seals are used.” 
 
Dr. Aceves believes that seals are a very important consideration, especially in light of 
the fact that the insulation surrounding the case needs to contain vacuum space. Thus, 
LLNL is using only welded joints for all ducts that contain hydrogen. The seal between 
the aluminum tank liner and the stainless steel shell is an explosion-bonded 
aluminum/stainless steel joint. (Explosion bonding is produced by setting off an 
explosive charge next to adjacent plates of the two metals to be bonded. The explosion 
“pushes the two plates into each other.”) Seals that do not come in contact with hydrogen 
(such as those within the vacuum insulation) are not a problem; “regular” seals are used. 
 
This question was prompted by some of the concerns of the Peer Review Panel at the 
Annual Review. Dr. Aceves indicated that a bimetallic joint did indeed show leakage, and 
had to be replaced. This will bear careful watching. One question that arises is whether 
the intricate welding process that may be necessary to make a sound joint can be cost-
effective. 
 
LLNL appears to be well aware of reviewers’ concerns. They are performing extensive 
cycling and leak checking. These need to be done with hydrogen, however. 
  
5. What are the materials that make up the multi-layer insulation (If this is 

proprietary, please just provide whatever generic information that you can.) 
 
“The multi-layer insulation is made of aluminized mylar with a layer of very thin gauze in between 
the layers to reduce conduction heat transfer. This is a commercial product. We only cut it into 
pieces that fit around the vessel.” 
 
The insulation is a commercial product, made up of layers of aluminized Mylar separated 
by thin layers of gauze. The gauze reduces thermal conductivity, while the shiny 
aluminum surface provides the reflectivity that cuts down on radiative heating. LLNL 
only cuts the insulation to shape.  
 
The only objection I have here is the use of the term “multilayer vacuum 
superinsulation” together with its acronym “MLVSI” and without much in the way of 
description, if any, in many of Dr. Aceves’ publications it becomes confusing.  
 
6. The vessel itself has been described as a kevlar/aluminum or carbon 

fiber/aluminum vessel, and has been depicted as having an aluminum base with 

 



a fiber overwrap. Is there a binder (resin) component to the fiber? What 
temperatures is the fiber wrap exposed to? Has the wrap material been exposed 
to mechanical properties testing as a function of temperature, and if so what 
were the results? 

 
“Yes, the tanks have a Kevlar/epoxy overwrap. The fiber overwrap will be exposed to liquid 
hydrogen temperature (20 K). The individual fibers and the resins have been tested (not by us) 
down to liquid helium temperature (4 K).  The results indicate that the fiber stiffens as the 
temperature drops. We have made a table of properties for the fibers and the resins and these 
will be used in a detailed finite element analysis of the tanks.” 
 
The overwrap is kevlar or carbon with an epoxy binder. This overwrap will see 
temperatures as low as 20oK (liquid hydrogen temperatures.) Testing has been done (not 
by LLNL) on the fibers and the epoxies (apparently separately) using liquid helium 
(4oK). The fibers stiffen as the temperature drops.  LLNL has compiled a table of fiber 
and resin properties and is using these data in a finite element analysis.  
 
Failure testing at low temperatures would be of value. 
 
7. Has there been, or are there any plans to perform aging tests on the vessel or its 

components? 
 
“Aging is always an issue when an accelerated cyclic test is conducted (as we are doing). Kevlar 
is indeed known to age, and for this reason, the safety factor for Kevlar vessels (3.25) is bigger 
t6han the value used for carbon fiber vessels (2.5). However, this appears to be the only effect of 
aging. Once this effect is taken into account (by increasing the safety factor), an accelerated test 
should be able to reflect the material behavior during regular use. Pressure vessels fail suddenly 
when a high pressure is applied. There is no evidence that the pressure vessel will fail by creep 
under a sustained load.” 
 
LLNL is conducting accelerated cycling tests, but apparently not aging tests. The Kevlar 
issue “appears to be the only effect of aging.” With this being controlled by the increased 
safety factor, the accelerated cycling tests should accurately reflect real material 
behavior.  
 
I would think that some accelerated aging tests would be of value to supplement the 
Kevlar aging database. Aging properties of epoxy, bond interfaces, and any material 
coming into direct contact with hydrogen should be evaluated thoroughly. 
 
8. When vessels were burst-tested, what were the failure modes? 
 
“The vessels failed by hoop mid cylinder separation. This is the preferred mode of failure. See 
[Exhibits 3 and 4..].” 
 
The burst testing was performed after a cycling series; the vessel burst at 13,657 psig. 
This number was better than (but not outside the statistical range of) other similar vessels 
that had been burst tested. 
 
  

 



9. Are you still considering the microsphere option at all? 
 
“No. Multilayer insulation is inexpensive enough and easy enough to install that we are planning 
to continue using it in the future. We have proven to ourselves that we can keep a high vacuum in 
the insulation space by generating an initial vacuum with a vacuum pump. The vacuum is then 
improved as the vessel is filled with liquid hydrogen due to cryopumping (adsorption into the fiber 
that occurs when the vessel is cooled down).” 
 
10. At what temperature (approximately) is the interface between the exterior of the 

fiber wrap and the innermost layer of the insulation? 
 
“Most of the thermal resistance in the insulated pressure vessel is in the multilayer insulation. 
Therefore, the outer surface of the fiber overwrap reaches a temperature that is very close to the 
temperature of the interior of the vessel. This was verified in our recent experiments where it 
reached the temperature of the cryogenic fluid to within 10 K.” 
 
The exterior of the fiber wrap (and thus, the innermost layer of insulation) is very close in 
temperature to the internal temperature of the vessel. That is, with liquid hydrogen inside 
the vessel, about 20oK.  
 
Note: This question was asked due to my mistaken notion that the insulation is bonded to 
the composite case (which would raise the question of bond strength at cryotemperature) 
As the MLVSI is physically wrapped around the case, but is not bonded, this is not an 
issue. I do believe that the LLNL researchers need to be a little more careful in how they 
describe their system, so that misconceptions are not generated. 
 
V Additional Discussion: 
 
Extensive testing has taken place on the inner vessel, but not much yet on the insulated 
vessel. They have tested a small (1 kg H2) insulated pressure vessel with liquid hydrogen. 
They held it for two days without any problems seen. 
 
At low temperatures, the fiber wrap will be less tough (less resistant to impact) but would 
burst at a higher pressure. A ten-meter drop test is being scheduled for a tank filled with 
liquid nitrogen. 
 
Good test, but liquid hydrogen is colder, and would likely decrease tank strain 
capabilities. 
 
All the testing and cycling that has been done on the tanks is performance-based. The 
problem is that no one is certifying these types of tanks. LLNL is looking for a way to 
make this happen. 
 
The vessel does emit a considerable amount of gas. This is not composite-based 
hydrocarbons, but primarily water (70%) and nitrogen (30%). At cryogenic temperatures, 
the vessel actually absorbs gas.  
 

 



The insulation appears to be working well. Conventional liquid hydrogen systems start 
losing hydrogen at about two days, and have lost all hydrogen after about ten days. 
According to Dr. Aceves, this insulated cryohydrogen system loses hydrogen only very 
gradually, and actually reaches what appears to be equilibrium. Some hydrogen (3.5 kg in 
a tank designed for 5 kg) remains, and will be around for “years”. 
 
VI Final Thoughts: 
 
A tank that can either hold pressurized, gaseous hydrogen or liquid hydrogen allows both 
relatively inexpensive daily commutes (on gaseous hydrogen) and long-range (400 miles) 
travel (on liquid hydrogen). Say that you are commuting to work every day, so you fill up 
with compressed hydrogen. Then on the weekend, you plan to drive a few hundred miles 
to another city, so you fill up with liquid hydrogen. But how can you, when you haven’t 
used up all of the gaseous hydrogen from the previous fill-up? What do you do? Do you 
vent the excess hydrogen? Sell it back to the hydrogen dealer? Have two tanks? All of 
these options increase safety concerns and/or system cost.  
 
Dr. Aceves mentioned that perhaps if you are planning to use your vehicle for long trips 
you fill it with liquid hydrogen all the time. This is a more costly option. Dr. Aceves 
likened the situation to owning an SUV. You pay for the “status” associated with owning 
the vehicle even though you don’t utilize its intended advantages. I’m not sure that I 
agree. Also, if you are going to do this, the tank will simply serve as an insulated liquid 
hydrogen tank. Why give the tank an excess of high-pressure capability? The curve that 
Dr. Aceves presented to us shows that the pressure goes a little above 1000 psi.  
 
It appears that an analysis is warranted in which the methodology and cost of using the 
system with only liquid hydrogen is considered. 
 

 



Exhibit 1. Table of Temperature and Pressure Cycles 

 

 



 
Exhibit 1 continued 
 

Exhibit 2. Plot of Temperature/Pressure  
 

 

 

 



Exhibit 3.  Burst-tested Kevlar/Aluminum Pressure Vessel 

 
Exhibit 4. Details of burst-tested vessel 
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I Summary: 
 
This R&D project at Los Alamos National Laboratory (LANL) deals with the 
development of components for small (3-5 kW) PEM fuel cells for home use. The 
components of interest are the bipolar plates, CO resistant anodes, and humidification 
devices. Much of what is being done on this project is in conjunction with LANL’s 
CRADA partner, Plug Power.  
 
The bipolar plates work appears to be the centerpiece at this time. It is a two-pronged 
effort that involves looking at both molded composite plates and plates based on metal 
alloy foils as alternatives to expensive, machined graphite plates.  
 
The humidification work also seems to be progressing well, centered on the use of 
wicking threads to get water to the membrane. The status of the CO tolerant anode is less 
clear. 
 
Project Strengths: 
 
• The identification of PEMFC needs is very sound. The cost of the bipolar plates has 

long been considered to be a major obstacle to inexpensive fuel cells. Anode 
tolerance to CO is essential for hydrocarbon-based feedstock. An efficient 
humidification process is necessary to optimize membrane performance, especially at 
low pressure. 

 
• Working with a respected CRADA partner lends credibility to the process. Plug 

Power provides that aspect. (A similar situation exists with LANL’s other project, the 
fuel cell “battery”, where the CRADA partner is DCH Technologies.) 

 
• The entire bipolar plates effort seems well thought out, and covers sufficient options 

to maximize chances of success. A coated aluminum option seems particularly 
interesting. The humidification/near-ambient operation effort also addresses real 
system issues, and appears to be headed in the right direction.  

 
• Materials handling and testing facilities and capabilities appear to be first-rate. 
 
 
 
 

 



Issues that should be Addressed: 
 
• There needs to be more of an understanding as to what the operating pH of the system 

will be under a variety of conditions, feedstocks, membrane types, etc. If metal alloy 
foils or coatings are going to be used for the bipolar plates, their corrosion testing 
conditions should be based on well understood, real-world scenarios. For instance, we 
would not want to see a potential inexpensive, effective alloy be eliminated because it 
showed poor corrosion conditions at a pH that a system would never see.  

  
• The state of the CO tolerant anode work (or at least the manner in which it was 

presented to me) is somewhat uncertain. There is a plan to look at both anodes that 
will work with an air-bleed (lower tolerance) and without an air-bleed (higher 
tolerance necessary). It is not at all clear, however, as to what has actually being 
done, and what needs to be done.  

 
Overall, the pluses far outweigh the minuses.  This is a good project, headway is being 
made, and it looks like significant improvements to the PEM fuel cell will be realized. 
 
II Introduction and Background: 
 
I visited LANL on January 26, 2000 to assess the small PEM Fuel Cell Stack project. 
LANL is also working on a small PEM fuel cell “battery” for portable devices. I met with 
Dr. Mahlon Wilson, the team leader for the two Hydrogen Program projects at LANL, 
and with Ms. Christine Zawodzinski, who is a technician on the project. (LANL 
considers any technical person without a Ph.D., a “technician”. Ms. Zawodzinski 
possesses a Master’s degree in chemistry.) We spent nearly an entire day discussing the 
project and touring the Group’s facilities. 
 
The CRADA that LANL has with Plug Power has just recently been signed. The tasks 
were written two years ago, however, and LANL is trying to “push” Plug toward steam 
methane reforming and membrane separation as opposed to partial oxidation (as was 
indicated in the initial task statements). They are currently in dialog. 
 
Project Components: 
 
Bipolar Plates 
 
Bipolar plates are viewed as one of the most expensive fuel cell components. This is 
largely true because standard bipolar plates are made of intricately machined graphite. 
The machining is particularly cost intensive due to the incorporation of flow fields (paths 
for the reaction gases) in the graphite. LANL’s work on bipolar plates includes 
development of both composite and metal alloy replacements for the machined graphite 
plates. 
 
Composite plates generally involve a thermoset or thermoplastic material with graphite 
filler to provide the conductive element. The thermoplastic version is more expensive, 

 



primarily because processing includes cooling in the mold under pressure to avoid void 
formation. The material of choice is polyvinyl difluoride (PVDF), a very good barrier 
plastic that tends to be stable right up to its melt temperature. LANL is no longer working 
in this area, having handed the work off to a producer, SGL. Plug power’s work with 
composite bipolar plates at this time, largely involves PVDF. 
 
Thermosets that have been evaluated have been based on epoxies or vinyl esters. Epoxies 
are cheaper, but have poor elongation properties and need incorporation of plasticizers to 
improve this parameter. Vinyl esters, while having about the same tensile strength as 
epoxies, have inherent elongation capabilities of about ten percent. The vinyl ester plates 
also show greater tensile strength than thermoplastic plates. The thermoplastic plates are 
likely to break if they are dropped; the vinyl esters won’t break.  
 
The composite bipolar plate is about 1/8 inch thick, and weighs about 200 grams. Since 
the cost of raw material is a few dollars per pound, LANL has been looking for an 
alternative type of plate as well. They are focusing on a plate made of a thin metal alloy 
foil mounted on an inert polycarbonate backing. The foil, being only about two 
thousandths of an inch thick, adds little to the raw material cost of the plate. 
 
LANL metal alloy work currently uses thicker samples, just to make it easier. Once a 
material is identified, they will look at having foils made. One method of getting foils 
that they are looking into is through a company called “Metal Samples.” This company 
procures, processes, and provides samples of other companies’ metals. Eventually, the 
plan would be to simply stamp flow-fields into the foil. For 2-mil thick foils, this should 
be quite easy to do. The real question may be whether the foils can stand up to clamping 
pressures of 700 psi. (The polycarbonate backing should help sustain the pressure.) 
 
The alloy of choice for LANL right now is Ebrite 26-1 – an iron/chromium/molybdenum 
alloy that is showing very low corrosion amounts. The company that makes it, Allegheny 
Ludlum does not make it in foil form yet. 
 
LANL is also looking at another metal option – coatings. For example, one could coat 
cast-aluminum with a bipolar coating. Dr. Wilson is excited about this idea, but 
recognizes several potential problems such as pinhole formation, adhesion, and 
conductivity anomalies. LANL is working with a company that develops these types of 
coatings, but wishes to keep the information proprietary at this time. 
 
Coated cast-aluminum could ultimately be cheaper than (or at least as cheap as) foil with 
backing. Since aluminum would be more thermally conductive, this type of design might 
be good for stacks that require better temperature control. Better electrical conductivity 
would also be likely; this could lead to higher efficiency or more power. Finally, this type 
of design would eliminate the clamping pressure concerns of foils. 
 
 
 

 



CO Tolerant Anodes 
 
A major issue with all PEM fuel cells is the effect of carbon monoxide on the anode 
(hydrogen side) of the cell. CO presence lowers fuel cell performance and reduces the 
lifetime of the anode. Since much of LANL’s work, especially with Plug Power, involves 
using mixed-fuel streams as well as hydrogen formed via partial oxidation processes, a 
high content of CO in the product stream is likely. There are three ways of dealing with 
this problem. One involves using a pre oxidation (PROX) step to reduce the CO content 
prior to feeding the mixture into the fuel cell. A shift reactor should reduce CO down to 
at least 1%. This product is fed into the PROX reactor, mixed with air, and run over a 
precious metal (such as platinum) catalyst bed. This process will bring the CO level down 
to less than 100 ppm, but reduces the overall efficiency of the process. 
 
The second approach involves the use of an air bleed into the hydrogen stream. This 
reduces the effect of CO on the anode. It also causes a reduction in overall efficiency 
(about one percent efficiency reduction for each percent of air bled in) and also increases 
the safety risk should the hydrogen ignition limits be accidentally reached. 
 
The third approach is the development of the CO tolerant anodes. The tolerance level is 
variable, based on whether the system has an air bleed or not. One CO tolerant anode 
system that LANL is looking at, which is proprietary, is to be used in a non-air-bleeding 
mode. While the system will work on up to 100 ppm CO, there are some aging problems 
with the anode alloy catalysts. At this time, they only have lifetimes of hundreds of hours. 
 
If on the other hand air bleeds are allowed, you can get by without using a PROX reactor. 
Under these conditions, you would want an anode that could handle thousands of ppms of 
CO.  Dr. Wilson does not believe that this can be done easily, but he says that LANL 
does have some catalysts that can handle 1000 ppm of CO for hundreds of hours. 
 
The overall CO tolerant anode work is being performed in Dr. Tom Zawodzinski’s 
“shop”. There are three task leaders within this fuel cell group, one is Mahlon Wilson, a 
second is Tom Zawodzinski, and the third is Dr. Shimshon Gottesfeld. Dr. Gottesfeld is 
concentrating on direct methanol fuel cells these days.  

Unfortunately, I was unable to meet with Dr. Zawodzinski for any length of time, and did 
not get a good feeling for the CO work. 
  
Humidification 
 
It is necessary to keep the membrane wet to ensure good membrane performance. The 
standard process is reactive humidification, that is, letting some of the water formed in 
the fuel cell recycle into the fuel feed stream. But this water is in vapor form, and the 
membrane’s uptake of water vapor is limited. To get enough water vapor from the 
reaction to the membrane would mean running at a very high current density. LANL 
therefore believes that there are advantages to using liquid water to hydrate the 
membrane. 

 



 
The LANL process involves distributing the water over the entire anode side of the plate, 
and then using porous, hollow wicks to transport the water to the membrane. This type of 
approach also allows for near ambient operation of the fuel cell, which results in a lower 
cost system, and one that is more efficient (fewer parasitic losses.) 
 
III Tour: 
 
Dr. Wilson and Ms. Zawodzinski took me on a tour of their facility. Most of their 
equipment is in one laboratory that they call the “Stack Lab”. The equipment in the lab 
includes: 
 
• A computer-controlled positioning table/milling machine 

An interesting little story here: They were not authorized to buy a “real” milling 
machine. But they could buy a positioning table, and mounted a hand-held mill on it. 

 
• A computer-controlled embroidering machine. Accurate to 0.1 mm; used to 

incorporate the wicking threads. 
 
• A 50-ton parallel plate press 
 
• Three fuel cell test stations. A test station controls fuel cell temperature, supplies 

reactants to the cell, and monitors voltage and current. It contains two humidification 
bottles, pressure regulators, rotometers, cartridge heaters, and an HP 6060 load box. 
You enter a voltage, and the load box maintains it. You can measure cell resistance 
under load; you measure voltage and current to calculate resistance. You can tell if a 
cell is drying out. 

 

• Two smaller stations (maximum of 60 amps and 300 watts) are currently being used 
for corrosion testing. One large station is used for large cells or stacks (up to 8 kW 
and “several hundred” amps). One can use this station to measure overall stack 
resistance. 

 
• Several complete and partial fuel cells and stacks. 
 
• A few small (10-50 W) fuel cell “battery” systems (the other LANL hydrogen 

project) for which they have a CRADA with DCH Technologies. One of the small 
cells was powering a radio. 

 
I also saw the CO tolerance lab briefly. There were several fuel cell test stations here, 
perhaps six, but I saw no ongoing work. Dr. Wilson did mention that the ambient 
pressure work had not yet started. 
 
The set-up for the direct methanol fuel cell laboratory is very similar to that of the “Stack 
Lab”. 

 



 
The diagnostic equipment for the group is quite impressive. Among other equipment I 
saw an X-ray Fluorometer, SEM/EDAX, X-ray Diffraction system, sputtering chambers, 
an Instron tensile tester, FTIR, UV/Vis spectrophotometer, environmental chamber, 
GC/MS and an Atomic Force Microscope. 
 
IV Questions and Answers: 
 
I sent Dr. Wilson a set of questions that then became the basis for a major part of our 
discussion. These are shown, and discussed, below: 
 
1. Is there any thought being given to direct hydrogen systems, where hydrogen is 

made from non-hydrocarbon sources? How would the LANL system be modified 
under those conditions? In what ways could the system be simplified? What, if 
any, additional problems might be incurred? 

 
Dr. Wilson repeated often that direct hydrogen is his preferred method of operation. It’s 
“easier”, he said. All of his work except the anode task is based on neat hydrogen. His 
ideal system uses steam reforming and membrane separation prior to use in a fuel cell 
(ala Northwest Power). He prefers the higher efficiency of this process to the Plug Power 
method of partial oxidation and stream clean up. Despite LANL’s alliance with Plug. Dr. 
Wilson does not particularly like processes that are going to result in more CO formation, 
and require a higher air-bleed to preserve the anode. These processes result in higher 
parasitic losses and lower efficiency. 

 
Interestingly, Dr. Wilson did not even consider “non-hydrocarbon sources” as the 
question stated. He looks at reforming as the clean system. The discussion continued, 
however. 

 
Processing other species that contained a sulfur compound would likely be a problem 
(sulfuric acid would form, lowering the pH and potentially corroding the bipolar plates). 
Trying to make hydrogen from ammonia would create a special problem. The proton, 
rather than reaching the membrane, would react with ammonia, forming the ammonium 
ion: 

  H+  + NH3    NH4
+ 

 
The ammonium ion would clog the membrane, but it would eventually unclog, according 
to Dr. Wilson. 

 
The concept of the membrane clogging, but eventually unclogging came up several times, 
especially in conversations about metal bipolar plates. I don’t believe that an answer that 
the membrane will eventually unclog is a good answer. It likely won’t unclog if it is in 
constant service, and periodic cycling means either down time, or increased material 
cost. 
 

 



2. Roughly, what are the comparative costs associated with bipolar plates made 
from machined graphite vs. 316 Stainless Steel vs. “metal alloys more noble than 
316SS,” both from an absolute dollars and a life cycle standpoint? 

 
Overall, one could consider the cost of metal plates to be about 50 cents each. If the alloy 
were high in Ni, Mo or Ti, it would be a “little higher.” Composite plates would cost 
about $1-2 each, with thermosetting vinyl ester-based composites being less expensive, 
and thermoplastic PVDF plates being more expensive. Machined graphite plates are 1-2 
orders of magnitude more expensive than PVDF plates. 

 
Graphite plates would last the longest, but the composite plates have considerably long 
lives as well. Graphite plates would be virtually unaffected by the fuel cell process. The 
only concern would be that a “dirty” graphite could reduce membrane lifetime. 

 
With composite plates, the major concern would be the effect of water. Quite a lot of 
water could permeate the plates over ten or 20 thousand hours. The question is what 
effect will it have on the tensile properties of the plates? LANL is addressing that issue 
via a series of accelerated wetting tests. These tests are being done with methanol rather 
than water. Methanol wets out the plates quicker than water does, so one would expect to 
see any adverse effect sooner. Plates have been tested with methanol for 1000 hours to 
date, and no tensile changes could be seen. Testing continues.  

 
Metal plates have not been tested in fuel cells to any great degree as yet. It is known, 
however, that they last for “years” in similar electrochemical environments. The 
membrane’s life, however, is somewhat compromised by the presence of metal ions from 
the metal plates. Life of the membrane can be extended if it is flushed, but some stagnant 
areas will remain clogged. 
 
3. How long a lifetime would you expect for a membrane exposed to 316SS bipolar 

plates?  
 
Dr. Wilson and Ms. Zawodzinski feel that a membrane exposed to 316 SS would be fine 
for a transportation application, where total usage would likely be under 2000 hours, but 
that it probably would not survive a 20,000 hour stationary power supply application. 
Other alloys such as the aforementioned E-Brite 26-1 looks particularly promising. 
Membranes exposed to this alloy have been tested for 1000 hours at 0.5 volts and 1000 
hours open circuit, and appear to be still clean. 

 
Dr. Wilson estimates a goal for the FC system to be 40,000 hours, but Plug Power touts 
15 years as possible. Aside from contamination from metal bipolar plates (or “dirty” 
graphite plates, for that matter) a serious contamination source could be humidification 
water. The presence of calcium is the chief concern. Calcium could clog membrane 
functional sites at, perhaps, one percent per year. 

 
 
 

 



4. If a membrane retains metal ions, can it be “recharged”, or does it need to be 
permanently replaced? 

 
Theoretically, a membrane could be recharged by pumping nitric acid through it, and ion-
exchanging out the clogging metals. The nitric acid, however, would likely passivate the 
metal bipolar plate surface. The LANL group is not seriously considering recharging of 
membranes.  

 
5. You say that the 316SS plates are essentially corrosion free, yet the membrane 

picks up metal ions. Are you looking at corrosion in a “macro” sense as opposed 
to a micro (metal ions) sense, or could the ions be coming from another source? 

 
Yes, it is a macro vs. micro situation. Corrosion effects reduce plate thickness by less 
than ½ micron per year (and thus the plate is visibly corrosion-free) but metal ions can be 
seen in the membrane using x-ray fluorescence.  

 
Seeing that the presence of metallic ions in the membrane is the key parameter, it is 
probably misleading to emphasize the visible condition of the plate. 

 
6. Is there any correlation between metal ions in the membrane and the source of 

hydrogen? 
 
There may be a correlation if the reformate stream contained a large amount of CO2, say 
30%. This could result in the formation of carbonic acid, which would lower the pH and 
thus contribute to an increase in corrosion. Dr. Wilson feels that a pH of 4 would be 
enough to cause a problem. It is pH that causes corrosion problems far more than the 
nature of the input gas. 

 
No effect on corrosion was seen on SS 316 when exposed to the chloride ion. 

 
LANL are also aware of potential problems with exposure to hydrogen itself. They have 
found that nickel alloys resist corrosion from exposure to hydrogen better than stainless 
steel alloys, while the latter do better on exposure to air. 

 
Dr. Wilson thinks that he may want to look at different foils for the anode and cathode 
sides, – say SS 316 for the cathode (air) side, and E-Brite 26-1 for the anode (hydrogen) 
side. 

(As I write, I wonder why he said E-Brite 26-1. This is an iron-based non-nickel alloy 
(see equestion 7). As such, based on the above comment, I would think it would be more 
subject to attack from hydrogen.  

 
7. In Table 1 of your FY1999 Annual Review Report, can we assume that the 

balance of material for E-Brite 26-1 is Fe – that is, no Ni?  
 

 



The sum of the elements presented for this material only added up to 27% -- 26% Cr and 
1 % Mo. All other materials listed in the table showed complete compositions. 
 
Correct. The balance is iron; there is no nickel present in E-Brite 26-1. 

Minor point: I realize that LANL simply reported the assay as provided by Allegheny-
Ludlum, the manufacturer, but an effort should have been made to identify the remaining 
elements and report it in the paper. 

 

8. Is the pH range of 2-6 what is to be expected as the typical operating parameters 
of the fuel cell? 

 
LANL has not ever seen pH=2 water coming out of their own stacks, but have seen 
reports that others observed these conditions. Dr. Wilson speculates that the acidic pH 
may stem from the presence of sulfuric acid-based species in the effluent. Under normal 
conditions, however, the pH shouldn’t be any lower than about 6.  

 
One exception may be found when Gore membranes (as opposed to DuPont membranes 
are used in the PEMFC. Gore impregnates their Gore-Tex membranes with liquid Nafion 
(which they buy from DuPont), and the liquid could leach out of the membrane and lower 
the pH. If the water is stagnant in spots, localized areas could see higher Nafion 
concentrations, and conceivably a pH of 2. If this is the case, a better question might be: 
why use Gore membranes?  

 
Based on these reports and theories, LANL feels that pH=2 is one logical point at which 
to test.  

 
I think that it is important not to overstate the likelihood of an acidic environment. While 
testing at pH=2 should continue in order to bracket likely conditions, it should not be 
used as a basis for eliminating alloy candidates that are “winners” under all other 
conditions.  

 
9. You refer to the use of composite bipolar plates (in conjunction with Plug 

Power) as being a short-term solution. Why are they only a short-term solution? 
How do they compare cost-wise with the metal plates?  
 

The composite hardware task is winding down simply because it has gone as far as 
LANL can take it. The “compounders” (two Midwestern companies – “Premix” and 
“Bulk Molding Compounds” [BMC]) are working the problem now. Plug Power likes the 
composite option, but presently they are using machined graphite plates. The composite 
option is considered short-term because composites, while the price will come down 
when mass-produced, will never be as cheap as metal foil plates.  

This assumes that metal foil plates will give the type of lifetime needed for stationary fuel 
cells.  

 

 



10. How would composite bipolar plates “age”?  Are there plans to do any testing in 
this area following the identification of a system? 

 
A number of polymer systems would be affected by long-term exposure to water. If 
hydrolysis took place, tensile properties could be affected. Actually, this may not be a 
serious problem per se. The plates must have good tensile properties during assembly, 
but compression strength is the key during long-term operation. However, if hydrolysis 
causes the plates to start leaking, this is a serious problem. 

 
LANL is currently running accelerated aging tests. Since methanol wets out the 
polymeric binder more quickly than does water, and the hydrolysis mechanism is similar, 
they can get a more rapid approximation of the effect of long-term exposure to water. 
They are also running tests at pH=2 to test the effect under these conditions. 
 
11. What is your goal for CO tolerant anodes? 

 
The goal is constantly moving because fuel processing is improving. It is probably better 
to consider two goals – one if air is being bled into the hydrogen, and one if it is not. It is 
desirable not to use an air bleed. Using an air bleed causes a decrease in overall 
efficiency by about one percent for each percent of air added, and also presents a 
potential safety issue if too much air is injected, the upper ignition limit is reached, and 
an explosive mixture leaks out. In addition, an air-handling system increases the overall 
system cost.  

Fuel processing is getting more sophisticated. Using a Prox process, fuel cell feedstock 
gas can be supplied with an average CO content of about 20 ppm, with spikes up to 100 
ppm. Thus, the goal is to have an anode that is tolerant to 100 ppm of CO without the 
need of an air bleed. 

Recall that I did not talk to Dr. Zawodzinski at any length. Based on the conversation 
with Dr. Wilson, however, it seems that the major effort is to go away from an air bleed. 
This apparently will lock them into a Prox reactor mode. Dr. Wilson does not hold out 
much hope for the alternative system (no Prox with an air bleed).  

 
12. Please explain the reconfigured anode. What is it made of? How is it 

reconfigured? 
 
The reconfigured anode includes a backing – a gas diffusion layer. This modification 
improves CO tolerance, but its nature is proprietary. Dr. Wilson mentioned that this is a 
“very competitive” topic. 

 
13. What partial pressure of hydrogen is necessary to achieve acceptable anode 

performance? – Or is the parameter that needs to be monitored the ratio of 
hydrogen to CO partial pressures? 

 
Dr. Wilson gave the answer based on stoichiometry rather than partial pressure. With 
about 40% hydrogen in the feed stream (not including water), you want a 1.1-1.2 

 



hydrogen to oxygen stoichiometry. If you have a lower hydrogen content, you would 
have to flow much faster, that is, use a much higher stoichiometry. The higher 
stoichiometry improves performance. You need the extra hydrogen to “push the inerts out 
of the way.” But the extra hydrogen could then be used for some other process. Or 
presumably, recycled. 

If you had neat hydrogen (membrane separation or hydrogen from water) you wouldn’t 
have these problems. Dr. Wilson is a proponent of membrane separation even though his 
project does not practice it. He mentioned Northwest Power’s diesel reforming project as 
something that would benefit from membrane separation. 

H2/CO ratios do not affect performance. It’s the actual amount of CO that is important. 

 
14. What alternatives to the wicking method for hydrating the membrane were 

considered? 
 
LANL also considered using tubes molded into the membrane and pumping the water 
through. The ability to keep the tubes open at high pressure, however, was the chief 
concern. 

LANL is also considering running the water through the hydrogen flow channels on the 
anode-side plate (rather than over the entire plate), and then wicking over to the 
membrane. 

I am not sure what advantage this last option would have. It appears to me that it would 
be more difficult to supply sufficient water and would be harder to control. 

 
15. What material is the wicking thread made of? 
 
The thread is a polyester material, specifically “Coolmax.” The fiber in the threads have a 
convoluted geometry that allow more efficient wicking. The thread is 50-denier 
multifilament and is wound with a thicker co-thread of cotton-polyester. 

 
VI Additional Discussion: 
 
• One of the LANL/Plug tasks is the systems-based humidification effort. Plug, 

however, seems to be backing away from this task, and apparently is moving toward 
their own proprietary humidification process. 

 
• During our discussion on using ammonia as a source of hydrogen (see Question 1), 

Dr. Wilson wondered about the possibility of using ammonia as the fuel, and NH4
+ as 

the actual transport ion (an ammonium exchange membrane fuel cell). 
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I Summary: 
 
The group of researchers at the University of Hawaii who are developing a method of 
gasifying biomass in supercritical water to produce hydrogen are led by Dr. Michael 
Antal. The project is several years old, and to date, Dr. Antal’s group has developed a 
working reactor that is capable of accepting carbohydrate-based biomass and converting 
it to a syngas which is primarily CO2 and hydrogen with some methane and a small 
amount of CO by reacting it with pressurized (4000-5000 psi) water at temperatures 
between 700 and 800°C in the presence of inexpensive carbon catalysts. They have found 
that that they can produce the gas with very little coking, and have developed a process 
by which the coke and biomass-based ash can be removed from the reactor walls. The 
reactor is made of cast-alloy, a nickel/molybdenum based material that can withstand the 
high reactor pressure.  
 
Dr. Antal’s group have demonstrated that they can handle dry biomass such as sawdust 
by suspending it in starch gel, and can handle wet biomass such as potato processing 
wastes directly. They have shown that while the gasification process works well on 
cellulose and sugar-based carbohydrates, it does not work on other types of biomass such 
as sewage sludge. In fact, Dr. Antal questions whether sewage sludge can be classified as 
a biomass at all. 
 
Presently, Dr. Antal is trying to obtain funding to further develop the process using potato 
wastes. A potato processing company in Richland, Washington, Lamb-Weston Corp., is 
interested in a way to get rid of their processing waste, and view the supercritical 
gasification process as a means to eliminate waste disposal costs and produce a usable, 
combustible gas as a bonus. The improved process would use a different composition 
reactor tube (likely zirconia, titania, or alumina) that would allow a somewhat higher 
temperature (and therefore higher hydrogen concentration) environment with less 
likelihood of corrosion than the nickel alloy. Since the proposed reactor materials will not 
adequately resist 4000-psi pressure, Dr. Antal proposes to encase the tube (or perhaps 
several tubes) in a carbon-steel pressure vessel. Dr. Antal claims that both the pressure 
vessel and reactor tubes are “off-the-shelf” items. Dr. Antal, stating the above claims of 
off-the-shelf technology, took exception to analyses performed at NREL that indicated 
that the pressure reactor system would be prohibitively expensive. (I am not sure about 
the off-the-shelf feature. The pressure vessel itself may be off-the-shelf, but Dr. Antal has 
not either down-selected to a reactor tube type or even started testing choices.) 
 
 

 



Project Strengths: 
 
• Dr. Antal is a dedicated, well-organized researcher. He has built systems that work. 

He has learned how to process slurry feedstock in a more or less generic manner so 
that they can be fed efficiently into the reactor; he has built, and proposes to build 
progressively more efficient reactor systems. 

 
• Dr. Antal has the proper facilities for carrying out his objectives. His laboratory is a 

model of efficient use of space. 
 
• The supercritical water experiment provides a medium that produces a minimum of 

unwanted byproducts such as coke. Furthermore, Dr. Antal has developed a process 
that will oxidize away the little bit of coke that does form without harm to the 
production gases or the catalyst. The other unwanted byproduct, ash, such as the 
alkali oxides that form upon gasification of potato wastes can be removed by 
brushing them out of the reactor (they are not fused to the reactor walls.) Dr. Antal 
has successfully demonstrated this process in small scale. 

 
• The catalyst is simply carbon, not even necessarily activated. Charcoal works fine. 

Replacement of the catalyst bed is an inexpensive, easy process. 
 
Issues that should be Addressed: 
 
• First and foremost, the project has evolved in such a manner that I would no longer 

consider it a hydrogen project. Dr. Antal’s arrangement with Lamb-Weston involves 
producing syngas from potato wastes, and then burning the syngas. Lamb-Weston is 
mainly interested in getting rid of the wastes. Getting a combustible material is a 
bonus. The syngas contains about 30 mole percent of hydrogen (presently, although 
the new design should increase this), but this does not make it a hydrogen project. It’s 
a biomass project. Dr. Antal has asked Lamb-Weston to come up with ways that they 
could use actual hydrogen. Apparently there is a nearby refinery to which they could 
sell hydrogen, but this appears a bit of a stretch. There is no talk of how they would 
separate out the hydrogen. Maximizing (which is being proposed by Dr. Antal) and 
purifying hydrogen should be a major concern of any future work. Besides, Lamb-
Weston is “perfectly happy” to burn the syngas. 

 
• The coke and ash removal process, while effective at small scale, could become 

unwieldy in a larger, multiple reactor tube operation. Temperature control could be 
difficult. 

 
This is, in my opinion, a good project; it’s just not going down the road that parallels 
what the Hydrogen Program is looking for. A company such as Lamb-Weston will likely 
solve a major problem by employing Dr. Antal’s reactor. There are very likely scores of 
other food processing companies, agricultural industry segments, and others who could 
benefit from this system.  
 

 



Biomass contains a relatively small amount of hydrogen. As such, it is difficult to justify a 
project such as this if its primary goal is producing hydrogen. This particular program 
has evolved into one where hydrogen has become the afterthought. The entire Lamb-
Weston concept is not a hydrogen-based concept.  
 
II Introduction: 
 
I visited Dr. Michael Antal and two of his co-workers, Stephen Allen (Junior Researcher 
and Member of the U Hawaii Faculty) and Deborah Schulman (Research Associate) on 
March 9, 2000, spending a full day with them, discussing the project and getting a tour of 
their laboratory including a dry run on each biomass reaction system present. 
 
III Tour/Demonstration: 
 
I was not given a demonstration of the supercritical gasifier in operation. Dr. Antal told 
me that it would take nearly a week to get it up and running at this point, and there was 
no funding to do so. I’m sure he was trying to make a point, but it’s a point well taken, 
and the meeting did not suffer greatly from the lack of the active demonstration. The dry 
run-through served nearly as well. 
 
The laboratory is very compact, and well set up. Half of the lab is set up for computers, 
analysis equipment, storage, and chemistry related tools. The other half of the laboratory 
contains four reactor systems.  
 
The analysis equipment includes a Gas Sorption Analyzer that provides BET porosity 
measurements. This is rarely used for the hydrogen work; it is primarily for activated 
carbon studies. In addition, there is a GC/Mass Spectrometer and another gas 
chromatograph. There is also an HPLC that is used primarily for Dr. Antal’s ethanol 
work.  
 
The series of reactors include: 
 
1. Their “old” reactor that operated at less than 1000 psi and at about 250oC. It is 

currently being refurbished to be used in the making of activated charcoal from the 
reaction of biomass in hot water. 
 
In its original use, the reactor was used to make ethanol from sugar cane bagasse 
(stems), sugar cane leaves, corn fiber, southern pine, pine bark, or aspen wood chips. 
The batch reactor is about two inches in diameter; biomass (10 – 30 grams) is placed 
in a cage, and lowered into the hot water. Product can either be emptied from the 
reactor bottom, or pumped into a tank. 
 
This reactor was the precursor to reactor #3 (below). 

 
2. A reactor that is used to make charcoal from biomass. It operates at about 300oC and 

150 psi (but can be used at pressures up to about 1000 psi). It includes a power boiler 

 



and power reactor, built to code. This reactor produces theoretical yields of charcoal – 
about twice what industry gets. 

 
3. A reactor that is used for the ethanol work. This work is being funded by the National 

Science Foundation (NSF), the Consortium for Plant Biotechnology (CPBR), and BC 
International (BCI). The work is being performed by U Hawaii, and Dartmouth 
College. Dr. Antal’s group does the biomass pretreatment work in this reactor, and 
Dartmouth does the fermentation. 

 
The premise here is that if the temperature and pressure is high enough, you can use 
water alone to run the pretreatment step. Dr. Antal’s group runs the reactor at 210-
220oC and 335 psi, immersing the biomass in the water for one or two minutes. This 
dissolves (but does not react) all of the hemicellulose and about half of the lignin. 
This pretreatment product is then sent to Dartmouth for fermentation. 
 
This reactor was built to have the features of a commercial process. Instead of a hot 
water tank, a full-scale boiler is used. (All safety issues are met.) Steam from the 
boiler preheats the 8-inch diameter reactor. The feed can be up to 2 kg in weight 
(wet), but is generally run with about ½ kg.  
 
One kg of dry bagasse will eventually produce about 400g ethanol. 
 
Both the charcoal reactor and ethanol reactor are run in semi batch mode to make the 
feed process easier. 

 
4. The “present” hydrogen reactor. It is based on a design by Modell at MIT who used 

this type of reactor to burn Department of Defense generated waste in supercritical 
water. Dr. Antal states that in the U Hawaii case, they are using the reactor to 
“synthesize, not destroy.” Originally, Dr. Antal used the reactor to convert ethanol to 
ethylene for the National Science Foundation. During that study, Dr. Antal discovered 
that the supercritical water dissolved biomass without char formation. Thus started 
the wet biomass project.  
 
The system does not use a boiler – just a high-pressure reactor (a ¼-inch tube), so no 
permitting is needed (the boiler people are not interested – there is not enough 
material here to constitute a safety concern.  

 
The feed system is simply an open cylinder. A piston is placed into the chamber, and 
a combination of sawdust and starch gel (or potato waste without the starch gel) is 
placed into the upper chamber. Water is pumped into the lower chamber, or for ease 
of handling at this scale, the cylinder is flipped over, and the water is filled from the 
top. The overall feedstock is 15% solids – 10% sawdust and 5% starch gel.  
 
The cast-alloy reactor is heated by a three-zone furnace to about 700oC. Additional 
heaters are used at the entrance and exit of the reactor tube to get a quick temperature 
rise, and to minimize heat loss. Fifteen computer-monitored thermocouples are 

 



mounted on the outside of the reactor. The catalyst bed extends about ten cm into the 
reactor on the aft end, with air also entering through an aft end annulus.   
 
The feeder is pressurized to 4000 psi with water, as is the reactor. The process starts 
by just running the pressurized water through the reactor until the temperature profile 
is stable. At this point, the water is turned off, and the feeder is opened. 
 
A sixteen-port gas-sampling valve provides gas samples to a gas chromatograph (they 
monitor CO2, CO, hydrogen, CH4, and light hydrocarbons. They also monitor CO2, 
CO and CH4 by infrared detection. 
 
A typical feed cycle is 1-2 hours, and is finished by switching off the feed, and back 
to water to react the residual feed, and then bring the pressure down, still holding the 
temperature at 700oC. They then burn out carbon deposits with low-pressure air, 
monitoring the CO2 concentration. When that value is down to about 0.2%, they 
insert a brush manually to break up ash deposits, then blow air through the system 
again. 
 
They have made runs lasting up to about eight hours (6-7 cycles) and were still going 
strong when they stopped. There was no evidence of catalyst degradation. Gas yield 
does not decrease between the cycles, but does decrease within a cycle probably 
because the deposits on the reactor walls reduce heat transfer. 

 
IV Questions and Answers: 
 
A large portion of our discussion time was spent going over a series of questions that I 
had sent Dr. Antal prior to our meeting. Dr. Antal sent back a series of answers prior to 
my trip. These are shown below, as is the additional discussion we had on each of them.  
 
1. With a much-varied set of biomass raw materials being proposed, what 

differences do you see rising as potential technical problems? How do the 
differences in type, availability, and cost (positive or negative) of biomass mesh 
with potential markets. 

 
“Our proposal only concerns the gasification of potato wastes.  We are interested in other food 
processing wastes, other wet biomass, and biomass in general (e.g. wood sawdust), but our 
focus for the next few years is the gasification of potato wastes”.  
 
Dr. Antal at first was looking for a representative biomass, and thought of wood sawdust 
as being representative of a biomass that would be difficult to work with. How do you 
feed dry sawdust into a reactor at 4000-5000 psi? Dr. Antal also pointed out that sawdust 
has large markets already such as the particle board market and the charcoal market. 
There are not a lot of people trying to find a way to get rid of sawdust. Then why pick 
sawdust? I suppose if you find that you can feed sawdust, you can feed anything with a 
little preprocessing. So it’s probably a good technical choice, albeit a poor economic 
one.  
 

 



In trying to find something that people are trying to get rid of, Dr. Antal’s group then 
focused on sewage sludge. This is a good economic choice, but turned out to be a bad 
technical one. Sewage sludge (and most non cellulose-based materials) does not gasify by 
the supercritical water process. Therefore, the group turned to vegetable food wastes. 
They are carbohydrates, and people usually need a way of disposing of them. They 
settled on potato wastes, mainly because they had a customer – Lamb-Weston. 
 
2. What are transportation costs of wet biomass? Do you foresee a centralized 

gasification plant or dedicated distributed plants? 
 
“Potato wastes are available in Lamb-Weston’s factories.  We foresee a gasifier located in each 
factory.  There is no transportation.” 
 
It is expensive to move biomass, especially very wet biomass such as the potato wastes. 
This is why Lamb-Weston cannot sell potato wastes to hog farmers, for instance. It costs 
too much to ship. 
 
3. Starch gel – does this produce hydrogen as well?  How much? If you are using a 

feedstock that is 10-20% solids, doesn’t much of the hydrogen come from the 
carrier? 

 
“The gasification of starch gels is thoroughly described in our paper.  Our proposal does not 
concern the gasification of starch gels.” 
 
Of course I knew that starch gels would produce hydrogen. I was trying to get Dr. Antal 
to tell me that a significant portion of his hydrogen is from starch gel. When he has to use 
starch gel, such as with sawdust, his feed is nominally 10% sawdust, 5% starch gel, and 
the rest water. If he tries a higher solids loading, he cannot pump the material, and he 
cokes the reactor as well. 
 
Of course, Dr. Antal’s present (and proposed future) work concerns potato wastes which 
don’t require an additive. 
 
Dr. Antal considers the applicability of starch gel for biomass suspension as somewhat of 
a “miracle”. Oily additives such as coconut oil do not gasify.  
 
Dr. Antal also commented that there is no plan to use starch gels in the future. It was just 
part of a proof of concept experiment with sawdust. It’s not an economically viable 
option. 
 
So what is it, a miracle or a curiosity?  
 
4. Does the starch gel basically serve as the only additive you need for most 

biomass systems? How generic is the processing of the feedstock?  
 
“No additives are needed for potato wastes.  Starch gels are needed to deliver sawdust to the 
reactor.” 

 



 
If you do need an additive, starch gel appears to be more or less generic. No additional 
additive is needed. The only stipulation for successfully using starch gel is that the feed 
must have an essentially neutral pH.  
 
5. You indicate that you can perform steam reforming using this process at 

temperatures below 800oC, but state that the process will produce more 
hydrogen at temperatures above 750°C. – Would they produce even more 
hydrogen at temperatures above 800°C? – or is the process maximized at some 
temperature between 750 and 800? 

 
“Thermochemical equilibrium calculations indicate that higher temperatures improve hydrogen 
yields.  The reactor described in our proposal can easily be run at temperatures above 800°C to 
determine how much improvement is realized at higher temperatures.” 
 
The problem is that their cast-alloy reactor cannot withstand the higher temperatures. It 
loses its strength and “balloons” as well as corrodes more rapidly. Dr. Antal’s new 
proposed reactor tubes will not corrode at the higher temperatures, but cannot withstand 
the 4000-5000 psi pressure. Thus, the carbon steel pressure vessel to maintain the tube 
integrity is needed. 
 
6. Releasing the air into the region in front of the carbon bed so that it oxidizes 

char at reactor entrance rather than oxidizing the bed – how close to 100% is 
this?  Is any catalyst lost? 

 
“We are unable to measure any loss of bed carbon.  The gas in the bed is stagnant.  Little oxygen 
should be delivered to the bed by the airflow.  In any case, in a practical reactor the catalyst 
would be charcoal, which is very cheap.” 
 
The material that is being formed is coke (from condensed reaction gases), not char. It 
burns off very easily. Dr. Antal does not know, however, if the process is practical. This 
is something he hopes to learn from the Lamb-Weston work. 
 
Both the coke and the ash form near the reactor entrance because it is a somewhat cooler 
region. The gases condense to coke at the lower temperatures, and the ash precipitates out 
of the steam, being less soluble at these temperatures. If it did happen to carry down to 
the catalyst, it’s not a big problem. Charcoal is inexpensive. 
 
7. How will the carbon deposit and ash removal described for the reactor translate 

to real world sizes and situations? Do you visualize a modified batch mode 
process using a bank of reactors where a reactor is shut down and cleaned every 
few hours on a staggered basis? 

 
“This is the most important issue that we face.  Potato waste is about 10% ash (dry basis).  If we 
feed 100 lb. of potato waste (on a dry basis) to the reactor, we will accumulate 10 lb. of ash.  So 
we must remove this ash from the reactor.  Our idea is exactly what you describe.  Several 
reactors will operate in parallel within one large pressure vessel.  When one reactor plugs, it will 

 



be shut down, cleaned, and restarted while the others continue to operate.  This cleaning will be 
done in a sequential manner. 
 
“I understand that the panel of reviewers was skeptical of this approach.  In response, I 
emphasize that life could have been tougher.  We were delighted to discover that the carbon 
(coke) accumulation in the entrance of the reactor is extremely reactive and burns quickly and 
easily in flowing air.  If the carbon accumulation had not burned easily, I would have abandoned 
this work!  Likewise, we were delighted to discover that the ash is trivially removed from the 
reactor by a light brushing, followed by a burst of air.  If the ash had fused to the side of the 
reactor, I would have abandoned this work!  In summary, we could hardly have hoped for a better 
situation.” 
 
This is indeed a batch process that would be made pseudo-continuous by having multiple 
reactor tubes (about one inch in diameter each) located parallel to one another inside the 
one foot diameter, 30 foot long pressure vessel. It may be necessary to water-cool the 
pressure vessel if it is affected by the heat of many reactor tubes, but the resultant hot 
water would perhaps be usable. Dr. Antal visualizes a situation where one (or more) 
tube(s) can be in a burn-out or brush-out phase while the other tube (or tubes) is in 
reaction mode.  
 
The one-inch diameter reactor tubes is probably a limiting factor. Any larger, and they 
are no longer off-the-shelf. In additional, larger tubes would probably be less efficient 
from a heat-transfer standpoint. Heat transfer time is proportional to the square of the 
radius of the reactor. If you heat the biomass too slowly, you’ll make charcoal. 
 
I am not too confident of being able to manage such an unwieldy system, especially with 
a manual “brush out” component. I think temperature control may be a nightmare. 
 
8. One of the key “hooks” of this project is the minimization of char and tar 

formation in the presence of superheated water. Yet char cleanup still appears to 
be a major issue. Where is the gain? 

 
“The gain is carbon gasification efficiencies that approach 100%.  The formation of “tar” and 
“char” is very small relative to any other gasifier.  This point is discussed at greater length in our 
paper.” 
 
Dr. Antal also pointed out that since ash will be formed, a clean-out step is necessary 
anyway.  
 
9. Explain change in catalyst BET and packing density after run. If you assume 

that the loss in surface area occurs throughout the run, you would expect 
hydrogen yield to decrease correspondingly. Yet hydrogen yield per cycle does 
not change even though you would expect a much lower BET for, say, cycle 5 
than cycle 1. Please explain. 

 
“As emphasized in all our papers, the surface area of the carbon is inconsequential.  Biomass 
charcoal is a better catalyst than activated carbon.  The outer surface area of the charcoal (which 
has virtually no pores) is more than adequate to catalyze the tar gasification reactions.  We only 

 



use activated carbon because it is convenient: it is homogeneous, and already ground to a 
convenient size for us.” 
 
Then, I guess, it’s not really necessary to measure BET or other surface measurements. 
 
10. If the catalyst surface and density characteristics change so much after one 

eight-hour run, how will this be dealt with on a practical level? Change out the 
catalyst for each run? Recharge it? 

 
“As mentioned above, the change in surface area of the carbon is inconsequential.  If our 
proposal is funded, we will test the life of charcoal catalysts with potato waste feed.  In any case, 
charcoal is cheap, and can be burned for disposal and energy recovery.  If it is necessary to 
clean the reactor of ash every few hours, it will not be difficult to replace the charcoal catalyst 
once a day (for example).” 
 
This is a little out of phase with Dr. Antal’s statement that he couldn’t show me an active 
system, because it would take a week to get it running. Perhaps it would be a bit harder 
to clean the reactor ash and to change the charcoal than anticipated. 
 
11. What percentage of hydrogen present in the waste material do you expect to 

recover from the new reactor both before and after consideration of recycled 
hydrogen to provide heat to the system? 

 
“We estimate that about 30% of the combustible gas products must be burned to run the gasifier.  
Thus, about 70% of the energy content of the feed will be available.  It is possible that none of the 
hydrogen will be burned.  If a gas separation system is employed at the exit of the reactor, 
combustion of the methane product may be enough to fuel the gasifier.” 
 
This is the only mention of gas separation. If we are going to deal with hydrogen instead 
of syngas, we need a separation system. 
 
12. I understand that in some of your earlier work, there was a controversy 

regarding some sampling and storage techniques. While it appeared that the 
storage techniques were not compromising the results, I am not as sure as to the 
sampling techniques. I recall seeing several data tables indicating that air might 
have been leaking into the system during sampling. If this were occurring at 
high temperature, there is the possibility of additional oxidation occurring. Was 
any attempt made to quench any reaction in the sampler and/or has the system 
or technique been modified so that air no longer leaks into the sampling system? 

 
“The gas sampling has always been done at room temperature.  Air is not a problem at room 
temperature.  If our proposal is funded, we will be using a 36 port sampling valve to take gas 
samples at room temperature.  Air will not leak into this valve.” 
 
This puts to rest the only concern I had with leakage. 
 
 
 

 



VI Additional Discussion: 
 
• We have been talking about materials that can be successfully gasified by the 

supercritical water process as being carbohydrates. Dr. Antal likes to consider 
successful materials as those that can be fermented to ethanol, that is, it contains 
sugars. This ties in well with one of Dr. Antal’s other projects which we talked about 
earlier – his preparation of fermentation precursors. 

 
• The FY 1999 Peer Review Team stated about this project, even if it were fully 

successful “it still would run up against the same 5% hydrogen from biomass barrier.” 
That’s life; dry biomass contains nominally 5% hydrogen by weight. Dr. Antal 
reports his yields in grams of gas produced per gram of dry biomass solid, and in 
mole fractions of the product gases. He has reported total gas yield of up to about 1.3 
g of gas per gram of feed solid, and shows nominal relative product mole fractions of 
0.3, 0.02, 0.44, and 0.23 respectively for hydrogen, CO, CO2, and methane. (Mole 
fractions always make hydrogen look better!) If we perform the calculation to convert 
to grams of hydrogen, we find that Dr. Antal is recovering about 0.032 grams of 
hydrogen for each gram of biomass feedstock, or about 65% of the hydrogen present. 
I have attached an appendix with the details of this calculation. If Dr. Antal can 
produce hydrogen at a higher temperature using his corrosion resistant reactor 
encased in his pressure jacket, he could recover more of the biomass hydrogen, and 
perhaps actually pull some of the hydrogen off the water (with the proper catalyst). 

 
• Dr. Antal mentioned that the Codes and Standards (C&S) situation in Hawaii is rather 

unusual. For boiler-related work (and some of the reactors have boiler components) 
only boiler inspectors are allowed to have the C&S books. It is difficult for his group 
to maintain a proper collection of C&S literature. 

 
• Potato waste is one of the more difficult materials to work with because of the 

amount/type of ash – it’s high in alkali content. 
 
• Dr. Antal is concerned about the NREL process analysis that was based on a 

commercial plant, and did not consider the fact that a cast-alloy reactor is low-cost. 
 

 



VII Final Thoughts:  
 
Using typical values supplied by Dr. Antal in some of his reports, we calculated 
approximate efficiency of converting biomass to hydrogen. 
 
1.3 grams of gas evolved from 1.0 grams biomass solid. 
 
Mole fractions of gases evolved:   H2:     0.3 
     CO:    0.02 
     CO2:  0.44 
     CH4:  0.23 
A total of one mole of gases would mean: 
 
     H2:   0.3 moles x  2 g/mole  =  0.6 g 
     CO: 0.02 moles x 28 g/mole = 0.56 g 
     CO2: 0.44 moles x 44 g/mole = 19.36g 
     CH4: 0.23 moles x 16 g/mole = 3.68 g 
 
Total weight of one mole of gas would be          24.20 g 
 
So 1.3 g of gas is equal to a composite 1.3/24.20  =  0.054 moles of gas, of which 30% is 
hydrogen. Thus,  0.054 x .3  =  .0162 moles of hydrogen.  At 2g/ mole of hydrogen, this 
equals 0.324 g of hydrogen produced for each gram of biomass processed. If the biomass 
composition includes 5 % hydrogen, the hydrogen production efficiency is about 65%. 
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I Summary: 
 
Dr. Fred Mitlitsky is responsible for two somewhat related projects at Lawrence 
Livermore National Laboratory (LLNL) – one involving the development of regenerative 
fuel cells (RFC), and the other involving the development of lightweight tanks for 
hydrogen storage. In the tank area, the emphasis is on liner development for vehicular 
hydrogen storage, and it is in this area that we focused our visit. The liners serve as 
barriers to hydrogen permeation and also as mandrels on which to wrap composite tanks. 
 
Quite a lot of work has been done in the liner area over the past few years. Dr. Mitlitsky’s 
group has tested and/or characterized some fifty material candidates as to hydrogen 
permeability, and has assessed leading candidates for strain, toughness, corrosion 
resistance and processibility as well. A high density polyethylene has emerged as the 
leading candidate to this point. LLNL, is trying to improve the system by adding a 
coating (polymeric or metallic) to the inside surface of the liner. This would decrease 
hydrogen permeability and would allow for a thinner overall liner system. 
 
This is an important project. Advanced compressed hydrogen tanks are very likely to be 
the near to mid term (at least) answer for on-board hydrogen storage. 
 
Project Strengths: 
 
• Dr. Mitlitsky and his group appear to have correctly identified the goals of high 

pressure storage, and are attacking them in a proper, well thought out manner. 
 
• The team appears to be a good one. 
 
• The focus on lightweight liners is the right direction for this overall effort.  
 
Issues that should be Addressed: 
 
• To date, the results appear to indicate that no single polymeric system will meet 

permeability requirements and be easy to process. Dr. Mitlitsky has indicated that 
there are a lot of potential alternatives (metal coatings, “paint-on” polymers, use of 
dicyclopentadiene). They need to be developed and assessed.  

 
• Results are presented in far too complex a manner; they need to be simplified.   
 

 



• An overall cost-benefit comparative analysis is needed at a stated safety level. 
 
• More material aging studies are needed. These really need to be done in a hydrogen 

atmosphere. 
 
II Introduction and Background: 
 
I visited Dr. Mitlitsky and two of his co-workers, Dr. Andrew Weisberg and Dr. Blake 
Myers on March 21, 2000, spending the better part of a day with them, discussing the 
project and getting a tour of their laboratory.  
 
The major emphasis of our meeting was the discussion of liner materials and systems that 
are being identified/developed at LLNL. Dr. Mitlitsky states that they can achieve a 12% 
hydrogen loading using a polyethylene-lined composite-wrapped tank. It can hold 5000 
psi hydrogen, and has a 2.25 safety factor. 
 
The key parameter, however, is permeability. Permeability units are derived from a gas 
transmission rate (e.g., moles per square meter per second), for a given material thickness 
and a given pressure.  
 
In determining what the permeability rate should be, a comparison was made to a natural 
gas vehicle (NGV) specification. This spec stated that for natural gas at 3600 psi, the 
permeability should be no more than 0.25 standard cc per hour per liter of tankage. At 
this rate, natural gas leaking into a stagnant, closed standard garage would take three 
years to reach the lower flammability limit (5%). Based on this, LLNL believes that their 
goal for a 5000 psi hydrogen tank should be 1 cc per liter of tankage.  
 
III Tour: 
 
• The laboratory possesses a RFC test rig, on which “all kinds of” RFCs can be tested. 

Hydrogen can either be produced from water (in the electrolyzer mode) or can be 
bottled hydrogen. One can add impurities either to the hydrogen (cathode) or oxygen 
(anode) gases if desired in the test. The rig is currently not operational; safety features 
are being repaired. In addition, the RFC work is not funded during the current (1999-
2000) fiscal year. (Dr. Mitlitsky is trying to obtain RFC funding from the Defense 
Advanced Research Projects Agency (DARPA).) 

 
• Dr. Mitlitsky showed me a small RFC that produced hydrogen in the electrolysis  

mode (he demonstrated burning the hydrogen) and produced electricity (turned a 
propeller) in the galvanic mode. 

 
• There were also assorted liners, cases, and parts of both in various states of 

completion throughout the laboratory. 
 
IV Questions and Answers: 
 

 



A large portion of our discussion time was spent going over a series of questions that I 
had sent Dr. Mitlitsky prior to our meeting. Dr. Mitlitsky had prepared a set of written 
responses, and these were referred to often during our discussion. The written responses 
are included in this section:  

For questions directly related to the FY 1999 Annual Review Report prepared by Dr. 
Mitlitsky, the reader is referenced to http://www.eren.doe.gov/hydrogen/pdfs/26938ll.pdf  
 
1. Please explain the philosophy as to why a storage system that is more likely to be 

vehicular, and the regenerative fuel cell, that is more likely to be stationary are 
considered as a unit. 

 
“Regenerative fuel cells (RFCs) have vehicular applications as well as stationary applications. In 
fact, this line of research (RFC systems with lightweight tankage) began as a result of starting 
with a clean sheet of paper and determining which high cycle life energy storage system would be 
optimal (from mass considerations) for vehicles. Vehicles designed around RFC systems with 
lightweight tankage have comparable cost to vehicles designed around primary fuel cell powered 
systems. Unlike primary fuel cell powered systems, vehicles with RFC systems carry their 
infrastructure onboard the vehicle. Therefore, RFCs do not require an extensive hydrogen 
infrastructure for initial market penetration. RFCs can be electrically recharged or rapidly refueled. 
 
“Many classes of vehicles would benefit from closed cycle energy storage (e.g., indoor service 
vehicles, mining vehicles, high altitude aircraft, spacecraft, some boats, some offroad vehicles, 
some construction vehicles). This is similar to the niche for secondary batteries, which primary 
batteries cannot replace in many applications due to cost and logistics. To build closed cycle 
energy storage for vehicles requires the highest performance storage systems, without a superior 
storage system these options fail.” 
 
This may be, but I don’t believe that the RFC project (at least at first) had anything to do 
with vehicles. 
 
2. Is the cryogenic tank that Salvador Aceves is working on simply a totally 

different concept, or are there any overlaps with the lightweight liner/tank 
project? 

 
“There is only modest overlap between Salvador’s cryogenic tank project and the lightweight 
liner/tank project. Although the components for the pressure vessel inside Salvador’s storage 
approach have the same names as the components of a lightweight tank, they face much more 
stringent operating specification. Due to huge technical risks, Salvador has not been able to 
innovate on these components, having found a relatively heavy option already in production. 
Instead his research activity must focus on heat loss and insulating systems outside the pressure 
vessel, in contrast to our effort focuses on weight and hydrogen permeation.” 
 
Dr. Aceves could conceivably use some of the same materials to make a plastic-lined 
tank. Dr. Mitlitsky thought that dicyclopentadiene might be applicable for the cryotank. 
This might decrease overall tank weight. 
 
You can compare hydrogen losses from a compressed gas tank, to liquid hydrogen boil-
off. Dr. Mitlitsky believes that if his liner is 0.15 inches thick, his tank will have a half-
life of 6 months. Hydrogen in a cryotank would not last as long. 

 

http://www.eren.doe.gov/hydrogen/pdfs/26938ll.pdf


 
There appears to be very little overlap. It seems to be two storage projects that happen to 
be at the same laboratory. 
 
3. You stated in your FY 1999 Report that metal liner options will “poison RFC 

systems.” How will this happen? 
 
“The statement from the FY 1999 Report is “Without extreme caution concerning the 
management of residual moisture, the available metal liner options can poison RFC systems.” 
This statement is relevant to hydrogen sources which may have more than negligible amounts of 
water contained (e.g., electrolytic hydrogen production which does not have adequate drying of 
the gas stream). Moisture in the gas stream can react with some metal liners (e.g., aluminum or 
some grades of steel) and leach metal ions into the gas stream. These metals can poison PEM 
fuel cells and reduce lifetimes or performance. 
 
“The term ‘poison’ refers to the inactivation of catalysts, although in the case of PEM, it can also 
refer to the occupation of sites responsible for proton transport. Industry experience has failed to 
confirm the irreversibility of poisoning, although it has compiled a large laundry list of ions 
incompatible with the intrinsically long service life of PEMs. 
 
“If care is taken to use tank liner materials that are compatible with PEM fuel cell plumbing, or if 
water is prohibited from collecting in the hydrogen storage tanks (e.g., by assuring that only dry 
hydrogen is stored) and if water is prevented from forming in the hydrogen container (e.g., by 
preventing low levels of air or oxygen from entering the hydrogen tank), then liner material choice 
does not need to be constrained by compatibility with water and/or fuel cell plumbing.” 
 
Dr. Mitlitsky believes that it is better to use liner material that is not affected by moisture 
than to worry about poisoning. I would agree. 
 
4. Why is your data normalized to MDPE for hydrogen and HDPE for oxygen? 

Since MDPE data appears to be available throughout, why not use it as a 
baseline for everything?  

 
“The data presented in the FY 1999 Report “Table 3. Literature Survey of Some Polymers 
Considered for Tank Liners” was generated primarily by comparing to reference data in “Modern 
Plastics 1991 (Mid-October 1990 Issue Vol 67 (11), pp. 592-6 for Film & Sheet (supplemented 
with pp. 480-528 for Resins & Compounds)”. This reference did not have both hydrogen and 
oxygen permeation data for HDPE, which is a marginally superior permeation barrier compared 
with MDPE (note that oxygen permeation is ~35% greater in MDPE compared with HDPE). In 
fact, HDPE was chosen as a baseline material for liner development, so it is the relevant data for 
comparison within this program which is focused on developing hydrogen tankage. Oxygen data 
is presented because it was readily available, and well-funded RFC programs might be interested 
in storing oxygen. At present, nobody is paying for oxygen permeability data collection (except 
proprietary data in the food wrap industry), so there isn’t much published on materials (e.g., 
polyethylene variants) that might be more suitable for tank liners. Although I agree in principle 
that a good choice for a baseline should be the same for both gases, for this program HDPE is 
the relevant baseline.” 
 
The Table is shown in Exhibit 1. For the liner program, we should just concentrate on 
HDPE. This has become the baseline material at any rate. Anything that has shown lower  
permeability has failed on other grounds. 

 



 
5. We need to discuss the permeation testing methodology shown in Figure 8 of 

your FY 1999 Annual Report. (The figure is hard to follow.) 
 
“Figure 8 - Schematic and Photos of Permeability Test Fixture at SRI shows a permeability test 
fixture at SRI which is capable of screening a wide variety of liner candidates for permeation as a 
function of delta-P up to 5 ksi (34.5 MPa). Tests can be performed at various temperatures, 
induced biaxial strains, and using several different gases, including hydrogen. These tests are 
effectively a modified version of the ASTM gas transmission test using a Dow gas transmission 
cell (ASTM Designation: D 1434-82, section 9.1, 1982, Philadelphia, PA). The ASTM test is 
strictly defined at low delta-P (~30 psi). However, some materials exhibit unexpected permeation 
characteristics at high delta-P (~5 ksi), which is more representative of the design point for 
hydrogen tanks. 
 
“In addition, permeation tends to be exponential with temperature, so elevated temperatures can 
be more indicative of worst-case design points for hydrogen tanks. Some materials also exhibit 
increased permeation as a function of strain cycles (that result from pressure cycles and 
temperature cycles to a lesser extent). A rather large database of hydrogen permeation data has 
been collected on this apparatus for various materials as a function of temperature, delta-
pressure, and biaxial strain.” 
 
The Figure is reproduced here as Exhibit 2. 
 
6. Figure 9 in your 1999 Annual Report seems to indicate that permeability is 

actually decreasing with increasing pressure for several materials. Please 
explain. 

 
“Figure 9 - Measured Hydrogen Permeability of Several Candidate Liner Materials, does show 
that permeability decreases with increasing delta-pressure for several materials, most notably 
HDPE. This phenomenon is not completely understood, has been seen by other groups, and 
might be due in part to the increased compressibility of some materials at higher delta-P. One 
possible explanation is that the increased compressibility could reduce the size of more 
permeable micropores within the material and thus reduce the induced permeability at higher 
delta-P. Note that even in cases where the permeability of the material decreases with pressure, 
the actual permeation (or gas transmission rate) still increases with pressure.” 
 
The Figure is shown in Exhibit 3. 
 
It’s best to track both permeability and permeation. 
 
7. The same report indicates that some life cycle tests are being conducted. Have 

any real time or accelerated aging tests been conducted (or planned) that look at 
mechanical properties and permeability? 

 
“Three different tests have been performed to study mechanical properties and permeability as 
the tank ages: 
 
“Accelerated stress rupture, as defined by NGV2 (hold a tank at 125% of service pressure for 
1,000 hours at 65 °C). 
 
Leak test, ambient pressure cycle test, and repeated leak test. Mechanical tensile tests at 
temperature and various strain rates. This data will allow us to calculate the fatigue properties of 

 



the liner material. Can also predict creep and life expectancy of materials. A separate program 
was undertaken to predict the time effect of the compression set of Nitrile O-rings. 
 
“Direct testing of cycle life issues has only taken place on integrated vessels. These tests were 
performed in house at Thiokol as part of a risk reduction effort to make sure this line of 
development could pass NGV2. When may experimental tanks with nylon liners failed cycle life 
tests, an in-house research program was funded at Thiokol to calibrate and predict cycle life. That 
program acquired strain cycles to failure on ‘dogbone’ test specimens, produced one excellent 
retrodiction (prediction of an experimental result already in hand) of nylon tank cycle life, and was 
abandoned due to lack of specifically useful predictions for the cluster of HDPE liner materials 
now used as a baseline.” 
 
I think the tests that are lacking are ones that need to be done in a hydrogen atmosphere, 
or after materials have been aged in a hydrogen atmosphere. 
 
8. Have physical property tests been carried out as a function of temperature? 
 
“Permeability and tensile properties have been obtained at -40 °F, room temperature, and +180 
°F. These results are limited to the best candidate materials, while the room temperature results 
have been accumulated for a much wider range of plastics in order to find the best candidates.” 
 
9. What are the goals for the properties being tested? 
 
“Obtain permeation, mechanical characterization, and life cycle data for design and analyses. 
Obtain more data as necessary to design a tank liner which serves as an adequate barrier with 
minimal weight. Numerous materials property issues have arisen in the development process that 
required the extension of this testing program, and future developments of even thinner liners 
might require additional measurements that we cannot currently justify (financially) at this time.” 
 
Goals of 2 x 10-16 moles per square meter per second for permeability at room 
temperature and 5000 psi will allow a reduction in liner thickness below the 0.3 inch 
baseline value. Trying to get better than this would likely compromise other 
considerations such as processing ease, temperature dependence, etc. 
 
Strain goals are 1% for thousands of cycles. 
 
To meet natural gas vehicle goals (NGV2), they need to show the ability to cycle 15,000 
times. LLNL has the capability of performing 10 cycles per minute. They use water as a 
recycling fluid, as it is much safer than gas. 
 
10. Has any down-selection been performed as to liner material? If so, to what 

material(s)? What are the relative strong and weak points of these materials? 
 
“Cross-linked high-density polyethylene (XLPE) is our baseline material at this time. No other 
polymeric material has shown better permeability that can be fabricated into a lightweight high 
cycle life tank. Other polymer material with lower permeability are brittle and/or require extra 
processing or protection methods. High cycle life tanks using metal liners tend to be heavier and 
more expensive than tanks with polymer liners.” 
 

 



Other than polyethylene, the only material that looks somewhat promising at this point is 
dicyclopentadiene (DCPD). It has many superior properties (toughness, corrosion 
resistance, wider temperature range, ease of processing), but is not as good a barrier as 
polyethylene. LLNL is currently looking at “treated” versions of DCPD to reduce 
permeability. 
 
11. Your FY 2000 AOP submission indicates some planned work with permeation 

inhibition coatings. Have materials been identified? What type of testing has 
been done, or is planned? 

 
“Yes, candidate materials have been identified. These include “paint on” layers of low 
permeability polymers onto molded polymers. We are also examining plated metal coatings onto 
molded polymers. Samples have been prepared with one paint-on and two plated coatings. 
Another batch of perhaps two coating approaches will also be assembled shortly. All of these 
specimens are headed for the SRI permeation testing apparatus.  Plans are underway at Thiokol, 
under an existing (small) DOE-funded contract, to permeation and burst test an integrated 12” 
vessel with plated liner.” 
 
This work, I believe, is critical to the success of the project. It does not appear that 
polyethylene alone (or perhaps any polymeric material alone) will be satisfactory for 
meeting goals. 
 
12. Is the liner chemically bonded to the composite tank? If so, what bond tests are 

being performed? 
 
“No. There may be a chemical bond formed during processing between liner and composite 
overwrap, but there is no realistic way to test this bond. It is clear that this bond fails during the 
first few cryogenic temperature cycles applied to Salvador’s tanks, without harming their 
performance.  With lightweight liners, the failure of this bond may not be so forgiving, one such 
failure having lead to a leak path in a prototype (thick XLPE liner, conformable) Thiokol tank.  
That tank’s failure locus does not occur in cylindrical tanks, and no direct effort is anticipated to 
improve this bond which has worked well on over a dozen gH2 and NG tanks.” 
 
At one time, LLNL did make an attempt to bond liner to case, but the debonding created 
more problems than no bond at all. 
 
13. What material (if it’s not proprietary) is being used as the binder material for 

the carbon fibers in the composite tank? 
 
“TCR® resin UF3325-93 (resin system in prepreg 93% part B - commercial cure = short cure - an 
8 hr cure, low part B, therefore more flow, process is proprietary, can store at room temperature 
for up to ~1 year, 270 °F cure, 2 hour ramp, hold for 4 hr, 2 hour cooldown = commercial cure). 
Although the epoxies used as matrix materials for advanced composites are not proprietary or 
exotic, their handling is. Even process recipe duplication may not suffice to duplicate matrix 
performance. The resin just mentioned was formulated for its (proprietary) handling 
characteristics, and results in tanks which are tough enough to pass the “bullet test” (part of 
NGV2) easily.” 
 
The resin is a Thiokol product. One of its best properties is its long shelf-life in the 
uncured (prepreg) state. 

 



 
14. In the FY 1999 report, in the “Barriers” section, nothing is indicated as a 

problem in the tank liner area. Do you believe that standard R&D procedures 
with materials already identified will lead to meeting your objectives? 

 
“Yes.” 
 
Our discussions on metal coatings might lead me to believe that they are not there yet. 
Polyethylene is the liner of choice, but it will either be too thick, or will need an as yet 
untested metal coating.  
 
V Additional Discussion: 
 
Liner Material and Processing 
 
• Currently, the LLNL group uses rotomolding (a spin-melt molding process) to 

produce liners. For small numbers of liners, this is the economical way to go, as the 
tooling costs under $20K. 1-4 parts can be made per hour. For mass produced parts, 
they would look at injection molding. The tooling is much more expensive (up to 
$250K), but several parts can be produced per minute. Dr. Mitlitsky is also 
considering blow-molding. This would produce parts even more quickly, and could 
also produce thinner parts. 

 
• Dr. Mitlitsky’s suggested that their liner technology could go in one of several 

directions: Crosslinked polyethylene liner is considered the baseline. From a technical 
standpoint, polyethylene will likely provide an adequate permeation barrier. 
However, for safety reasons “the way the rules are written.” it would likely have to be 
made too thick. Other options are to use a different liner (along with its associated 
problems), or coat the polyethylene with something (outside, inside or both). Many 
liner candidates are too expensive and/or are difficult to process. They may be 
difficult to rotomold or need to be processed in an inert atmosphere, for instance. One 
suggestion is to bond a metal coating onto the outside of the polyethylene liner 
material. The metal acts as a secondary permeation barrier. Injection molding may 
prove a cheap alternative for rotomolding, but LLNL needs someone else to do this. 
The likely problem is that they can’t afford the tooling. This appears to be a good 
indication of the fact that LLNL is not nearly “there yet”. They have both material 
and processing issues. 

 
• So far, only polyethylene has qualified as a single-material candidate. LLNL has 

found that if they use ¼ inch polyethylene inside a composite, they can achieve a 
leakage of 1 cc/hr per liter of tankage at 5000 psi. This is barely acceptable. (or may 
not even be acceptable. My understanding is that DOE wants 0.25 cc) If you use a 
metal coating, you should do better by an order of magnitude. This doesn’t include 
high temperature usage or cycling, however. 

 

 



• As far as coatings go, one potential candidate is vinylidene – basically, Seran Wrap. 
The material can be painted on the polyethylene, and exhibits good permeation 
inhibition – perhaps two orders of magnitude better than polyethylene itself. Metals 
are even better permeation barriers, but they have lower strain-to-failure values.  

 
• Another option is a liner that is only metal. However, the metal will fatigue and fail 

before the composite, so the metal cannot be too thin. So you are increasing weight 
and cost. 

  
• Strains of about 1 percent are needed for tank liners. 
 
• In Dr. Mitlitsky’s words, polyethylene “turns to butter” at 7000 psi. The use of a 

different material at high pressures may be warranted. I would be concerned at 5000 
psi under these conditions. 

 
• Some polymers including polyethylene, if heated back to the cure temperature, will 

perform a one time shrinkage of 6-8 percent. This fact needs to be considered when 
coating the liner. 

 
It would seem to me that the initial cure cycle is not sufficient to totally crosslink the 
polymer, and the recycle is finishing the process. The cure cycle should probably be 
changed to end this problem. 

Composites 
 
• An epoxy binder “looks great” until it is pressurized for the first time, then it starts to 

develop microcracks; that is why you need a liner. 
 
• DCPD is another candidate for composite binder. It is 1-2 orders of magnitude 

tougher than polyethylene, is less subject to corrosion, and is easier to work with than 
is epoxy. LLNL thinks they can manufacture a part that won’t crack and may work 
well. 

 
• The tanks they currently can produce can hold 5% hydrogen. They know that they 

can go higher, but manufacturers think it may be too expensive. For example, they 
could use T-700 carbon fiber tanks, which costs about $17/pound, they may be able to 
accommodate 9-10 percent hydrogen. 

 
• T-1000 carbon fiber tanks will get you to 12% hydrogen, but the fiber is $70/lb – a 

real problem. Perhaps the cost will come down with large volume purchases. 
 
• LLNL has built a prototype tank (with T-1000 fibers), but have not yet burst-tested it. 

Thiokol, however, did successfully perform an armor-piercing bullet test on a tank at 
5000 psi.  

 

 



• LLNL does not do much large-scale testing on-site. They let Thiokol do it, or hire a 
contractor. 

 
Regenerative Fuel Cells 
 
This was not the topic of interest for this visit (recall that RFC R&D is not currently 
being funded at LLNL), but Dr. Blake Myers has a contract to look at safety issues with 
regard to the SRT/National Power halogen RFC project, and wanted to spend a few 
minutes discussing the project. 
 
As we know, hydrogen/halogen RFCs can operate at higher efficiencies than their 
hydrogen/oxygen counterparts. For example, according to Dr. Myers, at 300 amps per 
square foot, the water system has a round trip efficiency of around 40-50%, while the 
HBr system is about 64%. I think the HBr numbers are a little high. The halogen 
systems, however, present many additional safety issues. For instance, Dr. Myers 
recommends complete body coverage in the operating area, and a “clothespin” respirator.  
 
Dr. Myers believes that National Power, with their halogen electrolyzer experience in 
Europe, is a “great partner for SRT.” 
 
Dr. Myers does not see a problem with bromine supply, citing Great Lakes and 
Albermarle in the U.S. and Dead Sea Bromine in Israel as the three leading bromine 
suppliers, each capable of supplying over 300 million pounds of bromine per year. These 
three companies account for roughly 80% of the world’s output. All of these companies 
have good safety records. 
 

 



Exhibit 1.  From Mitlitsky FY 1999 Report (Table 1) 

 

 



Exhibit 2. Permeability Test Fixture From Mitlitsky FY 1999 Report (Figure 8) 
 

 

 

 
 
 
 

 



 
Exhibit 3. Measured Hydrogen Permeability From Mitlitsky FY 1999 Report (Figure 9) 
 

 

 

 
 
 

 



Detailed Analyses 



Hydrogen Bromine-based Electricity Storage 
 
The hydrogen bromine electrochemical cycle, shown in reaction {1} below, has been previously 
recommended as a means of storing electricity because, unlike the water cycle, it is highly 
reversible with demonstrated electric-to-electric efficiencies of 80% or higher (Fritts and 
Savinell 1983, Balko and McElroy 1980).  The HBr-based electricity storage system is best 
suited for 6-10 hour peak shaving applications and is envisioned as a part of a distributed 
generation system.   
 
   H2 + Br2 <----->   2 HBr                   {1} 
 
Figure 1 is a schematic of the proposed HBr-based electricity storage system.  The heart of the 
system is the reversible PEM cell, which can be operated in either electrolysis or galvanic mode.  
Because the HBr reaction is highly reversible, the electrode catalysts for electrolysis and 
galvanic operation are not highly specialized, making it less challenging to fabricate a reversible 
cell that is efficient in both directions.   
 
The process operation is as follows.  HBr is electrolyzed during periods of low electricity 
demand, forming bromine liquid and hydrogen gas which are stored.  Hydrogen gas and bromine 
are recombined in the cell during peak demand hours to produce electricity.  A power electronics 
component rectifies/inverts electricity in and out of the electrochemical cell and manages the 
voltage difference between the stack and the load. 
 
This HBr technology is being developed by SRT Group and National Power, who have 

 developed solar-based HBr energy systems and sodium bromide electrochemical energy storage 
systems, respectively.  The hydrogen bromine electricity storage is in the pre-commercial stage 
and faces the following technical challenges:    
 

Previous laboratory scale demonstrations of HBr cell efficiencies were conducted at low 
current density (i.e., less than 200 Amps/ft2).  High efficiency must be demonstrated at a 
current density above 500 Amps/ft2.  

 
Because hydrobromic acid is electrically conductive, shunt currents limit the number of 
cells that can be stacked in a bipolar configuration. Modular stack output potential is 
limited to 10-20 volts.  Such low voltage will create high resistive losses and increase the 
cost of power electronics equipment, which is generally current- limited.  Several stacks 
could be externally wired in series, but this increases the cost of the system as well.  An 
optimal system that considers stack voltage limitation must be developed. 

 
The field life of the membrane electrode assemblies (MEAs) must be demonstrated.  
Because of the toxicity of the reactants, changing out the MEAs could be expensive 
compared to a water system.  We project that an MEA life of 5-7 years is required for an 
economic system. 

 
The cost of the hydrogen compressor is based on the assumption that the gas outlet 
pressure from the PEM stack is 1,000 psi.  In theory, a high hydrogen gas outlet pressure 



is achievable at low cost by pressuring the water inlet.  If only a 200 psi outlet pressure is 
achievable, the cost of the hydrogen compressor would double. 

 
Table 1 shows a capital cost estimate for a 300 kW 8 hour HBr-based electricity storage system.  
The estimate is based on a 72% AC/AC round-trip efficiency, a reversible PEM stack cost of 350 
$/kW, and a power electronics cost of roughly 175 $/kW.  All these estimates were provided by 
SRT Group and National Power and inherently rely on the resolution of the above technical 
issues. 
 
A financial analysis of the system was conducted based on a hypothetical commercial or 
industrial facility that faces a time-of-use electric rate structure and buys an HBr system to 
reduce its electric bill.  The HBr system would be operated 8 hours per day, 250 days per year.  
A pro forma cash flow analysis model was used to determine the energy rate for peak electricity 
required to yield a 15% after-tax internal rate of return based on an off-peak electric rate of 2 
cent/kWh and a demand charge of 8 $/kW/month  (financial analysis assumptions include 20 
year system life, 50% debt/equity, 7.5% interest on debt, 10 year ACRS depreciation schedule 
and 28% marginal tax rate).  The base case peak electricity cost is 7.9 cents/kWh.  Figure 2 
shows that the required cost of peak electricity varies between 6 and 12 cents/kWh based on 
changes in several key assumptions.   
 
Table 1. Capital Cost Estimate for a 300 kW, 8 hour Hydrogen Bromine-based Electricity 

Storage System 
 

Component Cost 

PEM stack (300 kW, 350 $/kW) 105,000 

Power electronics (inverter 125 $/kW, rectifier 50 $/kW) 55,000 

Hydrogen Compressor (10 kW, 12.6 kg H2 per hr) 26,300 

Hydrogen gas storage (84 kg, 400 $/kg) 33,800 

Acid storage tank (Kynar, 10.7 m3, 6,000 $/m3 installed)  64,000 

Piping and controls  30,000 

Assembly and installation 30,000 

Total capital cost $ 344,100 

Size of equipment based on a 72% round trip efficiency 
 
 
 
As a comparison, a diesel generator (12 kWh/gallon efficiency, 1 $/gallon fuel cost, 1 cent/kWh 
O&M) operated 8 hrs/day 250 days per year requires an electricity rate of 5.4 cents/kWh to yield 
a 15% IRR.  On the other hand, the 1996 average rate for electricity for industrial customers in 



New England was 7.92 cents/kWh (both peak and off-peak, Electric Power Annual 1996 
Volume II, 1997).  Our assessment is that the HBr-based electricity storage system has the 
potential to be commercially viable if the developers achieve their cost and efficiency goals.   
 
A proposed area of future work is to evaluate the HBr system as an addition to wind/diesel 
hybrid systems in remote applications.  The HBr system would manage the interface among the 
wind turbine generators, the diesel generators, and the load.  It would enable the diesel 
generators to run at a more level rate increasing the fuel efficiency and extending their useful 
life.  Lead acid batteries have been proposed to serve the same function.  The HBr system offers 
the benefit that longer duration storage is less costly.  A deeper storage system can capture a 
significant amount of excess turbine energy and allow a higher capacity wind turbine system for 
a given size load. 
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Hydrogen-fueled Buses 
 
Table 1 shows significant recent industrial activity aimed at developing hybrid electric power 
systems for vehicles.  A hybrid electric vehicle (HEV) offers improved fuel efficiency, reduced 
pollutant emissions, and reduced wear and tear on the mechanical components over vehicles 
powered by a conventional internal combustion engine (ICE).  For transit bus applications, 
hybrid electric vehiles offer adequate range where all-electric vehicles fall short.  Most 
commercial efforts are focused on diesel, gasoline, or natural gas-fueled systems.  Energetics has 
analyzed the feasibility of using hydrogen fuel for hybrid electric power systems and the 
incremental cost compared to diesel, gasoline, or natural gas-fueled systems.  The objective of 
the analysis is to build on the Hydrogen Program’s experience with the Savannah River Bus and 
explore the impact of more advanced hydrogen storage and hydrogen-fueled electricity 
generation components.  A full report will be published later this year.  The analysis and 
preliminary results are summarized below. 
 

Table 1.  Hybrid Electric Vehicle Development Activities 
 
Market  Company

/Model 
Fuel and power 

system 
 

StatusStatus  
Toyota  
Prius 

Gasoline ICE 
HEV 

Began sales in Japan Dec 10, 1997, has delivered 700 and 
has 3700 on back order.  Monthly production of this car has 
gone from 1000 to 2000 per month to meet demand.  The car 
travels 66 miles per gallon 

GM 
Modified
EV1 

Diesel ICE, 
Natural gas ICE, 
and PEM HEV 

Experimenting with hybrid electric power systems in the 
EV1 platform 

Chrysler 
Intrepid 
ESX 

Diesel ICE HEV Built a series hybrid electric four door car in 1996, working 
on a parallel hybrid electric. 

Passenger 
Vehicle 

 

Mitsubishi 
Space 
Wagon/ 
Chariot 

Diesel ICE HEV Mitsubishi is expected to introduce these two cars over the 
next two years. They have also developed an all-electric 
Miata. 

Bluebird 
Bus 

Diesel, natural 
gas and H2 ICE 
HEV 

Involved in the hydrogen bus project.  Have experimented 
with natural gas and diesel hybrid electric systems as range 
extenders for their electric school bus. 

Lockheed-
Orion 

Natural Gas ICE 
HEV 

Recently won a competitive award to supply 4 diesel hybrid 
electric buses to New Jersey Transit and 10 diesel hybrid 
electric buses to New York Transit Authority.  Units will be 
delivered in 1998.  Future plans will depend on the 
performance of these units in the field. 

APS 
Systems 

Prpoane ICE 
HEV 

Plan to put one prototype bus into service in Calfornia in 
1998.  Nickel cadmium batteries, propane rotary engine. 

Transit & 
School 

Bus  
 
 

Advanced 
Vehicle 
Systems  

Natural Gas ICE  
HEV 

Built two natural gas hybrid electric buses to be used in 
Chattanooga, Tennessee. 

Military TDM Diesel ICE HEV Won an award to build 10-15 hybrid electric service 
vehilcles for the US Army. 



 Unique 
mobility 
HE 
hummer 

Diesel ICE HEV Developed a hybrid electric hummer for the U.S. Army.  
Offers improved performance over conventionally-powered 
hummer.  Also, can run in “Stealth mode,@ running only on 
the electric motor. 

 
 
 
Table 2 shows the curb weights of several diesel, natural gas, and hydrogen-fueled 
transit buses.  Notice that the curb weight of the diesel hybrid electric vehicle is 4,430 
pounds higher than the conventional diesel ICE, mostly due to the weight of the 
batteries.  The gross vehicle weight for a diesel hybrid is increased to 38,000 pounds 
giving a net reduction in people-carrying capacity of 1,430 pounds, or nearly 20%.  The 
natural gas and hydrogen options are heavier still because of the increase in on-board 
fuel storage and ICE weight compared to diesel.  This incremental weight directly 
displaces people-carrying capacity because the two-axle bus gross vehicle weight is 
limited to 38,000 pounds by the weight-bearing capacity of the roads.   
 
The data in Table 2 indicate that reductions in the weights of the batteries and power 
systems are important to developing hybrid electric buses.  In reduced range applications 
or smaller size transit buses the weight limitations may not be as severe. 
 
 
Table 2. Weights of Conventional and HEV buses 
 

 Diesel Natural Gas Hydrogen 

Bus Component ICE Hybrid Hybrid Pressure 
Vessel 

Mg Hydride 

Batteries 0 4,000 4,000 4,000 4,000 

Fuel Storage1 200 130 170 650 1,900 

ICE2 2,000 1,400 2,100 2,800 2,800 

Motor/ 
Generator3 

0 600 600 600 600 

Balance 24,800 25,300 25,300 25,300 25,300 

Vehicle Curb 
Weight 

27,000 31,430 32,170 33,350 34,600 

Gross vehicle 
weight limitation 

36,000 38,000 38,000 38,000 38,000 

Passenger 
weight capacity 

8,000 6,570 5,830 4,650 3,400 



1 Based on a 200 mile range 
2 Diesel engine weight based on 275 hp Navistar Engine; 30% power reduction for HEV; 
multipliers of 1.5 and 2.0 used for natural gas and hydrogen ICE’s respectively 
3 Estimates of advanced systems from Solectria and Fisher Electric Technology  

 
 
 
A transit bus will be driven anywhere from 20,000 to 40,000 miles per year, and fuel 
cost is an important part of the overall bus cost.  Figure 1 shows the fuel cost for diesel, 
natural gas, and hydrogen buses over a range of hydrogen fuel costs.  A first-of-a-kind 
natural gas reformer sized to fuel 40 buses could deliver compressed hydrogen at a cost 
of 5 $/kg (Thomas, C.E., et al, 1997).  Clearly, low-cost hydrogen is needed to enable 
commercialization of hydrogen fueled buses. 
 
The success of the hybrid electric platform hinges largely on the development of a 
peaking battery.  If an acceptable peaking battery is developed and the hybrid electric 
platform proves commercially viable, on-board natural gas combustion is a strong 
competitor to hydrogen. Diesel emits relatively large amounts of nitrous oxides and 
particulate matter and not readily comparable to hydrogen.  Natural gas exhibits full life-
cycle pollutant and greenhouse gas emissions comparable to hydrogen.  It is less 
expensive than hydrogen on a delivered-energy basis, and the efficiency differential 
between a hydrogen-fed PEM fuel cell and a natural gas ICE are reduced in a hybrid 
electric platform.  (This is driven by the fact that the level operation of the ICE in a 
hybrid electric platform greatly increases its efficiency, and the parallel hybrid, a new 
development in hybrid electric vehicles that offers increased fuel efficiency, is not 
amenable to a fuel cell. A parallel hybrid is a hybrid of a hybrid in which mechanical 
torque from the ICE can be transferred directly to the wheels when it is optimal to do so.  
Since a fuel cell does not generate torque, it cannot utilize a parallel hybrid 
configuration.)   
 
The question then is how can a hydrogen bus be differentiated from a natural gas bus to 
become preferable?  One possible differentiating characteristic is carbon dioxide 
emissions and global climate change.  Because a vehicle with on-board hydrogen storage 
is carbon-free, it is potentially carbon dioxide emission-free.  However, the development 
of renewable-based hydrogen production technologies and/or carbon dioxide 
sequestration systems are required to realize zero full life-cycle carbon dioxide 
emissions.  Another potential motivation characteristic is robustness of pollutant 
emissions.  Natural gas ICE systems rely on tailpipe clean-up to achieve low emissions 
and the performance of the clean-up device may degrade over time and during transient 
conditions.   
 
Advanced hydrogen storage options being developed by the Hydrogen Program can also 
differentiate hydrogen from natural gas.  These are low-pressure systems that do not 
require a high-pressure gas compressor and have markedly different vehicle safety 
characteristics.  Hydride and fullerene near- to mid-term options require heat at 120 to 
250 oC to release hydrogen and so require an on-board heat balance.  This is difficult to 



achieve with a PEM fuel cell that rejects heat at 60-80 oC.  Internal combustion engines 
operate at 300-400 oC and are a better heat match with advanced hydrogen storage 
options.  
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Figure 1. Fuel Cost For Transit Buses 
 

 



 
Feasibility of Using Low-rank Western Coal as a Carbon Source for Hydride 

Regeneration 
 
 
Introduction and Background 
 
One of the storage systems that is being considered for hydrogen, both on-board and in stationary 
applications is a system being proposed by Thermo Power Corporation. In this system, a reactive 
metal hydride such as LiH or CaH2 is transported in slurry form, using mineral oil as the carrier 
fluid, to its point of use. After the hydrogen is recovered by reacting with water, the spent 
material is in the form of an hydroxide. For example: 
 

CaH2 + 2H2O à 2H2 + Ca(OH)2 [1] 
 
or: 
  

LiH + H2O  à H2 + LiOH  [2] 
 
Thermal Power then proposes to take the hydroxide and reconvert it to the hydride through the 
following series of steps: 
 

Ca(OH)2 à  CaO + H2O   (+15.5 kcal)   [3] 
CaO + C à CO + Ca   (+125.5 kcal)   [4] 
H2O + C à CO + H2   (+41.9 kcal)   [5] 
H2 + Ca à CaH2    (-45.1 kcal)  [6] 
2CO + O2 à 2CO2   (-135.3 kcal)  [7] 

 
Overall:      Ca(OH)2 + 2C + O2 à CaH2 + 2CO2 (+2.6 kcal)           [8] 
 
Or for the lithium analog: 
 

2Li(OH) à  Li2O + H2O   (+22.6 kcal)   [9] 
 Li2O + C à CO + 2Li            (+115.9 kcal)   [10] 
H2O + C à CO + H2   (+41.9 kcal)   [5] 
 H2 + 2Li à 2LiH    (-45.8 kcal)  [11] 
2CO + O2 à 2CO2   (-135.3 kcal)  [7] 

 
Overall:      2LiOH + 2C + O2 à 2LiH + 2CO2 (-0.8 kcal)          [12] 
 
Considering reactions [1] and [8] for the calcium system, and reactions [2] and [12] for the 
lithium system, it can be seen that in both cases, one mole of carbon leads to one mole of 
hydrogen. 
 
Thermo Power, has proposed that they can obtain a “char” which has a heating value of about 
14,000 Btu/lb. Thermo Power further states that the char can be obtained on site in a regeneration 



plant located on the East Coast for no more than $1.67/MMBtu (Breault et al, 1999). It has been 
proposed that an alternative low cost process might be to use a low-rank Western coal as a 
carbon source. The purpose of this analysis is to consider this option and determine under what 
conditions, if any, such a process would be feasible.  
 
If one were to use a low-rank coal as a carbon source, and the hydrogen is being used in the 
eastern part of the country, the options open are: 
 
• Move the spent hydroxide west 
• Move the low-rank coal east 
 
The cost of these transportation processes as compared with the on-site use of the char is then 
considered. Note that the cost of regenerating the hydride from the hydroxide is not part of this 
analysis, as this process would have to take place regardless of the location or carbon source. 
However, the efficiency of this process is needed in order to estimate the amount of coal or char 
that needs to be transported. 
 
The coal that was chosen for this exercise is Wyodak sub-bituminous coal from Campbell 
County, Wyoming. The coal was picked to coincide with that being used by another project 
involving low-rank Western Coals that is being co-funded by DOE/EE and DOE/FE, and is 
being performed at the National Renewable Energy Laboratory (Golden, CO) and the Federal 
Energy Technology Center (Pittsburgh, PA). The proximate and ultimate analyses for Wyodak 
coal are shown in Table 1. 
 
 

Table 1: Proximate and Ultimate Analyses of Wyodak Coal (As received) 
 

Proximate Analysis (%)  
Moisture 26.6 

Volatile Matter 33.2 
Fixed Carbon 34.4 

Ash 5.8 
  

Ultimate Analysis (%)  
Sulfur 0.6 

Hydrogen 6.5 
Carbon 50.0 
Nitrogen 0.9 
Oxygen 36.2 

  
Heating Value (Btu/lb) 8630 

 



 
Since Thermo Power at this point is considering Massachusetts (the site of their laboratory) as 
the potential site for hydride dispensing, the calculation will include: 1) the cost of moving 
Wyodak coal from Wyoming to Massachusetts, 2) alternatively, the cost of moving spent 
hydroxide in slurry form, from Massachusetts to Wyoming (where the regeneration process 
would occur) and then moving the hydride slurry back to Massachusetts, and 3) a comparison 
with the cost of using Thermo Power’s char.  
 
Cost for Transporting Western Coal to Massachusetts 
 
In order to estimate the cost of transporting coal from the western U.S. to Massachusetts it is 
important to understand that western coal is not currently used in Massachusetts electric power 
plants.  Therefore, no real data exists with organizations such as FERC for what it would actually 
cost to transport Western coal to Massachusetts by rail.  A methodology has been developed that 
estimates the hypothetical cost of transporting western coal to Massachusetts.  This is a 
preliminary estimate only to be used for comparing different scenarios and it should not be used 
for detailed engineering assessments of these options. 
 
Wyodak is the most productive coal bed in Wyoming, with Campbell County being the largest 
coal producing region in Wyoming  (Energy Information Administration, Dec. 1998). However, 
since no Wyoming coal is shipped to Massachusetts, in order to calculate the transportation cost 
of sending coal by rail from Wyoming to Massachusetts the following methodology is used: 
 
The average mine-mouth price of coal in Wyoming (nominal dollars, 1997) = $6.00/short ton 
(Energy Information Administration, May 1998, p. 154, Table 80).  The delivered cost of coal is 
defined as the mine-mouth price + transportation + taxes + commissions + insurance + 
equipment lease costs.  Since we only have data on mine-mouth price and delivered price of coal, 
our definition of aggregate transportation cost includes transportation, taxes, commissions, 
insurance and equipment lease costs.  Table 2 shows delivered and aggregate transportation cost 
for coals from Wyoming for 1997.  Table 2 also shows approximate distances for each state from 
Wyoming.  Figure 1 plots the aggregate transportation cost as a function of distance from 
Wyoming.  

 
 

Table 2 Aggregate Transportation Cost of Wyoming Coal, 1997 
 

Destination 
state 

Delivered 
cost ($/ton) 

Distance 
from WY 
(miles) 

Transportation 
cost ($/ton) 

AL 19.49 1,080 13.49 
AZ 18.99 690 12.99 
AR 28.56 860 22.56 
CO 14.95 300 8.95 
FL 24.59 1,630 18.59 
GA 26.29 1,160 20.29 
IL 30.70 790 24.70 



IN 19.89 900 13.89 
IA 15.31 580 9.31 
KS 16.69 580 10.69 
KY 21.60 1,010 15.60 
LA 25.82 1,120 19.82 
MI 18.59 960 12.59 
MN 19.04 540 13.04 
MS 23.22 1,020 17.22 
MO 15.56 780 9.56 
MT 9.24 240 3.24 
NB 10.06 500 4.06 
NV 18.79 620 12.79 
NC 31.80 1,290 25.80 
ND 11.02 420 5.02 
OH 21.63 1,040 15.63 
OK 15.80 670 9.80 
OR 19.95 630 13.95 
TN 15.67 1,090 9.67 
TX 26.18 1,010 20.18 
UT 22.68 320 16.68 
WI 16.64 780 10.64 
WY 14.16 210 8.16 

Sources: 
Mine-mouth cost = $6.00/ton (Source: Energy Information Administration, 
May 1998, p. 154, Table 80) 
Delivered cost: Source: Energy Information Administration, 1995, p. 35 – 
38, Table 23. 
Distance = Measured roughly from Wyoming to major urban center of 
each state. 
Transportation cost = Delivered cost – mine mouth cost 

 



 
 

Figure 1. Aggregate Transportation Cost of Wyoming Coal 
 
 
As can be seen from Figure 1, while there is an upward trend with increasing distance, there is 
also considerable scatter in the data.  This is due to the fact that what is being plotted here is not 
the real transportation cost only but an aggregate transportation cost which includes the rail cost 
and other factors such as taxes, commissions, insurance and equipment lease costs. 
 
Nonetheless, using the best- fit regression equation in Figure 1, the cost of transporting the coal 
from Wyoming to Massachusetts can be calculated.  Assuming the distance from Wyoming to 
Massachusetts to be 1,490 miles (approximate distance from Campbell County, Wyoming to 
Boston, Massachusetts) the aggregate transportation cost from Wyoming to Massachusetts would 
be: 0.167(1490)0.657 = $20.30/ton.  Delivered cost for coal from Wyoming to Massachusetts 
would be: $20.30 + $6.00 = $26.30/ton (aggregate transportation cost + mine -mouth cost). It 
should be pointed out that the transportation cost assumes that the coal cars would be returned 
empty to the mine. In some cases it is possible that a second product could be identified for the 
return trip. This would act as a credit, and reduce the cost of coal transportation. 
 
According to the ultimate and proximate analyses as indicated in Table 3, the Wyodak coal has a 
carbon content of 50% on an as-received basis. Thus, the cost of delivered carbon is $26.30/0.5 =  
$52.60 per ton. Even more important is the fact that the useful carbon – that which would be 
used in the regeneration process shown in equations [8] and [12] would likely be the fixed 
carbon. This as shown in Table 3, makes up 34.4% of the coal by weight. The cost of delivered 
fixed carbon is $26.30/0.344 = $76.45 per ton. Right now, due to the state of development of the 
Thermo Power process, no data is available on what percent of the fixed carbon can be utilized 
by the regeneration reactions (equations [8] and [12]). Clearly, the process economics would 
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depend significantly on the level of carbon conversion that could be achieved and further data in 
this area (on the basis of pilot plant tests for example) is essential to deriving meaningful 
conclusions from this analysis.  
 
The delivered cost of coal on a Btu basis can be calculated simply from the as-received heating 
value and the delivered cost per ton: 
 
 $26.30/ton  / (8630 Btu/lb   X  2000 lb/ton)    =  $ 1.52/MMBtu 
 
On a fixed carbon basis, this is equivalent to: 
 
 $ 1.52/MMBtu  /  0.344    =  $4.43 /MMBtu 
 
compared with the reported cost of the delivered char, $1.67/MMBtu, without even considering 
the cost of converting the coal to char.  
 
Remembering that one mole of carbon produces one mole of hydrogen (or 12 pounds of carbon 
produces 2 pounds of hydrogen), and that hydrogen has a heating value of 61,000 Btu/lb, the cost 
of delivered Wyodak-based fixed carbon to produce one million Btu of hydrogen can be 
calculated: 
 
($76.45/ ton C/ 2000 lb C/ton C ) X (12 lb C/2 lb H2) X (1 lb H2 /0.061MM Btu H2)  
= $3.76/MMBtu.   
 
The cost of delivered char to produce the same amount of hydrogen is calculated by: 
 
($1.67/MMBtu C X 0.014 MMBtu C/lb X (12 lb C/2 lb H2) X (1 lb H2 /0.061MM Btu H2) = 
$2.30/MMBtu. 
 
 
Cost for Transporting Hydroxide from Massachusetts to Wyoming, and Hydride 
from Wyoming to Massachusetts 
 
Next, the alternative path of transporting the hydroxides to the mine mouth is considered. First,   
the weight of hydroxide that must be moved as a function of the hydrogen energy that it will 
eventually become is calculated. The hydroxide will be converted back to a hydride by reactions 
[8] or [12], and then used to make hydrogen by reactions [1] or [2], respectively. One mole of 
LiOH leads to one mole of hydrogen; one mole of Ca(OH)2 leads to two moles of hydrogen. If  
61,000 Btu is used as the energy content of one pound of hydrogen, one pound of LiOH leads to 
5080 Btu of hydrogen, and one pound of Ca(OH)2 leads to 3297 Btu of hydrogen. 
  
Next, the state of the hydroxide as it is collected from a storage area in Massachusetts is 
considered. Thermo Power is considering using water to wash the spent hydroxide out of the 
reaction chambers (where hydrogen is made), and then turning the mix into a manageable slurry 
with more water. R. Breault has indicated that a 60-65 weight % slurry could be made from 
LiOH and water, and a 70 weight % slurry could be made from Ca(OH)2 and water (Breault, 



1999). The following assumptions to obtain a best-case scenario for this preliminary assessment 
will be made: 
 
• The degree of difficulty of shipping will not be increased by a lack of slurriability of the 

hydroxide. That is, we will assume that the slurry is mixable, stable, and pumpable under the 
loadings designated above. 

 
• There is no residual, unreacted hydride in the hydroxide material (this would react with the 

water upon slurrying). 
 
• The hydroxide will not need grinding or further processing to make it slurriable. 
 
• The surfactant’s  cost and concentration will not be included at this time. 
 
The densities for LiOH and Ca(OH)2 respectively are 1.46 and 2.24 grams/cc. About 11% by 
weight LiOH is soluble in water, while Ca(OH)2 is virtually insoluble (less than 0.2%). Using 
these values, the relationships between the volume of hydroxide/water slurries and MMBtu of 
hydrogen are shown in Figure 2 for 25-95% by-weight hydroxide slurries. The analogous weight 
relationships are shown in Figure 3. These data show, for example, that 30.75 gallons of a 60% 
by-weight LiOH slurry would need to be regenerated to eventually produce 1 MMBtu of 
hydrogen. This amount of slurry would weigh 329 pounds. For a Ca(OH)2 slurry, a 70% slurry 
would require 31.9 gallons, and would weigh 434 pounds. 
 
 
 
 
 
 
 
 



 
Figure 2. Hydroxide Slurry Volume Resulting in 1MMBtu Hydrogen 

 

 
Figure 3. Weight of Hydroxide Slurry Representing 1MMBtu Hydrogen 
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If it is then assumed that the hydrides are regenerated by the aforementioned processes in 
Wyoming, and then slurried in mineral oil and shipped back to Massachusetts, analogous 
calculations can be performed on these hydrides. The densities of LiH and CaH2 are 0.82 and 1.7 
grams/cc, respectively. The hydrides are slurried in mineral oil, having a density of 0.82 
(Breault, 1999). The hydrides are, of course, insoluble in the mineral oil. The volume and weight 
relationships between the hydride/mineral oil slurries and MMBtu of hydrogen are shown 
respectively in Figures 4 and 5. These data show, for example, that 16.03 gallons of a 60% by-
weight LiH slurry would need to be regenerated to eventually produce 1 MMBtu of hydrogen. 
This amount of slurry would weigh 110 pounds. For a CaH2 slurry, a 70% slurry would require 
23 gallons, and would weigh 247 pounds. 
 
 

 
 

Figure 4. Hydride Slurry Volume Resulting in 1 MMBtu Hydrogen 
 
 
In considering the cost of transporting the hydroxide and hydride slurries, an assumption will be 
made that the cost of transporting slurry is the same as transporting coal.  This represents a lower 
limit of the cost.  This is because coal transportation is assumed to occur on open rail cars with 
no cover, the rail cars are not lined with any material to protect them from corrosion, and there is 
no pre-treatment of the coal to reduce dust or exposure along the way.  Transporting the slurries 
would presumably have to involve some protection of the rail-cars from the slurry and may 
necessitate other types of controls such as covers or sealed vessels to minimize exposure to the 
elements.  Thermo Power has suggested (Breault, 1999) that the slurries could be carried in a 
tarp-covered rail car.  The equivalency of the coal cost to the slurry transportation cost allows us 
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to evaluate the economics of this option under highly optimistic conditions.  If the economics 
under these favorable conditions do not turn out to be attractive then it is difficult to see how the 
cost could be improved to make this option competitive with the cost of transporting the coal 
from west to east. 
 

 
 

Figure 5. Weight of Hydride Slurry Representing 1 MMBtu Hydrogen 
 
Recall that the cost of shipping coal from Wyoming to Massachusetts was $20.30 per ton (not 
including the cost of the coal at the mine mouth). So this number, $20.30 per ton, can serve  as 
the lower limit of the shipping cost of the slurries. It has been estimated (Breault, 1999) that the 
relative slurriabilities of the hydrides and hydroxides are about the same; LiH will produce a 
slurry with about the same ease as LiOH, etc. Using this, the weight of the hydroxide slurry can 
be added to that of the hydride slurry at any particular loading to get an estimate for the round-
trip weight requirement per Btu of hydrogen. The curves relating slurry loading to the equivalent 
hydrogen cost are presented in Figure 6. Again, looking at the base cases, the 60% lithium 
slurries would incur a transportation cost of  $4.45/MMBtu hydrogen, and the 70% calcium 
slurries would incur a transportation cost of  $6.91/MMBtu.  
 
 
Comparison of Costs/Conclusions 
 
Finally, comparisons can be made of moving slurries back and forth to Wyoming from 
Massachusetts with the options of moving the Wyodak coal east, and using the “char” that 
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Thermo Power initially proposed. Recall, that if all the fixed carbon in the coal is converted to 
hydrogen, the cost of moving the coal east is $3.76/MMBtu hydrogen. This would then be less 
expensive than the cost of either the 60% lithium slurry or the 70% calcium slurry. The 
$2.30/MMBtu hydrogen cost  for the char is cheaper yet. However, if the conversion rates of the 
carbons are less than 100%, the slurry transportation option becomes more feasible. This is 
because a slurry transportation cost is not a function of carbon conversion. 

 
 

 
 

Figure 6. Cost of Round Trip Transport of Lithium and Calcium Slurries 
 
 
Figure 7 presents the sensitivity to carbon-conversion efficiency of the equivalent transportation 
costs of Wyodak coal and “char” as compared to 50, 60, and 70% lithium and calcium slurries. 
As can be seen, transport of 60% lithium slurries become the less expensive option for 
conversion efficiencies of less than 85% of the Wyodak fixed carbon, and for less than 55% of 
the char. For the 70% calcium slurries to become the le ss expensive option, the conversion 
efficiency of the Wyodak fixed carbon would have to be less than 57%, and the char conversion 
would have to be less than 35%. 
 
If the carbon-conversion level is low, the process is likely not economical. Thus it would be less 
likely that shipping slurries is a good option. this is especially true when one considers the fact 
that this analysis does not consider any additional transportation-related costs involving making 
the slurries or shipping them under optimal conditions. If these factors are added, the slurry lines 
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in Figure 7 move upward, making the intersections occur at even lower values of carbon 
conversion. 
 
It would seem then, that using the char would be the least expensive option. Recall, however, 
that we are only dealing with transportation costs or equivalent transportation costs. Further 
analysis would include information on the conversion processes. For instance, if a high 
conversion percentage were possible for the Wyodak coal at the mine mouth, and this conversion 
– presumably a pyrolysis process – also produced salable hydrogen (or another salable product), 
the net cost of transporting the slurries including the hydrogen “credit” may be lower. 
 

 
 

Figure 7. Comparison of Transport Cost as a Function of Carbon Conversion 
 
 

It should also be noted that this analysis only deals with long-range transportation cost: 1490 
miles. Since delivered coal prices are so dependent on transportation, shorter distances will likely 
present a different picture.  
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Analysis of the Sodium Hydride Based Hydrogen Storage System 

We considered the viability of a system for storing hydrogen on-board a vehicle in the form of plastic-
encapsulated sodium hydride (NaH) pellets. Hydrogen is produced when the pellets are cut and 
immersed in water. The exposed NaH surface reacts with water, releasing hydrogen and forming 
sodium hydroxide (NaOH) as a byproduct. Later, in an off-board activity, the hydroxide is recycled to 
hydride via a multi-step regeneration process that relies on methane as both a fuel and a reactant. This is 
a preliminary analysis that required the development of conceptual designs for several of the process 
steps and the need to make several assumptions in order to complete the overall systems analysis. The 
analysis was peer reviewed by several members of their hydrogen community, and their comments were 
taken into account in the preparation of this document.  
 
Executive Summary 
The reaction of sodium hydride with water to form hydrogen and sodium hydroxide can be utilized 
onboard a vehicle to deliver hydrogen to an onboard power system.  PowerBall Technologies, LLC has 
developed a novel means of controlling the reaction: they encapsulate small amounts of sodium hydride 
in plastic balls.  These balls are sliced open one at a time onboard the vehicle to deliver hydrogen as 
needed.  We estimate a sodium hydride-based storage system can achieve a hydrogen storage density 
of 4.3 wt% and 47 kg/m3, including all ancillary equipment.  PowerBall Technologies, LLC is also 
developing a novel method of manufacturing the sodium hydride material.  Instead of the traditional 
electrochemical process, they propose to form sodium metal by reacting natural gas and sodium 
hydroxide.  A preliminary assessment indicates the cost of hydrogen delivered to a vehicle is about 
$5.3/kg ($39.4/MMBtu) using the sodium hydride system being developed by PowerBall Technologies, 
LLC.  The implementation of cost reduction steps, based primarily on an alternative source of NaOH, 
results in a decrease of the cost of hydrogen to about $4.1/kg ($30.5/MMBtu).  
 
One large component of the cost of the process is the energy requirements, with the key factor being the 
cost of regenerating the sodium hydride from sodium hydroxide. The full life-cycle energy consumption 
of the base case sodium hydride process is 4.0 kWh of energy per kWh of hydrogen delivered to the 
vehicle compared to 2.2 and 1.7 for liquid hydrogen and compressed hydrogen gas, respectively.   
 
A comparison of the cost of delivered hydrogen from the PowerBall process with compressed 
hydrogen and liquid hydrogen is $5.3/kg for the base case PowerBall process, $4.1/kg for the lower 
cost PowerBall option, $ 1.4/kg for compressed hydrogen, and $2.8/kg for liquid hydrogen. When one 
includes the estimated cost of the respective on-board systems, however, the numbers become 
somewhat closer. The onboard equipment for the PowerBall process is estimated at about $0.46/ kg H2 
compared to the capital cost of a pressure vessel, $750, which equals about $0.88/kg of hydrogen 
stored over the life of a vehicle.  The overall costs are then about $5.76/kg for the base-case PowerBall 
system, $4.56/kg for the lower cost PowerBall system, $2.28/kg for compressed hydrogen, and 
$3.30/kg for the liquid hydrogen system.  
A comparison can also be made between the cost of hydrogen from the PowerBall system, and the cost 
of gasoline. Using the comparative values of 31.4 miles/gallon gasoline for a standard AIV (Aluminum 



 

Intensive Vehicle) Sable, and 82.3 miles per gallon-equivalent for a fuel cell vehicle1, a hydrogen cost of 
$5.30/kg is roughly equivalent to a gasoline cost of $2.02 per gallon, not including taxes. (An on-board 
hydrogen fuel cell vehicle will be more fuel-efficient than a gasoline ICE vehicle). A hydrogen cost of 
$4.10/kg is roughly equivalent to $1.56 per gallon (untaxed).  
 
Aside from the relatively low cost of the on-board PowerBall operating system, another “plus” is the 
fact that the encapsulated ball system is amenable to the initial situation of a small number of vehicles in a 
geographic area. 
  
It should also be pointed out that the application of the PowerBall technology in the chemical industry 
represents an attractive option. The estimated plant gate manufacturing cost of sodium metal via 
PowerBall Industries’ thermochemical process could be as much as ten times less than the current 
commodity price for sodium produced via electrolysis. Also, the encapsulation concept could greatly 
lower the cost of transporting sodium and/or sodium hydride. PowerBall might consider pursuing 
applications for its technologies within the chemical industry in the near term, with a plan to expand into 
energy systems in the future. 
 
Recently, PowerBall unveiled a modified recycling process. In this process, the syngas (CO + H2) 
which is formed during the first step of the recycling process is in part combusted to produce 
heat to raise the reaction temperature, and in part reacted to produce more methane feedstock. 
As an addendum to this report, we have addressed this modification in the form of a very 
preliminary analysis.  
 
PowerBall has indicated that the overall modified process is superior in that it produces more 
hydrogen per unit methane, and that the overall reaction is exothermic. Our preliminary analysis 
indicates that while 
- The amount of hydrogen produced per unit methane has indeed increased, and 
- The overall reaction is exothermic,  
The following mitigating factors need to be considered as well: 
- The exothermicity of the overall reaction is in part due to the inclusion of a step (the 

hydriding of sodium) which is done separately, and from which the heat likely could not be 
used in the integrated process. Without this step, the overall reaction is endothermic. 

- The benefit incurred by the decrease in the amount of methane feedstock needed is likely 
more than offset by the need for multiple separations, multiple reactors, and the added cost 
of oxygen to burn the syngas. 

 
 
 
 
 

                                                 
1 “Integrated Analysis of Hydrogen Passenger Ve hicle Transportation Pathways”, C.E. Thomas et al, Directed 
Technologies, Inc., Report to the National Renewable Energy Laboratory, Subcontract AXE-6-16685, March 1998.  



  

Background  
 
The PEM fuel cell has potential to be the next-generation vehicle power system, but delivering pure 
hydrogen fuel to the PEM stack, either through onboard storage of neat hydrogen or the processing of 
fossil fuels on-board, remains a barrier on the basis of cost, weight, and/or volume. The two 
commercially available options for onboard storage of hydrogen, compressed gas or liquid, are energy-
intensive and would require significant investment in distribution infrastructure.   
 
The Department of Energy’s Hydrogen Program seeks to improve the commercial viability of hydrogen-
based energy systems, and the Program is funding R&D into advanced hydrogen storage technologies, 
including chemical hydrides and carbon absorbents.  Another approach being explored by PowerBall 
Technologies, LLC is to react a metal hydride with water to produce hydrogen gas and the 
corresponding metal hydroxide.  Potential reactants include sodium, sodium hydride, calcium, and 
lithium.  PowerBall Technologies, LLC has focused its efforts on sodium hydride because, compared to 
the others, it offers adequate weight and volume density, fast kinetics, and a clear recycle loop as will be 
discussed below. 
 
The sodium hydride / water reaction {1} is strongly exothermic and proceeds vigorously upon contact 
of the reactants.  In order to control the reaction for use as an onboard hydrogen source, PowerBall 
Technologies, LLC proposes that the sodium hydride be encapsulated in plastic-coated pellets 
(nominally 1.5 inches in diameter with a coating of polyethylene 0.020 inches thick).  The pellets are 
stored onboard a vehicle, sliced open one at a time, and contacted with water to produce hydrogen as 
needed. 
 

NaH + H2O  --> NaOH + H2  -31.5 kcal/mole H2  {1} 
 
The objective of this analysis is to characterize the sodium hydride-based hydrogen storage system and 
compare it to compressed gas and liquid hydrogen storage systems.  The criteria for evaluation are: 
 

1. Cost of hydrogen delivered to the vehicle 
2. Weight and volume density of the onboard hydrogen storage system 

 
Cost of Hydrogen Delivered to the Vehicle 
The cost and fuel efficiency of the sodium hydride system is determined by an assessment of the 
production and delivery of sodium hydride balls to the vehicle.  Sodium hydride is available as a 
specialty chemical, however its cost is prohibitive for use as a hydrogen carrier.  The conventional 
process for sodium hydride manufacture, electrolyzing sodium chloride and then sparging hydrogen gas 
through a bath of the molten sodium metal, is too expensive for use as a hydrogen carrier. We can 
estimate the cost of the NaCl electrolysis process by considering the cost of product sodium. DuPont=s 
list price for sodium metal is $3.3/kg for bulk shipments (36,000 kg or more, 
http://www/dupont.com/sodium/price.mtml).  Assuming it costs 20 cents/kg to produce sodium hydride 
from sodium metal by the sparging process, the estimated cost of sodium hydride is $3.5/kg.  Based on 
reaction {1}, twelve kg of NaH are required to deliver 1 kg of hydrogen gas.  Thus $3.5 /kg of NaH 



 

converts to $42/kg ($300/MMBtu) of hydrogen delivered to the vehicle. Estimates of the cost of 
pressurized gas or liquid hydrogen delivered to a vehicle ranged from $1.4-2.8/kg.  Clearly, the 
conventional process is too expensive. 
 
The high cost of sodium hydride from the conventional production pathway is due to high-energy 
consumption. According to DuPont, the electrolysis of sodium chloride consumes 9.7 kWh of electricity 
per kg of sodium, which, based on reaction {1}, works out to 3.4 kWh electricity per kWh hydrogen 
delivered to a vehicle.  When one considers that most U.S. electricity generation is fossil-based with an 
efficiency of 30% to 60%, the full life-cycle energy consumption of the sodium hydride system is even 
higher.  
 
To achieve lower cost, PowerBall Technologies, LLC is developing a process for manufacturing sodium 
hydride from sodium hydroxide.  Figure 1 is a schematic of the vehicle fueling system, in which vehicles 
consume sodium hydride balls and generate sodium hydroxide solution.  At refueling stations, the 
sodium hydroxide solution is drained from the vehicles and replaced with a fresh load of sodium hydride 
balls.  The hydroxide is stored at the vehicle refueling station and transported to a central facility where it 
is used as feedstock in the manufacture of new sodium hydride balls.  The balls are then shipped out to 
the refueling stations to replenish their inventories.   
 
Figure 2 is a block diagram of the process being developed by PowerBall Technologies, LLC for 
converting sodium hydroxide to sodium hydride.  The process flow is as follows: 30 wt% sodium 
hydroxide is charged to a first stage concentrator where roughly 80% of the water is boiled off.  Effluent 
sodium hydroxide solution (70 wt%) is charged to a second stage concentrator where the remaining 
water is boiled off, leaving molten sodium hydroxide (melting point of sodium hydroxide is 318 C). The 
molten sodium hydroxide is mixed with methane and charged to the sodium reactor, which is a molten 
bath of sodium carbonate (Na2CO3).  The sodium carbonate serves to disperse the reactants and raise 
their temperature to roughly 980C.  The following overall reaction occurs 
 

NaOH + CH4  --> Na + CO + 2.5 H2  +93.4 kcal/mole Na {2} 
 
The reactant products are gases and escape from the top of the reactor.  The reaction is strongly 
endothermic, and heat must be supplied to the reactor by circulating a portion of the sodium carbonate 
bath through a heater vessel.  The sodium carbonate is heated by burning a fuel and injecting the 
combustion exhaust into the bottom of the bath.  The exhaust gases bubble up through the molten 
sodium carbonate bath, transferring heat.  The transfer of sodium carbonate between the reactor and 
heater vessels is driven by the density difference of the hot and cold material.  The sodium reactor 
heater fuel is preheated with exhaust gas effluent, and it is assumed that a 500C inlet temperature is 
achieved. 
 
The effluent from the sodium reactor, CO, H2, and Na at 980C, is quenched with Dowtherm or mineral 
oil, condensing the sodium at 880C at atmospheric pressure.  The quench fluid is cooled by an air 
cooler. 
 



  

Forty percent of the hydrogen contained in the quench overhead stream is recovered via a membrane or 
pressure swing absorber.  The hydrogen is then bubbled up through the molten sodium product to 
produce sodium hydride.  The carbon monoxide and hydrogen from the quench overheads (minus the 
hydrogen recovered for NaH production) is burned as fuel in the sodium reactor heater. 
 
The concept is not entirely novel, as a United States patent was awarded to C. Netto of Germany in 
1891 for the production of sodium from sodium hydroxide and carbon (patent number 460,985).  In a 
patent filed in 1955 (patent number 2,930,689), McGriff moved the technology further.  Among other 
ideas, he patented the concept of the sodium carbonate reactor. 
 
Figure 2 contains a mass balance on the process based on 100 weight units of sodium hydroxide 
solution charged to the first stage concentrator (nominally kg/h).  Also presented is the estimated duty of 
the heaters and coolers.  The material balance is based on a process in which natural gas is used as both 
the carbon source for the sodium reactor and also to meet the process heating requirements.   
 
Figure 3 shows a financial analysis of the NaH manufacturing process.  We use a pro-forma cash flow 
model with capital, feedstock, and O&M costs as inputs.  We then adjust the plant gate cost of sodium 
hydride to achieve an internal rate of return of 10% based on the after-tax cash flow. 
 
The primary inputs into the financial analysis model are as follows: 
 

PowerBall Technologies, LLC estimates it will cost $1 million to build a pilot plant with a 
capacity of 45 kg/hr of sodium hydride production (unit cost $22,000/kg/hr).  Energetics has 
reviewed the cost estimate based on the results of the heat and material balance.  The pilot plant 
makes enough sodium hydride per year to supply power balls to roughly 250 passenger 
vehicles.  Our financial analysis is based on a commercial unit that produces 450 kg/hr of 
sodium hydride with a unit cost of $10,000/kg/hr of NaH production capacity.   

 
The O&M cost is estimated to be 6% of capital. This rather high estimate is based on the 
corrosive nature of the materials involved leading to frequent parts replacement, and the high 
labor cost associated with ensuring safe operation.  

 
The natural gas consumption is 1.0 kg per kg of NaH production based on the material balance 
shown in Figure 2.  The cost of natural gas is assumed to be $.42 /MMBtu  
($.115 /kg, Annual Energy Outlook 1997 for industrial customers in the year 2000).    

 
We estimate that the sodium hydride balls will need to be transported via truck an average of 50 
miles from the sodium hydride production plant to the dispensing stations. Also, the sodium 
hydroxide will be transported from the dispensing stations back to the sodium hydride 
production facility.  We estimate the cost of truck transportation to be 10 cents per kg of 
hydrogen delivered to the vehicle.   

 
The base case analysis gives a sodium hydride plant gate cost of $.44/kg which is substantially less than 



 

the cost derived from sodium chloride electrolysis of $3.8/kg.  An NaH cost of  
$0.44 /kg translates to a delivered hydrogen cost of $5.3/kg.  Table 1 shows that the natural gas 
feedstock represents 27% of the total sodium hydride manufacturing cost.  As we have shown, the full 
life-cycle energy consumption of the base case sodium hydride process is high: 4.0 kWh of energy per 
kWh of hydrogen delivered to the vehicle (see addendum), compared to 2.2 and 1.7 for liquid 
hydrogen and compressed hydrogen gas, respectively. Notice that the truck transportation cost is a 
significant portion of the total cost.   
 
 
 
 

 
Table 1.  Cost break-down for NaH production 
 
 

 
cost  

$/kg NaH 

 
percent 
of total 

cost 
 
Natural gas ($2.4/MMBtu) 

 
0.12 

 
27% 

 
O&M (6% of capital) 

 
0.08 

 
17% 

 
Capital recovery (10% IRR) 

 
0.15 

 
33% 

 
Truck transportation 

 
0.10 

 
23% 

 
Total 

 
0.44 

 
 

 
 
Methods for Further Reducing the Sodium Hydride Production Cost 
Figure 4 shows an alternative system in which spent sodium hydroxide from the vehicles is sold as a 
chemical feedstock and the sodium hydride manufacturing process is fed spent sodium hydroxide 
solution from industry.   This process is considered feasible because 1) the spent sodium hydroxide from 
the vehicles should be relatively pure, and 2) the NaH production process being developed by 
PowerBall Technologies, LLC should be relatively tolerant of impurities and able to accept low-value 
spent sodium hydroxide solution.  The system in Figure 4 will generate additional revenue due to the 
price differential between the caustic solution sold as a commodity chemical and the spent caustic taken 
from industry.  The market price for sodium hydroxide solution ranges from 20 to 100 cents per kg.  
The developers would need to identify a spent industrial caustic that did not coke up the sodium 
hydroxide drying process.   Also significant cost would be incurred in additional storage systems and in 
handling, marketing, and distributing the sodium hydroxide product.  We estimate the net profits from 
such a system could equal 10 cents per kg of NaH ($1.20/kg of hydrogen).    
 
Another method of reducing the natural gas cost would be to utilize by-product heat where possible.  
Table 2 shows the natural gas consumption broken out by its use in the process.  Notice that the fuel 
credit from the syngas in stream 14 largely offsets the fuel required to provide the heat of reaction.  By-
product heat could be used instead of natural gas to concentrate the NaOH solution. 



  

 
 
 

 
Table 2.  Natural gas consumption in the NaH production process 

 
Natural gas use 

 
 

Stream 
number 
(from 

Figure 2) 

 
 

Process use  
(kg CH4 / kg 

NaH) 

 
percent of 

total 

 
10 

 
Fuel for concentrating the NaOH solution 

 
0.32 

 
21% 

 
11 

 
Reagent in the sodium reactor 

 
0.64 

 
42% 

 
12 

 
Fuel to provide heat of reaction 

 
0.57 

 
37% 

 
 

 
Subtotal 

 
1.53 

 
 

 
14 

 
Fuel credit from the by-product CO and H2 

 
-0.53 

 
-35% 

 
Total 

 
1.0 

 
 

 
Another strategy for reducing costs is to substitute another hydrocarbon for natural gas.  Because the 
natural gas charged to the sodium reactor is a carbon source for reaction {2}, the key criterion for 
displacing reactor feedstock is the cost per carbon atom. Table 3 shows the cost per carbon of several 
hydrocarbon feedstocks.  No. 6 oil represents a 20% reduction compared to natural gas.  Coal 
represents a 65% reduction in feedstock costs but would require increased capital for drying and solids 
handling equipment.  Interestingly, diesel is more expensive per weight of carbon than natural gas.  
 

 
Table 3.  Hydrocarbon cost, $/kg of carbon 

 
Cost 

 
Hydrocarbon 

 
$/MMBtu* 

 
$/kg carbon 

 
Natural gas 

 
2.42 

 
0.154 

 
Diesel 

 
4.40 

 
0.198 

 
No. 6 Oil 

 
2.55 

 
0.114 

 
Coal 

 
1.48 

 
0.050 

 
* Annual Energy Outlook 1997, Industrial users 2000 

 
 
 
Alternately, if a less expensive source of natural gas can be found, this also would lower the overall 
process cost. Personnel from PowerBall Technologies, LLC, have stated that stranded natural gas 



  

assets can be obtained for as little as $0.68/MMBtu, which is equivalent to $.043/kg carbon. This 
would lower the cost of NaH production from $0.44/kg NaH to $0.36/kg NaH. However, while this 
may open up applications in some areas, it is unlikely that this cost of natural gas could be maintained on 
a large-scale basis. 
 
Table 4 compares the cost of liquid and compressed gaseous hydrogen estimated by Air Products and 
Chemicals in a study conducted with Directed Technologies for Ford Motor Company. The table 
shows that even under the aggressive low-cost scenario the sodium hydride system is more than twice 
as expensive as compressed hydrogen gas from a gas-station-sized steam methane reformer.  
 

 
Table 4.  Cost of delivered hydrogen from several onboard storage technologies 
 
 

 
Cost of delivered 

hydrogen $/kg 

 
Minimum number of 

vehicles served 
 
Liquid hydrogen 

 
2.8 

 
400,000 

 
Compressed gaseous hydrogen from a gas-station-
sized steam methane reformer (100 factory built 
units) 

 
1.4 

 
1,000 per station, 

100,000 total 

 
Sodium hydride balls, base case 

 
5.3 

 
2,500 

 
Sodium hydride balls, low cost case based on 
treatment of spent sodium hydroxide  

 
4.1 

 
2,500 

 
The results from Table 4 should not discount the sodium hydride option.  The liquid hydrogen cost is for 
a relatively large system. Small quantities of merchant, liquid hydrogen can be much more expensive, in 
the $5-7/kg range.  With respect to gaseous hydrogen, in order to perform a comprehensive 
comparison, one must consider the cost of the onboard storage system.  Table 5 shows the estimates 
for the cost of the onboard storage system for compressed gas, liquid hydrogen, and NaH systems.  
The sodium hydride system is inherently low-cost, and Table 5 shows that when levelized over the life of 
the vehicle, the cost of the onboard storage system per kg of hydrogen delivered to the power system is 
significant.  This narrows the gap on the overall cost of using sodium hydride storage instead of 
compressed hydrogen: $4.76/kg for the NaH-based process (including profit from sale of NaOH) and 
$2.3/kg for compressed hydrogen. The cost for the liquid hydrogen system based on the same analysis 
is $3.3/kg. 
 
 
 
 
 
 
 
 

 



  

Table 5.  Onboard storage system cost analysis (systems with a storage capacity of 4 kg hydrogen) 
 
 

 
Unit cost  

$/kg 

 
Total cost  

$ 

 
Levelized cost 

$/kg H2 * 
 
Compressed gas 

 
190 

 
760 

 
0.88 

 
Liquid hydrogen 

 
100 

 
400 

 
0.46 

 
Sodium hydride 

 
100 

 
400 

 
0.46 

 
*The capital recovery factor for the onboard hydrogen storage system equals 5.75 (based on an 8 year 
life and 8% interest rate).  The levelized cost of the onboard storage system equals the annualized cost 
(initial cost / capital recovery factor) divided by the kg consumed by the vehicle per year. We assume a 
vehicle consumes 150 kg of hydrogen per year (80 miles per kg, 12,000 miles per year).  

 
 
Energy Consumption in the Sodium Hydride-based Hydrogen Storage System 
 
There are four sources of energy consumption associated with the sodium hydride system: 1) drying the 
sodium hydroxide, 2) raising the temperature of the system to 980C, 3) regenerating the hydride from 
the hydroxide, and 4) producing hydrogen from the hydride on-board.  Table 6 below shows the 
various energy sinks in the sodium hydride-based hydrogen energy pathway.  
 
By far the largest source of energy loss is in the conversion of sodium hydroxide to sodium hydride. 
Equation {2} below shows the primary conversion reaction. 
 

NaOH  +  CH4  à  Na  +  CO  +  2.5 H2 {2} 
 
The energy consumed by the conversion equals the heat value of the methane charge minus the heat 
value of the by-product carbon monoxide and hydrogen, plus the heat required to drive the reaction. 
 
 
 
 
 = - + -  
 
 
 
 
 
 
 
 
 

Table 6.  Energy losses in the sodium hydride-based hydrogen energy pathway 

Energy required 
to convert NaOH 
to NAH 

Heat value of 
stoichiometric 
methane 

Heat value of by-
product CO and 
H2 

Heat of Reaction, 
93.4 kcal/mole 



  

Process stage Heat lost, Btu of thermal 
energy per Btu of 
hydrogen energy 

delivered to the vehicle 
 

Notes 

Drying the sodium hydroxide 
solution*  
 
 

0.44 Assume a two stage drying process; the first 
stage takes the solution from 50% to 75%, and 
the second takes it from 75% to 100%.  Assume 
the steam from the second stage is re-condensed 
in the first stage. 

Raising the temperature of the 
reactants to 980C 
 
 

0.22 Assume 50% of the duty is achieved via heat 
integration 

Conversion of sodium hydroxide 
to sodium hydride 
 
 

2.81 Assume by-product CO and H2 are burned for 
heat value in an 80% efficient burner.  Heat 
consumption includes the heat value of the 
methane consumed. 

Conversion of sodium hydride to 
hydrogen fuel onboard 
 
 

0.55 Exothermic reaction with water produces heat on-
board the vehicle, which is dissipated. 

Total 4.02  
Note that for this analysis we have assumed a 50 wt % solution as opposed to 30 wt % in the base case analysis 
contained in the report.  This reduces the amount of water that must be boiled off per unit of sodium by a factor of 
2, although the impact on the overall energy consumption is small. 

 
One mole of methane is consumed per each mole of sodium hydroxide reacted.  Based on the heat of 
combustion of the natural gas consumed, 191.8 unit of heat energy are consumed per mole of sodium 
hydroxide reacted.   

 
1 mole CH4 191.8 kcal  
--------------   *   ------------   =  191.8 kcal heat / kcal NaOH reacted 
1 mole Na mole Ch4   
 
The heating value of by-product hydrogen and carbon monoxide is calculated as follows: 
 
  2 mole H2 28,700 kcal 0.002 kg H2 
Hydrogen --------------   * --------------  * ---------------     =  114.8 kcal / mole NaOH  
  mole NaOH kg H2  mole H2 
 
 
   1.0 mole H2 2,415 kcal 0.028 kg CO 
Carbon Monoxide --------------   * --------------  * ---------------     =  67.6  kcal / mole NaOH  
   mole NaOH kg CO  mole CO 
 
 



 

Note that the amount of hydrogen is reduced from 2.5 moles to 2.0 moles to account for the hydrogen 
consumed in making NaH from Na: 
 

Na  + ½ H2  à  NaH    {3} 
  
To calculate the net energy requirement from the reactor we assume that the hydrogen and CO burner is 
80% efficient, and also that the transfer of heat into the reactor vessel is 80% efficient.  The energy 
consumed is thus:  
 
191.8 + 93.4 / 0.8 – 0.8 * (114.8 + 67.6) =  162.6  kcal/mole NaOH reacted 
 
For each mole of sodium hydroxide, one mole of hydrogen is provided to the vehicle power system. 
Each mole of Na is converted to NaH using a portion of the byproduct hydrogen as shown in reaction 
{3}. Since the heat from this exothermic reaction is non-recoverable, it is not included in this calculation. 
 
Next, the 162.6 kcal/mole NaOH must be expressed in a hydrogen-equivalent manner. Each mole of 
NaH provides one mole of hydrogen to the vehicle power system upon reaction with water as shown in 
reaction {1}. 
 

NaH  +  H2O  à  NaOH  +  H2   {1}   
 
Based on a lower heating value of hydrogen of 57.8 kcal/mole, energy consumption is as follows. 
 
162.6 kcal 1 mole NaOH 1 mole H2 
-------------  * ----------------* ------------ =  2.81 kcal energy / kcal hydrogen  
mole NaOH 1 mole H2 57.8 kcal 
 
 
The total energy consumed by the sodium hydride pathway, 4.02 kcal of energy per unit of hydrogen 
energy delivered, is high compared to liquid and pressurized gaseous storage (2.2 and 1.7 Btu energy 
per Btu of hydrogen delivered respectively).  The estimate is credible when one considers that the 
overall steam methane reforming reaction as shown below produces four hydrogen molecules per 
methane molecule compared to only one hydrogen molecule per methane in the sodium hydride 
process.  
 
CH4  +  H2O  à  CO2  +  4 H2   {4} 
 
 
Weight and volume density of the onboard hydrogen storage system 
 
Weight density is defined as the kg of hydrogen fuel delivered to the on-board power system divided by 
the total weight of the hydrogen storage system, including ancillary equipment.  Similarly, volume density 
is defined as the kg of hydrogen delivered to the vehicle per cubic meter of space that the hydrogen 



  

storage system takes up. 
 
In order to develop a weight and volume density estimate, we characterized a sodium hydride-based 
hydrogen storage system designed to deliver 4.09 kg of hydrogen (a vehicle range requirement of 380 
miles and a fuel efficiency of 93 miles per kg of hydrogen).  Twelve kg of sodium hydride are required 
for each kg of hydrogen delivered to the PEM fuel cell, giving a total sodium hydride requirement of 49 
kg.  
 
PowerBall claims that they are able to compact NaH to a density of 1.1 g/cc. Thus, a 1.5-inch diameter 
ball would hold 0.0319 kg of NaH; 1,540 balls would be required to hold a total of 49 kg of NaH.  At 
the peak rate of hydrogen consumption by the PEM fuel cell, the ball slicer will be cutting NaH balls at 
the rate of fourteen per minute to maintain hydrogen supply. 
 
The onboard hydrogen storage system is shown in Figure 5 and works as follows:  As the PEM fuel cell 
is operated it draws hydrogen gas from the storage system.  A ball-slicing device retrieves a plastic-
coated sodium hydride ball from the inventory and slices it open so that the sodium hydride is contacted 
with the water, producing hydrogen gas. The rate of ball slicing is controlled to maintain the pressure in 
the tank between 120 and 150 psi. 
 
The ball slicing device developed by PowerBall Technologies, LLC works as follows.  A ball is 
corralled into a cartridge tube.  The cartridge is then closed and a burst of high-pressure hydrogen gas 
accelerates the ball through a blade assembly and into a water reservoir where the sodium hydride 
reacts to form hydrogen gas.  The high-pressure hydrogen gas is produced by a small intensifier that 
takes 120 psi hydrogen gas from the main containment vessel and divides it into a high-pressure stream 
(250 psi) and a low-pressure stream (30 psi).  The high-pressure stream is used by the ball slicer, and 
the low-pressure stream is discharged to a small buffer tank that feeds the PEM fuel cell.  This is a 
somewhat complex system compared to an electric motor slicer, but it has the advantage that it does not 
represent a parasitic load and actually helps dissipate some of the thermal energy from the sodium 
hydride reaction. 
 
Because the PEM fuel cell produces water as a by-product (the overall electrochemical reaction is 
shown below), it can supply the water required for the sodium hydride reaction, thus lowering the 
required weight of the system.   
 

H2 + ½ O2  --> H2O + electricity   {5} 
 
Inspection of reactions {1} and {5} indicates that the fuel cell could provide all the water required by 
the sodium hydride system. However, practical considerations require extra water: 1) some of the water 
produced in the PEM fuel cell escapes in the wet exit gas; 2) a water inventory is needed for start-up; 
and 3) it is possible that sodium hydroxide, being hygroscopic, may become associated with reactant 
water, making some of the water unavailable for reaction (this issue requires further investigation; it 
could increase the system water requirement and/or necessitate on-board dehydration and segregation 
of the sodium hydroxide product). Thus, we assume the initial water inventory equals 50% of the 



  

stoichiometric requirement. 
 
Because the reaction {1} is strongly exothermic, the storage system will likely heat up during vehicle 
operation.  We estimate the sodium hydride storage system will increase the onboard cooling duty by 
100% and increase the weight of the radiator system by 75%. 
 
The containment vessel will consist of a plastic liner for corrosion resistance and a stainless steel or 
carbon/glass fiber shell to provide strength.  If stainless steel is used, the weight of the vessel could be 
30 kg.  We have lowered the estimate of the containment vessel to 20 kg assuming advanced materials 
are used. 
 
Table 7 shows the weight and volume of the components of the sodium hydride hydrogen storage 
system. The sodium hydride balls are the primary component, representing 56% of the weight and 51% 
of the volume.  This indicates that significant weight and cost reductions below the estimates presented 
are unlikely to be achieved in real systems. 
 

 
Table 7.  Estimated size and weight of a Power Ball system designed to deliver 
4.1 kg of hydrogen to a vehicle power system 
 
Component 

 
Weight (kg) 

 
Volume (m3) 

 
Sodium hydride balls  

 
49 

 
.0445 

 
Water 

 
18.4 

 
.0184 

 
Vapor space 

 
Negligible 

 
.0249 

 
Container 

 
20 

 
negligible 

 
Incremental radiator requirement 

 
7 

 
negligible 

 
Ball slicer 

 
3 

 
negligible 

 
Total 

 
97.4 

 
0.0879 

 
Weight density 

 
4.2% 

 
Volume density 

 
46.6 kg/m3 

 
Interestingly, the storage system gets heavier as hydrogen is consumed.  This is because water from the 
PEM fuel cell that would otherwise be discharged from the vehicle is reacted with sodium hydride and 
the oxygen atom is captured in the sodium hydroxide product. Assuming that 10% of the water content 
remains with the depleted system, we estimate the weight of a fully depleted tank to be 113.6 kg.  This 
is an equivalent weight density of 3.6%.  
 
Figure 6 shows that the sodium hydride system weighs more than compressed hydrogen gas and liquid 
hydrogen, but is more compact.  That trade-off is similar to the one presented by magnesium hydride 
systems.  The primary performance difference between the magnesium hydride systems and the sodium 



  

hydride/water system is that the magnesium system’s hydrogen release reaction is endothermic (it uses 
waste heat from the onboard power system and/or burns a portion of the hydrogen parasitically), 
whereas the sodium hydride system generates a large amount of heat when it releases hydrogen.  This 
means that the sodium hydride is simpler in that it does not have to be heat integrated with the on-board 
power system.  On the other hand, because the heat generated onboard is lost, the sodium hydride 
system is inherently less energy-efficient. 
 
The density analysis above assumes that the reaction of the cut sodium hydride pellets and water will be 
essentially stoichiometric. In fact, in the absence of mixing, the reaction will become diffusion limited, 
and consequently less efficient on a kinetic basis. As a result, excess water will need to be used to 
increase the reaction rate. At a reasonable value of 1.5 times stoichiometric for the amount of water 
needed, the weight density of the system is reduced to 3.8 % (3.3% based on a depleted tank), and the 
volume density is about 42.2 kg/m3. 
 
Other Concerns 
 
Materials Concerns 
 
Sodium hydride is regarded as an extremely reactive material and any system using it will come under 
close scrutiny for safety.  Of concern is the potential for a chain reaction, in which the coating of one of 
the balls in the ball storage tank breaks for whatever reason (perhaps in a car crash) and reacts with 
water. The heat from this reaction then melts the coating of another balls and so on.  A full safety 
analysis of the proposed on-board storage system is needed. 
 
The density of NaH as claimed by PowerBall is 1.1 g/cc. This is the value we used above to calculate 
weight and volume system densities. Literature values for NaH, however, indicate that the density is 
actually 0.92 g/cc. With this lower density, the volume required for the PowerBalls would be about 16 
% higher (including air space, 27% higher) than shown in Table 7. 
 
Sodium hydroxide, though commonly used, is a caustic material and is hazardous.  Siting of NaOH 
storage tanks in commercial areas where vehicle service stations are typically sited could cause 
resistance from local authorities. Also, onboard storage of sodium hydroxide solution will require 
Department of Transportation approval. 
 
Above 30 wt%, aqueous solutions of sodium hydroxide freeze above 0 degrees Celsius.  The NaH 
system must be designed to either avoid high concentration of sodium hydroxide to manage frozen 
reactant products. 
 
Engineering/Processing Concerns 
 
The storage system cost estimate may be low in that it does not include extensive coolant systems, 
buffer tanks, and interconnectivity. Nor is a method included for removal of the spent hydroxide liquid 
and refilling the tanks with water and PowerBalls. It has been hypothesized that the hydrogen-liberating 



  

reaction can be run stoichiometrically, leaving a dry hydroxide product, which would be easy to remove. 
Such a system would likely be difficult to control, especially due to the hygroscopic nature of NaOH. 
 
The upcoming operation of the PowerBall Technologies, LLC pilot plant will be very instructive 
regarding the feasibility of sodium hydroxide-fed sodium hydride production.  Anticipated issues include: 
corrosion of the submerged heater, coking in the sodium hydroxide dryer, temperature controls in the 
reactor, recovering heat from the sodium reactor heater, and recovering hydrogen from the reactor off-
gas.  A more detailed process cost estimate should be completed after the benefits of the pilot plant 
operation are available. 
 
If the operating pressure of the onboard storage system were raised, it would be possible to power the 
PEM fuel cell air compressor via a hydrogen-fed expansion turbine. In addition to reducing the parasitic 
electric load of the air compressor, the expander would reduce the cooling requirements.  This concept 
has been investigated for pressure vessel systems.  It was largely abandoned because of cost and also 
because the pressure is gradually reducing as the tank is emptied.  In the sodium hydride system, the 
pressure can be controlled over the full storage cycle by varying the rate of ball slicing.  However, a 
high-pressure system would require a heavier containment tank.  The trade-offs associated with this 
concept should be investigated in more detail. 
 
Garnering additional revenues by supplying the sodium hydride production process with spent industrial 
caustic solution can substantially reduce the cost of sodium hydride.  In many cases spent industrial 
caustic solutions fall under environmental regulations.  Such regulations could affect handling 
requirements of the feedstock and the solids from the bottom of the sodium reactor and heater.  Such 
regulations, if applicable, could diminish the economic incentives.  A set of environmental case studies 
could be useful to assess the feasibility of this concept. 
 
Environmental Concerns 
 
Aside from the environmental concerns voiced above, dealing with the handling of NaOH, there is the 
question of CO2 emissions. The regeneration reaction (reaction (2)) is powered by burning methane, 
CO and hydrogen, resulting in the formation of CO2. The amount of CO2 produced is likely greater than 
current gasoline engines given the 4 to 1 energy requirement to deliver hydrogen. On the other hand, 
CO2 production in the PowerBall case would be centralized, and therefore amenable to sequestration 
options. Overall CO2 to the atmosphere would therefore likely be less. At any rate, if the PowerBall 
option is to be viable, greenhouse gas effects need to be given a closer look. 
 
Conclusions  
 
The base case cost of the sodium hydride system corresponds to a cost of hydrogen delivered to the 
vehicle power system of $5.30/kg. A low-cost scenario reduces this cost to $4.10/kg. The low-cost 
case is twice as expensive than costs predicted for compressed hydrogen gas systems.  However, the 
fact that the sodium hydride system is amenable to geographically dispersed hydrogen vehicles, and that 
it promises a relatively low-cost on-board storage system, may make it attractive. Including the on-



 

  

board equipment, the low-cost case of the PowerBall system is a little over $1/kg more expensive than 
a comparable liquid hydrogen system, and a little over $2/kg H2 more expensive than a compressed 
hydrogen system. The safety features and ease of transportation of the encapsulated NaH pellets 
increases the attractiveness of the system, making it of interest at least to niche markets. 
 
An onboard hydrogen storage system using plastic-coated balls of sodium hydride may achieve a 
hydrogen storage density of 4.3 wt% and 47 kg/m3 including all ancillary equipment.  This is heavier, but 
more compact than compressed gas and liquid hydrogen systems. 
 
 
 



 

  

 



 

  

 

Figure 2
Block Diagram and Mass Balance of the
Power Ball Na/NaH Production System
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   Figure 3. Analysis of PowerBall’s Sodium-Based Hydrogen Storage Concept, Cash Flow from NaH Production 

 



 

 

 

 



 

 

 



 

 

 



 

 

Addendum:  Addressing A Change to the PowerBall Process 
 
Note: To avoid confusion, we are continuing with the equation numbering scheme that was used in the main report. 
 
PowerBall, Inc. has recently proposed a change to their overall schematic for producing and recycling 
their sodium hydride pellets. In their new scenario, they indicate that the overall reaction for the recycling 
process will be: 
 

2 NaOH + CH4 + O2 à 2 NaH + CO2 + 2 H2O  {6} 
 

If this is combined with the on-board hydrogen-generation reaction: 
 

2 NaH + 2 H2O à 2 H2 + 2 NaOH  {1’} 
 

the result is: 
 

CH4 + O2 à 2 H2 + CO2   {1’ + 6} 
 

So that in effect one mole of methane is being used to produce two moles of hydrogen. 
 
PowerBall has indicated that a key factor in determining the viability of the recycling process that is 
being discussed here is the question of whether reaction {6} is exothermic. Reaction {6} is indeed 
exothermic, releasing 15.8 kcal/mole of methane.  
 
However, some discussion is necessary as to the importance of this exothermicity. Reaction {6} is the 
result of a series of reactions and processes that involve the transfer of heat and mass, and thus any 
rational analysis must be based on a calculation that takes each of the individual component reactions 
into account. According to information supplied by PowerBall, the reaction would be carried out by first 
reacting methane with sodium hydroxide as in the previous scheme: 
 

NaOH + CH4 à Na + CO + 2.5 H2   {2} 
 
½ mole of hydrogen would still react with the sodium: 

 
Na  + 0.5 H2  à  NaH   {3} 

 
This leaves 2 moles of hydrogen and one mole of CO – a “syngas” mixture. 
 
PowerBall then claims that about one half of the syngas can be combusted to provide the heat to run 
reaction {2}. 
 
In order to provide the correct stoichiometry, we will use half of the CO, but only 0.5 mole of hydrogen: 
 

0.5 CO +0.5 H2 + 0.5 O2 à 0.5 CO2 + 0.5 H2O {7} 
 
The remainder of the syngas, ½ mole of CO and 3/2 mole of hydrogen could then produce methane and 
water in the “reverse reforming” mode: 



 

 

 
0.5 CO + 1.5 H2 à 0.5 CH4 + 0.5 H2O {8} 

 
The methane product of reaction {8} can then be recycled to reaction {2}, etc. Thus, each subsequent 
recycling reclaims ½, ¼, 1/8, 1/16, etc. moles of CH4 for further reaction. 
 
As the recycling continues, the theoretical limits to equations {2}, {3}, {7}, and {8} become: 
 
    2 NaOH + 2 CH4 à 2 Na + 2 CO + 5 H2  {2’} 
    

2 Na  + H2  à  2 NaH  {3’} 
 

CO + H2 + O2 à CO2 + H2O {7’} 
 

CO + 3 H2 à  CH4 +  H2O  {8’} 
 

which combine to produce: 
 

2 NaOH + CH4 + O2 à 2 NaH + CO2 + 2 H2O {6} 
 
Thus, stoichiometrically, it is true as PowerBall has contended, that one mole (16 grams) of methane will 
produce two moles (48 grams) of sodium hydride, which will in turn lead to the on-board production of 
two moles (4 grams) of hydrogen: 
 

2 NaH + 2 H2O à 2 H2 + 2 NaOH  {1’} 
 

However, the overall exothermicity of equation {6} of –15.8 kcal, includes reaction {3’} as one of its 
components. This reaction occurs separately from the main recycling system, and its released heat 
cannot be used to aid in the recycle process. The reaction is exothermic by 28 kcal. Thus, the recycle 
process, which is composed of reactions {2}, {7’}, and {8’} combine as follows: 
 

2 NaOH + CH4 + O2 à 2 Na + H2 + CO2 + 2 H2O {9} 
 

is actually endothermic by 12.2 kcal in total, or by 12.2/2 = 6.1 kcal/mole of NaOH reacted 
 
Even more important is the fact that in order to follow the recycling process scheme as described by 
PowerBall, and shown here by reactions {2}, {3}, {7}, and {8}, the reaction {2} products must be 
followed by separation into 4 product streams: 
 
  
 
 Na + CO + 2.5 H2 à Na  
  0.5  H2 

  0.5 CO + 0.5 H2 
  0.5  CO + 1.5 H2 
 



 

 

with the first and second streams reacted to regenerate the sodium hydride by reaction {3},  
the third stream reacted to liberate energy for recycling in the system by reaction {7}, and the fourth 
stream  reacted to form methane by reaction {8}. 
 
It should be further pointed out that yet another separation is then necessary – the methane produced in 
reaction {8} must be separated from the water before being reintroduced into reaction {2}. 
 
Reaction {2} must be run a high temperature to produce the desired products.  This is evident from 
Figure A, which shows the major species that occur in equilibrium between an equimolar mixture of 
liquid NaOH and CH4.  To form sodium, the reaction is best run at a temperature greater than 1200 K 
(927 C) and preferably closer to 1300 K (1027 C).  In order to separate sodium from this mixture, the 
gases must be irreversibly quenched to a low temperature, thus freezing the high temperature mixture 
composition.  The quenching of the products has some energy loss associated with it. In addition, 
although the conversion of sodium is high, it is not 100%, and thus there will be some loss of sodium in 
this process. 
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Figure A. Equilibrium composition of an equimolar mixture of methane and sodium hydroxide  
(CH4 + NaOH(L)) 

 
Another form of loss that will occur is the energy expenditure and less that unity conversion efficiency 
from each of the 5 separation processes described above. 
 
We can now repeat the analysis for energy consumption that was presented in the main body of the 
report, modified based on the new set of equations: 
 
We note that the energy consumed by the conversion now equals the heat value of the methane charge 
plus the heat required to drive the reaction. The heating value of the syngas is now incorporated into the 
equation (equation {9}). Note, however, that there is now more Na produced per unit methane. 
  



 

 

One mole of methane is consumed for every two moles of sodium hydroxide reacted.  Based on the 
heat of combustion of the natural gas consumed, 191.8 unit of heat energy are consumed for every two 
moles of sodium hydroxide reacted.   

 
1 mole CH4 191.8 kcal  
--------------   *   ------------   =  95.9 kcal heat / kcal NaOH reacted 
2 mole Na mole CH4   
 
 
This is the heating value of stoichiometric methane, and is added to the heat of reaction {9}, 6.1 
kcal/kcal NaOH reacted: 
 
= 102.0 kcal/mole NaOH reacted. This is substantially lower than the energy requirement (162.6 kcal) 
for the original process. 
 
On a hydrogen basis, as before, the energy requirement on a per hydrogen unit energy basis is 
calculated using the lower heating value of hydrogen: 
 
 
 102.0 kcal 1 mole NaOH 1 mole H2 
-------------  * ----------------* ------------ = 1.76 kcal energy input  / kcal hydrogen.  
mole NaOH 1 mole H2 57.8 kcal 
 
 
We could also consider using the heat generated during the hydride production process, 
 

Na  + 0.5 H2  à  NaH   {3},  
 

-14 kcal/mole Na , as a drying source for NaOH. Recall that Table 6 showed the need of 0.44 energy units 
per energy unit of hydrogen produced to dry the hydroxide. Since each mole of Na eventually converts to 
one mole of hydrogen, the production of 57.8 kcal of hydrogen is preceded by the production of 14 kcal of 
heat during the hydriding step. Thus, there is a gain of 14/57.4 = 0.24 energy units/ energy units of hydrogen 
produced due to the hydriding step. If we assume an 80% heat transfer, this is still 0.19 units. This reduces 
the need of fuel to 0.44 – 0.19 = 0.25 units for this step. 
 
 
 
 
 
 
 
 
 
 



 

 

 
We can then modify Table 6 to incorporate these changes. 
 

Table 6’.  Energy losses in the sodium hydride-based hydrogen energy pathway 
Process stage Heat lost, Btu of 

thermal energy per 
Btu of hydrogen 

energy delivered to 
the vehicle 

 

Notes 

Drying the sodium hydroxide 
solution*  
 
 

0.25 Assume a two stage drying process; the 
first stage takes the solution from 50% to 
75%, and the second takes it from 75% to 
100%.  Assume the steam from the second 
stage is re-condensed in the first stage. 

Raising the temperature of the 
reactants to 980C 
 
 

0.22 Assume 50% of the duty is achieved via 
heat integration 

Conversion of sodium 
hydroxide to sodium hydride 
 
 

1.76 Includes the heating value of the methane 
used 

Conversion of sodium hydride 
to hydrogen fuel onboard 
 
 

0.55 Exothermic reaction with water produces 
heat on-board the vehicle, which is 
dissipated. 

Total 2.78  
Note that for this analysis we have assumed a 50 wt % solution as opposed to 30 wt % in the base 
case analysis contained in the report.  This reduces the amount of water that must be boiled off per 
unit of sodium by a factor of 2, although the impact on the overall energy consumption is small. 

 
 
In trying to look at the cost of the revised process, we must consider the fact that we have dropped the 
sodium carbonate heater and added what might be at first considered a more direct heating mechanism. 
However, due to the batch nature of the process, we are actually dealing with a different indirect heater 
– the walls of the reactor. We are also faced with the need either for a larger reactor to accommodate 
air as an oxygen supply, or to purchase reactant oxygen. Finally, we need a separate reactor to perform 
the reverse reforming reaction. 
 
In addition, as already pointed out, the new process requires an increase in the number of separations 
necessary to provide reaction materials. In addition to the separation of sodium (already a factor in the 
original scheme) the separation of reaction {2} syngas components into three fractions would also be 
required. This would be manifested as 1) one-fifth of the H2 for hydriding the sodium (as in the original 
system), 2) one-fifth of the H2 and half of the CO to be combusted to provide heat, and 3) three-fifths 
of the H2 and the other half of the CO to convert to methane. The separation of product methane from 



 

 

water represents yet another process. Membrane systems and pressure regulators could likely be set up 
to approximate this type of separation, but performing this inexpensively and efficiently represents a 
challenge to the project. 
 
The improved utilization of methane as depicted by this revised process is offset by the additional 
expenses that are likely to be incurred by: 
- The need for a separation process to provide the proper stoichiometry for the syngas combustion 

and the methane regenerating reactions, 
- Either the need for a bigger reactor to accommodate air to oxidize the syngas, or the increased 

operating expenses that will be incurred to supply oxygen for the same process, 
- The greater losses of efficiencies that come with more complex processes, 
- The additional reactor needed to regenerate methane. 
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