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Abstract 
Successful robot systems must employ actions that are 
robust in the face of task uncertainty. Toward this 
end, Lozano-Pbrez, Mason, and Taylor developed a 
model of manipulation tasks that explicitly considers 
task uncertainty. In this paper we study the utility of 
this model applied to real-world tasks. We report the 
results of two experiments that highlight the strengths 
and weaknesses of the"LMT approach. The first ex- 
periment showed that the LMT formalism can success- 
fully plan solutions for a complex real-world task. The 
second experiment showed a task that the formalism 
is fundamentally incapable of solving. 

1. Introduction 
The identification of robust manipulation strategies in 
the presence of uncertainty is a crucial problem fac- 
ing robotics research. Because na robot sensing or 
control system is perfect, the presence of sensing and 
control errors is inevitable in all robot systems. These 
errors can iead to task failures, requiring the iden- 
tification of special strategies that are robust in the 
face of these errors. This was first recognized by [8], 
and further clarified by 19). Since the inception of 
robotics, robot designers and programmers have used 
ad hoc methods to identify these strategies when im- 
plementing robot systems. If we are ever to achieve 
the longstanding goal of task-level robot planning, we 
inust replace these ad hoc methods with well-founded 
automated methods of synthesizing robust task solu- 
tions in the presence of uncertainty. 
Lozano-Perez, Mason, and Taylor Ill] proposed a 
mathematically sound theory of manipulation in the 
presence of uncertainty, which explicitly represents the 
set of possible trajectories that can result from exe- 
cuting a given action. Depending on the nature of 
the task mechanics and the Uncertainty, there may be 
a set of initial states from which a commanded ac- 
tion will succeed, even in the presence of imperfect 
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sensing, control errors, and non-deterministic task me- 
chanics. This set is the strong backprojection of the 
task goal under the commanded action 171. If the 
strong backprojection persists after shrinking for un- 
certainty in position control, then a robust task solu- 
tion is available: Command a position-controlled mo- 
tion to a point inside the shrunk strong backprojec- 
tion, and then execute the action. 
There is a substantial body of work extending the orig- 
inal LMT formalism and studying its mathematical 
properties; a representative sampling would include 
f7, 6, 5, 1, 101. Each of these papers has examined 
the problem using zy-generalized damper dynamics, 
which is a simple abstract model of action especially 
well-suited to theoretical study. In this paper, we 
examine the result of applying the LMT formalism 
to real tasks that include rotational degrees of free- 
dom, and non-linear task mechanics that cannot be 
described using closed-form equations. Can the LMT 
formalism be successfully appfied to tasks of this com- 
plexi ty? 

This paper describes two primary results: 

e First, we demonstrate the efficacy of the LMT a p  
proach by showing successful analysis of a pushing 
task. Even though the mechanics of this task are 
quite complex, a carefully-implemented planner 
based on the LMT formalism was able to produce 
tight discrimination between reliable and unreli- 
able actions. 

e Second, we show a task that the LMT approach 
is fundamentally incapable of solving. Because of 
the non-determinism due to the task's inherent 
mechanics, no guaranteed task solution exists, re- 
gardless of the precision available in sensing and 
control. Tasks of this nature require a more pow- 
erful theory for planning, such as the formalism 
proposed in [4]. 
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Figure 1. A pushing task. (a) The task objects. (b) 
The goal configuration. (c) A successful pushing ac- 
tion. 

Taken together, these experiments serve to clarify 
both the strengths and weaknesses of the LMT a p  
proach, and also to  emphasize the importance of as- 
suring that a planner’s model of the task includes all 
of the salient physical phenomena that appear during 
task execution. 
The experiments reported in this invited paper were 
reported previously in [2, 31. 

2. Successful LMT-Based Planuing 
First, we demonstrate a successful use of this theoret- 
ical foundation to solve a complex pushing task. In 
this task, one object is used to push another object 
until they are in a desired relative position (Figure 1). 
The objects both ha,ve complex polygonal shapes, and 
there is uncertainty in the objects’ mass properties, 
the coefficient of friction, the pushing direction, and 
the initial position of the pushed object. Further, the 
support pressure distribution of the pushed object is 
assumed to be unknown. This task is characterized by 
uncertainty in all of the task parameters except ob- 
ject shape, involve; rotations during task execution, 
and has non-linear task dynaniics that cannot be de- 
scribed using closed- form equations. 
To apply the LMI‘ formalism to this problem, we 
constructed a planner that analyzes the mechanics of 
pushing operations to construct an approximation to 
the strong backprojection of the task goal. The plan- 
ner constructs a conservative approximation to the 
strong backprojection, in that the constructed set is 
always strictly inside the true strong backprojection. 
Figure 2 shows the constructed strong backprojection 

Figure 2. The planner’s approximation of the strong 
backprojection for the pushing task in Figure 1. 

for our example pushing task; the planner is described 

We now ask two questions: 

in [2]. 

0 Are the returned results correct? 

e Are the returned results overly conservative? 

These questions are addressed by experiments in the 
following two sections. 

2.1. Exploring the Worst-case Conditions 
The strong backprojection shown in Figure 2 repre- 
sents a set of commanded starting positions that will 
produce the desired final configuration, even under 
the worst-case combination of uncertainty conditions. 
The goal of this experiment is to test that assertion. 
An ideal test would be to consider every point in the 
strong backprojection, and then for each such point, 
execute a pushing operation under all possible combi- 
nations of uncertainty conditions consistent with the 
input uncertainty parameters. If the planner’s anal- 
ysis is correct, then the goal configuration should be 
achieved in every trial. 
Of course, this ideal experiment is impossible, because 
it requires an infinite number of trials. A more prac- 
tical experiment would be to choose a finite number 
of points in the volume, and test each point under a 
finite number of uncertainty conditions. These points 
and uncertainty conditions could be randomly chosen, 
but a better strategy is to choose points that lie on 
the boundary of the volume, and apply the maximum 
amount of uncertainty, making each trial as difficult 
as possible. 
Using this strategy, we selected 25 points distributed 
over the boundary of the strong backprojection, and 
used an industrial manipulator to execute 48 push- 
ing operations for each point. In each operation, we 
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added a controlled amount of uncertainty, within the 
limits specified as input to the planner. The 48 push- 
ing operations executed for each point corresponded to 
all combinations of extrema1 uncertainty conditions in 
five variables: support friction distribution, object po- 
sition, object orientation, robot orientation, and robot 
pushing direction. The magnitude of some of these er- 
rors was reduced slightly from the input value to com- 
pensate for the presence of natural uncertainty in the 
experimental apparatus. Errors in the object center 
of mass location, coefficient of friction, and robot po- 
sition were not controlled in the experiment, because 
the input uncertainty parameters closely matched the 
true uncertainty of the physical apparatus. 
These choices produced a set of 1200 experimental tri- 
als; if the planner’s output is correct, all 1200 trials 
should successfully achieve the goal configuration. All 
1200 trials did succeed, confirming the validity of the 
planner for this example problem. 

2.2. Is the Analysis Too Conservative? 
In fact, the executed actions were so reliable that ob- 
serving the actions was very boring. This immediately 
suggested the question: Are there actions outside the 
estimated strong backprojection that are also reliable? 
If there are such actions, then the planner is being 
overly conservative. 
The strong backprojection returned by the planner de- 
lineates a set of points that will succeed; meanwhile, 
points outside the strong backprojection might fail, for 
some choice 01 uncertainty conditions. Thus, if we can 
show that points just outside the strong backprojec- 
tion have a possibility of failing, then we can conclude 
that the planner is not overly conservative. 
Figure 3 shows three such points. Each action trace 
corresponds to a point chosen a small distance outside 
the strong backprojection, with a set of uncertainty 
conditions that bears witness to the point’s possibility 
of failure. Note that each point gives rise to a different 
failure mode; these are the task behaviors observed in 
physical trials . 

3. A Task that Foils LMT 
The previous experiments show that for at least some 
tasks, the LMT method is an effective method of plan- 
ning robust manipulation actions. In this section, we 
demonstrate a fundamental limitation of the LMT ap- 
proach by showing a task for which the LMT method 
cannot identify a robust solution. 
As the task uncertainty increases, the strong back- 
projection necessarily shrinks. If the task uncertainty 
is too high, then the strong backprojection vanishes, 
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Figure 3. Failure modes observed for points outside 
the constructed volume. In the third example, the 
objects collided as the large object was lowered onto 
the plane along the z axis. 

and the LMT formalism fails to find a reliable action. 
In [4], we extended the LMT formalism by develop 
ing the notion of a probabilistic backprojection, which 
describes the action success probability as a function 
of task initial state. This paper also showed that this 
new theoretical formalism subsumes the original LMT 
formalism, because all of the LMT set constructions 
can be produced as special cases of our probabilis 
tic formalism. This new formalism has the desirable 
property that the reliability of the returned actions 
degrades gracefully as the task uncertainty increases, 
avoiding the discontinuity that occurs in the LMT for- 
malism when the strong backprojection vanishes. 
This gives rise to an immediate question: Is this ad- 
ditional formal machinery really necessary? Perhaps 
it would be possible to successfully apply the LMT 
approach by improving the precision of the sensing 
and control system, or by synthesizing multi-step ac- 
tions. In this section we will show a task that does not 
submit to these approaches, because the strong back- 
projection vanishes due to inherent non-determinism 
in the task mechanics. Consequently, the LMT a p  
proach will always fail for this task. 
Our example task is a grasping operation that appears 
as one step in a larger assembly procedure; this task is 
shown in Figure 4. The task goal is to grasp the gear 
in the configuration at the bottom of Figure 5, using 
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Figure 4. An example task chosen for empirical study. 

a SCARA robot with a parallel-jaw gripper. To per- 
form a grasping operation, the robot opens the gripper 
fingers, moves the gripper to an initial position near 
the gear, and then c:loses the fingers. Figure 5 shows 
the motion of the gear that occurs during a typical 
successful operation. Figure 6 shows examples of the 
types of failure that can occur. 
Whether the action is guaranteed to succeed or not 
depends on whether the initial configuration at the 
beginning of the grasp is within the task strong back- 
projection. Alternatively, the success probability for a 
given action depends; on the corresponding probability 
value in the probabilistic backprojection. 
We can characterize the strong and probabilistic 
backprojections for this task by repetitively execut- 
ing grasping operatiions at different initial positions, 
checking success after each operation. In this experi- 
ment, we developed an automatic robot control proce- 
dure that allowed the execution of a large number of 
trials. For each desired grasping operation, the pro- 
cedure initially 1oca.tes the gear using computer vi- 
sion, calculates the desired gripper position in world 
coordinates, moves to  the appropriate initial position, 
executes the grasping operation, and then checks the 
success of the operation using computer vision. The 
outcome of the operation is then recorded, and the 
next desired grasping operation is executed. 
A number of precautions were taken to improve the 
accuracy of the collected data. Lighting sources were 
designed to provide even illumination with minimal 
robot shadows, and the support surface was chosen 
to provide a crisp ihigh-contrast image of the gear. 
Edge-based feature localization algorithms were used 
to measure the gear position; these were found to 
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Figure 5. A typical grasping action, showing four 
phases of contact: No contact, single-finger pushing, 
two-finger squeezing, final grasp. 

be much more robust and precise than typical blob 
analysis techniques. Measured image locations were 
adjusted to compensate for lens distortion using a 
radially-symmetric distortion model; the coefficients 
of this model were determined from calibration data 
obtained from a 21 x 21 grid of dots. We estimate 
the accuracy of the gear position measurements to 
be within &lmm and f3". The gear diameter is 
41.48mm. 

This apparatus was used to study the reliability of 
grasping operations throughout a region of initial po- 
sitions. The region of interest was a 20mm square 
with the upper left corner at the center of the gear; 
the operations corresponded to a lmm grid covering 
this region. Each grid point corresponds to an initial 
placement of the center point between the fingertips 
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Figure 6. Example grasp failures. 

relative to the gear center. The initial orientation of 
the gear relative to the gripper was the same in all of 
the trials; only the initial (qy) position was varied. 
Thus each experimental run consisted of 21 - 21 = 441 
grasping operations, each with a different initial posi- 
tion. 

We performed thirty experimental runs, for a total 
of 13,230 grasping operations. The results were then 
tabulated to form a histogram of successful grasping 
operations associated with each initial position. These 
data are shown in Figure 7, in two forms. At the top 
of the figure, the gear outline is dra.wn actual size, 
with the region of sampled points shown dashed. The 
shaded region outlines the set .of points that succeeded 
thirty times out of thirty; this is the obserued strong 
backprojection of this task. Surrounding the shaded 
region is another outline, which delineates the set of 
points that were observed to succeed at least once; 
this is the observed weak backprojection of this task. 
Points outside this outline failed thirty times out of 
thirty. At the bottom of the figure, the histogram 
of observed successes is drawn as a three-dimensional 
plot, showing the variation from complete failure to 
reliable success. The surface of this plot approximates 
the probabilistic backprojection. The shaded boxes of 
this plot identify squares where all four corners suc- 
ceeded thirty times out of thirty; the ensemble of these 
regions approximates the probabilistic backprojection. 
The plot axes correspond to an (qy) coordinate sys- 
tem whose origin is at the center of the gear. 

This entire experiment was repeated three times, un- 
der varying conditions. The resulting data are shown 
in Figure 8. In part (a), a small amount of sand was 
added to the table surface, simulating the effect of 
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Figure 7. The result of exploring the space of grasping 
actions. In this experiment, the support surface was 
clean, and the fingers closed slowly. 

grit or a less structured environment. In part (b), the 
finger speed was doubled, with no sand present. In 
part (e) the finger speed was doubled and sand was 
present. All faur of the conditions studied represent 
reasonable simulations of practical situations that may 
be encountered in industry. As can be seen from the 
figure, these varying conditions had a dramatic effect 
on the observed strong and probabilistic backprojec- 
tions for the task. For a more detailed discussion of 
this experiment and its results, see [4]. 
These experiments demonstrate that the LMT formal- 
ism is sometimes appropriate for analyzing manipula- 
tion tasks, and sometimes not. For the well-behaved 
control case with slow finger speed and a clean s u p  
port surface, the strong backprojection is large and 
well-defined. On the other hand, for the case with 
a fast closing speed and a contaminated surface, the 
strong backprojection essentially vanishes due to in- 
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Figure 8. The results of the grasping experiment re- 
peated under varying conditions. (a) With sand con- 
taminating the support surface, and slow finger closing 
speed. (b) With a clean support surface and fast fin- 
ger closing speed. (e) With sand contaminating the 
support surface, and fast finger closing speed. 

herent non-determinism in the task mechanics. For 
this case, the LMT formalism can never correctly iden- 
tify a reliable acticn, because there is none. However, 
a probabilistic analysis could identify a Large region 
of actions that have better than 80% probability of 
success. 

4. Conclusion 
The experiments described in this paper show that 
the LMT formalism may be successfully applied to 
real manipulation tasks. At the same time, the exper- 
iments show that the LMT method is fundamentally 
incapable of solving some tasks, and that probabilistic 
analysis could yield useful task-planning information 
in these cases. These results highlight the importance 
of finding an appropriate match between a planner’s 
task model and the physical properties of the real task. 
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