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ABSTRACT

Unattended monitoring systems are
being studied as a means of reducing both the
cost and intrusiveness of present nuclear
safeguards approaches. Such systems present
the classic information overload problem to
anyone trying to interpret the resulting data
not only because of the sheer quantity of data
but also because of the problems inherent in
trying to correlate information from more
than one source. As a consequence, analysis
efforts to date have mostly concentrated on
checking thresholds or diagnosing failures.
Clearly more sophisticated analysis
techniques are required to enable automated
verification of expected activities.

Knowledge Generation is a new
approach to automated sensor data analysis
that uses a model of the allowed processes at
a facility to extract the observed activities
from raw sensor data. The processes at a
facility are modeled using finite state
machines and the sensor events are used to
drive the models. States within the models
flag process stages so that we can
automatically infer which processes have
occurred and how well they matched the
standard processes captured in the model. The
process and sensor models thus provide the
context for automated data anal ysis. The
observed processes can then be compared to a
set of operator declarations. Finally, the
differences are presented to the user to allow
more detailed analysis.

We will discuss how to extract key
events out of the raw sensor data so that it is
possible to correlate and synthesize the
information from many sensor types. We will

then discuss how to model the facility and its
processes as state machines and the benefits
of this approach. Finally, we will discuss how
state machines can be used to model higher
level concepts in order to make automated
judgments about safety, sensor system
integrity, sensor data quality, diversion, and
accountancy.

INTRODUCTION

The use of sensor systems for international
safeguards of nuclear material and processes
can be less costly and less intrusive than on-
site inspections. Such systems can help to
minimize the need for costly material
inventories as well as minimize human
exposure to hazardous materials. However,
such monitoring systems present a classic
information overload problem to anyone
trying to analyze the resulting sensor data.
These data are typically so voluminous and
contain information at such a low level that
the significance of any single reading (e.g., a
door open event) is not obvious. The time
and manpower required to analyze large
quantities of sensor data has been a deterrent
even in facilities where the sensor systems
were sufficient to gather adequate data.
Clearly, sophisticated, automated techniques
are needed to identify and extract expected
processes in the data and isolate and
characterize the remaining patterns that may
be due to undeclared activities.

There are many characteristics that make
sensor data analysis both difficult and labor
intensive. First, the processes being
monitored may have a tremendous degree of
variability (steps in the operation may not
always be performed in the same order).
Second, many of the sensors provide only
minimal information, indicating activity but



not conveying sufficient information to
reliably classify the nature of the activity.
Third, interpretation of the raw sensor data is
facility- and process-specific, requiring a high
degree of human training. Fourth, the data
may be incomplete (two objects can pass
through a breakbeam with only one resultant
trigger). Fifth, there may be “noise” from
background activities, either expected or
unexpected (e.g., two activities occurring
simultaneously). Finally, measurements of
continuous physical quantities have inherent
uncertainty. All of these factors must be
accounted for in assessing how well the
events from many sensors correlate with
canonical, or nominal behavior.

There are, ideally, at least six levels of
information one would like to extract out of
sensor data from an unattended process
monitoring system. Arranged from lowest
level to highest, the six levels of information
are:

1. Error reports from sensors, e.g.,
radiation is too high, temperature is
too low, etc. This information can be
extracted by comparing the sensor
reading against a threshold or declared
operating range.

2. Detection and flagging of inconsistent
data, e.g., hot cell door was opened
but the confirming gamma radiation
level did not rise. This information is
extracted by comparing the data from
two or more sensors whose readings
are known to correlate.

3. Reports of missing operations, e.g.,
the canister was stored in the silo but
its lid was not completely welded.
This is the last level of information
which is easy for a human inspector to
extract from raw sensor data, since it
can still be found, typically, by
examining the output of one sensor
within a known time window.

4. Reports of operations performed out
of order, e.g., the basket was raised
from the cooling pond before it was
filled. This information becomes
available only if the proper order of
operations is known and the data from
multiple sensors can be temporally
compared. It can be extremely .
difficult for human analysts to reliably
detect out of order operations. This,
and the following levels, requires
tracking the states of a process.

5. Reports of extra operations, e.g., the
grapple lifted 61 bundles out of the
pool, but the basket only holds 60
(where did the last one go?). This
information requires quantitative
analysis, something a computer is well
equipped to do.

6. Sensor suite and network integrity.
How good is our monitoring sensor
suite? Do we believe the data we are
getting is worth processing?

In order to extract information from all six
levels, an analysis tool must be able to track
facility and process status. For example, the
threshold value that determines whether or
not an error should be reported often depends
on what processes are actually occurring. A
high reading from a gamma sensor maybe
confirmation of a scheduled material move on
one day, while the same reading on another
day may indicate an anomaly. Adjusting the
threshold level according to the actual
activities requires knowledge of the current
status. In addition, verification of correct
operation of a facilit y often requires
knowledge about correct sequencing of
processes and sub-processes. This requires the
analysis system to maintain a history of
facility and process status. Finally, correct
identification of what processes have occurred
may require knowledge of the relative timing
between sensor events.
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Thus, accurate analysis of sensor data
resulting from monitoring of dynamic
processes can only be accomplished by a
system that can correlate and synthesize the
data from many sensors and maintain a
history of past facility status. This report
describes an analysis system called
Knowledge Generation that was designed to
answer this need.

APPROACH

As described above, the basic problem in
sensor/video data anal ysis for safeguards
purposes is how to turn the data collected by
unattended monitorings ystems into
meaningful statements about activities at the
monitored facility and how well those
activities correspond to operator declarations.
This “knowledge generation” process requires
interpreting the data in light of other
information; including detailed descriptions
of the processes that can occur at the facility
and which ones have been deckred.
Automating this interpretation process
requires capturing both the necessary
information and the reasoning process used to
interpret the data for the computer. One way
to solve this problem is to use a
facility/process model along with a
mechanism for interpreting the model (an
analysis engine). This is the approach that the
Knowledge Generation system uses.

The Knowledge Generation analysis engine
uses a state machine model of the processes
and sensors at a facility. In general, a state
machine model of an object consists of the
states the object can be in and the events that
can cause the object to transition from one
state to another. For example, a door can be in
one of two states: “open” or “closed.” When a
person opens the door (an “open” event), the
door transitions from the “closed” state to the
“open” state. This type of model is intuitive] y
applicable to facilities with multiple,
simultaneous, dynamic processes, where
process sequencing, timing, and the previous
states of sensors and process objects may all

contribute to the correct interpretation of the
sensor data.

The analysis proceeds in three major phases:

1. Interpretation of the Raw Sensor Data.
The data collected by unattended
monitoring systems come from a wide
variety of sensors including discrete state
sensors (e.g., breakbeams), sensors that
measure continuous physical quantities
(e.g., radiation levels), and video cameras.
The raw sensor data must go through a
preprocessor, the Event Generator, which
identifies key transition points in the data
streams. These transition points are the
events that are used to drive the state
machine models. Typically, for discrete
sensors (breakbeams, door sensors, etc.),
every transition from one state to another
is a significant transition. For analog
sensors, the Event Generator uses a set of
rules that tell it what a significant
transition is. Fairly simple sets of rules
(defined in terms of “rise above”, “fall
below”, “slope above”, “slope below”,
etc.) have been successfully applied to
sophisticated waveforms and successfully
produced events. The exact interpretation
of each rule is dependent upon the type of
sensor (and sometimes on the specific
sensor) to which the rule applies.

2. Construction of Observed Activities. In
this phase, the events found in the first
phase are used to construct a list of
observed activities. Facility-specific state-
machine based process models are used
both to construct the list of activities and
to identify errors in the observed
processes.

3. Comparison of Observed Activities to
Declared Activities. In this phase, the
activities found in the second phase are
compared to the list of expected, declared
activities. Both extra undeclared processes
and missing expected processes are
identified. - -



Once the analysis is complete, it can be
summarized at several levels and presented to
the user. Knowledge Generation currently
offers four levels of detail. At the highest
summary level, it indicates how many
declared activities occurred as expected and
how many had discrepancies. At the second
level, the user can see what specific errors
occurred for each activity. At the third level,
the user can see the errors in the context of
the overall process. Finally, at the fourth
level, the user can look at the raw sensor data.
This “drill-down” approach is common in
analysis systems and allows the user to get as
much detail as is needed to resolve questions
without immediately being overwhelmed with
detail.

The data analysis is controlled completely by
the sensor and process models that are inputs
to the software. The analysis models can be
configured to track concepts (e.g., continuity
of knowledge) as well as processes. Thus, the
software is very flexible and can be
configured for use in a wide variety of
facilities.

Analysis time depends on the number of
events and the complexity of the analysis
models, but typical performance is one to
thousand events per minute. The analysis
models themselves can be built in a fairly
short time frame (4-6 weeks, including
site/sensor familiarization). Additional
software tools could speed up the model-
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building process sign~icantly. Once built,
these models can be applied to all subsequent
data coming from the site, as long as the
monitoring system configuration remains the
same.

The analysis engine requires three inputs to
process the raw data from an unattended
sensor system. These are:

1. The declarations, a list of what activities
are expected to occur;

2.

3.

7
The destinations, a description of the
facility/process models (state machine
models); and

The event rules, the set of rules for the
Event Generator that define how the raw
sensor data should be interpreted.

In order to build these inputs, a site expert
must first determine what processes occur at
the facility in question. Processes are the
highest level operation that the facility
operator would declare. Each high-level
process may be broken into sub-processes,
called activities, which are the steps necessary
to complete the process. Activities maybe
constructed from other activities in a
hierarchical fashion.

An activity is a significant action (as defined
by the site expert). Intuitively, an activity
should be visible to an operator at the facility;
that is, an operator should be able to tell by
inspection whether or not an activity has
occurred. Activities can be cascaded so that a
master activity can be built up of sub-
activities in as many levels as are required to
model the current facility and its processes.
The level of detail modeled at the activity
level should closely reflect what the sensors
installed at the facility can verify.

The declarations are just a list of processes
and activities that the operator declares to
have happened during the period of interest.
The declarations must be drawn from the list
of processes and activities identified by the
site expert.

To build the destinations, the site expert must
determine what the key objects are that
participate in the processes and activities.
Example objects include: fuel assembly, hot
cell, breakbeam sensor, etc. Next, the possible
states for each object should be defined,
keeping in mind that the level of detail should
again closely reflect what the sensors at the
facility can verify. In general, the possible
states appear to fall into five categories:
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1.

2.

3.

4.

5.

I

Locations of physical objects (robot at
door, bundle in tray, flasks on table, etc.),

Conditions of physical objects (flask
welded, tray filled, etc.)

Conditions in the health of physical
objects (breakbeam failed, network
reliability failing, etc.)

Process states (move to silo complete, box
assembly stalled, etc.)

Concept states (security uncompromised,
safety OK, system integrity suspect, etc.).

Finally, the site expert should define what
events cause transitions between the states.

At this point, the activities and objects that
participate in the activities can be modeled as
a set of coupled state machines. As a rule of
thumb, there should be one state machine for
each object. A state machine can both receive
and send events. The ability to send events
provides the coupling for the state machine
models. Activities and processes are
sometimes modeled as state machines, but are
more often modeled as a sequence of object
states.

Each state machine is composed of a set of
destinations. One compact representation of
state machine models is as a matrix. The
possible states are the rows in the matrix
while the possible events are the columns. A
destination is just an element of the matrix
representation – that is, a cell defined by a
given State-Event combination. The
destinations describe what should happen
(e.g., what the next state should be) when an
object or process in the specified state, State,
receives the specific event, Event. The matrix
representation of state machines is very
powerful because it forces the model
developer to think about all of the possible
state/event combinations and so helps
enumerate the possible deviations from
normal behavior.

As described above, the event rules are used
to extract events to drive the state machine
models from the raw data. The site expert
determines the signature(s) of each of the
lowest level activities in the raw data and uses
the signatures to create the event rules. For
example, suppose a crane used to move fuel
in a cooling pond has been instrumented with
a radiation sensor. When the crane picks up a
fuel bundle, the radiation level reported by
that sensor goes above a predefine trigger
level. The site expert would then create a rule
that extracted a “bundle grabbed” event when
the radiation level exceeds the threshold.
These rules thus map the activities at the
facility to the sensor events that would occur
for each of those activities.

EXAMPLE ANALYSIS

The Integration, Test, and Evaluation
Laboratory (ITEL) at Sandia is a facility in
which robotic nuclear material handling
systems, inventory and control systems, and
unattended monitorings ystems are brought
together in order to identif y integration issues
in establishing an integrated nuclear material
management approach. There is an
Automated Guided Vehicle (AGV) that can
store and retrieve pallets of containers in
storage racks. There is also an overhead
gantry that runs two-thirds the length of the
room for moving individual containers. As
shown in Figure 1, the facility has been
instrumented with an unattended monitoring
system consisting of two balanced magnetic
switches, three breakbeams, four infra-red
motion detectors, and two DCM- 14 Neumann
cameras. The balanced magnetic switches
monitor two of the doors to the facility. The
third door and nearby area is monitored by
one of the motion detectors. One breakbeam
is placed near one of the doors and is used to
trigger a camera when people enter or leave
the facility. The other two breakbeams are
placed in the interior of the room to monitor
people and the AGV as they move through
the facility. Motion detectors are placed near



the breakbeams to confirm movements. The
fourth motion detector detects motion in the
pallet storage racks. Finally, some of the
dummy pallets in the facility are monitored
with T-1 tags. The T-1 provides authenticated
temperature, motion, and fiber optic seal data
to monitor the status of a container or set of
containers.

ITEL was used to simulate the movement of
material from Pantex to Savannah River as
part of an integration demonstration in
September 1999. In the demonstration, the
AGV was sent to the storage racks to retrieve
a pallet of four containers similar to those
rated for storage of nuclear material. The
containers, stored in four-pack pallets at
Pantex, would need to be inspected and
repackaged into individual containers before
shipment to Savannah River. Rather than
simulate the inspection and repackaging
process, the T-1 was removed from the pallet
as it would be in the repackaging process and
placed in a vehicle (as if it were on a single
container) to simulate the transportation
phase. The T-1 was put into “transportation
mode” in which the motion detector is
disabled and all other events are buffered until
a buffer dump is requested by the receiving
monitoring system. This allowed any non-
motion events en route to “Savannah River”
to be captured. While the T-1 was in
transportation, the original pallet was replaced
in the storage racks. When the T-1 returned to
the ITEL, it was placed on a single storage
container, which was then moved to its
storage location with the overhead gantry.
Approximately 15 people attended the
demonstration so there was quite a bit of
additional human motion that also triggered
sensor events.

There are six high-level objects whose
movement or state must be tracked in the
facility in the process of analyzing the sensor
data. These are the AGV, the pallet, the T-1’s
fiber optic seal, the truck carrying the T-1, the
single container, and people. Each of these
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objects was modeled with one or more state
machines. In some cases, it was clear what
sensor events were associated with what
objects. For example, any events from the two
balanced magnetic switches on the doors, the
associated breakbearn, or the motion detector
monitoring the third door were readily
ascribed to human motion because the AGV
is not allowed in those areas. However, sensor
events from the two breakbearns and motion
sensors monitoring the middle of the room
could come from people, the AGV, or the
gantry while it stores the single container. We
used lower level state-machine models that
incorporated knowledge of how fast the AGV
moves to decide how to interpret the events.

Storage Racks

r Support Columns

BMS
Breakbeam

Figure 1. The ITEL FaciliQ showing
approximate locations and sensing regions
for the sensors. Balanced magnetic switches
are labeled BMS and infrared motion
detectors are labeled PIR.

The state machine models for the AGV and
the single container primarily tracked location
of those items. The pallet was tracked with
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three state machine models, two that tracked
its location and one that tracked whether or
not it was moving (based on the T-1 motion
sensor).

Using these models, we were able to
successfully identify all of the expected
activities (retrieval of the pallet,
“transportation,” storage of the pallet, and
storage of the single container). We also
identified the “seal broken” event as
unexpected and of concern. We were able to
extract these activities from a noisy set of
fairly random events due to the people
attending the demonstration.

SUMMARY

The Knowledge Generation system is a
powerful approach to the analysis of data
from unattended monitoring systems. The
finite state machine models at the core of the
KG analysis engine are flexible enough to
model a variety of physical objects and
processes. This approach can automatically
draw conclusions in the problem domain the
user cares about, while still allowing the user
to examine the logic trail that led to the
conclusions or even to drill down to the raw
data if desired. Automating the analysis lets
the user quickly sort through large quantities
of data and focus on the relatively few
unusual occurrences.

The current analysis engine was designed to
be completely independent of site knowledge;
as a result, it can compare the raw sensor data
against activity declarations from any site for
which appropriate models can be developed.
Limited experience has shown that it takes
only a relatively small amount of time to
model a facility. As a rule of thumb, a sensor
takes about a dozen descriptive lines, and
each process takes 10 to 50 descriptive lines.
Modeling time varies widely, but falls
dramatically after the first few models are
made.
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