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Opportunities in Computational Mechanics:

Advances in Parallel Computing

Richard L.eSar

Los Alamos National Laboratory

Abstract

In this paper, we will discuss recent advances in computing power and the
prospects for using these new capabilities for studying plasticity and failure. We
will first review the new capabilities made available with parallel computing. We
will discuss how these machines perform and how well their architecture might
work on materials issues. Finally, we will give some estimates on the size of
problems possible using these computers.

I. A brief history of computing

In Figure 1, we show a plot of the changes in computational speed for a “supercomputer” as a
function of time [Forlsund et al., 1994 with additions for current machines]. We indicate the
computer, its computational speed (measured in Operations per second, Ops), the year the
computer was released, and the basic type of computer architecture each computer has. Over the
past sixty years, computing power has increased tremendously, from a few seconds per operation
for an electromechanical -accounting machine to the range of trillions of operations per second
(TOps) on the largest parallel computer of today. The changes in Figure 1 are remarkable,
covering almost 15 orders of magnitude in just sixty years. In human history, there are few
technological advances that match such progress.

The solid curve in Figure 1 was made in 1983 and was based on a fit to the operations versus
time plot to that date. It is, perhaps, surprising, that such a simple relation could describe the
historical advances so well, since there had been a change in how computations were performed
on the computers with the switch from serial to vector computing. The differences between
serial and vector computing are not the focus of this paper, so we will not discuss them in detail.
A good discussion of the basics of how computers work is given elsewhere [Friedman et al.,
1994]. Suffice i! to say that vector computers gain in computational speed over serial computers
by an efficient loading of data on to the processing unit. As we shall see below, one of the
biggest challenges in using the modern parallel machines is the software needed to make the
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machines run efficiently. This lack of software has long been a problem as supercomputers have
been introduced. For example, the first Cray 1 arrived at Los Alamos with no operating system
and no compiler.

The projection of operations over time worked well to about 1990, when, with the advent of
parallel machines, there was a fundamental shift in the scale of computing. The first parallel
machines were of the type usually referred to as massively-parallel processing (MPP), the basic
architecture of which will be discussed below. These machines worked well, but were typically
large, expensive, single machines. The current driver for the highest-end computing is the
Department of Energy’s Accelerated Strategic Computing Initiative (ASCI). ASCI has invested
in three large-scale parallel computers, ASCI Red at Sandia National Laboratories (SNL), ASCI
Blue Pacific at Lawrence Livefiore National Laboratory (LLNL), and ASCI Blue Mountain at
Los Alamos National Laboratory (LANL). Each of these machines has a different architecture,
but all operate in the multi-TOps regime.

The large-scale machines have very large capabilities but are quite expensive. For example,
ASCI Blue Mountain cost about $120 M. While the overall cost is high, the cost per
performance is not out of line with simple workstations. In Figure 2, we show how cost per
MOps has dropped over the years. In 1968, for example, a CDC 6600 cost about $6 M, yet
yielded only 3 MOps performance, for a performance cost of $2 MIMOps. ASCI Blue Mountain
has a theoretical peak speed of 3.072 TOps, yielding a performance cost of about $40/MOps,
which compares well to a workstation, which does not have the large-scale communication
structure needed for parallel computing.

Understanding the possibilities created by these computers requires some discussion of how they
perform calculations and manage data. In the next section, we will briefly describe the differing
architectures. In Section 111,we will focus on issues in using parallel computers and in Section
IV on how these machines could be applied to materials simulations for plasticity and failure.
We will provide some scaling estimates on the size of problems possible on these machines.
Finally, in Section V, we will discuss opportunities in the availability of parallel computing.

IL Parallel architectures.

Parallel computers consist of a number of identical units that contain CPUS (central processing
units) and that function essential as serial computers. These units, called nodes, are connected to
one another and simultaneously perform more or less the same calculations on different data.
The processors can be connected either to only their own memory (called distributed memory) or
if there are more than one processor per node, they can share memory (a shared memory
approach). Increases in computational speed arise from the application of more than one CPU to
a problem. One advantage to these certain of these systems is that they can be built from off-the-
shelf components. There are many challenges to using these computers, most involving efficient
exchange of information between the compute nodes.

The business of parallel computing and the different communication pathways have led to a
number of programming models. We will not discuss any of these in depth here, but will just
describe some typical computer architectures and issues related to those architectures. Many
articles are available that describe programming models for various architectures [Friedman et
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al., 1994; general references]. To be more concrete, we will use the very large ASCI machines
as examples of different types of architectures.

The ASCI Red machine at Sandia National Laboratories is an example of a massively-parallel
system with an MIMD (multiple instruction/multiple data) architecture
(httm//www.sandia. ~ov/ASCI). In an MIMD system, each processor is independent of the others
and data is exchanged between the processors through a variety of programming models. The
most versatile programming model is message passing. In this approach, the processors send
messages to each other as needed to exchange data. To do message passing efficiently, codes
must include explicit calls for the messages. There are standard software tools that help the
programmer use message passing efficiently, for example MPI (message-passing interface).
ASCI Red was made by Intel has 4536 compute nodes with 2 Pentium Pro processors per node,
each processor having its own operating system (a microkernel) and memory. The peak speed as
currently configured is 1.8 TOps.

Blue Pacific at Lawrence Livermore National Laboratory (httm//www.sandia. gov/ASCI) is an
example of a distributed shared memory multiprocessor (SMP), in which each node has multiple
processors and memory that is accessible by all the processors on that node. The Blue Pacific
machine is made by IBM and will have a final configuration of 1464 nodes with four RS/6000
processors per node. The nodes are connected via a fat-tree communication architecture and
information is passed between nodes with message passing. The peak speed is 3.9 TOps with
2.6 TBytes of memory. In some ways, the Blue Pacific machine is similar to the classic MPP
architecture, with each CPU replaced by a node of four processors with shared memory.

The extreme example of distributed memory computing is the Blue Mountain machine at Los
Alamos (htt~://www.lanl. ~ov/asci). Built by SGI/Cray, the fundamental processing unit for Blue
Mountain is a 128-processor SMP, with the memory shared over all the processors. Because the
SGI architecture is so different from the other machines, we will discuss it in more detail.

The basic building block of Blue Mountain is a board with 2-processors and memory. A larger-
scale system is built by wiring these boards together in a hypercube configuration and put on a
box. Through both hardware and software, the memory is shared across the nodes in a box, so
that all memory is accessible to all processors on that box. (It turns out that for many
applications, certain performance advantages are possible through the use of MPI even for on-
box communication.) The operating system is also shared across all the processors on that box.
As of now, the largest box can contain 64 nodes, or 128 processors. Given that the peak speed of
a processor is about 500 MOps, the net speed for a 128 processor box is about 64 GOps. The
communication on the box is fast, though somewhat location dependent because of the
hypercube architecture, i.e., some memory is “closer” to a given processor than other parts of
memory. The boxes are liked together through a HIPPI interface (High-Performance Parallel
Interface) with multiple channels per HIPPI. As is true for on-box communication, some boxes
are closer to each other than others. The communication between boxes is generally slower than
on a single box. Generally communication is controlled by software like MPI, though the goal is
to have shared memory across many boxes. The current Blue Mountain machine has 48 boxes
with 128 processors per box, for a peak speed of 3.072 TOps. It also has 1.5 TB ytes of memory.
How close a given application comes to reaching the peak speed depends on many factors,
including efficiency in using the processors (often governed by cache utilization), and on-box
and between-box communication.
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111.Some issues in using parallel machines.

There are a number of issues in how to use parallel computing efficiently. We will not go into
much detail here and we will not discuss issues involved in effective use of single processors at
all. The main issue in effeetive use of parallel computing is communication. For problems with
no communication, such as running large numbers of independent problems on individual
processors, one reaches 100% parallel efficiency. For problems that are highly communication
dependent, such as a direct calculation of the interaction of all particles in an atomic simulation
(not something one would normally do, by the way), the communication can dominate.

To be more concrete, consider a molecular dynamics calculation, in which we sum the short-
range interactions between atoms, determine the net force on the atoms, and then integrate the
equations of motions to determine the dynamics of the atomic motions. In Figure 3, we show an
example of an efficient algorithm for doing molecular dynamics in two dimensions on a
massively-parallel computer [Lomdahl and Beazley, 1994]. The authors originally developed
this algorithm for the massively-parallel CM-5, but it can serve as an example of some of the
issues in adapting algorithms for parallel computing. We should note that with the code built on
this algorithm (SPaSM), Lomdahl and coworkers routinely do molecular dynamics simulations
in three dimensions with tens of millions of atoms [e.g., Zhou et al. 1998].

A key feature to computing in a parallel environment is to optimize communication. Given the
different types of parallelism, it is clear that different strategies may need to be employed. The
most time consuming part of an atomistic simulation is summing up the interatomic interactions.
Typically, these interactions are short ranged and one introduces a cutoff distance beyond which
all interactions are ignored. Consider Figure 3, in which the molecular dynamics simulation cell
has been mapped onto 16 processors. On each processor, the domain has been further mapped
into sub cells, whose size was chosen such that a particle in one sub cell would only interact with
particles in the neighboring sub cells. The only subcells we need to actually sample are shown in
the insert in Figure 3. Note that for all sub cells with neighbors within the interior of the
processor space, no inter-processor communication is needed. Only for atoms in the sub cells on
the boundaries of the processor need information from another processor. In the MPP message-
passing mode, when information is needed from another processor, a message is sent out to that
processor requesting the information, which is then sent where it is needed. It is this
communication step that can slow down the simulation if the programmer is not careful. Note
that the calculation is easily synchronized and load balanced – all messages can be sent at once
and, if the system is uniformly dense, the amount of work on each processor is about the same.
Note that if one processor finishes before the others, it must sit and wait for all others to finish.

Consider the same calculation on the architecture on ASCI Blue Mountain. For example,
suppose we had four boxes with four processors each. Let us first assume that the processors are
assigned to the simulation cell as in Figure 3. Suppose further that processors are located on
boxes as (0,1,4,5), (2,3,67,7), (8,9,12,13), and (10,11,14,15). With this decomposition, all
interactions between the processors in each quadrant are on the same box, where we have the
fastest communication. It is only on the edges of the “boxes” that we need to communicate
between boxes. Thus, this decomposition should minimize the off-box communication.
Suppose, however, that we partitioned the processors on the boxes as (0,8,2,10), (1,9,3,1 1),
(4, 12,6,14), and (5,13,7, 15). In this case, all communication between processors would have to
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go between boxes, a less efficient scheme. Of course, we would try to avoid such a case, which
is not difficult for the structured decomposition in this type of molecular dynamics simulation.
Suppose, however, we have a continuum simulation with a complex three-dimensional,
unstructured, mesh. We are faced with partitioning the mesh first on to processors and then to
ensure that the processors are on boxes such that we n_&irnize communication. Thus, we need a
hierarchical decomposition. While codes exist to do regular decomposition, this type of
hierarchical decomposition is not well developed.

IV. Estimates of what parallel computing allows.

Suppose we had an optimized code ““like SPaSM for molecular dynamics. What kind of
calculation could we do on these large ASCI machines? We cannot say directly, as no one has
done it. However, we can make some reasonable estimates based on performance on a single
processor.

Lomdahl has done extensive tests on SPaSM [Lomdahl 1999]. Based on his experience on a
number of processors, the single-processor performance is about 38% of the peak. On Blue
Mountain, this would correspond to about 188 MOps per processor. If there were perfect scaling
(i.e., no losses due to communication, etc.), this would correspond to a peak speed for this code
of about 1.17 TOps on the full Blue Mountain machine. Of course, no one expects perfect
scaling and tests need to be done to see how well the code really does. From actual timings,
Lomdahl estimates that can do a molecular dynamics simulation (with an embedded-atom model

potential for copper) in about 5 1.2s / (lObatoms A~), i.e., for each time step (At) with one

million particles it takes about 51.2 seconds with one processor. Once again, assuming perfect

scaling, it would take about 0.0083s / (lObatoms At) on the full Blue Mountain machine. With

that timing , one could do, for example, a simulation with 109 (1 billion) atoms for 104 time steps
in 23 hours. Given that a time step in a molecular dynamics simulation is typically about 10-14
second, this would correspond to a simulation of a cube of copper 0.2 pm a side for 0.1
nanoseconds. Once again, we could not expect perfect scaling, so we need to actually do
simulations to see what the true performance is. Of course, despite the large system size,
atomistic simulations are still limited in the size and time of problems they can address.

Dislocation dynamics simulations have been proposed as one way to move up the length and
time scales. The basic notion is similar to molecular dynamics, except that atoms in the
molecular dynamics simulations are replaced by dislocations. The dislocations lines are, in turn,
generally represented as a set of discrete segments. It is somewhat difficult to estimate what can
be done in a dislocation simulation on parallel machines, as there has been little done in this
regard. We can make some estimates by considering the nature of the forces and the time scale
of the dislocation simulations. Presuming that we represent the dislocations as a series of linear
segments, we have the same type of code as in molecular dynamics, with the atoms replaced by
segments and their interactions. The forces between dislocation segments are found, at long
range, from linear elasticity. The forces are tensorial in nature and thus it is much more time
consuming to calculate the forces between dislocations than between atoms. However, the true
problem lies in the long-range nature of the interactions – the forces decay as one over the
distance. Thus, in principle all possible interactions must be included in a simulation and no
cutoff can be used. If there are N dislocation segments, then there will be 0(N2) terms in the
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force calculation. For large N, simply summing up the interactions directly is much too
computationally costly. Thus, a variety of methods have been developed to speed up the
calculation. One such method is the Fast-Multipole Method of Greengard and Rokhlin [1987],
which has been modified for dislocations [Wang and LeSar, 1995]. This approach is a
hierarchical method that converts the 0(IV2) problem to, O(N), with some large prefactor that
depends on the problem. No one has implemented such a method for dislocations on a parallel
machine, so it is difficult to give accurate scalings. To first order, however, we estimate that a
typical force calculation in a dislocation dynamics simulation takes over 100 times as many
operations as does a force calculation in an atomistic simulation. (It may be considerably I&ger
than a factor of 100.) Given the scalings for a molecular dynamics simulation given above, we
can then (optimistically) estimate that one could handle 107 dislocation segments for 104 time
steps in a 23 hour run on the full Blue Mountain machine. Assuming a typical segment length of
10 Burgers vectors (about 30 ~) and a time step of about 10-11seconds, this calculation would
correspond to a cube (given a dislocation density of 1013/m2)about 14 pm a side for about 0.1
~second.

The next level of modeling plasticity is at the continuum level. For this paper, we do not have
enough information to do the appropriate scaling to estimate the size of problems that can be
done. Such an estimate would depend greatly on the type of continuum code,” i.e., what kind of
mesh (structured, unstructured, etc.), what kind of time integration (explicit or implicit), what
kind of solver technology, what kind and level of constitutive relation, etc.

V. What kind of parallelism is available?

When ASCI chose its computing strategies, it took different paths. There were a number of
reasons for the different approaches. One important reason is that large-scale MPP machines are
single entities that are affordable only by large computing centers. The strategy behind
distributed computers, however, is that one can make a very large-scale computer by hooking
together many commodity parts. These commodity parts can then be sold separately to
consumers who do not have millions of dollars for a large-scale machine.

To be more explicit, let us consider the SGI Blue Mountain machine. It is made up of 48 boxes,
each with 128 processors. The boxes, which are sold under the name of Origin 2000, can be
configured in many ways, from 2 to 128 processors. The prices are modest at the small end - a
few tens of thousand of dollars – and thus small-scale parallelism is affordable for even small
groups. The power of these computers is still quite large. For example, a 4 processor origin
2000 would have a peak speed of about 2 GOps, a very fast computer in its own right (see Figure
1). The strategy of the distributed SMPS is sound, with the needs of the very high end helping
drive the capabilities at the smaller end. Scaling the single box to 128 processors leads to a 64
GOps machine. Such a computer would be half the speed of the CM-5 (Figure 1), but would
cost a fraction of what the CM-5 cost just a few years ago.

We would be remiss if we did not at least mention another strategy to parallelism that is
affordable for the small academic user – computer clusters. Computer clusters are the extreme
example of distributed computing – each computer is independent, with its own operating
system, memory, CPU, etc. They are connected by relatively standard switches and
interconnects. These computers can reach impressive speeds for a relatively small cost and can
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be made from single Unix computers, PCs warren], Macintoshes [Decyk et al.], etc. Very
impressive speeds can be achieved for a small amount of investment.

One final note needs to be made. The only justifications for a code being on. one of the large-
scale parallel computers are that they can solve important problems and that they can fully take
advantage of the computer’s power. The latter requires a code that is optimized for the large-
scale machines. At this point in time, that optimization is not easy – there are few tools available
to help the programmer and the compilers are not well developed enough to be much help. Thus,
the code developer must be knowledgeable about the architecture of the computer and of how it
really works. These are not computers for amateurs.
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Figure 3. Topology for two-dimensional molecular dynamics simulations on a massively-
parallel computer [Lomdahl and Beazley, 1994].
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