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ABSTRACT 

The Virtual Interface Architecture (VIA) is an emerging 
standard for interconnecting commodity computing 
nodes into a cluster. Since VIA protocol. operations are 
implemented outside the operating system kernel (often, 
entirely in hardware), VIA transfers can be performed at 
very low delay, high throughput, and minimal CPU 
overhead. This makes VIA ideal when building large 
clusters that perform complex simulations of physical 
events. However, the scaling properties of VIA are less 
clear. This paper describes the design and results of a 
simulation model developed in OPNET to investigate 
VIA'S ability to scale to clusters of > 1000 nodes. 

INTRODUCTION 
Due to declining markets, some vendors of 
supercomputers are no longer producing new platforms. 
However, markets for desktop computers remain strong. 
Therefore, prices for desktop platforms are decreasing, 
while desktop performance continues to increase 
according to Moore's Law. These trends have led to. a 
strong interest in building supercomputers using clusters 
of commodity PCs interconnected with commodity 
communications technologies ( e g ,  NASA's Beowulf 
project, Sandia's CPlant project, etc.). 

When building a cluster of PCs, careful attention must 
be given to the performance of the interconnect system. 
If the proper interconnect technology is not chosen, then 
excessive message transfer delay andor excessive 
protocol processing by the node CPU will result. This 
leads to decreased CPU .instruction rates available for 
applications, which seriously affects the performance of 
database servers, and physics simulation codes such as 
those. for computational fluid dynamics and heat- 
transfer. 

The Virtual Interface Architecture (VIA) specification 
was developed to provide low-latency, low-overhead 
mechanism for processor interconnections. The 
specification is based on the Operating System (Os) 
Bypass technique, which allows transfers to occur 
directly between applications and the network with no 
protocol processing performed by CPU during data 
movement. This approach significantly reduces the 
overheads associated with standard, OS-implemented 
protocols,- while still maintaining application 
intqroperability, flow isolation, and protection. 

Although this protocol currently sees widespread use in 
database server clusters, the low transfer latency and 
high throughput of VIA makes it attractive for physics 
simulation applications. However, the ability of VIA to 
scale to clusters consisting of more than 1000 nodes is 
currently unknown. Therefore, simulation studies of VIA 
are required to determine its performance in large 
systems. 

This paper describes the VIA protocol in more detail, 
and describes the design and validation of an OPNET 
simulation model for VIA. In addition, this paper reports 
on the design and results of a simulation model for a 
VIA-connected cluster of 1024 nodes, and provides 
concluding remarks. 

THE VIRTUAL INTERFACE ARCHITECTURE 
Figure 1 shows the main components of the VIA 
protocol. These components include the Application 
process and the memory buffers that it owns, the VIA . 
network adapter, and the Virtual Interface. The Virtual 
Interface is a logical construct which contains send and 
receive descriptor queues (typically regions of node 
memory), and a door&ZZ.notification mechanism . 
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(typically a register on the adapter). Although the'VIA 
specification [ 13 describes other components (e.g., User 
Agent, Kernel Agent, etc.), these functions are not 
described in this paper because they do not affect the . 
performance metrics of interest (specifically, message 
transfer latency). 

* r * the applicatiGn'buffer into the network. During this 
.-:- .,'process, the data is framed according to the link 

protocol, a network-specific destination address is 
applied, and the frame is sent to the receiving host. 

, 

- .'-'-When the receiver's VI adapter receives the data, it 
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Figure 1 : Primary VIA Components 

Since VIA is a connection-oriented protocol, a VIA 
connection passes through three phases: connection 
establishment, data transfer, and connection release. 
During the connection establishment process phase, a 
route between the two node is determined, and resources 
at each node are reserved. These resources include the 
Virtual Interface (VI) queues as shown in Figure 1, and 
entries in the Translation and Protection Table (TPT) in 
the VIA adapter for VIA-to-link-specific address 
translation, flow isolation, and virtual memory 
protection. 

During the data transfer phase of a VIA connection, an 
application on the receiving host prepares .one or more 
receive buffers, assembles receive descriptors with 
pointers to these buffers, and places them into the VI'S 
receive descriptor queue. This operation should be 
performed before the sender starts sending data. 
Otherwise, if the VI is operating in unreliable delivery 
mode, data may be lost. 

When the application on the other host wishes to send 
data on a VI, it assembles a transmit descriptor, and 
includes a pointer to the application buffer that contains .- 
the data to send. This descriptor is placed into the 
transmit descriptor queue, and a doorbell notification is I ;  ,; 
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accesses the descriptor from the receive descriptor 
queue, obtains the address of the receive buffer, and uses 

' the TPT to determine if the data is allowed to be stored 
at the receive buffer address. If so, then the adapter uses 
DMA to transfer the data to the receive buffer, and 
marks the receive descriptor as being "completed". At 
this point, the adapter may send an interrupt to the host 
so'that the application can be notified that the descriptor 
has been completed. 

* 

At this point, the data transfer process can continue as 
described above, or the connection may be released. 

Note that during this process, the host operating system 
is not involved in the transfer of data to/from application 
memory. This minimizes data copying, which reduces 
transfer latency. In addition, since the CPU is not 
involved in communications protocol functions, more 
CPU cycles are made available to the application. 

THE VIA NODE MODEL 

Figure 2 shows the OPNET node model for a VIA host. 
This node model contains process models that 
implement application processing, application memory 
storage, VI send and receive queues, VIA adapter 
functions, and link-specific protocols. With respect to 
the VIA specification [ 11, this model implements the 
sendreceive mode of operation with unreliable delivery. 
In addition, all transfers within and between nodes are 
modeled using packet transfers: 

' 

send to the VIA adapter indicating the presence of data xi!,*'. ~..'.L,:.C[~ - c 

in the transmit queue. When the VIA adapter removes 
the descriptor from the transmit queue, it uses Direct 
Memory Access @MA) to move the data directly from 
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Figure 2: VIA Node Model 
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The application-specific functions are performed in the 
"VIA Apps" process model. This process model is a 
dynamic process model that creates a specified number 
of child processes at the start of the simulation. Although 
a variety of applications can be implemented in this . 

framework, the model in this paper uses a simple 
application that sends data at intervals corresponding to 
the specified distribution and parameters. In addition, 
this application is also capable of receiving data, and it 
pre-posts a specified number of receive VIA descriptors 
to ensure that sufficient resources exist to accept data. 
Alternatively, the number of pre-posted descriptors can 
be adjusted to determine packet dropping probabilities in 
unreliable transfer mode. 

The "Host Memory" process model is a process model 
that mimics host memory. At the beginning of the 
simulation, a large pool of buffers is created which is 
shared among all application instances. These buffers are 
allocated to applications or the VIA adapter as needed to 
perform the transfer, and are released when transfers +e 
completed, 

' ,, . *.. .$':$:' J , I I ,.'., 
' ,  ," .  ?. . , .: : I  ;' '_ ; ,'fAP A-r : t l j  

The "VIA Queues" process model (also a dynamic .-, 
process model) creates a single YIA , .1 .as..-- se%%eceive'qu&Ge .I. - * i  

for each application process at the start of the simulafion. 
Following standard VIA protbcol, wh& an ap$iition . .$,'.' 

has data to send, it builds a send buffer and places it'& 

Host Memory. It then builds a transmit descriptor, which 
includes a pointer to the memory buffer, and sends this 
descriptor to its transmit VIA Queue. 

At this point, the yIA Queue sends a doorbell request to 
the "VIA Adaptation" process through the PCI bus. The 
transfer of this doorbell request, along with the transfer 
of other data across the PCI bus, must contend with 
other PCI transfers that may be occur in the node. For 
clusters, these,sources may include SCSI adapters andor 
other networkadapters (for other network services such 
as remote file storage). These devices are modeled in the 
Other PCI Devices ideal generator with specifiable 
traffic distributions and parameters. 

Upon arrival of the doorbell request, the VIA Adaptation 
process model retrieves the transmit descriptor from the 
VIA Queue, obtains the pointer to the transmit buffer in 
host memoj,  and retrieves the buffer. As the VIA 
Adaptation process receives the buffer data, it frames it 
for the link-specific protocol, includes a link-specific 
destination address in the header, and sends it out on the 
wire. At this point, the transmit descriptor is marked as 
"completed" (since the model implements unreliable 
transfers). 
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. , ' : . i s ,  , { I  , '  

- .  

The. process of moving data from the host buffer to the 
wire is nominally performed in a cut-through fashion, 
that is, without storing the data in the adapter memory. 
By using cut-through transfers in the VIA hosts and 
switches, per-hop message delay is limited to the header 
processing delay. However, this model also supports 
store-and-forward processing; which may be required 
for certain network technologies. 

On the way to the destination, the message may traverse 
a number of VIA switches. Both the host and switch 
node models implement a simple data link protocol, with 
output link scheduling performed using idealized fluid- 
flow queues. However, this model can be easily adapted 
to other link technologies by modifying the VIA 
Adaptation process model and using appropriate 
switches. 

On the receiving end, the VIA adaptation process model 
obtains a receive descriptor (which should have already 
been posted) and obtains the virtual address of the 
receive buffer in host memory. Using this address, the 
VIA Adaptation process transfers the data directly to the 
buffer is it is being received from the wire: Once this 
transfer is 'completed, an interhipt is generated to the I 

applfcation indicating that the'appropriate receive . 

descriptor has-been "completed". --:. c.f  J 3 ' -  : . ' .  
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To determine the VIA model's fidelity, it was validated 0 : 
against the CLAN family of VIA adapters and switches : 
that are commercially available from Giganet. The 
validation procedure looked at small configurations of 

compared experimental latency results with latency 
results from the OPNET model. Figure 3 shows one of 
the configurations that were studied during validation. 
As shown in Table 1, the latency results for this network 
differed by less than 13 % for a variety of packet - 
lengths. For very small and large packet lengths (which 
represent more interesting cases for interconnect % I ' - '  

performance), the difference is under 5 'YO. 

VIA networks that could be built in the lab,'and , ~, 
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Figure 3: Sample Validation Network (Four-Hop) 

1 
Measurement Result (%I 

27.8 28.8 3.6% 
32 
64 

256 
1024 
4096 

32768 
6551 9 

34.1 29.7 12.9% 
33.2 29.9 9.9% 
32.8 31.4 4.3% 
40.8 37.6 7.8% 
72.5 63.8 12.0% 
348 332 4.6% 
654 638 2.4% 

Table 1 : Validation Results from Four-Hop Network 

MODELING A 1024-NODE CLUSTER 
After validating the VIA simulation model, the VIA 
components were applied to simulation studies to 
determine VIA'S suitability for application in computing 
clusters. In this example, the VIA simulation model 
components (nodes, switches, links, etc.) were connected 
to form a 1024 node computing cluster. . . - . -  : - . 

. .  - .' .;;I' . .,- 

Although the OPNET user interface could be used to ., + .  :: 
specify the 1024 node system, the need to modify and - :, - 1 

expand the simulation runs ip the future made this li-. :i .) 

approach infeasible. For this reason, the_External Model .;i 
Access (EMA) feature of OPNET was chosen.Shis IG I 
feature allows the specification of the network topology ,L 

to be written in C source code, which is particularly iI:i ;j, 
useful when working with regular topologies because 

. 
such topologies can be compactly specified in iterative 
control structures (e.g., "for" loops). 

,. 
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In this study, the 1024-node network is constructed 

torus configuration. The VIA network, which is 
designed to approximate the Giganet VIA 
implementation, is modeled with ideal fluid-flow 
scheduling, and with all links configured for 856 
Mbithec (which corresponds to the maximum observed 
application throughput for the Giganet VIA 
implementation under study). For each switch, four of 
the ports are connected to hosts to form a "subnet", as 
shown in Figure 4, and the other four ports are used to 
connect to switches in each neighboring subnet. 

. using 256 8-port VIA switches arranged in a 16x1 6,2-D 
- 

The switch tables are configured such that all traffic that 
is sourced within the subnet will be transferred to a 
destination that is four switch hops away. The direction 
of the transfer (up, down, left, or right) is uniformly 
distributed. Although a more likely scenario is one 
where the bulk of the traffic is switched locally (i.e., 
within the subnet), forcing all traffic to traverse the mesh 
results in higher mesh interconnect utilization, and an 
upper bound for message latency. Therefore, this traffic 
pattern should provide more insight into system 
performance under load. 

node+O nod e 9 3 - i  ' n0de~33-2 nods3313 

Figure 4: Subnet Configuration 

The applications in this simulation are configured to start 
at T=l.5s, and generate 32 Kbyte packets with 
exponentially distributed interarrival times with a mean 
of 100 packets per second. The latency results from this 
simulation'is shown in Figure 5 .  These results'show a 
mgan latency 'of 41 0 pi ana a standard deviation of 130 
ps. The statistics for the simulation execution are/ 

. 



(This simulation run was conducted using OPNET 5.1.D 
on a Sun Ultra 5 workstation with a 270 MHz 
UltraSPARC processor, and 64 MB of RAM.) 

tine (ret) 

Figure 5: Global Latency (Packet Size = 32 KB) 
When the results of this simulation are compared with 
the validation results in Table 1 for the same packet size, 
an increase in the mean latency of 78 ps (or 23 ‘YO) is 
apparent. This increase is due to competing traffic on the 
inter-switch links, which utilized 12.2 % of the link 
capacity (or 104 Mbps). 

In summary, this simulation run indicates the following: 

Costly non-blocking switch interconnection 

There is a modest increase in latency despite heavy 
mesh traffic 
High-speed inter-switch links are not required in this 
case due to traffic locality 

topologies are not required, again, due to traffic 
locality 

Although these initial results look promising, additional 
simulation studies with real-world traffic flow data are 
required to further substantiate these results. 

CONCLUSIONS 
VIA is a cluster interconnection standard that is designed 
to minimize latency and processor overhead associated 
with inter-processor message transfer. To achieve these 
goals, VIA uses a technique know as “OS Bypass” that 
allows data to be directly transferred from application 
memory to the network without operating system 
protocol operations. However, VIA sees applications 
today in the implementation of small clusters consisting 

of 32 nodes or less, and its application to large clusters 
of > 1000 nodes has yet to be performed. 

The simulation study described in this paper provides 
initial results in the determination of VIA’s suitability 
for large clusters. An OPNET VIA simulation model 
has been developed, and validated against a commercial 
implementation of the standard. The validation results 
indicate that the model faithfully predicts message 
transfer latencies for real systems. A large simulation 
model of a commercial VIA implementation was 
constructed using OPNET’s E M  facility. The 
simulation results show that under stressful 
communications patterns, message transfer latency still 
remains low. Although further studies are required using 
parameters that closely approximate real-world 
communications patterns, these initial results show 
promise in VIA’S ability to interconnect nodes in large 
clusters. 
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