
another flow’s packet arrival statistics. Fluid flow queuing is not attainable in actual
implementations because it requires packets to be bit-divisible – it can only be
approximated. However, since the simulation model allows bit-divisibility, it implements
the ideal fluid flow queuing algorithm. This algorithm is shown in Figure 3.

.
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}
else

if(queue am val event)

{
determine subqueue;
if(subqueue empty)

{
increment n;
recalculate subqueue rates;

for each subqueue

{
remove next packet departure event;
determine remaining packet data;
recalculate and schedule next packet departure event;

}

queue packet;

}

else if (queue departure event)

{
determine subqueue;
de-queue the packet;
if(subqueue empty)

{
decrement n;
recalculate subqueue rates;

for each subqueue

{
remove next packet departure event;
determine remaining packet data;
recalculate and schedule next packet departure event;

}
}
else

calculate and schedule next departure event for the subqueue;

}

Figure 3: Fluid-Flow Scheduling Algorithm
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1.3.4 VIA Network Models

A variety of VIA network models was developed in this project. For model validation,
small network models were constructed using the network model editor GUI. These small
models allowed node model functions to be tested and debugged. As the node models
neared completion, small networks of actual VIA hardware were constructed in the lab,
and the same networks were constructed in OPNET. Simulation results for these
networks were compared against the measured performance metrics in the laboratory to
determine the degree to which the simulation model agreed with the actual network
results.

Once validation was completed, the EMA feature was used to construct a large VIA
network. This network represented a cluster of 1024 nodes. In this cluster, 4 nodes were
connected to each switch, and the switches were arranged in a 16x16, 2-D torus
configuration. Therefore, each switch. had one connection to each of its four neighbors.
Furthermore, the routing tables of each switch were populated so that each of its nodes
communicated to its corresponding node four hops away.

1.4 Model Validation
To determine the VIA model’s fidelit y, it was validated against the cLAN family of VIA
adapters and switches that are commercially available from Giganet. As described in [3],
the validation procedure looked at small configurations of VIA networks that could be
built in the lab, and compared experimental latency results with latency results from the
OPNET model. Figure 4 shows one of the configurations that was studied during
validation. As shown in Table 1, the latency results for this network differed by less than
13 % for a variety of packet lengths. For very small and large packet lengths (which
represent more interesting cases for interconnect performance), the difference is under 5
%.

........ . ............... ~~ ............. ............. $&......
“,4,.,;nmi,_,O ,.;4 : s ..2 ,,.3 ;

Figure 4: Sample Validation Network (Four-Hop)
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~ E%YionET

Message Latency (microseconds)

1 ~7.8 28.8 3.6%
32 34.1 29.7 12.9%
64 33.2 29.9 9.9’%

256 32.8 31.4 4.3%
1024 40.8 37.6 7.8%
4096 72.5 63.8 12.0%

32768 348 332 4.6?Z0
65519 654 638 2.4%

rable 1: Validation Results

1.5 Using the VIA Model

Now that the VIA simulation

from Four-Hop Network

model is validated, the VIA components can be applied to
simulation studies to determine VIA’s suitability for application in computing clusters. In
this example, akso described in [3], the VLA simulation model components (nodes,
switches, links, etc.) were connected to form a 1024 node computing cluster.
Although the OPNET user interface could be used to specify the 1024 node system, the
need to modify and expand the simulation runs in the future made this approach
infeasible. For this reason, the External Model Access (EMA) feature of OPNET
(described earlier) was chosen.

In this study, the 1024-node network is constructed using 256 8-port VIA switches
arranged in a 16x16, 2-D torus confi=~ration. The VIA network, which is designed to
approximate the Giganet VIA implementation, is modeled with the ideal fluid-flow
scheduling described earlier, with all links configured for 856 Mbit/see (which
corresponds to the maximum observed application throughput for the Giganet VIA
implementation under study). For each switch, four of the ports are connected to hosts to
form a “subnet”, as shown in Figure 5, and the other four ports are used to connect to
switches in each neighboring subnet.

The switch tables are configured such that all traffic that is sourced within the subnet will
be transferred to a destination that is four switch hops away. The direction of the transfer
(up, down, left, or right) is uniformly distributed. Although a more likely scenario is one
where the bulk of the traffic is switched locally (i.e., within the subnet), forcing all traffic
to traverse the mesh results in higher mesh interconnect utilization, and an upper bound
for message latency. Therefore, this traffic pattern should provide more insight into
system performance under load.
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Figure 5: Subnet Configuration

1.6 Large-System Simulation Results

The applications in this simulation were configured to start at T=l .5s, and generate 32
Kbyte packets with exponentially distributed interafival times with a mean of 100
packets per second [3]. The latency results from this simulation is shown in Figure 6.

These results show a mean latent y c)f410 ps and a standard deviation of 130 vs. The
statistics for the simulation execution are:

Simulated Time: 10s
Wallclock Time: 3 hr 55 min
Total events: 144,712,326
Events/see: 10238

(This simulation run was conducted using OPNET 5. 1.D on a Sun Ultra 5 workstation
with a 270 MHz UltraSPARC processor, and 64 MB of RAM.)

2.51 I I I I
0 2.5 5 7. s ?0

time (see)

Figure 6: Global Latency (Packet Size= 32 KB)

When the results of this simulation are compared with the validation results in Table 1 for
the same packet size, an increase in the mean latency of 78 ~s (or 23 %) is apparent. This
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increase is due to competing traffic on the inter-switch links, which utilized 122910 of the
link capacity (or 104 Mbps).

In summary, this simulation run indicates the following:

. There is a modest increase in latency despite heavy mesh traffic

. High-speed inter-switch links are not required in this case due to traffic Iocality

. Costly non-blocking switch interconnection topologies are not required, again, due to
traffic locality

Although these initial results look promising, additional simulation studies with real-
world traffic flow data are required to further substantiate these results.

1.7 Conclusions

OPNET is well suited for performing modeling and simulation of large-scale computing
clusters. OPNET’S model specification editors are organized to allow bottom-up
specification of simulation models. These models can be parameterized to allow flexible
exploration of a variety of scenarios. Since the applications running on computing
clusters, traffic flow characteristics, interconnect technology, and cluster architecture can
vary, this parameterization of models allows all of these options to be explored.
The classical process for network modeling and simulation as described in [1] and in the
OPNET documentation was applied to this study. This process allows for focused
simulation studies that are intended to produce well-defined and useful results without
“over-implementing” the simulation model. By iterating between the model
implementation and validation steps, high model fidelity can be achieved, providing
accurate results.

The VIA simulation model was implemented and validated against the Giganet cLAN
family of VIA adapters and switches for Windows NT platforms. After performing the
implementatiordvalidation loop and achieving satisfactory agreement, the VIA host and
switch models were arranged in a 1024-node 2-D torus cluster using the External Model
Access feature. Although a “canned” simulation scenario was selected for this study, the
model showed that under sustained heavy load on the inter-switch links, mean latency for
long messages increased by 23%.

Clearly, this is a first step in the application of this simulation model as a design tool for
computing cluster. Next steps in this development include the following:

. Develop more practical application models

. Assign realistic values to the application-level traffic source parameters (which
may be gleaned from “instrumented” applications, andor mesh traffic anal yzers)

. Upgrade the EMA network generator to populate switch tables with realistic
communication patterns, or develop dynamic routing mechanisms in the
simulation model

● Port the VIA node models to other network technologies, including Gigabit
Ethernet
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● Develop communication scenarios where inter-cluster communications occur over
wide-area networks
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