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Abstract 

I discuss the implementation and performance on massively par- 
allel, distributed-memory computers of a message-passing program to 
solve the time-dependent Dirac equation in three Cartesian coordi- 
nates. I use pseudo-spectral methods to obtain a discrete representa- 
tion of the Dirac spinor wavefunction and all coordinate-space opera- 
tors. Algorithms for the solution of the discrete equations are iterative 
and depend critically on the Dirac Hamiltonian-wavefunction product, 
which I implement as a series of parallel matrix products using MPI. 
I investigate two communication algorithms, a ring algorithm and a 
collective-communication algorithm, and present performance results 
for each on a Paragon-MP (1024 nodes) and a Cray T3E-900 (512 
nodes). The ring algorithm achieves very good performance, scaling 
up to the maximum number of nodes on each machine. However, 
the collective-communication algorithm scales effectively only on the 
Paragon. 

ECEIVED 
3UN 1 0  
0 

T 

mailto:wellsjc@ornl.gov


This report was prepared as an account of work sponsored by an agency of the 
United States Government. Neither the United States Government nor any agency 
thereof, nor any of their employees, makes any warranty, express or implied, or 
assumes any legal liability or responsibility for the accuracy, completeness, or use- 
fulness of any information, apparatus, product, or process disciosed, or represents 
that its use would not infringe privately owned rights. Reference herein to any spe- 
cific commercial product, process, or KMCC by trade name, trademark, manufac- 
turer, or otherwise does not necessarily constitute or imply its endorsement, recom- 
mendation. or favoring by the United States Government or any agency thereof. 
The views and opinions of authors expressed herein do not necessarily state or 
reflect those of the United States Government or any agency thereof. 



DISCLAIMER 

Portions of this document may be illegible 
in electronic image products. Images are 
produced from the best available original 
document. 



Introduction 

The application of spectral methods [l] for the solution of large-scale 
partial-differential equations in science and technology is extremely broad. 
For example, they have been applied extensively in Fluid Dynamics [2,3,4], 
Global Climate Modeling [5], Quantum Chemistry [6], Plasma Physics [7], 
Atomic and Molecular Physics [8, 91, and Nuclear Physics [lo, 111. In this 
paper, I discuss an application of spectral methods to the time-dependent 
Dirac equation for the theoretical analysis of relativistic quantum dynamics, 
specifically electron-positron pair production occurring in relativistic heavy- 
ion collisions. I focus on the parallel implementation and performance of 
pseudo-spectral (i.e. collocation) methods, implemented on massively paral- 
lel, distributed-memory computers [l, 12, 131. 

During the collision of highly charged heavy ions at  velocities near the 
speed of light, extremely large, time-dependent electromagnetic fields are 
produced which lead to the sparking of the vacuum, (i.e. production of 
electron-positron pairs). Collisions such as these are currently performed at  
experimental facilities around the world such as Brookhaven National Lab- 
oratory on Long Island[l4], and CERN, the European Center for Nuclear 
Research, in Geneva, Switzerland[l5]. Much of the interest in this area is 
motivated in anticipation of new experimental opportunities at the Rela- 
tivistic Heavy-Ion Collider (RHIC), which is scheduled to begin operation 
at  Brookhaven in 1999. An accurate description of electromagnetic electron- 
positron pair production is important for both the design of experimental 
detectors for RHIC and the performance of the accelerator. In particular, 
pair production, with atomic capture of the electron, changes the charge 
state of an ion, leading to a decrease in the beam lifetime of the collider. 
In addition to these practical matters, electron-positron pair production is 
of fundamental interest because it allows physicists to test quaatum elec- 
trodynamics - the fundamental theory of the interaction of light with the 
subatomic world - in new regimes of energy and charge. 

Traditionally, processes such as pair production have been studied using 
perturbation theory, which is extremely successful in predicting phenomena 
associated with weak fields. However, this approach sometimes fails to de- 
scribe the physics of heavy-ion collisions due to strong-coupling effects. In 
order to study these issues, we explicitly solve the Dirac equation coupled 
to the strong, time-dependent electromagnetic fields produced by the heavy 
ions. This is a computationally intensive task as no spatial symmetries are 
available, and multiple natural length scales are present in the problem. 
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Discrete Dirac equation 

The time-dependent Dirac equation coupled to a classical electromag- 
netic field has the form 

where +(F, t )  is the four-component Dirac spinor wavefunction. The factor 
in brackets is the Dirac Hamiltonian operator, HD which is constructed 
from the 4 x 4 Dirac spin matrices, &, by, ir,, and ,b. The electromagnetic 
interaction has a scalar potential Ao(F, t )  and a vector potential J(F, t). 
The constant e is the electron’s charge. I solve this equation using pseudo- 
spectral methods [ 11, (e.g. Fourier collocation or Basis-spline collocation), 
to obtain a discrete representation of the Dirac spinor wavefunction on a 
three-dimensional Cartesian grid [la, 131, 

where xi, yi, and zi denote the N,, Ng, and N ,  lattice points in the x, y, 
and z directions, respectively, and s = 1 , . - . , 4  denotes the Dirac spinor 
component. The gradient operator, V, has a representation in terms of 
dense matrices, 

where and Oj is a unit vector in the jth coordinate direction, and potential 
functions have a diagonal representation. 

In this manner, the partial-differential equation, Eq. (1)) is reduced to a 
set of coupled, linear equations which may be solved using the methods of 
numerical linear algebra (e.g. [IS]). All algorithms used for eigensolution, 
time propagation, and spectral analysis are iterative, and depend critically 
for performance and efficiency on the fundamental operation of the Dirac 
Hamiltonian on the spinor wavefunction, which is given in Eq. (4). 
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Parallel implementation 

To implement these discrete equations on distributed-memory comput- 
ers, I utilize the virtual topology feature within MPI [17] to  define a 3D 
Cartesian communicator having P = pxpypz compute nodes, where px is the 
dimension of the processor grid associated with the 2 direction, etc. I par- 
tition this 3D communicator into three 1D Cartesian communicators with 
periodic-boundary conditions [17]. Correspondingly, I partition the coordi- 
nate lattice, and associated wavefunctions, potential functions, and deriva- 
tive operators into subblocks, with local dimensions n; N;/p i ,  i = 2, y, z ,  
and distribute these subblocks to the nodes of the processor grid. Operating 
with the potential functions or the Dirac matrices in Eq. (4) requires only 
the values of distributed arrays which are local to the node, achieving perfect 
parallelism. However, the derivative operations (within the square brack- 
ets) in Eq. (4) require array values from nonlocal memory. These nonlocal 
matrix products dominate the operation count and the volume of internode 
communication for the entire application. 

I consider two algorithms for performing these matrix-products: one is a 
modification of Fox’s ring algorithm [18], and the other is a modification of 
an algorithm by Agarwal et al. utilizing collective-communication [19]. The 
modification made to each of these algorithms concerns the manner in which 
the derivative arrays are distributed to the processor grid. Since subblocks 
of the derivative arrays are small (size n:) in comparison to the subblocks 
of the wavefunction (size 8nxnyn2), it is advantageous to store locally the pi 
derivative subblocks required on each node to complete the matrix product. 

The ring algorithm utilizes nonblocking send and receive calls to im- 
plement the overlap of communication with computation. These message- 
passing calls are posted to adjacent nodes in the relevant 1D communicator 
before the local subblock of the wavefunction is multiplied by the appro- 
priate derivative subblock, (Le. Di’qi~, a DGEMM call). A single iteration is 
complete after the local subblock product finishes, and one checks that the 
send/receive was successful. Intermediate results from successive‘ iterations, 
i.e. i‘ = 1,. ,p i ,  are summed during the DGEMM calls to obtain the result. 
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The collective-communication algorithm requires that all subblock prod- 
ucts which can be computed using the wavefunction subblock present on a 
node, i.e. Dj'vi, i' = 1, - - - ,pi, are computed and stored in a array of dimen- 
sion 8nxnyn,pi where i = 2, y, or z. Given this array as the send-buffer, the 
MPI collective communication routine MPIREDUCESCATTER [17] produces 
a receive-buffer of dimension 8nxnyn, containing the required subblock of 
the derivative. This algorithm benefits from the inherent, potential effi- 
ciency associated with collective communication, (i.e. logarithmic scaling). 
However, extra storage is required, and there is no opportunity to  overlap 
message-passing with the local subblock products. 

Parallel performance 

I report performance results for an Intel Paragon-MP and a Cray T3E- 
900. The Paragon-MP is a 2D grid of 1024 nodes, with each node possessing 
two Intel 2360 compute processors (2 x 75 Mflops peak), resulting in a the- 
oretical peak rate for the machine of 154 Gflops. The network bandwidth 
for the Paragon is 200 MB/sec (duplex, peak). The T3E-900 is a 3D torus 
of 512 nodes with a single Alpha 21164 processor (900 Mflops peak) per 
node, resulting in a theoretical peak rate of 460 Gflops for the machine. 
The network bandwidth for the T3E is 600 MB/sec (duplex, peak) [20]. 

In Figs. (1) and (2), I present floating-point rates per node as the global 
problem size is scaled with the number of nodes so that the local problem 
size is constant. Figure (1) shows results for the ring algorithm, which scales 
nearly linearly on both machines to the maximum number of nodes. The 
performance on the T3E is faster than the Paragon by approximately a factor 
of five in absolute terms, but the Paragon achieves a greater percentage of its 
peak node speed. Figure (2) shows results for the collective-communication 
algorithm, which scales linearly on the Paragon. But collective commu- 
nication achieves a peak fraction which is less than the ring algorithm's 
performance by approximately 25%. On the T3E, however, the collective- 
communication algorithm does not scale well, with performance per node 
decreasing by a factor of two across the range of partition sizes. 

Figure (3) presents the total floating-point rate achieved by the ring al- 
gorithm as a function of the number of nodes for a constant global problem 
size of 2563 points. Good speedup is achieved on both machines, with the 
T3E-900 performing significantly better than the Paragon-MP in absolute 
terms. However, as a percentage of their theoretical peak rate, the perfor- 
mance of the ring algorithm for these two machines is very similar. 
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Discussion 

The Paragon-MP and the T3E-900 are similar machines in many re- 
spects, However, the T3E has a node which is six times more powerful 
than the Paragon’s MP-node. Considering the “balance” between network 
bandwidth and floating-point performance, the Paragon has a factor of two 
advantage as a message-passing machine. In this light, it is noteworthy that 
the ring algorithm performs with such similarity on these two machines as 
a percentage of theoretical peak performance. The effectiveness with which 
this algorithm overlaps message-passing with computation is significant, and 
is suggestive that the ring algorithm is sufficiently robust to perform well on 
more loosely coupled, distributed platforms. Investigation of this suggestion 
is now beginning. The ring algorithm clearly performs better than collective 
communication for this application on these computers, as it scales linearly 
on both machines to use effectively the full number of nodes. 

The contrast in this application’s performance on these machines is much 
greater for the collective-communication algorithm. On the Paragon, this 
algorithm scales linearly, and performs well. However, on the T3E, this algo- 
rithm does not effectively scale (see Fig. (2)). The inability of the collective- 
communication algorithm to overlap message-passing with the subblock ma- 
trix products is surely significant in explaining this. (Recall the factor of 
two difference in machine balance.) Additional possibilities to be considered 
include a difference in the quality of implementation of the MPI collective- 
communication routine MPIAEDUCESCATTER on these two machines [ 1-71. 

The 3D virtual topology is critically important in achieving scaling for 
both algorithms on the Paragon. Previous implementations using a 2D 
topology [la, 131 failed to scale beyond 256 processors. Additional issues to 
be discussed include the strong dependence of performance on the granular- 
ity of the parallel decomposition, and its implications for time-to-solution 
and machine-utilization concerns, and a discussion of effective threading 
strategies for the Paragon’s shared-memory MP-node. 

5 



Acknowledgments 

This work was sponsored by the Center for Computational Sciences Di- 
vision (CCS) of the Oak Ridge National Laboratory (ORNL), Lockheed- 
Martin Energy Research under contract DE-AC05-960R22464 with the U. 
S. Department of Energy (DOE). I acknowledge the use of the Intel Paragon 
XP/S-150 computer, located at ORNL’s CCS, funded by the U.S. DOE, 
Mat hematical, Information, and Computational Sciences Division of the Of- 
fice of Computational and Technology Research. I acknowledge D .R. Schultz 
and the U.S. DOE, Office of Fusion Energy Sciences for use of the Cray T3E- 
900 at Lawrence Berkeley National Laboratory’s, National Energy Research 
Scientific Computing Center (NERSC). 

References 

[l] D. Gottlieb, M.Y. Hussaini, and S.A. Orszag, Theory and Application 
of Spectral Methods, in Spectral Methods for Partial-Differential Equa- 
tions, edited by R. G. Voigt, D. Gottlieb, and M.Y. Hussaini, SIAM 
(Philadelphia, 1984). 

[a] C. Canuto, M.Y. Hussaini, A. Quarteroni, and T. A. Zang, Spectral 
Methods in Fluid Dynamics, (Springer-Verlag, 1988). 

[3] C. Evangelinos and G.E. Karniadakis, in Proceedings of SC96, 
www.supercomp.org/sc96/proceedings/SC96PRO C/KARNIA. 

[4] G.F. Carey, C. Harle, R. Mclay, S. Swift, in Proceedings of SC97, 
www.supercomp.org/sc97/proceedings/TECH/CAREY. 

[5] I.T. Foster and P.H. Worley, SIAM J. Sci. Comp. 18, 806 (1997). 

[6] R. Kosloff, J. Phys. Chem. 92, 2087 (1988). 

[7] V.V. Elisseev, Computer. in Phys. 12, 173 (1998). 

[8] C. Bottcher, G.J. Bottrell, M.R. Strayer, Comp. Phys. Comm. 63, 63 
(1991). 

[9] S.-I. Chu, Chem. Phys. Lett. 204, 381 (1993). 

[ lo]  C.R. Chinn, AS.  Umar, M. Vallieres, M.R. Strayer, Comp. Phys. 
Comm. 86 40 (1995). 

6 



[ll] D.R. Kegley, V.E. Oberacker, M.R. Strayer, A.S. Umar, J.C. Wells, J. 
Comp. Phys. 128, 197 (1996). 

[12] J. C. Wells, A. S. Umar, V. E. Oberacker, C. Bottcher, M. R. Strayer, 
J.-S. Wu, J. Drake, and R. Flanery, Int. J. Mod. Phys. C 4,459 (1993). 

1131 J. C. Wells, V. E. Oberacker, A. S. Umar, C. Bottcher, M. R. Strayer, 
J. Drake, and R. Flanery, The Quantum Structure of Matter Grand 
Challenge Project: Large-scale 3-0 Solutions in Relativistic Quantum 
Dynamics, in Proceedings of Supercomputing '93, Portland, OR, Nov. 
15-19, 1993. 

[14] A. Belkacem, H. Gould, B. Feinberg, R. Bossingham, W. E. Meyerhof, 
Phys. Rev. A 56, 2806 (1997). 

[15] C.R. Vane, S. Datz, E.F. Deveney, P.F. Dittner, H.F. Krause, R. 
Schuch, H. Gao, R. Hutton, Phys. Rev. A bf 56, 3682 (1997); H.F. 
Krause, C.R. Vane, S. Datz, P. Grafstrom, H. Knudsen, C. Scheiden- 
berger, R.H. Schuch, Phys. Rev. Lett. 80, 1190 (1998). 

[16] James W. Demmel, Applied Numerical Linear Algebra, (SIAM, 1997). 

E171 M. Snir, et al., MPI: The Complete Reference, (The MIT Press, Cam- 
bridge, 1996). 

[18] G.C. Fox, S.W. Otto, and A.J.G. Hey, Parallel Computing 4, 17 (1987). 

[19] R.C. Agarwal, S.M. Balle, F.G. Gustavson, M. Joshi, and P. Palkar, 
IBM J. Res. Develop. 39, (1995). 

[20] E. Anderson, J. Brooks, C. Grassl, S. Scott, Proceedings of SC97, 
www.supercomp.org/sc97/proceedings/TECH/ANDERSON. 

7 



Scaleup Performance: Ring algorithm 
Constant local problem size: 323 
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Figure 1: Scaling performance using the ring algorithm for constant local problem 
size of 323 lattice points per node; (a) in absolute terms, and (b) as a percentage 
of the node’s theoretical peak performance. 
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Scaleup Performance: Reduce-Scatter algorithm 
Constant local problem size: 323 
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Figure 2: Same as Fig. (l), except for the use of the collective-communication 
algorithm (i.e. MPIAEDUCESCATTER). Performance tests on the Paragon-MP for 
256, 512, and 1024 nodes are in progress. 
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Figure 3: Floating-point performance using the ring algorithm for constant global 
problem size of 2563 lattice points; (a) in absolute terms, and (b) as a percentage 
of the theoretical peak performance for the full machine. 
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