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ABSTRACT
This case study provides examples of how some simple

decisions we make in structuring our algorithms for handling cell-
centered data can dramatically influence the results.  Although we
all know that these decisions produce variations in results, I think
that we underestimate the potential magnitude of the differences.
More importantly, the users of our codes may not be aware that
these choices have been made or what they mean to the resulting
visualizations of their data.  This raises the question of whether or
not these decisions are inadvertently distorting user interpretations
of data sets.

1 INTRODUCTION
In recent years, our reliance on computer simulations for

design verification has greatly increased.  The Accelerated
Strategic Computing Initiative’s use of simulations for the
verification of nuclear weapon’s designs is but one important
example.  Designers depend on visualizations of their simulations
to understand complex interactions between various design
parameters.  Consequently, visualization plays a key role in
helping designers verify their design choices.  Being able to trust
the accuracy of the visualization is crucial.

As simulation codes have shifted from structured grids to
unstructured grids, visualization codes have followed.  For nodal
data, especially for hexahedral cells, the obvious approach is to
use marching cubes [2] with some modifications to the marching
method and the computation of the surface normal.  However, for
cell-centered data, the irregular connectivity between neighboring
cells makes it difficult to form the requisite groups of eight values
to use marching cubes’ case tables.  So, I interpolate the cell-
centered data to the nodes.  Although this works reasonably well,
I wondered to what degree the interpolation process distorts the
resulting surfaces.

As a first step, I compared my results with those produced by
the commercial visualization package Ensight.  I was very
surprised to find that the surfaces produced by Ensight were
missing some surface regions that my code generated.  It turned
out to be a function of how the interpolation was done with
respect to grouping cells within the model.  Although both
interpolation approaches are correct within different contexts,
neither approach is always correct.

However, comparing my surfaces with other interpolated
surfaces still did not answer the question of how much the
interpolation process might distort the surfaces.  What I really
needed was a way to generate an isosurface directly from the
values at the center points of the cells.  I considered generating a
tetrahedral grid connecting the center points and then extracting
the surface with a tetrahedral variation of marching cubes, but I
disliked the idea of creating an entirely new grid structure when I
already had a grid provided by the model.

I thought a much simpler approach would be to examine
each pair of neighboring cells and to place a particle between cell
centers whose values fell on either side of the surface value.
Although I had intended to use Spiraling Edge [1] to create a
surface from the point locations, this last step to generate the
surface did not work for a number of reasons.  I had difficulties
generating coherent normal vectors for the particles and Spiraling

Edge is unable to handle non-manifold surfaces.  However, even
without the surface, the particle placement alone is sufficient to
see that interpolation of cell-centered data to the nodes does
distort the resulting surface.

2 INTERPOLATING TO THE NODES
The unstructured data sets I have been working with are

stored in EXODUS II format [3].  Within this format, adjacency
information about the cells is not stored.  Instead, each cell
contains a list of the nodes it uses.  Adjacency must be
reconstructed by the visualization code based on which cells share
a particular node.  Once pointers from the nodes back to the cells
have been created, interpolating from cell-centered data to the
nodes is fairly straightforward.  I use Sheppard’s method [4] to do
the interpolation.  I include in the calculation the data from every
cell that touches a node.

The EXODUS II format includes a concept for grouping
cells into what are called element blocks.  Element blocks are
useful because objects that are composed of multiple parts can use
multiple element blocks to partition cells into different parts.  In
my initial implementation, I interpolated to the nodes without
distinguishing between the cells’ membership in different element
blocks.  Ensight, on the other hand, only interpolates to the nodes
on an element block by element block basis.

These two interpolation approaches can produce very
different surfaces if the surface value is such that the cells in
different element blocks fall as a group on opposite sides of the
surface value.  When this happens, the surface lies on the
boundary between element blocks.  This surface will be only be
generated if the interpolation is done using cells from element
blocks on both sides of the surface.  It will disappear in the case
where the interpolation is done on each element block
individually.

Figure 1: Isosurface of data interpolated as single object.

Figure 2: Isosurface of the same variable and value as Figure
1, except interpolated by element block.



These surface differences are illustrated in Figure 1 through
Figure 4.  I have generated surfaces of the same variable in the
same data set using the same surface value for each pair of
figures.  The only difference is how the interpolation from the
cell-centered values to the nodes has been done.  In each pair, the
data in the first figure has been interpolated without regard to
element block membership. The data in the second figure of each
pair has been interpolated and isosurfaced an element block at a
time (though the surfaces generated for each of the element blocks
have been combined into a single image).  The missing surfaces
are all on element block boundaries.

Figure 3: Isosurface of a different variable from the same data
set as Figure 1, interpolated as a single object.

Figure 4: Isosurface of same variable and value as Figure 3,
but the interpolation was by element block.

Once I understood the reasons for the differing results, I
wanted to know, which is the correct approach?  In speaking with
physicists here at Sandia, the answer is that it depends on the
materials represented by the element blocks.  For example, if both
element blocks are gases, then interpolating across the element
block boundary makes sense.  If one element block is a gas and
the other is a metal, then the boundary between them should be
preserved.

Since I cannot easily determine the material composition of
the element blocks based on information from the EXODUS II
files, I let the user determine the element block combinations to
be used during interpolation.  There are three modes: interpolate
the cells as a single object; interpolate each element block
independently; and arbitrarily group the element blocks into
objects.  In this way, the user can consciously decide which
element block boundaries should be preserved in the visualization,
rather than having that decision made arbitrarily by the software.

3 INTERPOLATING BETWEEN CELL
CENTERS

Putting aside the issue of element blocks and treating the
entire model as a single object, I next sought to compare the
surface generated by interpolating to the nodes with points found
directly from the cell-centered data.

3.1 Defining the Surface
In the original marching cubes paper [2], the test for marking

a cube node as a ‘1’ is if the value at the node is greater than or
equal to the surface value.  All other nodes are marked as ‘0’s.  In
that way, the nodes are partitioned into two sets.  It would not
seem to matter much whether the nodes whose values are equal to
the surface are included in either set since they fall on the
boundary.  But this presumes that the values are changing linearly
throughout the volume domain.

In Figure 1, the values in the region around the top disk are
not linear.  A cross-section through the cell-centered values in the
region of the disk is shown in Figure 5.  In this example, for a
surface value of zero, including the zero values with the negative
partition gives the disk in Figure 1.  Placing the zero values with
the positive partition, as in the original marching cubes paper,
gives the partial torus in Figure 6.
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Figure 5: Cross-section of cell-centered values from the
region around the upper disk in Figure 1.

Figure 6: Original marching cubes threshold test applied to
same data as Figure 1.  Particles placed using a transition test

demonstrate a combination of the two surfaces.

Which is correct?  In the latter case, the user will not see the
transition between zero and the positive values, so they might
assume that the upper region consists of positive values and that
zeros only exist at the generated surface.  But this is not the case.



Grouping the zeros with the negative values loses the top half of
the torus, which could also lead to incorrect interpretations of the
visualization.  A more accurate depiction would be to show both
sets of transitions.

Unlike marching cubes, I do not partition the values into two
groups.  Instead, I search for transitions through the surface by
comparing the values at pairs of points with the surface value.
Since I want a test that is insensitive to the order of evaluation, I
test for each possible combination of cell values in relationship to
surface value that places the cell values on opposite sides of a
surface-to-non-surface value transition.  This allows me to place
particles on both types of transitions, as shown in Figure 6.
Unfortunately, this would produce a non-manifold surface where
the disk meets the torus.

Figure 7: Same variable and data set as Figure 3, isosurfaced
at zero.  The original marching cubes test is applied, so the
surface value is included in the positive partition. Particles

from the transition test show both options.
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Figure 8: Underlying cell structure and values around missing
isosurface from Figure 9.

An even more dramatic example of the differences can be
seen in Figure 7.   This is the same variable from the same data set
as Figure 3, but the surface value is set to zero.  Figure 8 shows a
cross-section of the underlying structure and values of the cells
around the planar structure visible in the center of Figure 3.  Since
there are no values less than zero in any of the cells around the
planar structure, the original marching cubes test which includes
zero in the positive partition loses all the structure associated with
the transition between zero and positive values.  The particles in
this example also would create a non-manifold surface in the
region where the double row of cells meets the single row of cells,
as shown near the top of Figure 8.

The particles in Figure 7 are positioned at the cell centers.
This positioning results from the assumption that a cell-centered
value transitions to the value at a neighboring cell center by
means of some function, which we have taken to be linear for

computational efficiency.  Bilinear interpolation is used to
position a particle along the line between the two cell centers
when a transition is found.

An alternate assumption would be that the entire cell takes
on the center value uniformly throughout the volume of the cell,
and that a step function exists between cells. In some situations
this is the correct interpretation.  However, this interpretation
presents problems with respect to the visualization if the surface
value is not found at any of the cell centers.  Should we then place
points for all intermediate values on the cell boundaries?  Would
it be better to present no surface at all?  Perhaps the solution is to
provide different visualization modes that are user selectable and
let the user decide.

3.2 Interpolation Differences
Although the preceding examples provided some interesting

differences between the particle placement and the marching
cubes surface, these were not due to differences between
isosurfacing interpolated values and working with the cell-
centered values directly.  In the example shown in Figure 9, the
differences are due to the interpolation.  Figure 9 is a close-up of
the isosurface in Figure 3 with the particles added.  Notice that a
planar section of particles forms an L-shape with the end of the
plate, but that a corresponding section of isosurface does not exist.

Figure 9: Close-up of the isosurface in Figure 3 with particles
produced by the cell-centered transition test added.

Looking at the cell structure and values in Figure 8, the
reason for the difference is clear.  The missing feature is only
represented in a single plane of cells surrounded by cells with
much larger positive values.   Interpolating to the nodes that
bound this plane of cells produces a result that exceeds the surface
value, so it is not seen.  However, with the particle’s cell-pair
testing the transition is seen.

This means that features that are only a cell wide can be lost
entirely in the interpolated surface.  Features that are only two
cells wide, whose values are significantly different from the
surrounding cells, will only be represented at the nodes in the
plane between the cells.  The resulting extracted surface can be
reduced in size.  In the example of Figure 8, a surface value of



zero will produce a two-dimensional surface through the plane of
nodes that lie between the two adjacent planes of cells, instead of
a three-dimensional surface forming a rectangular structure
through the centers of the cells.

4 CONCLUSIONS  AND FUTURE WORK
Visualizing cell-centered data sets introduces issues that do

not arise when working with nodal data.  These issues include
determining which blocks to include when interpolating between
cells from different element blocks, how surface values are tested
for, and whether interpolation should be done or not.  I have
presented examples where different choices made in each of these
cases produce a large change in the surface generated.

The examples presented in this paper came as a surprise to
me.  My original goal was to find a simple method to directly
generate isosurfaces from cell-centered data and to compare it to
interpolated methods.  Along the way, I made some interesting
discoveries about how sensitive our visualizations can be to our
own design decisions.  Although I expect that most visualization
researchers know that these decisions effect the resulting models
or images, I think that many of us would tend to underestimate
how large the differences between alternate choices might be.

I have encountered a number of difficulties in my efforts to
generate a surface from the particles. I was unable to generate
coherent normal vectors in all parts of the model.  Figure 10
shows the normal vectors associated with the particles from
Figure 6.  The incoherence of the vector directions in the lower
surface component prevents my neighbor-linking code from
producing a meaningful set of neighbor relationships. Also, the
triangulation algorithm I intended to use only works with
manifold surfaces.  Even if difficulties generating the neighbor
connections could be overcome, the algorithm does not know how
to handle the non-manifold surface splits.

Figure 10: Particle normal vectors are incoherent in the lower
surface component.

The next step in this investigation would be to implement the
tetrahedral approach.  This would allow me to compare surfaces
generated directly from the cell-centered data with surfaces
extracted from the interpolated data.  Although the testing and
partitioning issue would still occur in an implementation of
marching tetrahedra, I would like to compare the tetrahedral
surface with the particle output.  If there were significant
differences between them, it would be worthwhile pursuing a
method for triangulating the particles.

I do not know how frequently the issues raised in this case
study apply within the global realm of all cell-centered data.  I
need a larger sample to experiment with before I can draw
conclusions about whether the magnitude of these surface
differences is the exception or the rule.  Perhaps my examples
form a worst case.

However, I think that these examples do raise some
important questions about the accuracy of our visualizations.  We
produce models and images that are supposed to represent some
underlying “truth” about the data set.  But, by changing how we
do our interpolation or how we test for the surface, we can get
very different results. And even presented with the variations, can
we determine which option is correct?  So what is the “truth”?

Given the critical role that visualization plays in the
understanding of computer simulations and the verification of
designs, it is important for us as visualization researchers to be
able to answer these questions.  Otherwise, how can designers
trust the images we produce to guide their decisions?
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Figure 1: Isosurface of data interpolated as single object.

Figure 2: Isosurface of the same variable and value as Figure 1,
except interpolated by element block.

Figure 3: Isosurface of a different variable from the same data set as
Figure 1, interpolated as a single object.

Figure 4: Isosurface of same variable and value as Figure 3, but the
interpolation was by element block.

Figure 5: Original marching cubes threshold test applied to same data
as Figure 1.  Particles placed using a transition test demonstrate a

combination of the two surfaces.

Figure 6: Same variable and data set as Figure 3, isosurfaced at zero.
The original marching cubes test is applied, so the surface value is
included in the positive partition. Particles from the transition test

show both options.

Figure 7: Close-up of the isosurface in Figure 3 with particles
produced by the cell-centered transition test added.
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