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Abstract 

The nuclear detonation safety of modern nuclear 
weapons depends on a coordinated safety theme 
incorporating three general safety principles: 
isolation, inoperability, and incompatibility. The 
success of this approach has encouraged us to 
study whether these and/or other principles 
might be useful in other applications. Not 
surprisingly, no additional “first-principles” 
(based on physical laws) have been identified. 
However, a more widely applicable definition 
and application of the principle-based approach 
has been developed, resulting in a selection of 
strategies that are basically subsets and varied 
combinations of the more general principles 
above. However, identification of principles to 
be relied on is only one step in providing a safe 
design. As one other important example, 
coordinating overall architecture and strategy is 
essential: we term this a safety theme. 

Introduction 

This paper outlines an approach for 
implementing and examining system safety from 
a logical and principle-based foundation. 
Considerations include determining assets to be 
protected, threats against those assets, operating 
environments, potential safety vulnerabilities, 
incorporation of protective measures based on 
passive and active principles (preferably 
passive), coordinating the protective measures 
based on an overarching safety theme, treating 
the implementation of principle-based protective 
measures as “safety-critical” controlled system 
components, determining levels of risk 
(including consequences in most applications), 
configuration control, performing continuing 
review and independent assessment, and 
responding to accidents and occurrences. The 
approach, combining features from nuclear 
weapons system engineering and independent 
assessment, provides a useful outline for both 

components that can be highly assured to achieve 
the desired level of safety without counting on 
any fortuitous contributions that cannot be 
assured. The constituents of the approach are: 

0 Establishing and Maintaining a Safety 
Culture (Organizational influence on 
safety) 

0 Identification of Requirements 
(Specifying safety objectives) 

0 Identification of Assets (What needs to be 
protected?) 

0 Identification of Operating Environments 
(What might be the conditions, intended 
or unintended, imposed on the system?) 

0 Identification of Threats (What can affect 
the assets?) 
Categorization of Vulnerabilities 
(Considering a variety of operating 
environments, can intractable numbers of 
vulnerabilities involving multiple threats 
applied to multiple assets be treated by 
considering classes of vulnerabilities?) 

0 Identifcation of Vulnerabilities (Ways in 
which threats can affect assets) 

0 Top-Level “Safety Theme” (What needs 
to be done to reduce vulnerabilities?) 

0 Principle-Based Selection of Protective 
Measures (Priority-ordered eXaminati on 
of protective measures) 

0 Implementation of Safety Theme with 
Safety-Critical Components (Selection of 
protective measures, consideration of 

incorporation, all intended to eliminate 
vulnerabilities and hazards or to reduce 
them to acceptable levels, consistent with 
available resources) 

0 Determination of and Evaluation of 
Metrics for Implementation Cost, 
Protective Measures Cost, and Residual 
Risk (Costs, occurrence likelihoods and 
consequences, utilizing formal 

coordination, methodology of 

design and assessment. methodology and tools, suchas fault trees, 
event trees, and physical response 

SummarV MA models)‘ 

The process described focuses on effectively 
utilizing a “kernel” of “safety-critical” at which results may cause re-examination of 
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Configuration Control of Safety-Critical 
Components (Guarding against changes 
that could affect safety) 
Independent Review and Assessment 
(Examination of all of the above factors, 
beginning during initial conceptual design 
and continuing periodically throughout 
system lifetime) 
Accident and Occurrence Emergency and 
Non-Emergency Response 

The potential payoffs are: 
A high level of assurance in system safety 
design and assessment 
An auditable and reviewable process 
Cost-effectiveness of design, review, and 
upgrades 

Definition of Terms 

Many of the terms used in this paper have varied 
usage in the literature, which derives from 
system Safety, environmental safety, physical 
security, computer security, and other related 
disciplines. In order to set the stage for our 
usage, we will define the following terms: 

Safety-Combination of system attributes 
pertaining to protection from harm or loss. 
Assets-Entities to be protected, such as 
human life, human health, property, 
information, organizational reputation, etc. 
Threats-Agents that can degrade assets, 
such as hwnan actions, equipment actions, 
software actions, and natural occurrences. 
Normal Environments-The specified 
operating conditions that an asset 
experiences. 
Abnormal Environments-All conditions 
that transcend normal environments. 
Vulnerabilities-Logical or physical 
pathways through which threats can s e c t  
assets. 
Protective Measures-Steps taken to protect 
assets by reducing vulnerabilities, e.g., 
through physical or hardware design, 
administrative measures, or software design 
(also called “controls”). 
Positive Measures-Those protective 
measures that are taken solely or principally 
for safety and on which safety will depend. 

implementation, protective measures, or even the 
overall safety theme. 

Safely-Critical Components-Those 
components used to implement positive 
measures, and on which safety depends. 
Safely Theme-A strategy for selecting and 
implementing protective measures in a 
coordinated defensible approach. 
First Principles-Basic physical principles 
of physics, chemistry, and thermodynamics, 
where response is due to irrehtable laws of 
nature. 
Hazard-A situation where an asset is 
imperiled, i.e., a “near miss” in air 
Disaster-A situation where “unacceptable” 
effects on assets occuc. 
Risk-The combination of likelihood a 
safety-relevant incident will occur and a 
measure of the consequences of effects on 
assets.’ 

Establishing and Maintaining a Safety Culture 

A key to making the process we are about to 
describe work is a prevalent bottom-to-top 
organizational attitude about the importance of 
individual attitudes about safety. We term this 
corporate attitude a safety “culture” that involves 
all individual contributors, including 
management through the highest levels. The 
culture assures that assessments are reported to 
and taken seriously by the highest management 
levels and are truly independent (the assessors 
feel no management pressure to compromise 
safety principles or seek popular decisions). The 
burden of proof is always considered to be for 
the safety system designers to “prove it is safe,” 
rather than for the safety assessors to “prove it is 
not safe.” This does not mean that assessors 
need only “criticize” designs. Although 
assessors are not responsible for designs, they 
may contribute to design improvements through 
an “assurance” role. In other words, assessment 
must be constructive, rather than destructive. 

Identification of Reauirements 

Our structured approach (within the established 
safety culture) begins with i d e n q n g  the 
specific requirements of the safety system to 
prevent effects such as loss of life, injury, loss of 
money, degradation of health, environmental 

* In applications where consequences are 
unacceptable and therefore cannot be weighed 
(e.g., loss of national sovereignty), risk simply 
means likelihood. 



destruction, operational degradation, 
organizational impacts, or political loss. Both 
designers and assessors should expect a logical, 
consistent, and complete set of safety 
requirements, including how to handle and 
document potential “tradeoffs” with other system 
attributes, such as cost, reliability, salability, and 
usability. 

Identification of Assets 

Consideration of safety requires identification of 
what needs to be protected against loss or harm. 
Typically, there might be many assets to 
iden@, such as monetary value (e.g., 
equipment, facilities, business or organizational 
market posture, fieedom from litigation attack); 
human health, condition, and lives; 
environmental assets; and employee morale. 

Identification of Operating Environments 

Since system design usually emphasizes 
“normal” (operating specifications) 
environments, we find it useful to also partition 
an “abnormal” (outside operating specifications) 
environment. The reason for this is that even 
though designers may wish to place this beyond 
the ordinary scope of design, abnormal 
environments cannot be precluded. Keeping this 
in mind also helps identify threats. 

Identification of Threats 

Threats are human, accidental, or natural agents 
that can cause damage to or loss of assets. There 
are typically a large number of potential threats, 

and it is usually a challenge to identify all or 
even nearly all. For this reason, it is helpful to 
organize the identified threats into “classes.” 
This classification also facilitates subsequent 
fault tree development. 

Categorization of Vulnerability Considerations 

In order to assess threat identification for 
completeness, it helps to organize vulnerabilities 
by category, including classes of threats, types of 
assets, and environments (normal and abnormal). 
This categorization also facilitates subsequent 
logic model development (e.g., event trees and 
fault trees). 

Identification of Vulnerabilities 

Vulnerabilities are coupling mechanisms through 
which threats can af€ect assets. The qualitative 
determination of level of vulnerability (potential 
to cause hazards, accidents, and losses) helps in 
the initial selection of protective measures or 
controls, and in determining a coordinated 
method for their implementation. In other 
words, vulnerabilities must be first identified (in 
at least a general sense), and then a strategy can 
be enunciated for eliminating or reducing 
vulnerabilities to an acceptable level. 

As an example (a test rocket launch, where 
human life is to be protected), the matrix in 
Figure 1 shows vulnerability categories, with the 
categories determined by classes of threats 
(rows), general environments (normal and 
abnormal), and restricted environments (launch, 
flight, impact). 

Possible Modes of Deaths Caused 

Normal Environments ____________________-_ - - - -_ - -__ -_ -__ -_ -_ - - -  
At Launch In Air DownRange 

Abnormal Environments 
AtLaunch In Air Down Range : 

Physics 

Figure 1. Categorization of Vulnerabilities 



Tor>-Level Safetv Theme 

The top-level safety theme describes the general 
strategy of using coordinated protective 
measures to eliminate vulnerabilities or reduce 
them to an acceptable level. This includes 
addressing general vulnerabilities and risks in an 
approach that concentrates requirements on a 
preferably small core of caremy examined 
constituents. A more detailed theme will be 
developed subsequently. 

Princide-Based Consideration of Protective 
Measures 

All vulnerabilities and risks can be mitigated by 
the incorporation of protective measures. During 
design, protective measures are considered with 
the identified (and in some cases, unidentified) 
threats in mind Generally, passive (no action 
required beyond the physical response of 
materials) protective measures are preferable to 
active protective measures, if passive measures 
are feasible. A useful method for judging the 
general effectiveness of protective measures is to 

consider whether their selection and 
implementation is based on passive “first 
principles,” and whether the combination of 
principles is complementary or even synergistic. 
In the nuclear weapons safety program, the 
interdependent passive principles of “isolation,” 
“inopembility,” and “incompatibility” are 
utilized in a particular coordinating strategy. 
Some combinations of approaches are 
synergistic, such as the co-located isolation and 
inoperability features called “stronglink/weak 
link“ implementation (combining functionality 
with predictable first-principle disablement). 
However, for generating specific solutions, we 
have found it more instructive to identify some 
specific design guidance principles, 
subprinciples, and combinations. These all can 
be thought of as falling into the general 
principles of isolation, inoperability, and 
incompatibility, as illustrated in Figure 2, but the 
listed approaches are more descriptive. Also 
indicated in the center of Figure 2 are potential 
combinations of approaches. 

A Incorn pati 

Figure 2. Protective Measure Design Strategies 



There are ten approaches shown, (including the 
strategy of combining approaches), but that 
should not be interpreted as being preferable in 
general to the three principles used in the 
weapons program. It is merely an attempt to be 
more informative about the details that can be 
involved in assessing approaches for other 
technologies and other applications. Each 
strategy is listed below, followed by an example- 
based elaboration about the basic details 
associated with the approach. All of the 
strategies can be implemented with passive 
safety approaches (and most can be implemented 
with active safety), using physical or logical 
implementations, but particular applications do 
not necessarily provide such complete freedom. 
This will be elaborated on via the examples. The 
key idea in all of these strategies is that a threat 
to an asset results in a vulnerability, where the 
seriousness of the vulnerability depends on the 
extent to which the threat can affect the asset. 

Sewration: Separation is a means of keeping a 
threat a “distance” (physical or logical) away 
from a protected entity. Some examples are 
people with pacemakers avoiding proximity to 
sources of strong EM radiation, separation of 
directional flow on divided highways, open 
switches to prevent electrical energy flow, 
locating computers well inside protected areas to 
prevent TEMPEST emanations from being 
intercepted, and restricting people from 
observing password or combination entry. 
Multilevel computer systems separate users from 
protected information logically. In the early 
years of the nuclear weapons program, nuclear 
components were kept well separated from the 
high explosive non-nuclear assemblies as the 
predominant nuclear detonation safety measure. 
Note that implementation of strategies is critical; 
for example separation of electrical circuits by a 
switch cannot be assured in abnormal 
environments. 

Barrierization: A “barrier” is a method of 
blocking a threat from reaching a protected asset 
by providing what can be described conceptually 
as a “roadblock.” However, since threats are 
rarely confined to a single path (either logical or 
physical) the barrier should be viewed as (and 
insofar as practical, designed as) 
multidimensional. The protection can be 
provided in some cases by barrierizing around 
the asset, and in some cases by barrierizing 
around the threat. Examples of physical barriers 

are reactor containment vessels, dams, 
conductive or insulating shields to prevent the 
passage of electrical energy to intedere with an 
asset, filters to attenuate energy, and insulators to 
attenuate heat transfer (A barrier can be 
effective as an attenuator if the threat 
requirements can be bounded.) An example of a 
logical barrier is password tests to block 
unauthorized users from computer access. 

Diversion: The diversion strategy can be used 
for threats that are more easily guided away from 
an asset than blocked. In these cases, diversion 
is less demanding than barrierization. Spillways, 
and diversion canals are familiar examples. 
Others are electrical arc protectors (most nuclear 
weapons use lightning arrester-connectors for 
diverting lightning current away from critical 
safety circuits), and lightning rod grounding 
systems. An effective security technique is to 
use simulated assets (e.g., decoys, chaff, etc.) to 
draw an adversary’s attention away from a real 
asset. 

Continuous Suuuort: Continuous support means 
providing continuous protection through intimate 
association with an asset, thereby making a 
threat ineffective. Bridges, buildings, and 
walkways support humans from falling and 
structures from falling on them. A “watchdog 
timer” supports software system operation by 
continually checking for integrity. Surveillance 
is intended to continuously examine the status of 
an asset for possible corrective action. 
Continuing assessment in general is a support 
activity. “Continuous” generally implies that 
protection is intended to be effective for a 
prescribed period of time. For example, airplane 
transportation involves active physical support of 
passengers during the scheduled flight time. 

Interlocking: An interlocking feature is one that 
requires a threat to take distinctly Merent 
combinational and/or sequential dependent steps 
to reach a protected asset. Keyed combination 
lock depends on this strategy, as do physical 
“puzzle-like” structures that must be constructed 
and disassembled in a particular sequence. 
Structure construction projects often use this 
strategy as do cabinetmakers (e.g., in “tongue 
and groove” joints). Note that there is an 
implicit “key” associated with all interlocking 
schemes. This implies that key management 
may be a necessary adjunct to interlocking. 
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Entrouization: In entropization, a natural trend 
toward “disorganization” of a threat is utilized. 
Convective cooling follows this approach, as 
does piloting a boat on the leeward side of land 
during high winds. Some glass is designed to 
shatter into small harmless particles instead of 
breaking into lethal shards when broken Some 
racecars (e.g., Indy 500) are designed to lose 
peripheral parts in absorbing the impact of a 
crash, thereby protecting the central (barrierized) 
compartment. Supporting reactor control rods 
against gravity through electricity, so that under 
loss of power the rods will fall into a cooling 
liquid is entropization and is sometimes called 
passive. (We do not consider it passive, 
however, because it depends on an unimpeded 
falling action.) Security applications of 
entropization include dispersing assets to prevent 
a concentrated loss and using information 
“padding” in encrypted communication to 
prevent an adversary from deducing information 
from communication activity levels. 

Energy Incomuatibilitv: Energy incompatibility 
means that all known threat energies are 
incompatible with the known asset vulnerability. 
For example, an explosive that can only be 
detonated by a particular type of high-intensity 
laser is incompatible with other known natural 
sources of energy. When safety can be provided 
in this fashion (e.g., an explosive has been found 
that cannot be detonated by natural sources), 
energy incompatibility is inherently passive (i.e., 
no action need be taken to maintain safety). 
Note that other man-made sources must also be 
incompatible with the explosive. If energy 
incompatibility is provided by filtering natural 
sources in some active manner, the approach is 
not passive. 

Information Incomuatibilitv: Information 
incompatibility requires a threat to independently 
generate (i.e., it is not an interlock) information 
entities in a prescribed “uncertain” (unlikely to 
be inadvertently generated) sequential pattern in 
order to affect an asset. The key to this approach 
is the use of independence to achieve desired 
levels of assurance. The likelihood that the 
threat can reach the asset can be made extremely 
small, within limits. In the nuclear weapons 
safety program, experience and judgment 
determine that the limit of assurance for this type 
of approach is that safety risk in natural or 
accident-generated abnormal environments can 
be reduced to between 10‘‘ and lo5 for a single 
subsystem. Where the approach is extended to 

multiple independent (in so far as practical) 
subsystems, the risk can be reduced to somewhat 
less than lo6. Information incompatibility may 
or may not be associated with some additional 
form of protection for an asset. The unique 
signal strategy coupled with a stronglink switch 
is an example of information incompatibility in 
the nuclear weapons program. Here, the 
stronglink switch barrier is the associated 
protection Even in this application, information 
incompatibility is completely passive, because 
no action is required to maintain safety. An 
example security application is the two-person 
control rule, where it is assumed that it is more 
difficult to independently motivate two people to 
become adversarial. 

Disablement: Some assets can be protected by 
disabling their capability to function unsafely or 
disabling the threat capabilities. A gun with no 
firing pin is a physical example. An encrypted 
file is a logical example. This can be done 
actively or through physical law response. The 
latter is key to the nuclear weapons safety 
inoperability principle, which is based on first- 
principle change of material properties. 

Coordinated Strategies: The above strategies can 
be used in coordination in a variety of ways. 
One approach is called “layering,” where the 
same strategy or strategies is used repeatedly. 
“Redundancy” utilizes replications of the same 
strategy along with a mediation that is intended 
to distinguish failures from correct performance. 
Some strategies can be used in interlocking 
fashion, where one protective mechanism is 
necessarily engaged before another as part of a 
coordinated protective strategy. Also, strategies 
can be combined so that a protective feature 
“removal” capability can be provided consistent 
with safety. Finally, some protective strategies 
can be combined in parallel, so that a “defense in 
depth” protection is afforded. 

Double shielded cable is an example of layered 
barriers. Another example is computer access 
passwords followed by information access 
passwords. The co-located stronglinwweaklink 
concept is a coordinated combination strategy. 
Coordinated combination can be made fail-safe 
in selected environments, if it can be assured that 
the environment will similarly affect both the 
stronglink and the weaklink, will cause the 
weaklink to fail prior to the stronglink, and if the 
weaklink failure disables the asset or threat from 
a vulnerable state. Where the asset is 
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information (e.g., in security), this means that the 
weaklink failure must cause destruction of the 
information. The unique signal strategy is an 
example of combining barrierization with 
information incompatibility to enable removal of 
the barrier when intended. Taking this a step 
M e r ,  the modern nuclear detonation safety 
approach is a coordinated application of isolation 
(barrierization and diversion), incapacitation 
(first-principles response toward a non- 
functional mode), and incompatibility 
(independent information entities and 
independent safety subsystems). 

Personnel safety in a military base in a relatively 
unfriendly country uses multiple parallel 
protective strategies (e.g., fences, separation of 
personnel, etc.) in a defense-indepth mode 
because of the multiple and possibly unknown or 
unbounded threats involved. In these cases, a 
common strategy is to use deterrence, detection, 
delay, and response to meet the threats. 
Computer protection is often done in defense-in- 
depth mode for the same reason (i.e., a first- 
principles solution is not feasible). 

One other way that strategies are combined, 
which is not indicated in Fig. 2, is called 
“patching.” This generally means that a 
particular strategy is known to be ineffectively 

implemented, but resources, time, or other 
constraints prohibit or at least inhibit a 
satisfactory implementation. In these cases, a 
temporary solution may be to use a transitory 
patch or “Band-Aid” approach to make the 
system at least temporarily functional. 

Status Statement 

We have outlined a process that emphasizes a 
principle-based approach to assessment that is 
also applicable to design. The use of inarguable 
principles, coordinated in a safety theme, helps 
assure system safety. The application of this 
approach will be further discussed in the 
subsequent paper. 

Biography 

Stan Spray has worked at Sandia National 
Laboratories for 44 years. He led the 
development of the modern nuclear detonation 
safety approach that has helped establish an 
enviable record of success and has helped assure 
the nation’s confidence in the safety of its 
nuclear stockpile. Stan has received numerous 
honors and awards, and was appointed to the 
position of Senior ScientiGngineer in 1997. 


