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L Introduction 

This report documents some mperaL*e research into volumetric image reconstruction from single 
radiographs. Imaging dynamic events is the most important application for this type of work, but the 
techniques have possible extensions. Two general objectives guide this work. The first objective is to 
gain an understanding of the assumptions and the limitations of single-view methods for representing 
internal features. Second, we endeavor to obtain and/or develop techniques for performing image 
reconstructions with FXR radiographs. If possible, we seek to obtain some quantitative measure of the 
accuracy of this class of image reconstructions in two respects: i) in terms of the dimensional accuracy 
of feature boundaries, and ii) as pertains to the accuracy of the voxel intensities. Dynamic events are 
not always self-calibirating, and it is important to establish the reconstruction accuracy of single-view 
methods for placing bounds on the kinds of conclusions which can be advanced from single-view 
reconstructed images. 

Tomographic reconstructions from a single transmission radiograph will involve some assumptions 
concerning the object. The number of radiographic views recommended by the ASTMEASTM] for 
performing high-fidelity CT is on the order of 1.5 times the number of detectors used to image the field 
of view in the horizontal direction for a rotate-only scan. The different views are acquired at different 
rotational angles of the object for 360 or 180 degrees. This recommendation usually leads to the 
acquisition of 750 to 1500 views, for detector arrays between 512 and 1024 in size (e.g., our 
Photornetrics camera can acquire a 1024 by 1024 image, and CCD chips with dimensions of 2048x2048 
are commonly available). 

If the object has axial symmetry, the axis of symmetry can be identified, and we equate the axis of 
symmetry with the axis of rotation, all of the radiographic views from different view angles will be 
equivalent. Consequently, only one view is needed to perform the reconstruction. Axial symmetry is 
the key assumption for applying CT reconstruction algorithms to single radiographs, but other 
considerations are important. Even if axial symmetry is present in the object, and the axis of symmetry 
can be identified with minimum error, other information is important to the reconstruction process. It is 
important to know the beam shape: fadcone, or parallel. The signal to noise ratio of the input data is 
crucial and will figure importantly in the overall image quality ( there will be no improvement derived 
from the additional number.of views). Also, it is important that the data be converted to attenuation 
units prior to reconstruction. Lastly, certain data analytic conditions are important: the presence/absence 
of errant pixels, and the amount of blur in the image. All of these factors will impact the accuracy of the 
image reconstruction. 

objects and provide a measure of the per-voxel attenuation of material in the object. When assumptions 
Computed tomographic image reconstructions provide dimensional detail of internal structures of 
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behind a reconstruction algorithm are not satisfied, or are satisfied in a limited way, the accuracy of the 
reconstructed image is compromised. Figure 1 illustrates different effects which arise when the 
algorithm and the data acquisition are not consistent. As seen in Figure 1, the errors in the reconstructed 
image can take on certain characteristic patterns referred to as artifacts. It is the goal of CT analysis to 
discern the 'real' features of the internals of an object in the midst of a certain level of artifactual content 
in the image. By understanding the ways in which CT reconstructions from a single radiograph can 
produce misleading results we hope to develop some measure of the benefits and limitations of single 
view techniques. 

1 
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II. Computed Tomography from 1-2 Views 

Transmission based computed tomopp.y scanners generate 3D measurements of attenuation 
for objects and assemblies. The quality of the tomographic image is a direct function of the properties of 
the input transmission data, and of the particulars of the scanning technique. In single view tomography, 
axial symmetry is important in two respects: i) if symmetry is present, all of the feature information for 
the object is contained in one radiograph, and ii) it is only necesary to reconstruct the center plane in the 
direction of the x-ray beam (see figure 2) and use this image as representative of the entire 3D object. It 
is the goal of this section to examine the inspection performance of single-view reconstructions when 
the input data conforms to the assumptions, when the data includes small departures from required 
assumptions, and when the data contains large departures from the required conditions. 

This evaluation unpacks into four tasks: i) present candidate CT reconstruction approaches for single 
view data sets, ii) sketch the fundamentals of the algorithms in enough detail to motivate our list of 
important assumptions, iii) describe the measures of reconstruction accuracy we will use throughout this 
section to evaluate the performance of algorithms and approaches, and iv) generate different input data 
sets with certain amounts of error and evaluate the impact on the reconstructed image. Simulated data 
will be used primarily in this section since the underlying assumptions for the input data can be 
perturbed in measured amounts, and different conditions can be inserted into the input data singly or in 
combination. From simulated data we can get a close look at the behavior of reconstruction algorithms 
for a particular condition, without the variety of effects usually present in acquired data. The simulation 
tools used here are documented in [AZEVEDo90]. 

ctlon f u n w e n u  

The object of transmission-based computed tomography is to recover the object function from 
line-integral measurements through the object function. While there are many methodologies for 
performing this operation, the transmission data and the end result are the same. From the general 
statement of the feconstruction problem we will show the types of simplifications which arise for objects 
with axial symmetry and how this property relates to the methods of image reconstruction. It will also 
be important to present some description of computed tomography reconstruction artifacts, which arise 
from certain conditions in the input data, since single view reconstructions will in no wise be exempt 
from these kinds of problems. 

transforms', which are an idealized version of an x-ray attenuation projection of a 3D object function. 
The experimental analogue of this idealized construct is the transmission image of an object function by 

The simplest description of CT reconstruction proceeds from the simplest input data, 'x-ray 
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the ‘primary beam’ component which has been converted to ‘attentuation units’[JOHNS82]. We assume 
a 2D flat detector which integrates the fluence over time and possibly energy. Given an x-ray source at 
position, s = (0,-D,O), with some source distribution function S(s,d,E) (which specifies an intensity for 
each sourcedetector pair location, at some or possibly a variety of energies E), some object function 
f(v), where v denotes a 3D vector, v -> (vx,vy,vJ (for this work the object function is in linear 
attenuation coefficients), a two-dimensional detector P(d), d -> (dx,dy,da oriented in a plane 
perpendicular to the emerging x-ray beam (dy = object to detector distance), and with f2 representing the 
3D support [GRANGEAT871 for the source-objectdetector geometry, then the available intensity from 
the x-ray transmission can be written: 

l 

b 

(1) P(d) = I” f( v)6(S( s, d&) - v )dv 

The function P(d) represents the image of the object attenuation as illuminated by the the source 
distribution function over the relevant 3D support of the object. 

It is canonical to assume two conditions are satisfied by the ‘x-ray transform’. First, that we are 
operating between the two limiting cases: i) perfect transmission through the object (none of the detected 
x-rays are attenuated by the object and there is no variation in P(d) due to changes in object thickness), 
and ii) no transmission (infinite attenuation, all values in P(d) are infinity). Second, we assume that 
P(d) covers the object, or at least half the object, and includes a measure of the fluence outside the object 
(finite extent, i.e,some image of the boundary of the object ). If the source is an x-ray spot, a cone-beam 
source distribution can be assumed, and the x-ray transform onto the detector is an integration along 
separate lines from a single source location to each detector element, as follows: 

(2) P(d)= I” f (v)&(s+ l&-v  )dv 

where u -> (ux,uy,u,) denotes the direction cosines of the line between source and detector (point s = 
(0,-D,O), and the points d = (dx,dy,da ), and Id is the path length between source and detector, for 
detector position d. 

If the source distribution is a set of parallel rays, the x-ray transform is further simplified as follows, 
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For parallel data, in these coordinates, all integrations take place along the y-axis, with the rows in the 
P(d) image recording the transmission through the different x-y planes in the object, indexed by z. 
Columns in the image record the transmission through the different y-z planes indexed by x. 

Both source distribution geometries, cone and parallel, are useful models of radiographic 
technique. There is certainly a problem with assuming the x-ray source is a single point in space. X-ray 
sources possess some finite spot size. However, if the size of the spot is small relative to the detector 
element size, or the blur due to spot size can be reduced by demagnification, the cone-beam 
representation has proven to be a useful point of departure. Parallel beam data can be achieved in a 
variety of ways. First, if the source-to-object distance is large relative to the size of the object (cone 
angles less that 1.5 degrees), parallel assumptions have been shown to introduce very little emr. These 
small cone angle techniques are a regular part of high-energy radiography for a variety of reasons. 
Second, parallel data can be obtained through some kind of coded-aperture arrangement. For the above 
reasons, and for sake of simplicity, we will restrict our discussion to parallel-beam and cone-beam data 
acquisition. 

If the object has axial symmetry the last of the above equations can be further simplified. 
Without loss of generality, we can assume the axis of symmetry is the vertical z-axis in the coordinates 
described here (see figure 2). The symmetry of the object function is in the x-y planes, and only the 
distance from the z-axis is required to describe the variation in the object. Now the object function is in 
two variables, r and z, with r = ( x2 + y2)ln. If the data is parallel-beam the entire integral can be re- 
written in one form of the Abel transform with the transmission through the x-y planes, for each plane in 
z, as follows: 

The x-ray transform of an object, whether cone-beam or parallel beam, is considerably simpler if 
axial symmetry is assumed. If the beam is parallel the x-ray transform is the Abel transform of the object 
function. It is important to note that cone-beams do not permit this convenient re-writing into the Abel 
Transform presented here. However, it may be the case that some reduction to a modified transform 
which includes the beam divergence described in equation (2) is possible. 

Three different mathematical approaches to reconstructing the object function are in routine 
usage for computed tomography reconstructions in general and for reconstructing single-view input data 
in particular. The most widely used class of algorithms is based on the 'Fourier Slice Theorem' or 
'Central Slice Theorem' which provides a means for relating the x-ray projections through an object to 
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the Fourier transform of the object function[BARRE?T81] [KAK87]. A less widely used and recently 
developed alternative based upon the first derivative of the 'Radon Transform' has shown some distinct 
performance benefits for radiographic techniques which include moderate to large cone angles 
[GRANGEAT87]. For axially symmetric objects the most common approach is to invert the Abel 
Transform described by equation (4) [HANSON82], thereby reclaiming the object function from its 
projections. Each mathematical approach has given rise to whole classes of reconstruction algorithms, 
which vary in the number of computations (single-pass or iterative), the space in which the object 
function is composed (Direct Fourier Inversion techniques or Backprojection), and in the way each 
handles different source geometries and object movement regimes. 

For this report we will restrict our attention to the first and third approaches. This expresses no 
opinion on the merits of the Radon transform approach, which has been shown to provide decided 
performance advantages in many circumstances[GRANGEAT88]. Rather, this simply reflects the state 
of the research p e r f o d  up to this point. Also, many in-depth comparisons have been performed with 
the 'Central Slice Theorem' approach, and the differences are quite well known [AZEVEDWlb]. Many 
good texts exist on the details of the different algorithms, and there is no attempt here to be redundant. 
Our approach will be to sketch the basic ideas of the algorithms in sufficient detail to motivate the 
measures of inspection performance we will use, and to highlight possible weaknesses in the 
implementations for acquired data. 

recomcaon -ves for 1-2 view CT 

We will sketch the two different algorithms in reverse order of the list presented above for 
reasons that will be made clear. In each case, we present the central idea of this reconstruction 
algorithm, give one formula, or set of formulae, for a discrete implementation of the algorithm, and 
discuss some the the issues involved in perfoming reconstructions in this manner. 

Each class of algorithm includes different specific implementations according to the type of 
acquisition geometry, and according to the particular representation of the x-ray transform chosen. 
While a number of different regimes exist for obtaining the required data, it is the 'third-generation' 
(rotate-only) scanning technique that is particularly interesting for objects with axial symmetry. For this 
modality, the axis of symmetry can be regarded as the rotational axis, which is normal to the x-ray 
beam, and then every view is the same. One consequence of identifying the axis of symmetry with the 
rotational axis is the problem of a possible 'tilt', if the axis of symmetry is not normal to the x-ray beam. 
The radiograph acquired with a 'tilt' will not lead to symmetric radiographs from all rotational angles. 
Consequently, the assumptions of the reconstruction routine will be violated, and the reconstructed 
image will be misleading. We will revisit this issue in the next section. 
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The Abel transform representation and its inverse can be used to reconstruct the center slice of 
the object function. This method was first discussed and implemented by Ken Hanson at Los Alamos 
National Laboratory. The discrete implementation is computationally fast, and performs correct 
reconstructions for parallel data. An LLNL implementation of this technique has also shown marked 
speed advantages over other algorithms. 

The key idea of the Abel Transform algorithm is the implementation of the inverse transform. 
Given the representation of x-ray transforms of axially symmetric objects as Abel Transforms in (4), the 
object function can be reclaimed by computing the inverse transform[BARRE"l%l]: 

The discrete implementation of this method can take two forms:either the inverse transform is 
calculated according to equation (3, or a discrete derivative is approximated by using the geometry of 
the strip integrals of a sphere. In the fmt algorithm, a derivative is calculated over the horizontal axis of 
the projection data, with an appropriately designed filter, and the data is then weighted by position. In 
the second implementation, a voxel at a particular radius is reconstructed by subtracting the attenuation 
of the outer rings, and taking into account the ratio between the area of a tangent strip on a circle and the 
voxel in the reconstructed cube. For the second approach the reconstruction takes place by calculating 
from the outside shell to the center, subtracting the cumulative value of the reconstruction performed up 
to that radius While the first implementation is strictly limited to parallel data, the second procedure 
could possibly be extended to a cone, since strip integrals of a sphere have a direct computation for any 
geometry. For a variety of data analytic reasons, the second approach is more widely used. One discrete 
representation of the form of the algorithm is as follows: 

where w(q) is the radius specific weighting of the voxel in that chord to the total chord volume in that 
spherical shell. 

The advantage of speed mentioned above could be significant. Iterative methods for obtaining 
better reconstructions axe now an interesting possibility. This has been pursued by Hanson 
wNSON821, and elsewhere by Dinton[DINTONS)O], with interesting results. Also, smaller less- 
expensive computers can handle large radiographs, facilitating the widespread use of this algorithm 
wherever appropriate. 
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The second reconstruction approach utilizes the class of reconstruction algorithms based on the 
'Central Slice Theorem' or 'Fourier Slice Theorem'. There are no assumptions on object shape intrinsic 
to the reconstruction algorithm. Axial symmetry is not a part of the reconstruction algorithm, rather, this 
assumption is used to generate the other rotational views. By separating the characteristics of the object 
function from the reconstruction algorithm this approach can make use of additional information known 
about the object or the data for generating all of the other rotational views. 

This class of algorithms is based on a mathematical relationship between the projections through 
an object function and specific lines in the 2D Fourier transform of the object function. Stated in many 
different forms, the central slice theorem establishes an equivalence between the Fourier transform of a 
projection through the object function at a particular rotational angle, and a line intersecting the origin of 
the 2D Fourier transform of the object, represented in polar coordinates. The rotational angle of the 
projection is the radial angle of the line in 2D Fourier space[BAmlT81] [KAK87]. This equivalence 
gives rise to two different non-iterative reconstruction algorithms, i) the direct Fourier inversion 
algorithms (DFI), where the projections are used to fill up the 2D Fourier transform, the object function 
being reclaimed by an inverse transform, and ii) the convolution back-projection algorithms (CBP), 
where each projection is filtered by a fdter function which emerges from the central slice theorem, and 
the filtered projections are summed (back-projected), as that pixel intersects with that voxel in the 
sourcedetector geometry. 

For parallel data we employ filtered back-projection, the convolution back-projection algorithm 
for fan-beam geometry, and for small cone-angle data sets we use the Feldkamp algorithm, which is the 
3D generalization of convolution backprojection for a cone-beam geometry. In this approach each 
radiographic view is convolved with an apodizing fdter, and the filtered data is back-projected onto the 
reconstructed image. Source-to-object distances (sod) and source-todetector distances (sdd) are used 
explicitly to calculate the intersections between the transmission line integrals and the reconstructed 
voxel. This is the most common cone-beam reconstruction methodology found in industrial scanners and 
has been the subject of numerous investigations[KAK87]. 

data, performing the back-projection along tilted fans, and applying weights to the reconstructed results. 
One formula for implementing the Feldkamp algorithm is the following: 

There are three steps to the Feldkamp algorithm which are important, filtering the projection 

where: sod - is the source to object distance 
Pe(d) - denotes the projection data ( scaled to the center of the object) 
h() - denotes the filter function 
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v - the 3D position in object space, and vx the component in the x direction 
d - the 3D position of the detector with dx and dy the x & y components 
s' - denotes the intersection of the ray passing through voxel v with the detector 

plane translated to the center axis, s' = (r cos (e - $) / (1 + r sin (e - +)/sod), 
where 

we have represented the x, y coordinates in polar form (r,+) for convenience. 

The three steps are nested in the above formula, the backprojection inside the filter, the filtering applied 
to the weighted pixel values, and the entire projection weighted by the distances in the source-object 
geometry. The implemented algorithm will exchange discrete summation signs for continuous integrals, 
but, since this is a coverage of key concepts, they were left in for similarity with the earlier equations. 

It is important to notice the character of the reconstructed voxel. First, each voxel is a weighted 
sum across the projection data. Consequently, additional fidelity is gained from the additional number 
of views, with a noise reduction on the order of l/sqrt(# of views). The elements of the sum are 
calculated according to the intersection of the ray-path through the voxel and the detector plane 
(translated to the origin or left in the original distance), which follows the lines of the source 
distribution. Weights are calculated from the solid angle relationships in the cone beam distribution. 
The exact form of the filter applied to the projections and its row-wise application follow from the 
Fourier Slice Theorem covered in detail in [KAK87]. For a particular voxel, indexed by (r,$,z), 
reconstructing fadcone beam data with a parallel algorithm will incur two types of errors: i) incorrect 
weighting of the projection data, since in parallel data the solid angle apertures are all the same, and ii) 
the intersections with the detector plane, r cos (0 - $) /(1+ [r sin(0 - $)/sod], will not be precisely true, 
although this will involve less error for asymmetries not on the center plane. Notice that as sod becomes 
large the data becomes more and more parallel, so the size of both of these errors is a direct function of 
cone angle. 

Using an in-house version of the Feldkamp code, 'fkrecon', as the basic reconstruction 
methodology, three different techniques for generating the other rotational views were developed and 
implemented: 'fksymm', 'fksingle', and 'symmod'. Each code differs in the way in which the missing 
views are generated, and in the means by which other information concerning the object can be utilized. 
The 'fksymm' code is a direct modification of 'fkrecon' where the backprojection operation is forced to 
use a single radiographic projection. No interpolation is applied to the rotational views not acquired. 
This code strictly enforces the assumption of axial symmetry. This code reconstructs fadcone data for 
small cone angles, but will not perform well on asymmetries. As such, it can be used to isolate the 
effects of asymmetries on the CT reconstructed image. 

The second code, 'fksingle', is our first means for including some information on asymmetries in 
the single view reconstruction process. 'Fksingle' makes explicit use of the knowlege of the position of 
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the axis of symmetry obtained by a priori means. If the axis of symmetry is known, the view from 180 
degrees can be calculated by flipping the image &bout this axis. Using the single view as the 360 degree 
view, all of the other rotational views are calculated by interpolating from this two image set, At this 
point in time our research has shown a slight preference for squared cosine and squared sine weighting, a 
practice first employed elsewhere[LANSFORD], over a bi-linear interpolation between the views. 
However, the advantages of this interpolation scheme compared to bi-linear techniques is not large. 
Once all of the views are calculated the reconstruction is performed with 'kecon'. 

In detail, the reconstruction process for this approach is as follows. From a knowlege of the 
center axis of symmetry, interpolate a set of angular views which matches a third generation scan as 
follows: 

and for any 0, calculate Pdd, Cr) as 

(9) 

where Cr has been identified to emphasize the importance of the knowlege of the axis of 
symmetry for this method of image reconstruction. 

The 'fksingle' approach to generating the other rotational views is not an exact technique for 
handling the asymmetries. First, for cone-beam data, the calculated 180 degree view will be precisely 
true only if the asymmetries are positioned at the source to object distance. In this case the effect of the 
superposition of the different structures in front of, and behind, the asymmetries, is exactly the same 
regardless of direction. If the asymmetries are closer to the x-ray source, or closer to the detector, a 
horizontal flipping of the radiograph will not precisely reflect the different magnifications. For parallel- 
beam data (no magnification), the flip operation is exactly the 180 degree view. Secondly, for any type 
of data, the trigonometric weighting is not entirely accurate, and the interpolated views do not trace out 
the correct path for the rotation of the asymmetry in the object matrix. It needs to be re-iterated that 
behind all of these operations is the choice of the axis of symmetry, which, if incorrect, biases every 
single pixel in the reconstructed image. 

and asymmetric information in the radiograph to compose the other rotational views in a more exact 
fashion. Different means are used to calculate two images: i) an image of the symmetric part of the 

The 'symmod' code can make explicit use of model-based information concerning the symmetric 

radiograph, and ii) an image of the asymmetries. The non-zero features in the asymmetries image are 
internally rotated (each feature is shifted in the projection), according to the selected angular increment. 
The amount of shift is dependent on the assumed position of the asymmetry and the feature shape. 
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Without any information on the asymmetries the 'symmod' code assumes all features are at the 
maximum radius from the center of the object, and are in the shape of spheres. However, a number of 
different assumptions concerning feature shape could be considered. This approach is capable of 
making use of more ancilliary information about the object than the other two approaches. 

The equations for the 'symmod' approach are as follows: 

Pe(4cr) = Pqmd4cd + P-,e(d,+) 
where Pspa(d,  Cr) = shift(P,,&(d, Cr)) and 
shift = (r cos (9 - @) /( 1 + [r sin(9 - @)/sod]) is applied to the non-zero elements of 

P-,o(d, cr) and 9,@ defiied as before 

We will make use of these three codes in the simulation work which follows. The 'fksymm' code 
will be used to examine the effects of asymmetry by strictly enforcing symmetry in the reconstruction 
process. Also, we will use 'fksymm' to evaluate the effects of reconstructing fadcone data with parallel 
assumptions, independent of problems with asymmetries. We will examine the performance of the 
'fksingle' code for general purpose single-view reconstructions in the presence of some fraction of 
asymmetry. This approach includes some limited means for handling asymmetries, and requires very 
few assumptions concerning the asymmetric features (unlike 'symmod'). It will be important to 
determine the performance of this code against different types of asymmetries in preparation for possible 
use on FXR radiographs. 

Evaluating the performance of these algorithms in a quantitative way requires data which 
includes measured amounts of departures from underlying assumptions. As mentioned above we will 
use simulated data since the different effects we are interested in can be inserted in particular locations 
in measured amounts. While this is arguably the correct methodology for evaluating algorithms against 
required assumptions, it strays from the more standard measures of the CT reconstruction performance 
advanced by the ASTM[ASTM]. There are good reasons for this; the 'standard' measures of 
performance assume an accurate algorithm, but this is exactly what is at issue in single-view 
reconstruction work. We need to specify measures of reconstruction accuracy which identify the 
presence of errors due to the violations of assumptions, and we will discuss these choices in the next 
section. 

Before proceeding further we need to address a general question posed to the activity of 
performing single view CT reconstructions. What are we really doing - some fancy re-arrangement of 
the same data? Strictly considered, only perfect axial symmetry will result in exactly correct CT 
reconstructions. Consequently, what can be learned from a CT reconstruction that is not observable in 
the radiograph? If there are asymmetries in the radiograph, then the assumptions for CT are violated and 
it will give you incorrect results. If symmetry is true, then maybe there is no point. However, CI' 
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reconstructions present the structure of the center of the object, given the projection. It is not clear if 
human viewers can perfom this operation accurately. Certainly there is no 'new' infomation in the CT 
reconstruction that is not in the radiograph. But single-view CT reconstructions do make serious and 
decided use of the symmetry in the image, and generate an internal view of the object which assumes 
that symmetry is indeed true. Maybe the better questions are: do CJT reconstructions present a view 
which is useful in your analysis? and could you spot an artifact due to a problematic assumption if you 
saw one? We will attempt to return to these fundamental concerns in the course of analyzing the CT 
reconstructed data. 

e for 1-2 New 

The goal of single view CT inspections is to enable an examination of internal features of an 
object or assembly. Measures of performance should help in establishing some confidence (or lack of) 
for the conclusions which emerge from the analysis of the object. Single-view CT requires more 
assumptions than CT inspections with the full complement of views, and we need to develop metrics for 
measuring the degree to which those assumptions are in effect, as well as for measuring the accuracy of 
the CT reconstructed image. In this section we are assessing algorithm performance with known errors 
in simulated data. We seek to identify the characteristic patterns in the reconstructed images which stem 
from the violation of some assumption, and plot the prominence of those artifacts as the departure from 
the assumption grows. Our measures of performance need to measure different aspects of reconstruction 
accuracy, not the crispness of edges. Crisply defined edges in a reconstructed image in single view 
tomography may be crisply wrong. 

In order to assess reconstruction performance for basic questions of accuracy our simulation 
tools do not need to model all the physical processes which occur in the interaction between penetrating 
radiation and an object. We need two capabilities, i) the ability to generate a pristine radiograph which 
includes some quantitative level of a particular condition, and ii) the ability to generate the perfect 
simulated image which does not include the malady. The CT project has developed a number of 
simulation tools for detecting misalignments in scanners, of which two codes will be useful here: SIM 
and MKIMAGE. The SIM code generates projections through volumes which are discrete 
implementations of equation (2), perfect cone beam projections. The source, detector elements, and 
object(s), can be placed anywhere in space, at any orientation, so the full scope of misalignments and 
source-detector geometries can be implemented. The second code, MKIMAGE, makes the perfect 
volumes which should be the result of reconstructing the data in SIM. The same input file drives both 
codes ensuring the same object space for both images. Combined with a reconstruction code, SIM and 
MKIMAGE form a complete set for performing reconstruction algorithm development work. 

reconstructed images: i) the FWHM of the estimated point spread function, which is a measure of the 
Three measures of performance are usually regarded as important for evaluating CT 
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spatial resolution in the image, ii) contrast-dose-detail calculations, which are another measure of 
contrast sensitivity, and iii) the voxelwise variance, which includes a number of different components. 
The voxelwise variance includes three components, i) noise due to photon statistics, ii) systematic errors 
stemming from detector biases, or misalignments, and iii) the intrinsic variation of the object. One goal 
of CI' analysis is to isolate the third component in the voxelwise variance independent of t h ~  fwst two. 
The first two CI' performance measures are not oriented towards the characterization of errors in the 
reconstructed image, but are more concerned with the fidelity of the image. We are concerned with 
reconstruction accuracy, and variations on the voxelwise variance are more suited to this task. 

Knowing that the simulated data has been perturbed in some precise way, we are interested in the 
accuracy of the algorithm in three respects: i) overall accuracy, i.e., what is the level of emor which is in 
the entire image given this level of perhubation of the basic assumptions; ii) local accuracy, i.e., is there 
a particular area in the reconstructed image which is particularly problematic for this type of problem 
with this input data; and iii) what is the maximum error in this reconstructed image. This last measure 
places a bound on just how inaccurate the image can get, and by implication, how wrong the 
interpretations can be. Following the standard practice in single-view reconstructions, only the center 
slice will be used in the comparisons. All measures of performance will derive from the difference 
between the 'correct' image and the image calculated from the perturbed assumptions. Either the 
'MKIMAGE' code will supply the 'correct' image, or we will obtain a reconstructed image from a data 
set where all the assumptions are satisfied. 

The o v d  accuracy will be measured by the root-mean square (ms) difference between the 
'correct' image and the reconstructed image which includes a pertubation of some assumption. Local 
accuracy will be measured in two ways: i) the nns error calculated on a rectangular portion of the image; 
ii) the rms error at some circular extracted region to measure error as a function of radius; and iii) the 
maximum absolute value of the difference between the 'correct' and perturbed images. The circular 
extraction statistics will be important when it is expected that the error is correlated with the cone angle 
in the plane of reconstruction. 

The measures of performance are important in themselves but the real target in this investigation 
is to consider the impact on the interpretations of the data. Computed tomography images are used to 
identify different materials (as they differ in attenuation) and provide dimensional measurements of 
internal features. The accuracy of the reconstructed image directly impacts the ability to perform this 
task. Consequently, we will attempt to trace the impact of the values of the different levels of 
inaccuracy on the joint task of making dimensional measurements and identifying different materials in 
the CT reconstructed images. We will try to be sensitive to the variation of this error with position in the 
image if that turns out to be important. 
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Our full list of assumptions for single view reconstructions identifies four different aspects of object 
and technique requirements. First, and foremost, the object has axial symmetry, in particular, symmetry 
with respect to the vertical axis (the z-axis), as pictured in figure 2. Second, and related to the axial 
symmetry in the object, is the measured position of the axis of symmetry in the radiograph. Two 
characteristics of the technique are involved here: i) the axis of symmetry in the object is perpendicular 
to the x-ray beam, and ii) the position of the axis of symmetry is measured with minimum error. Third, 
as in the multiple-view case, accurate tomographic imaging requires that the sourcedetector geometry 
be correctly reflected in the reconstruction algorithm. This includes the requkment that the center axis 
of symmetry and the center of the x-ray beam be in the same location. The fourth consideration, noise, 
or noise level, is a p b l e m  for single-view work since there will be no noise reduction from the 
acquisition of the different rotational views, and it could overwhelm whatever detail is present in the 
reconstructed image. 

the acquired radiographs. The object or event might have a small asymmetry at some location, or it 
might possess a tilt in the axis of symmetry relative to the x-ray beam, which can result in a 
preponderance of asymmetry in the entire radiograph. In a similar fashion, if there is an error in the 
identification of the position of the axis of symmetry in the radiograph, the reconstruction will not reflect 
the symmetry in the object. This last source of error is particularly pernicious, since small errors in the 
identification of the center of rotation, or lack of concmence between the center axis of symmetry and 
the center of the x-ray beam (mid-line offsets for the cone-beam case), can result in decided inaccuracies 
for even small mors [SCHNE91]. 

Regardless of the means by which it occurs, a violation of the axial symmetry assumption results 
in a radiograph with a certain amount of asymmetry. The problem may be in the object, or it may be in 
the technique, or in the measurement of the axis of symmetry. From a single radiograph it is difficult to 
discern the different origins of the observed asymmetry. However, the amount of asymmetry can be 
measured directly from the radiograph - divide the image in two at the axis of symmetry, flip one of the 
half-images horizontally, and calculate the sum of squares of the difference (or the sum of the absolute 
values of the differences, if those statistics are found to be more useful). Care must be taken in flipping 
the image, and a consistent policy adopted for dividing the image on pixel boundaries or interpolating in 
some fashion. However, provided the method is applied consistently, relative amounts of asymmetry 
between radiographs will be correctly identified. 

The amount of asymmetry in any acquired radiograph will vary with the nature of the features in 
the radiograph, but we can reduce these to a few cases for simulating specific effects. The asymmetries 
will be sharp highcontrast features or low-contrast features. The asymmetries will vary in their position, 
and will be of different sizes. We have determined two simulation phantoms which include a number of 

The fmt two assumptions span a number of different mechanisms for obtaining asymmetries in 
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different asymmetries which will be used to cover the gamut of different cases: i) a high-contrast 
phantom, and ii) a low-contrast large-area phantom. Figure 3 includes the 'MKIMAGE' center slices of 
these two synthetic assemblies. 

axis and those which are not. In both cases the symmetric component constitutes the greater proportion 
of nearly every chord through the object. In the high-contrast phantom, all the asymmetries are spheres 
at different radii from the center axis of rotation, and they have no attenuation. Spheres were selected to 
make the computation of total asymmetry in the volume more convenient. The sizes and radii of the 
spheres were chosen to evaluate the impact of the position of an asymmetry on the error fraction in the 
reconstruction, as well as the overall level of asymmetry. Figure 4 contains some of the examples of the 
different patterns of asymmetry we will consider for the high-contrast phantom. 

The asymmetries in the low-contrast phantom are all low-attenuating large ellipses at different 
heights, which are shifted at increasing radii from the center. The ellipses are long in the horizontal 
dimension, and the different levels of asymmetry are achieved by moving the centers of the ellipses in 
alternating distances from the center axis of rotation. Figure 5 contains some of the asymmetric patterns 
and is annotated with the corresponding level of asymmetry in each simulation. In this case the level of 
asymmetry can get quite large before the object fails to intersect the axis of symmetry. It will be 
important to compare the results of the low-contrast case to the high-contrast results with respect to total 
error vs. total level of asymmetry. For all of the asymmetry work we will reconstruct with 'fksymm', in 
order to measure the amount of error propagation due to asymmetries in the reconstruction process. We 
will also reconstruct with the 'fksingle' code to evaluate the improved accuracy which may result from a 
simple approach to asymmetries which makes the maximum usage of the knowlege of the axis of 
symmetry. 

symmetric phantom which includes a moderate amount of internal detail. Figure 6 includes an image of 
the center slice, and different images obtained at different cone angles. We will employ the 'fksymm' 
code in this work, exclusively, since this code does accomodate cone beam geometries to some extent. 
Parallel reconstructions will be performed with 'fksymm' as well, where we will make the source to 
object distance very large, reducing the total cone angle to less than 0.1 degree. The motivation for 
using 'ksymm' in this dual role is that we can better examine errors due to source-detector geometry, 
independent of possible differences between interpolation schemes in different codes. 

The impact of noise can be addressed with any of the above images; we will add different 
amounts of noise to some of the simulated transmission images in the previous work, and assess the 
impact. It will be important to examine the places in the image where noise accumulates. In this work 
we will use 'fksymm' and our in-house version of the discrete Abel transform approach. We will present 
these results with only a few comments. 

Both phantoms include two different types of objects, those which are symmetric about the z- 

Error from reconstructing with the wrong source-detector geometry will be evaluated with a 
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-wew reconstrucuo~ 

We analyze the impact of high contrast localized asymmetries first. Fourteen different 
simulations were performed. The total amount of asymmetry was varied by including a larger or smaller 
number of the spheres in the simulation. Also, the spheres were configured to obtain the same level of 
total asymmetry, so that we could evaluate the error propagation due to the position of the asymmetry. 
Figure 7 is a plot of the total reconstruction error from the different simulations with the 'f!ksymm' code, 
and with the 'fksingle code' (we have used the center slice of the 'mkimage' volume for the 'correct' 
image). First, notice the variation in the reconstruction accuracy at the different total levels of 
asymmetry for the 'fksymm' results. Asymmetries that are at larger radii from the axis of symmetry will 
generate more error in the single-view reconstruction. Second, except for the position of the asymmetry, 
the total level of error in the reconstruction grows in near linear fashion with the total level of 
asymmetry; there do not appear to be multiplicative or special effects accruing as asymmetries get more 
prominent (indicated by the ratio of standard error to total level of asymmetry). Figure 8 includes 
images of the difference between correct and reconstructed images for the 'fksymm' work showing the 
localized character of the error, which is consistently a streak from the position of the asymmetry in 
towards the center of the reconstructed image. 

least a factor of 2 is expected, since the operation of flipping the image to obtain the 180 degree view 
will eliminate the 'shadowing' of asymmetries produced by the 'ksymm' code. On average the total 
reconstruction error is reduced by 2.3, which indicates that the trigonometric weighting is of some 
benefit in the interpolation of the missing views. Figure 9 contains difference images for the '&single' 
reconstructions, showing the same position of errors and a streaking towards the center axis of 
symmetry, but at a lower overall level. 

absolute difference for the 'fksymm' and 'fksingle' images. The values are only slightly less for the 
'fksingle' code, which indicates that asymmetries are problematic for single view reconstructions under 
any circumstances. 

For the low-contrast large asymmetries the reconstruction error is markedly less. For either the 
'fksymm' or the 'fksingle' approach the reconstruction error is smaller for the low-contrast data than the 
error arising from same amount of total asymmetry in the high contrast case. Figure 11 contains 
radiographic and reconstructed images using the fksingle code. It is important to notice the lower 
absolute level of error for the 'fksingle' results. 

errors are less for the low-contrast asymmetries. When the ellipses are shifted outwards in the horizontal 

The 'fksingle' approach results in a reduction of the total reconstruction error. A reduction of at 

For both approaches the maximum error is substantial. Figure 10 contains plots of the maximum 

Maximum absolute error follows the total error results for the low-contrast simulations. The 
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plane to the point of no intersection with the center axis of rotation, the errors at the edges of the 
asymmetries increase markedly. Compared to the maximum absolute error reported in the high contrast 
simulations, the low contrast results involve less error. 

Summarizing, high contrast asymmetries are the most problematic, and the errors get worse with 
increasing distance from the axis of symmetry. LOW contrast asymmetries produce less error, as 
expected. Indeed, those asymmetries with a shape aspect in the direction of the plane of rotation about 
the axis of symmetry constitute the smallest problem for symmetric single-view methods. The 'fksingle' 
approach always produces less error in the reconstructions, when there are asymmetries, and converges 
to the symmemc case as the object possesses more axial symmetry. The 'fksingle' approach performs 
especially well for the low contrast asymmetries with shapes similar to the symmetric structure. 

plane). This is the optimal case for single view methods. When single view methods reconstruct 
asymmetric data, any asymmetry is always reconstructed into the center plane, regardless of its real 3D 
position with respect to the center plane. This is simply a result of the fact that transmission radiographs 
overlay complicated structures which are at different path lengths in the beam. If there is a large degree 

All asymmetries were placed at the position of maximum radius in the simulations (on the center 

of asymmetry in a radiograph, and it is suspected that the position of the asymmetry has a vector 
component in the direction of the x-ray beam, then single view reconstructions will provide results 
which are more misleading than the results presented here. This will get more or less problematic 
depending upon the contrastive properties of the asymmetry - high or low contrast. The presence of 
uncontrolled asymmetry should place severe bounds on the kinds of claims which can be made 
concerning any conclusions about dimensional measurements or feature identification in radiographic 
data. 

Error from rec0-g with the wrong geometry 

There are only two relevant geometries in this section, parallel-beam and cone-beam geometries. 
The different simulated radiographs were generated with different amounts of cone-angle divergence 
ranging from cone angles of 0 to 12 degrees in half-degree steps, some 26 different simulated symmetric 
radiographs. All of the reconstructions were performed with 'fksymm', once with the correct cone angle, 
and once with the 0 degree (less than 0.1 degree) angle, so as to provide a parallel reconstruction using 
fan beam data. Figure 12 contains plots of the total error in the reconstruction, and the maximum error, 
as a function of cone angle. Figure 13 contains images of parallel reconstructions, a cone beam 
reconstructions, and the difference images from the reconstructions for 3,6, and 9 degree cone angle 
data.. 

A number of conclusions can be drawn from the results in the figures. The total error in the 
reconstruction is not large when the small cone angle data (angle < 5 degrees) is reconstructed with 
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parallel assumptions and only the center plane is reconstructed. The maximum difference plots show 
that reconstruction with the incorrect geometry  an result in large absolute enor in selected parts of the 
image. The difference image explains the nature of the data in these two plots; as expected, the errors in 
the image grow with cone angle, and the level of t h i s  error is correlated with increased distance from the 
center of rotation. 

act of 

Noise in radiographic images inhibits clear imaging of details and confounds diagnoses and 
interpxtations based on the images. In CT, with convolution backprojection or direct Fourier 
reconstructions, each reconstructed voxel makes use of some of the data from each rotational view. The 
resultant reduction in noise follows for the full-view CT reconstruction. In single-view CT, there are no 
additional views. This is particularly problematic due to the inherently noise-amplifying nature of CT 
reconstruction algorithms. The operation of CT reconstruction calculates the small amount of 
attenuation in a voxel from the comparatively large amount of attenuation in an entire line-integral. 
Noise enters the problem as a proportion of the line-integral, and it can be crucial just how the noise 
figures into the reconstructed voxel. For instance, the center voxel may be one part in 512, or 1024, of 
the entire line integral, but the noise can be one or two parts in 100. With high attenuating assemblies 
and large arrays the potential for overwhelming the attenuation in the small voxel is very great. 
Unfortunately, the unfolding of line integrals into small voxels is exactly why CT reconstructions are 
pelfOXmed. 
To assess the impact of noise in the presence of other problems, different levels of noise were added 

to the one phantom with a set of high contrast asymmetries inserted. The 7.2-degree cone source- 
detector geometry was employed and '&single' used to illustrate the impact of noise. Levels of noise 
from 0.5 to 5% of the ray sum value were generated in 0.5 percent increments. Accuracy is the most 
important critierion here, so the standard error statistic, divided by the mean reconstructed value, was 
considered the most important to assessing reconstruction performance. The standard error was 
calculated using a 128-view no-noise reconstruction as the 'mean' value in the sum of squares 
computation. 

the noise accumulates on the center voxel in the reconstructed image. In convolution backprojection 
each reconstructed voxel is a sinusoidal sum through the filtered radiographic data. For single view 
reconstructions, this means that the centermost voxels receive the impact of the filter function, but get 
very little noise reduction from other pixels. The formula for the variance of the noise as propagated 
through the CBP approach is presented below. 

Figure 14 contains a few radiographs and reconstructions from this series of simulations. Notice how 
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(1 1) ov2(v) = [sod2 / (sod - dx)2]2 .fQG2(d) [(sod/(sod2 + d2, +d2Jo5)I2 h2( s' - d,) dx de 

where o? is the variance of the line integral, and ov2 is the variance of the reconstructed voxel 
Practically, this says to reconstruct the variance of each line integral with the square of the filter 
function. 

increasing sum from a smaller and smaller residual. The noise is accumulating in the sum as each shell 
is subtracted from the ray-sum at that decreasing radii. At the same time the reconstructed voxel 
contains proportionally more and more error. Figure 15 contains images of reconstructions with 
different approaches for a radiography with 5% noise. The variance of the noise as propagated through 
the Abel transform approach is presented in the next equation. Both of these results have assumed each 
pixel is an identical and independently distributed random variable (iid), which may not be strictly true 
given the wide scatter distributions present at high energies. 

For Abel-transform codes, noise amplification occurs through the process of subtracting an ever 

max 

(12) 0v2(ri) = xj=~ w2(ri+j) * G:(ri+j) 
where o? is the variance of the line integral, and ov2 is the variance of the reconstructed voxel. 

Figure 16 contains a plot of the standard error (divided by the mean) results for the reconstructed 
image vs. the level of noise input to the radiograph. It is important to note the non-linear aspect of the 
curve. From the images we can see that there are definitely areas where some detail can be deciphered 
in the image. However, the overall level of accuracy in the reconstructed image is seriously degraded. 
As expected, the effects of the noise are worse in the center of the reconstructed image. Unfortunately, 
many times this is an area of keen interest, since this is where the difference between the attenuation 
radiograph and the CT reconstruction is the largest. 

A number of means exist for remediating the noise, such as smoothing beforehand, or possibly 
tapering the data before the reconstruction. Recent results have shown a simple smoothing kernel of 5 
pixels can significantly reduce the noise buildup in the middle of the image for typical levels of noise to 
signal, 1-2% m R ] .  For convolution backprojection, several different fdters have been developed 
which handle noise less explosively than the canonical RAM-LAK filter which is implicit in the Fourier 
Slice Theorem. Both procedures will remediate the noise, but both sacrifice spatial resolution. This 
situation is not uncommon, since spatial resolution and contrast are always tightly related in any 
radiographic or CT image, and processing procedures which alter the spatial properties impact the 
contrast. The difficulty here is the amount of increase in the noise to signal ratio, which can be as high 
as a factor of 20 to 30 for typical noise levels, if no smoothing is applied. Of course the situation gets 
worse if there are other problems, such as small asymmetries, incorrect source-detector geometry, etc. 
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There are two important reasons for acquiring additional views: i) obtaining equal spatial fidelity in 
all directions in the reconstructed image, and ii) reducing the noise in the reconstructed image by 
sqrt(number of views). The first issue addresses the question, how many views do I need to get all the 
spatial information in the detector array. As shown in [BARRETI%l], if spatial blur is such that each 
detector of the N measurements has full spatial modulation, then x/2 * N views will carry that fidelity 
into the reconstructed image. There is a relationship here with distance from the center axis of rotation. 
For the same spatial fidelity, fewer detectors can be equated to less area to be reconstructed. In a 
different way, if the acquired image has less spatial fidelity than the sample spacing, the array can be 
resampled to the effective spatial resolution (i.e.9 fewer detectors), and fewer views are required. 
Consequently, the correct number of views is always for a certain radius and a certain spatial fidelity in 
the object space. 

As seen in the last section, noise can be a problem in single view reconstructions. Additional views 
always remediate the noise in the reconstructed image. Indeed, there is no limit to the benefit of the 
number of views, which reduces the size of the noise variance by the inverse of the number of views 
[KAK87]. However, the benefit of the next view is proportionately less than the view before it. In this 
case the question is not the optimum number of views, but how many need to be acquired to obtain the 
fidelity necessary for a certain confidence level for a diagnosis. 

12,15, 30,60, and 128 views. Figure 17 contains the plot of the sum of squared differences from the 
128 view reconstruction vs. the number of views. Notice the non-linear aspect to the plot showing the 
benefit derived from each additional view. This case does not simulate the effect of asymmetries of the 
center plane. In all the cases, we have placed the asymmetries on the center plane since any single view 
reconstruction will attribute the asymmetry to the center plane regardless of where the feature is in the 
3D object function. Also, we used a cone angle of 7.2 degrees, which will increase the error in the flip 
operation for the &single approach ( the flip of the radiograph is not the 180 view as a function of cone 
angle). Acquiring extra views will dramatically improve the accuracy of the reconstruction for the case 
of the general asymmetry. This is precisely the case we have in experimental data. Consequently, these 
data must be viewed with only casual regard. 
Three results have been stated. If the features of interest are at large radii from the center axis, more 

views will improve the confidence of the reconstruction. If a high level of noise exists in the 

To illustrate these relationships a high contrast asymmetric phantom was reconstructed with 1,3,6 ,9, 
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radiography, more views are helpful. If considerable detail exists at random locations throughout the 3D 
object function, more views are essential. 
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IIL Applying CT reconstruction methodology to FXR radiography 

The main reason for developing the techniques discussed in the previous sections of this paper is 
to aid in the analysis of radiographs taken at the FXR facility, which is located at LLNL's Site 300 firing 
area. The objects that are radiographed there are usually in the process of exploding at the time of the x- 
ray pulse, and they are often quite thick, so the pulse must be very short (c100 ns) and very intense (up 
to 300 Rat one meter). This type of radiography presents us with some unique problems, both in 
obtaining the data and in analyzing it afterwards, that do not exist in conventional medical or industrial 
radiography. Of particular significance in the context of this paper is the fact that the number of views is 
equal to the number of x-ray machines that are available (usually only one), since we do not have the 
luxury of rotating the exploding object and taking a sequence of views. 

It will not be possible to discuss in detail here the application of single-view CI' techniques to 
FXR radiographs, since (1)most of the objects we have radiographed are classified, (2)the results tend to 
be highly object-dependent, and (3)the techniques are still being developed and perfected. Instead, we 
will discuss those features of an FXR experiment that make it particularly difficult to analyze and will 
outline the techniques that we are developing to deal with them. Those readers who are interested in 
more detail should refer to the classified shot reports that will be written for each individual experiment. 
In general, however, what we have found is that while the use of single-view CT to locate material 
boundaries in these problems is relatively straightforward, the attempt to use it to obtain quantitative 
information on mass densities is much more problematic. Further work needs to be done, not only to get 
answers but also to be able to estimate the uncertainties in those answers. 

III.a FXR radiomphy 

The FXR is a linear induction accelerator which is capable of accelerating a 2.3-kA, 70-11s wide 
pulse of electrons to an energy of 16.4 MeV. These electrons are then focused onto a 1.0-mm thick 
tantalum conversion target, producing an intense burst of high-energy x-rays. After the x-rays have 
passed through a 50cm thick "bullnose" region - which includes some tungsten collimators as well as a 
vacuum window, a beryllium electron stop, ceramic and beryllium pieces to protect the FXR from blast 
and shrapnel, and additional shielding materials to reduce the amount of scattered radiation coming from 
the bullnose - they enter the fuing table in the form of a narrow cone beam. Typically, this beam will 
have a cone angle of 1.0-2.5' (depending on the particular experiment), an intensity of about 300 R at 
one meter, and a spectrum which peaks at about 1 MeV and has significant contributions at energies in 
excess of 10 MeV. The effective source spot size is typically 2.2 mm FWHM, although for one 
experiment we were able to reduce this to 0.9 mm by putting additional collimation very close to the 
target (which also caused a substantial reduction in the intensity). 
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The object to be radiographed is placed on the firing table at a distance from the x-ray target 
which can be as little as 1.3 m or as much as 9 m, depending on the requirements of the particular 
experiment. The film is then placed about 50-100 cm beyond the center of the object. The exact 
position of the f~ is usually a compromise between the requirements of (1)minimizing the blur, 
(2)maximizing the dose at the film, (3)minimizing the scatted radiation at the Nm, and (4)protecting 
the film from blast and shrapnel. This last requirement is obviously the most critical one, since we 
would get no data at all if we destroyed the film. In order to protect the film while still getting it close to 
the object, we put various types of mitigating material in front of and around the film pack this material 
may consist of aluminum, ceramic, and/or dry vermiculite in front, and aluminum or steel around the 
sides and in back. Unfortunately, this film protection material attenuates the x-ray beam, and it also 
becomes a sigmfkant source of scatter because of its proximity to the film pack. 

For many experiments, including the so-called "core punch" shots, we use an additional 
collimator so as to illuminate only a relatively small region within the object. We do this because the 
variation in attenuation within the object is so large (ranging from almost no attenuation to as much as a 
factor of 104 or more) that the scattered radiation originating from outside the region of interest could 
exceed the direct radiation from inside the region of interest. In the case of the core punch, this 
technique of using very tight collimation is what allows us to look into the very center of a thick 
imploding object. 

Figure 18 shows schematic representations of two typical types of FXR experiments, a core 
punch and a whole-object shot. Note that for the whole-object shot there is no collimator; the main 
region of interest is usually at or near the outside surface of the object, and no attempt is made to 
penetrate the thicker materials in the center. From this point on, we will restrict our discussion to the 
core punch shots, since those are the ones on which almost all of the interest in CI' analysis has been 
concentrated. 

b Conv- to and to m u a t i o n  

Whenever the FXR is used to radiograph a reasonably thick object, the x-rays that arrive at the 
film pack have an energy spectrum which is peaked at about 4 MeV, since that is the energy at which the 
mass attenuation coefficient for high-Z materials is a minimum. For the same reason, however, those x- 
rays are particularly difficult to detect. In a typical FXR experiment, the only way we can get a 
reasonable detection efficiency (about 30%) is by stacking a dozen or more films. Each of these films is 
surrounded by either (a) a pair of high-Z screens which convert some of the x-rays into high-energy 
electrons, which can then expose the film, or (b) the same high-Z screens plus a pair of flourescent 
screens, which transfer some of the electron energy to visible light photons, which then expose the film. 
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This second option produces considerable amplification of the incident x-ray signal and so is essential 
when the dose is low. 

After the films have been recovered and developed, they are digitized with a micro-densitometer. 
This provides us with a set of computerized images (one for each film) of optical density (OD) vs. 
position on the film. The first step in the analysis is to convert these OD images into images of relative 
exposure. For the direct recording films [type (a) above] this is trivial, since the exposure is very nearly 
proportional to the net OD (Le., the difference between the actual OD and the fog OD). The value of the 
fog is determined by developing a piece of unexposed film along with the shot films. The assumptions 
are that the fog is uniform and that it is the same on all the films: if these assumptions are not correct, 
then we can make some large errors when measuring small exposures. 

this case, the H8zD curve (Le., the relation between the OD and the logarithm of the relative exposure) is 
given by an "S"-shaped curve similar to that used in optical photography. We therefore need to know 
not only the fog level but also the shape of the H&D curve. The best way to obtain this is to do a 
separate experiment, using the FXR, a step wedge, and the same type of film pack as was used on the 
shot. However, it is more convenient and almost as accurate to simply expose a piece of film to a short- 
pulse light some through an optical step (or continuous) wedge and then to develop this film along with 
the shot films. Note that for light-screen films the accuracy is poor at very low exposures, not only 
because of the uncertainty in the fog level but also because the "gamma" of the film (the derivative of 
the OD with respect to the log of the exposure) is very low there. Gamma is also low at the highest 
exposures, where the film is approaching saturation. The best situation for accurate analysis occurs 
when the ODs are about 1-2 above fog, since.gamma is both large and approximately constant within 
that range. 

Once we have the relative exposures, we need to determine the absolute exposures. The ideal 
way to do this would be to have the darkruom procedures so well controlled and so reproducible that 
once a calibration of OD vs. absolute exposure had been found for each type of film, the same 
calibration could be used for all subsequent shots. We have not yet achieved that level of control. In 
fact, for the direct recording films, there is enough variation in the processing from one batch of films to 
another that we have to monitor the variation, and correct for it, by developing yet another control film 
along with the shot films: this one is a film that has been exposed for a known amount of time to a 
radioactive source. For the light-screen films, fortunately, there is much more consistency, at least on a 
day-to-day basis (although not yet on a month-to-month or year-to-year basis). 

The way we get around our lack of knowledge of the absolute exposures is to use a radiographic 
mock. The mock is a static object which is designed to have approximately the same range of 
transmissions and the same mix of high-Z and low-Z materials as the dynamic object. Since we can 
calculate the transmissions through the mock, and since we monitor the dose coming out of the FXR on 

If we have to use light-screen films [type (b) above], then the situation is more complicated. In 
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each pulse, and since we use the same film pack developed in the same way for both the mock and the 
shot, we can therefore use the mock data to normalize the shot data and to convert them to absolute 
transmissions through the dynamic object. This is what we have done on each of our core punch 
experiments to date. 

There is one further difficulty in going &om OD to object transmission, and that has to do with 
the removal of scatter. Scattered radiation is a very serious problem in high-energy flash radiography, 
and we expend considerable effort both to minimize it and to calculate it accurately. When we refer to 
"scatter", by the way, we mean not only Rayleigh and Compton scattering, but also secondary 
bremsstrahlung and annihilation radiation, neither of which is significant in low-energy radiography. 
The scatter originates primarily from (1)the region surrounding the x-ray source, (2)the object, (3)the 
film protection materials, and (4)the film pack itself. We minimize it mostly by using a large amount of 
shielding around the source region, by using light, thin materials for the film protection (generally a few 
centimeters of 7075-T6 aluminum alloy), and, most importantly, by heavily collimating the incident x- 
ray beam so that it illuminates only those parts of the object that the designer is really interested in. 

However, since there is always some scatter, and since it is sometimes comparable to or even 
greater than the direct radiation in some parts of the image, it is very important to remove it from the 
data. This can be done in part by looking at those regions of the film that are in the shadow of the 
collimator, where there should be little or no direct radiation, and assuming that the exposure there is 
entirely due to scatter. The trick then is to extrapolate from there into the region of interest: to do that it 
is necessary to use a theoretical calculation of the scattering. Single-scattering approximations are 
usually not adequate for this purpose because of the thickness of the object, so Monte Carlo calculations 
are needed. Unfortunately, these calculations require a knowledge of the detailed structure of the object, 
which of course is the very thing we are trying to determine, so some iteration may be necessary. 

c us1- 

In a core punch experiment, there is always a problem with noise. This is predominantly shot 
noise, which is a result of the limited number of detected x-ray photons. In order to reduce the noise, it 
is necessary to increase the detection efficiency, which we do by stacking a dozen or more films in the 
film pack. If the distance between the films is greater than or equal to the mean electron range, then the 
signals on the different fdms are statistically independent, and we can substantially increase the signal to 
noise ratio (SNR) by combining the films. This is usually done on the computer, either before or after 
the conversion from OD to exposure. 

resolution of the combined image. Also, since we normally put at least three different fildsereen 
combinations in the fdm pack, there are some difficulties involved in adding them together. For one 

Care must be taken to register the images properly before adding them, so as not to degrade the 
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thing, the faster films have worse resolution: in particular, the light-screen films are substantially worse 
than the direct recording Nms. Therefore, if we simply added those two types together we could lose . 
the relatively good edge resolution which exists on the direct recording films (Of course, even for the 
direct recording films, the resolution is worse than it is in low-energy radiography, because the high- 
energy electrons generated in the screens can travel sideways by as much as a millimeter before they 
expose the film). Also, the low-gamma portions of the image on the light-screen films have a low S N R  
(when the signal is expressed in units of exposure), so adding these to the higher-gamma portions of the 
other films could actually make the combined S N R  worse. 

An example of the improvement in SNR that can result from combining films is shown in Figure 
19. 

Once we have analyzed the radiographic data and expressed them as transmissions through the 
object, we ought to be ready to do a CT reconstruction using the techniques outlined in Section II of this 
paper. However, there is one more step that is required, and it is one that is not typically needed in 
conventional CT. Recall that core punch radiography can be done only if there is severe collimation of 
the incident x-ray beam. If the entire object were illuminated, as in conventional CT, the resulting 
scatter would ovenvhelm the signal in the region of greatest interest. Thus the price for getting a good- 
quality image of the center of the object turns out to be the loss of information that is vital for the 
reconstruction of the object. 

There are ways to overcome this difficulty, but they all involve the use of assumptions about 
those parts of the object that are outside of the collimated field of view. The simplest assumption, as 
illustrated in Figure 2o(a), is that the transmission through these "background" regions is a constant. 
Thus, if we define a sub-object or 'kore"regi0n whose boundary lies just inside the collimator boundary, 
the constant background transmission can be determined from the data between the core and the 
collimator. We can then divide the experimental transmissions by the background transmission, and 
what we are left with is an image of the transmissions through thecore alone, as if it were an object in its 
own right, suspended in mid-air. The core is then amenable to single-view CT analysis, as described 
above. Unfortunately, this technique is applicable only in very specific circumstances, which do not 
usually occur in LLNL core punches. 

A better assumption, illustrated in Figure 20(b), is that, although the transmission through the 
background regions is not a constant, it can be determined to an adequate level of accuracy by using a 
hydrocode calculation. Then within the core region the experimental transmission for each pixel of the 
image can be divided by the calculated background transmission for that pixel, resulting again in an 
inferred transmission through the core. This technique can work well if there is high confidence in the 
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hydrocode calculation, if there is not too much structure in the calculated background, and if the 
background transmission is large compared to the average core transmission. Of course, if any of these 
conditions does not apply, the 

beam passes through the object (and through the collimator and the film protection) its energy spectrum 
continuously changes due to the strong energy dependence of the mass attenuation coefficients. 
Therefore, all of the calculations of the transmissions through the background regions, the collimator, 
etc., must be done with the proper spectral weighting. FurthermoIe, the transmission through any part of 
the system depends on the spectrum that results from the transport of the x-rays through all the previous 
parts of the system. It is therefore very important to do the "bookkeeping" correctly. 

Another consequence of spectral hardening arises after the CT reconstruction has been 
completed. What the reconstruction provides is the linear attenuation coefficient in each voxel 
(expressed in cm-I), which has to be divided by the appropriate mass attenuation coefficient (expressed 
in cm2/g) so that we can get the mass density (g/cm3), which is what we really want. The difficulty 
arises when we try to detemine the appropriate mass attenuation coefficient. This will depend on the 
identity of the material in that particular voxel, and it will also depend on the amount of spectral 
hardening that the x-rays have experienced by the time they arrive there. So even if everything has been 
done correctly all the way from the raw data through the CT analysis, there will still be some uncertainty 
in the final answer unless we deal correctly with this effect. 

reconstruction of the core could be seriously in error. 
Another complication arises from the phenomenon of spectral hardening. That is, as the x-ray 

29 



Iv. Summary and Discussion 

The fmt part of this investigation focused on the ability to perform CI' reconstuctions from small 
numbers of radiographic views (1-2), and the second part applied these techniques to FXR radiography 
of dynamic events. In the first part of the investigation simulated data was used as the best means of 
assessing the quantitative accuracy of CI' reconstructions from single radiographic views. Since our 
interest is in applying these techniques to acquired data, the performance of the algorithms when 
assumptions were only true to some degree was of acute interest. A set of simulations and 
reconstructions was performed to assess the impact of: i) high contrast asymmetries, ii) low contrast 
asymmetries, iii) errors in the specification of the source-detector geometry, and iv) overwhelming 
noise. A number of conclusions can be advanced from this evaluation of different conditions applied to 
the simulated data for single view CT reconstructions. 

i) High contrast asymmetries generate the most problems for single-view CT reconstructions. 
The effects are worse as the feature is at a larger radius from the center axis of symmetry, 
and when the amount of contrast is greater. 

ii) Low signal to noise, or high noise, in the radiograph will overwhelm single view CT, since 
the reconstruction operation, which unfolds the path length, determining the per-voxel 
amount of attenuation from the comparatively large ray-sum integral, is inherently noise 
amplifying. Typically, without additional smoothing, the noise amplification is a factor of 
between 10 to 30 on the center pixel [WINER], and possibly higher depending upon the 
particulars of the algorithm. However, while smoothing the input radiograph can reduce the 
noise level, a direct loss in spatial resolution will result. 

iii) Knowlege of source-detector geometry is important, and neglect of the facone angle will 
exacerbate other inaccuracies. 

iv) The 'fksingle' approach to obtaining the un-acquired views performs reasonably well in the 
presence of small amounts of asymmetry, or of spatially diffuse, low-contrast asymmetries. 

v) Single-view reconstructions can provide locally accurate spatial distributions of internal 
features even in the presence of a certain amount of asymmetry. Quantitative accuracy 
will be affected by the departures in assumptions in the input data, and by the accuracy 
of the transmission radiograph itself. 
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The results of the simulations provide justification for using single-view CT techniques to obtain 
qualitative images of the internals of dynamic events. Boundaries and spatial properties are correctly 
identified in spite of limited problems with assumptions. All departures from assumptions do affect the 
quality of the image, but impact the quantitative properties of the image first, allowing the experimenter 
to obtain a view of boundaries in spite of limited inaccuracies. Computational procedures can be applied 
to remedy some of these problems but not without other consequences. 

When we attempt to apply these techniques to FXR flash radiographs, we encounter a whole new 
set of problems, in addition to those that are inherent in single-view CT. First, considerable effort must 
be expended in preparing the radiographs for the CI' analysis. The fdms must be digitized, the digitized 
files must be added together in an appropriate way to form a combined image, the conversion from 
optical density to relative exposure must be done correctly, spectral hardening must be properly 
accounted-for, and the mock image (which was obtained using the same techniques) must be used to 
properly normalize the exposures and product? an image of transmissions through the object. 

Secondly, we have to deal with the problem of scatter. Scattered radiation is ubiquitous in high- 
energy radiography, and, although various techniques have been developed to minimize it, it cannot be 
eliminated or even made negligibly small. Instead, calculational techniques have to be used to estimate 
the magnitude and distribution of the scattered component of the image, so that it can be removed. 

Thirdly, there are problems with noise and blur. The noise is the result of the limited number of 
x-ray photons that are detected. The blur is the result of (a) the relatively large source spot size and (b) 
the sideways spreading of the high-energy electrons in the film pack. Both the noise and the blur are 
worse than they are for the typical low-energy CT measurement. 

Finally, we have to deal with the fact that only part of the object (perhaps a very small part) is 
imaged on the film, as a result of the collimation that was used to minimize the scatter. Some 
assumptions and calculations are needed to account for the "'background materials, i.e., the materials 
that are outside the field of view but still contribute to the total transmission through the object. 

qualitative results from FXR radiography, including such important information as the location of 
material boundaries and shock hnts.  Having the capability of displaying the data as material 
distributions inside the object rather than as projections through the object is very helpful to those who 
need to interpret the results of the experiment. Further work is proceeding on the much more difficult 
problem of extracting reliable quantitative information from the radiograph. The ultimate goal is to get 
an accurate image of the absolute material densities in the center of the object, but we still have a 
Considerable way to go before we achieve that goal. 

Despite all these problems, we have already had some success in using single-view CT to obtain 
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Figure Captions 

Figure 1 - CI' reconstructions illustrating the effects of an incorrect center of rotation in the 
reconstruction. 

Figure 2 - Illustration of the geometry and coordinates for the CT reconstruction fundamentals. 

Figure 3 - Images of the base high contrast asymmetries and low contrast asymmetries used in the 
simulations. 

Figure 4 - Different cases used in the simulations for the high contrast asymmetries 

Figure 5 - Different cases used in the simulations for the low contrast asymmetries 

Figure 6 - Simulation used for evaluating errors in source-detector geometry 

Figure 7 - Plot of the reconstruction errors from the 'fksymm' and the 'fksingle' codes for the high 
contrast asymmetries 

Figure 8 - Images showing the localized character of the error in the 'fksymm' reconstructions in the 
presence of high contrast asymmetries. 

Figure 9 - Images showing the localized character of the error in the 'fksingle' reconstructions in the 
presence of high contrast asymmetries. 

Figure 10 - Plots of maximum absolute difference for the 'fksymm' and 'fksingle' approaches to 
reconstructing in the presence of the high contrast asymmetries. 

Figure 11 - Plots of the 'fksymm' and the 'fksingle' results for the low contrast data. 

Figure 12 - Plots of the total reconstruction error and the maximum error as correlated with fadcone 
angle 

Figure 13 - Images of a parallel reconstruction, cone bepn reconstruction, and the difference showing 
the localized character of the errors for 3 degree cone angle data. 

Figure 14 - Different single view reconstructions for varied levels of input noise 

Figure 15 - Image showing the propagation of noise in an LLNL written Abel Transform code 

Figure 16 - Noise to signal in the reconstructed image for different levels of noise to signal in the input 
radiograph. 

Figure 17 - Reconstruction error for reconstructions with additional numbers of views 

Figure 18 - Schematic representations (not to scale) of two typical types of FXR radiographic 
experiments: (a) a core punch, in which only the center of the object is imaged, (b) a whole-object shot, 
in which the entire object is imaged. 
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Figure 19 - Comparison of single film and multiple film (summed) images from FXR radiography 

Figure 20 - Approximate methads for dealing with materials outside the collimated field of view 
("background"): (a) assuming the background is uniform; (b) assuming the backgmund is described 
accurately by a hydrocode calculation. 
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Figure 18 - Schematic representations (not to scale) of two typical types of FXR radiographic 
experiments: (a) a core punch, in which only the center of the object is imaged; (b) a whole- 

object shot, in which the entire object is imaged 
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Figure 20 - Approximate methods for dealing with materials outside the collimated field of view 
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