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This research is concerned with the identification of sentiment in multimodal 

content. This is of particular interest given the increasing presence of subjective 

multimodal content on the web and other sources, which contains a rich and vast source 

of people's opinions, feelings, and experiences.   

Despite the need for tools that can identify opinions in the presence of diverse 

modalities, most of current methods for sentiment analysis are designed for textual data 

only, and few attempts have been made to address this problem.  

The dissertation investigates techniques for augmenting linguistic representations 

with acoustic, visual, and physiological features. The potential benefits of using these 

modalities include linguistic disambiguation, visual grounding, and the integration of 

information about people's internal states. The main goal of this work is to build 

computational resources and tools that allow sentiment analysis to be applied to 

multimodal data.  

This thesis makes three important contributions. First, it shows that modalities 

such as audio, video, and physiological data can be successfully used to improve existing 

linguistic representations for sentiment analysis.  We present a method that integrates 

linguistic features with features extracted from these modalities. Features are derived 

from verbal statements, audiovisual recordings, thermal recordings, and physiological 

sensors signals. The resulting multimodal sentiment analysis system is shown to 



significantly outperform the use of language alone. Using this system, we were able to 

predict the sentiment expressed in video reviews and also the sentiment experienced by 

viewers while exposed to emotionally loaded content. Second, the thesis provides 

evidence of the portability of the developed strategies to other affect recognition 

problems. We provided support for this by studying the deception detection problem. 

Third, this thesis contributes several multimodal datasets that will enable further 

research in sentiment and deception detection.   
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CHAPTER 1

INTRODUCTION

Sentiment analysis focuses on the automatic identification of opinions, emotions, evalua-

tions, and judgments, along with their polarity, which can be positive, negative or neutral. To date,

a large number of applications have used techniques for automatic sentiment analysis, including

branding and product analysis [1], synthesizing expressive text-to-speech [2], tracking sentiment

timelines in online forums and news [3], analyzing political debates [4], answering questions [5],

and summarizing conversations [6].

Much of the existing work on sentiment analysis has focused on textual data, and a number

of resources have been created, including lexicons [7, 8] and large annotated datasets [9, 10].

However, modalities other than text such as audio, image, and video, are emerging due to the

intensive use of Internet and devices that make it easy to acquire, process, and display a wide

variety of digital information.

Multimodal content, which includes massive collections of videos (e.g., YouTube, Vimeo,

VideoLectures), images (e.g., Flickr, Picasa), and audio clips (e.g., podcasts), is generated and

shared on a daily basis through several platforms. They represent a rich and vast source of people’s

opinions, feelings, and experiences. Given the accelerated growth of this content on the Web

and elsewhere, the identification of opinions in the presence of diverse modalities is becoming

increasingly important.

In an attempt to build computational resources and tools that allow sentiment analysis to be

applied to multimodal data, this dissertation explores the creation of multimodal datasets and the

integration of additional modalities that can be derived from video data, such as audio and visual

streams, into existing linguistic-based approaches.

1.1. Motivation

Human affective responses are diverse and include both physical and emotional displays of

internal states being experienced. In particular, this research focuses on the analysis of sentiment

as the main affective response under study. This choice is motivated by two main reasons:
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First, we were interested in looking at affective responses exhibited on multimodal data that

can be found in online sources. We noticed that most of this content consists of people’s opinions

and feelings towards products, people, and events. In particular, video reviews represent a growing

source of consumer information that has gained increasing interest from companies, researchers,

and consumers.

Popular web platforms such as YouTube, Amazon, Facebook, and ExpoTV have reported

a significant increase in the number of consumer reviews in video format over the past five years.

Compared to traditional text reviews, video reviews provide a more natural experience as they

allow the viewer to better sense the reviewer’s emotions, beliefs, and intentions through richer

channels such as intonations, facial expressions, and body language. Therefore, predicting the

expressed sentiment in video reviews seems a natural choice to explore the use of other modalities,

such as speech or video as an extension of linguistic analysis.

Second, although several studies have focused on emotions, there are important differences

between emotion and sentiment. Emotions are brief physiological, behavioral, and psychological

episodes experienced towards an object, person or event, while sentiments represent a mental at-

titude produced by the feeling. From this perspective, sentiment analysis can provide information

about feelings or emotions that are not transitory and thus be helpful for several applications that

seek to analyze people’s behavior, such as observing opinions trends, identifying ideological bias,

and gauging reactions to certain events such as elections or new laws.

1.2. Problem Definition

Studies in language grounding have made evident the need for a connection between the

linguistic meaning and physical representations in the real world [11]. Research conducted on

speech, visual, and physiological signals has shown that acoustic and visual behaviors as well as

physiological responses are correlated to internal states experienced by the speakers. Building on

these findings, this dissertation aims to use the acoustic, visual, and physiological modalities to

obtain clues for the expression of sentiment. By creating computational resources and building

tools able to predict sentiment, we can investigate whether these modalities enhance knowledge

representation. Using a multimodal approach, we seek to address three main aspects related to
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the problem. First, linguistic disambiguation, using audio-visual features can help to disambiguate

the linguistic meaning of words. Second, visual grounding, using the visual and audio modalities

can enhance the connection to real world environments. Third, using the physiological modality

can help to sense invisible information about people’s internal states thus integrating “hidden“

information that is not available while simply observing and listening.

1.3. Proposed Solution

The goal of this research is to investigate whether the linguistic modality can be augmented

with acoustic, visual, and physiological features to build resources and tools that allow the auto-

matic prediction of sentiment.

In particular, this work seeks answers to the following research questions:

(1) Is it possible to collect reliable multimodal data for the sentiment analysis tasks using

online data sources?

Current multimodal content is generated using built-in cameras and microphones on de-

vices such as mobile phones and laptops and under different environment conditions. The

use of this data poses data quality issues for the automatic analysis of visual and acoustic

modalities. With this question, We explore the construction of a multimodal dataset with

sufficient audiovisual quality to allow the extraction of multimodal features and enable

our experiments on sentiment detection.

(2) Can we identify the sentiment in video reviews using only their verbal component and

applying available methods for written reviews? If so, are there differences in sentiment

classification when using writing-based and speech-based reviews?

Assuming the availability of a multimodal sentiment dataset, several experiments are run

to determine whether current methods for sentiment analysis can be applied to text ex-

tracted from multimodal content. Differences in the sentiment classification task when

using writing-based and speech-based reviews are also explored to answer this question.

(3) Can we augment linguistic representations using acoustic and visual clues present in video

data to automatically identify sentiment? If so, are resulting models more accurate than

models built using linguistic information only?
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We explore the addition of visual and acoustic modalities to linguistic representations in

an attempt to enhance the knowledge representation by adding emotion clues present on

these modalities, with the goal of automatically identifying sentiment. We also investigate

how this method compares to the use of linguistic information only.

(4) Is it possible to also incorporate physiological sensing along with linguistic analysis to

predict sentiment?

This question explores the integration of physiological sensing into the multimodal sen-

timent analysis task. We investigate whether physiological data such as temperature and

heart rates can be used to incorporate non-directly observable information into the analy-

sis and improve the prediction of sentiment as compared to the use of one modality at the

time.

(5) Can we port the multimodal approach to other affect recognition task such as deception

detection?

This question explores the application of the multimodal strategy to other affect recogni-

tion tasks. To address this question, we opted to explore the automatic identification of

deceit since the act of deceiving is multimodal in nature and multiple modalities can be

derived from deceptive content. In particular, we seek to investigate if current text-based

methods for deception detection can be augmented with visual, acoustic or physiological

modalities.

1.4. Thesis Outline

This dissertation is organized as follows. Chapter 2 presents a background on the analysis

of human states, including application areas and challenges faced while conducting this research.

Chapter 3 presents an overview of related work on affect recognition. The first part of this chapter

reviews related work that uses the linguistic, acoustics, visual, and physiological modalities inde-

pendently, focusing on affect recognition tasks such as emotion and sentiment identification. The

second part focuses on work presented using multimodal approaches where these modalities have

been integrated to improve the automatic identification of human states. Chapters 4 and 5 present

experiments on addressing the multimodal sentiment analysis task. Particularly, these chapters
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present the construction of multimodal datasets; the automatic extraction of features from linguis-

tic, acoustic, and visual modalities; and their combined use to create sentiment classifiers able

to predict positive and negative sentiment in video reviews at video and utterance level. Experi-

ments conducted on the integration of physiological and visual signals with linguistic analysis are

presented in Chapter 6. A portability study is presented in Chapter 7, where the applicability of

multimodal strategies for the automatic identification of deceit is investigated . Finally, Chapter 8

summarizes the findings of the thesis and discusses future work directions.
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CHAPTER 2

BACKGROUND

This section introduces terminology used in this work to the reader. This section begins by

discussing the affect, emotion, and sentiment concepts as they are closely related and frequently

used interchangeably in Natural Language Processing (NLP) research. Related approaches and

applications are then discussed. In addition, this section provides an overview of the challenges

faced while conducting this research and describes the tools used to aid the experiments.

2.1. Sentiment, Emotion, and Other Affect Recognition Related Tasks

Human subjectivity is frequently described using diverse terminology such as affect, feel-

ing, emotions, sentiment, and opinions. In the NLP area, these concepts are used to describe

specific aspects of the human affective response, which consists of external and internal manifes-

tations of people’s internal states.

Emotion encompasses aspects related to human communication and the way people express

and perceive feelings and sentiments. Sentiment, on other hand, is often described in terms of

people’s feelings, opinions, and beliefs. Emotion and sentiment seem to be very close; however an

important difference is the transitivity. Emotions seem to be experienced in shorter length periods

than sentiment. For instance, the liking of a movie has longer permanency than feeling angry about

the traffic jam encountered while driving to the movie theater.

Affect is a more general term that describe primitive manifestations of emotions and can

be defined as positive and negative evaluations of an object, behavior, or idea with intensity and

physiological activity dimensions [12]. Affect is frequently used as an umbrella term that sub-

sumes emotions, feelings, and sentiments [13]. It is worth mentioning that research that uses the

term affect usually refers to the relation between the emotions, feelings and sentiments, and their

physiological manifestations.

Sentiment analysis focuses on the automatic identification of opinions, emotions, evalua-

tions, and judgments, along with their positive or negative orientation. The sentiment analysis task

is usually defined in terms of identifying sentiment polarity or orientation, which can be classified
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as positive, negative or neutral. This task can be also defined as a binary problem, where the goal

is to predict if the sentiment or polarity is either positive or negative. This approach assumes that

the content is subjective in nature. In addition, the task can also be addressed through two steps:

first classifying the document as subjective, and second detecting the document polarity.

Sentiment can be also performed at several levels of granularity, from document level, sen-

tence level, phrase level, and word level. The document level aims to classify the entire document

as containing overall positive or negative polarity. The sentence level seeks to evaluate the polarity

of multiple sentences contained in the document and assigns each of them with positive or negative

polarity.

Usually, document and sentence level approaches require manually annotated samples

where the sentiment label is explicitly indicated. An alternative method consists in using sentiment

lexicons to calculate the polarity of each word in the document or sentence and then assigning the

final polarity by combining the individual polarities of words. The phrase and word level aim to

identify if a given word or phrase exhibits positive or negative polarity. For the latter method it is

also common to include the neutral label as some words might be objective. Moreover, most of the

strategies for detecting sentiment at phrase and word level use sentiment lexicons and ontologies

to assign sentiment polarity to the phrase or word.

The ability to classify sentiment on multiple levels is important as applications might re-

quire determining the sentiment at different detail levels. For instance, a summarization system

for products reviews might require sentiment classification at sentence or phrase level; a question

answering system would probably need sentiment at sentence level; a political campaign would

benefit from document-level sentiment analysis.

2.2. Challenges

The challenges encountered while conducting this research are as follows:

• Lack of multimodal datasets annotated for sentiment or emotion

• Noisy data sources: user self-acquired data with poor audio and video quality, different

illumination conditions, and occlusions
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• High variability of the visual and acoustic behaviors among speakers due to gender and

background

• High variability of emotional and physiological responses among human subjects

• Current tools for visual and speech processing are not accurate enough and provide noisy

facial recognition and inaccurate speech to text processing

• Lack of NLP tools to perform the fusion of multiple modalities

2.3. Applications

Most of the work on sentiment analysis is concentrated on analyzing web data such as

Internet news, product reviews, and social media interaction including blogs, tweets, and Facebook

status [14, 15, 16].

However, the most common application of sentiment analysis is in the area of reviews of

products and services. Currently there are a number of companies that offer sentiment analy-

sis services that provide organizations with information about how consumers perceive and use

their products. For instance, one of the most used services is monitoring the reputation of specific

brands, which is done through wide social media coverage from sites such as Twitter, Facebook, re-

views websites, blogs, and forums. Furthermore, there are also applications that perform real-time

analysis to monitor opinions on the web. This allows companies to monitor the reach, exposure,

and influence of their products and services, and identify trends, which might be very informative

for the decision making process.

Sentiment analysis has also been used to monitor events such as elections. Elections man-

agers can use sentiment analysis applications to track voter’s feelings and opinions on different

issues such as public appearances, speeches, and actions of the candidates. For example, during

the 2012 US elections, Twitter provided an interactive map that showed the sentiment of the tweets

of the different candidates in each state in the United States. This map allowed people to identify

how popular the candidates were in specific locations and also to evaluate the sentiment of voters

on candidates messages.

Another domain is the use of sentiment analysis to enable other systems. For instance,

it can be used in online systems to detect web pages that contain sensitive content, for which
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advertising placement might be inappropriate. Similarly, it could be used to show advertisement

of products when positive sentiment is detected.

2.4. Tools

This section provides a description of the tools used for the multimodal data processing

and the sentiment annotation tasks.

2.4.1. Acoustic and Visual Processing

Three tools are used for the acoustic and visual processing tasks in this dissertation: Open

Affect Recognition Toolkit (openEAR), OKAO vision, and the Computer Expression Recognition

Toolbox (CERT) [17].

OpenEar [18] is a publicly available tool designed for affect recognition in audio sources.

The feature extraction module allows researchers to obtain low-level audio features such as pitch,

energy, formants, spectral coefficients, and voice quality. OpenEar also includes statistics of these

features including means, ranges, variances, and standard deviations. Several predefined feature

sets are readily available for affect recognition tasks. This tool supports both live input and offline

acoustic processing.We use OpenEar to perform feature extraction for the speech modality and use

the different features sets available for affect recognition tasks.

OKAO vision Face Sensing Technology 1 is a commercial package used for facial feature

extraction. It detects and recognizes faces and extracts several sets of facial features. In this

research we used the facial feature extraction module to extract information for the detection of

two facial behaviors: smiling and gazing. Using the OKAO system, we extracted smile estimates

and confidence levels for smile detection performed at frame level. In addition, we used OKAO to

calculate the eye’s position and shifting to identify changes in gaze orientation.

The Machine Perception Laboratory at University of California, San Diego, developed

CERT. This tool is available upon request for research purposes. The system is able to perform

facial recognition on videos showing frontal faces and performs feature extraction at frame level.

It allows the automatic extraction of 30 facial action units, which indicate the movement of specific

1http://www.omron.com/r d/coretech/vision/okao.html
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groups of facial muscles; eight basic emotion expressions, including neutral, anger, disgust, fear,

joy, sadness, surprise, and contempt, as well as head pose measurements using three dimensions:

yaw, pitch, and roll. CERT has been used in behavior analysis studies to address problems such

as identifying genuine expressions of pain, detecting driver’s drowsiness, and adapting tutoring

systems to student’s responses [19]. We used this system to automatically extract action units and

basic emotions estimations.

2.4.2. Speech Transcription Tools

In this research, two methods are used to obtain speech transcriptions: manual transcrip-

tions obtained using crowd sourcing via Amazon Mechanical Turk (AMT) and automatic tran-

scription obtained through an Automatic Speech Recognition system (ASR).

Amazon Mechanical Turk service, a platform provided by Amazon.com, is a crowd sourc-

ing platform that has become a widely used resource for human annotation requests in the research

community. Through this platform, specific transcription and annotations tasks, called HIT (Hu-

man Intelligence Task), can be performed by a large quantity of workers who receive payment

upon task completion. During our experiments, we used AMT to request manual transcriptions of

videos.

Automatic transcriptions used in this work are obtained using the Google automatic speech

recognition engine. This resource is readily available through the Youtube Application Program-

ming Interface (API). 2. The API is available for several programming languages such as Java and

Python, and allows programmatic access to the YouTube websites. It supports video data uploads,

automatic captioning, and caption retrieval requests.

2.4.3. Annotation of Video and Audio Resources

Annotation of video resources used in this work is performed by using the Eludico Linguis-

tic Annotator (ELAN) [20], a professional annotation tool for video and audio resources. ELAN

was developed by the Max Planck Institute (MPI) and is freely available for non-commercial pur-

poses. This tool was originally designed for annotation of sign language and currently is one of

2https:/developers.google.com/youtube/
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the most used resources for annotating media corpora. The main advantage of using ELAN is the

multilayer annotation capability that allows annotating audio and video sources independently at

different levels, which also can be linked together. In addition, this tool can be used for segmenta-

tion and transcription tasks.
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CHAPTER 3

RELATED WORK

This chapter provides an overview of work done towards sensing human behavior while

using single-modality and multimodal methods. It includes work that address affect recognition

tasks such as sentiment, emotion, and deception. The first part of this chapter covers research on

the use of linguistic, acoustic, visual, or physiological modalities independently. The second part

presents a review of multimodal approaches focusing on the joint use of several modalities at the

time.

3.1. Text-Based Affect Recognition

Most of the techniques developed so far for emotion and sentiment recognition tasks have

focused primarily on the processing of text. To date, most of the text-based approaches follow two

main strategies: the first is knowledge-based and uses a list of affective words such as lexicons

or ontologies and then applies inference rules or templates to identify the conveyed emotion or

sentiment; the second consists of applying learning-based methods that require the availability of

large annotated datasets, which are usually compiled from huge collections of data such as Internet

articles, news, blogs, and consumer reviews.

3.1.1. Knowledge-based Methods

One of the first compilations of affect related words was the General Inquirer (GI) [21].

Since then, several resources have been developed to aid affect recognition tasks. Among them,

WordnetAffect and SentiWordnet are two of the main ontologies used as inventories of emotional

words. Both are extensions of Wordnet, which is a well-known and large lexical database of

English; also available in several other languages. WordNet Affect [22] consists of a subset of

Wordnet Synsets annotated with affective labels, hierarchically organized into several categories

such as emotion, mood, trait, and emotional response among others. SentiWordNet [8] is a resource

built for the opinion mining task and provides a triplet of positive, negative, and neutral sentiment

scores for each synset in WordNet. This resource was semi-automatically generated from a small
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set of manually labeled synsets and automatically expanded using a machine learning approach.

More recently, a new resource called QWordnet (quality Wordnet) was developed by [23]. It

consists of a subset of Wordnet subsets annotated by positive and negative polarity scores. The

method starts with the “quality“ synset in Wordnet and its corresponding positive and negative

senses, then a walk is performed through Wordnet relations and the accessible synsets are annotated

with the same polarity as the initial seed.

Another available resource is the Linguistic Inquiry and Word Count (LIWC) [24], a psy-

cholinguistic lexicon that contains, to some extent, an inventory of positive and negative words.

The dictionary is composed of almost 4,500 words and words stems, which are further grouped into

several group categories; which were compiled from basic affect and cognitive dimensions often

studied in social, health, and personality psychology. These categories are further split into several

words classes. For instance, the category called affective processes includes the following word

classes: positive emotion, negative, emotion, anxiety, anger, and sadness. The dictionary was built

by using multiple experts that manually grouped and evaluated words in each category. Although

it was not directly designed as a resource for sentiment and affect recognition tasks, LIWC lexicon

is frequently used to aid these tasks by providing an inventory of positive and negative words and

by bringing semantic information into the analysis.

Building upon these or other related resources, several research works have been presented

to address the sentiment analysis task. Proposed methods include the use of rule-based classifiers,

vector expansion, and graph-based models. Rao et al. [25], introduce a lexicon induction method

that uses the WordNet graph and the relationships it entails to extend polarity classification to

other words using graph based semi-supervised learning algorithms, such as mincuts, randomized

mincuts, and label propagation. Montejo et al. [26] present a graph-based approach to identify sen-

timent in Twitter posts. The method consist of performing a random walk on the WordNet graph

to identify the closest senses for each term contained in the tweet. After a number of iterations, a

final list of weighted nodes is retrieved. During each iteration, a similarity score between the term

and node is calculated. This generates a vector of weighted synsets. A final polarity score for the

term is assigned by the product of the vector with its associated vector of polarity scores in Senti-
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WordNet. This process is followed per each term in the tweet and the final score is calculated as

the averaged product of the different term scores. A rule-based method is proposed in [Hutto2014].

Starting from validated lexicons such as GI and LIWC, they collect a set of lexical features that

are further expanded using crowd sourcing. The resulting features are then used to identify a set of

heuristic rules that are used to assess the sentiment of tweets.

In addition to the use of sentiment and affect lexicons, other works propose to add linguistic

information into the analysis to extract the semantic orientation of complex text phrases. This is

done mainly by building artificial features to represent semantic and contextual information. These

features indicate the presence and effect of adjective, nouns, verbs, and words that negate, intensify,

or diminish the meaning of other words. In Taboada et al. [27], authors present a system called

Semantic Orientation Calculator (SO-CAL) that uses dictionaries of words annotated with their

Semantic Orientation (SO), and incorporate information about linguistic context such as negation

and intensification. Other examples of these strategies are also discussed in [28] and [29].

3.1.2. Learning-based Methods

For data-driven methods, the MPQA corpus [30] is one of the most widely used datasets

for opinion mining. It was compiled from a collection of news articles manually annotated with

contextual polarity. Another frequently used opinion dataset was collected by Pang and Lee [31]

and consists of movie reviews annotated with positive and negative polarities. Sentiment annotated

datasets are available also for other domains such as newspaper headlines [32], hotel reviews [33],

and product reviews [10]. More recently, multi-domain [34] and multilingual [35] resources have

also become available. There are also resources annotated for emotions. Strapparava and Mihalcea

[32] provide an emotion annotated dataset consisting of news headlines collected from news web-

sites such as Google news and CNN. Emotion datasets also have been collected from fairy tales

[36] and Twitter data [14]. While most of the emotion datasets are annotated with the six universal

emotions: happiness, sadness, joy, disgust, fear, and anger. Other works have included additional

categories such as shame, guilt, interest, and neutral emotions [37].

These resources have been used in a large number of applications, including identifying

sentiment in consumer reviews, blogs, tweets, and other social media content. For instance, the
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identification of sentiment in Twitter addressed in [38]. In this work, authors evaluate the use

of different linguistic features including n-grams, lexicon features, part-of-speech features, and

micro-blogging features. The later captures the presence of emoticons, abbreviations and intensi-

fiers. Using an annotated set of tweets and the AdaBoost classifiers, authors present evaluations of

the different set of features. Results show that n-grams, lexicon-based features, and micro-blogging

features are the most helpful when working with short informal text. In [39], authors investigate

the detection of sentiment in blogs by combining background lexical knowledge, extracted from

related domain data, with text classification methods. Authors present a method where they com-

bine the probability distributions of the background data and the training data. Resulting models

show that applying this strategy outperforms the use of the training data only and is particularly

helpful when using few training examples.

There has been a growing interest in the recognition of emotions in text. Most of the work

in this area has addressed the analysis of the affective property (positive, negative, or neutral),

where affective properties are associated with words [40, 41], phrases [42], sentences [43, 32],

or entire documents [9, 10]. Finer-grained emotion recognition has also been addressed, where

emotions (e.g. anger, disgust, fear, joy, sadness, surprise) are automatically identified in text [22,

2, 32, 44, 45]. The main approaches to address this task rely on the use of emotion resources such

as Emotinet [46], SentiWordNet [8] or WordNet Affect [22].

Also related to this dissertation work, is research presented on deception detection using

text-based strategies. Research on automatic deceit detection has been explored a wide range of

applications such as the identification of spam in e-mail communication, the detection of deceitful

opinions in review websites, and the identification of deceptive behavior in computer-mediated

communication including chats, blogs, forums and online dating sites [47, 48, 49, 50, 51].

A study for deception detection on essays and product reviews using a machine learning

approach is presented in [52]. Ott et al. [49] identify spam producers by analyzing deceptive re-

views. This work also evaluates human performance on the deception detection and show that

humans are generally not effective for this task. A similar study is presented in [53], where au-

thors direct their efforts to the construction of deception resources. Fornaciari and Poesio [54]
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study deception by analyzing transcriptions from court cases. In this work, authors explore several

strategies for identifying deceptive clues, such as utterance length, LIWC features, lemmas and

part-of-speech patterns. Almela et al. [55] approach the deception detection task in Spanish by

using SVM classifiers and linguistic categories, obtained from the Spanish version of the LIWC

dictionary.

Techniques used for deception detection frequently include word-based stylometric anal-

ysis. Linguistic clues such as n-grams, count of used words and sentences, word diversity, and

self-references are also commonly used to identify deception markers. LIWC has also been used

as a resource to represent semantic information for the deception task. In addition, features derived

from syntactic context-free grammar parse trees, and part-of-speech have also been found to aid

the deceit detection [52, 56].

3.2. Speech-Based Affect Recognition

Emotion analysis of speech signals aims to identify the emotional or physical states of a

person by analyzing his or her voice [57]. Proposed methods for emotion recognition from speech

focus on both what is being said and how it is being said, and rely mainly on the analysis of the

speech signal by sampling the content at utterance or frame level [58].

Current approaches are based on recognizing speech patterns associated to specific emo-

tions. For example, researchers have found that speech associated with anger and fear is loud, fast,

and has higher pitch than of average speech. To identify such patterns, speech databases containing

emotion annotated speech are used; an extensive review of available databases for speech emotion

recognition can be found in [59, 60].

An important aspect of identifying emotions in speech is extracting representative features.

This can be done at small intervals, also called audio frames, or globally by calculating representa-

tive statistics of the whole utterances. Most researchers use descriptive statistics such as mean, me-

dians, standard deviations, and ranges of prosody features. Among them, fundamental frequency,

pitch, energy, pauses, and formats are the most commonly used features [61, 62, 60, 63].

Furthermore, there are several aspects that make the automatic identification of emotional

speech a difficult task. Speech features such as pitch and energy are affected by the variability
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among speakers, who also might have different speaking styles and speaking rates. In addition to

this, speech boundaries between speech utterances cannot be easily identified, as they are culturally

and environmentally dependent.

Automatic identification of emotional speech has been applied to a wide range of appli-

cations, particularly to support systems that require sensing user’s emotional state. Examples of

this are initiating safety procedures based on driver affective states such as anger or surprise [64];

adapting tutoring systems to detect student boredom or frustration; or identifying stress [65].

3.3. Visual-Based Affect Recognition

Facial expression is one of the most powerful human communication channels. People can

communicate their emotions and intentions using a wide inventory of facial expressions.

According to Ekman [66], emotions such as anger, disgust, fear, happiness, sadness, and

surprise are universally expressed using similar facial expressions. This findings and recent ad-

vances in face recognition systems have motivated researchers to incorporate the analysis of facial

expressions while sensing human states.

Furthermore, Ekman and Friesen have shown that emotions can be even expressed uncon-

sciously throughout subtle movements on our facial muscles such as pulling down the lip corners

as a sign of sadness or raising eyebrows as a greeting. They proposed the Facial Action Coding

System (FACS), which is the most widely used system to measure and describe facial behav-

iors [67]. This system encodes different facial expressions, deconstructing them into Action Units

(AU). They represent the contraction or relaxation of individual muscles or group of muscles.

FACS analysis has been successfully applied to the automatic identification of real pain in patients

unable to express themselves verbally and to analyze smile behavior during social interaction [68].

Annotating facial expressions with the facial action coding system is a complex labeling

process that is usually performed by trained human annotators. However, given their usefulness

to identify emotion clues, there have been important efforts to automatically extract them using

several learning approaches such as Neural Networks, Bayesian Networks, Hidden Markov mod-

els, Support Vector Machines, and AdaBoost Classifiers [69, 70, 71, 68]. Recently, an automatic
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AUs extraction system called Computer Expression Recognition Toolbox (CERT) was proposed

by Littlewort et al. [17].

There are also studies that analyzed additional visual cues, such as head poses and body

movements [72, 73, 74, 75]. Visual clues have also been used to study other aspects of human

behavior such as detecting deceptive behavior [72], discriminating between expressions of genuine

and posed pain [76], automatically detecting driver drowsiness [19], and differentiating between

fake and authentic smiles [77].

Also, given the potential applications of analyzing data coming from speech and visual

signals, research challenges have been organized focusing on the recognition of emotions using

audio and visual cues [78, 79], which included sub-challenges on audio-only, video-only, and

audio-video, and drew the participation of many teams from around the world.

3.4. Affect Recognition from Physiological Signals

Research in the psychophysiology area has shown that there is a strong relationship be-

tween physiological reactions and emotional and affective states of humans. Physiological signals

are directly connected with the human autonomic nervous system and can provide accurate infor-

mation about people’s internal states.

This can be particularly useful to acquire data in scenarios where the acoustic or visual

channels are not available, such as trying to interpret responses of people with visual or hearing

disabilities, or developmental disorders like autism. Moreover, different from acoustic and visual

signals, physiological signals are robust to human social masking behaviors such as deceit.

However, the main challenge when applying these methods is acquiring reliable data. Phys-

iological measurements are usually obtained under controlled laboratory settings and follow spe-

cific protocols to acquire target affective responses. In addition to that, most physiological sensors

are very sensitive to motion and prone to error due to environmental variations. Nonetheless,

several attempts have been made to investigate the correlation between emotions and changes in

physiological signals for different tasks, such as detecting criminal intent [80]; measuring the ef-

fect of stress in physical, cognitive, and emotional tasks [81]; to measure affective responses while

watching videos [82], listening to songs [83], or interacting with embodied agents [84].
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Among the different physiological measurements, skin conductance, also known as gal-

vanic skin response (GSR), is one of the most used techniques to measure human responses [83,

81]. It measures the conductivity of the skin, which varies in response of arousal levels of the au-

tonomic nervous system. If the sweat glands produce more sweat, the skin conductivity increases

as well.

Other works have proposed the use of more complex techniques such as electromyography

and electroencephalography, which measure muscle and brain electrical activity respectively. Mea-

surements are obtained by placing electrodes on participants scalp and face. These physiological

signals have been used for analyzing emotional response to visual and auditory stimuli [85, 86].

Other commonly used biosignals are the respiration rate and cardiovascular activity, including in-

terbeat interval and relative pulse frequencies [87].

The main advantage of biosignals over acoustic and visual responses is that they provide

invisible or internal understanding of experienced affective states. However, an important disad-

vantage is that most of these measurements are invasive and require physical contact with the users,

and consequently they are not easily applicable to real world scenarios.

To tackle these problems several solutions have been proposed using non-contact measure-

ment of vital signs, such as heart rate (HR) and respiratory rate (RR), including laser Doppler [88],

microwave Doppler radar [89], variations in transmitted or reflected light [90], and thermal imag-

ing [91, 92]. In particular, skin temperature detected from thermal images was found to be corre-

lated with changes in affect. In [93], the authors present an approach to recognize facial expres-

sions of positive and negative states using infrared imaging. They analyze pretended expressions of

happiness, sadness, surprise, disgust and anger as well as their correspondent evoked expressions

obtained when presenting visual stimuli consisting of images and video clips. Their main findings

support the use of facial skin measurements extracted from thermal intensity values to distinguish

between pretended and evoked expressions, which are hard to identify for humans as there are

subtle and often hard to differentiate.

In the same vein, related work is presented in [94], where authors try to identify deceptive

behavior by using thermal image analysis. Their approach is based on transforming raw thermal
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data into blood flow rate information following the hypothesis that an increment in blood circula-

tion around the eyes is associated with anxious states. Skin temperature measurements have also

been found useful for studying stress patterns while performing dexterous tasks [95]. Thermal

measurements have also been used to identify deceptive behavior by analyzing temperature pro-

files of per orbital and forehead areas of subjects while performing stress inducing tasks [96] and

to sense positive and negative states while watching emotional content [82].

3.5. Multimodal Approaches for Affect Recognition

Several studies have shown that integrating information from multiple channels leads to

performance improvement in the affect recognition task [97]. The main advantage of using multi-

modal approaches is to use complementary information that helps to alleviate noise, motion sensi-

tivity, and missing data issues among other adverse conditions.

Multimodal methods for sentiment and emotion recognition aim to use multiple sources to

identify conveyed emotions. Work in this area have proposed to combine several data channels

such as audio and video adding also linguistic and behavioral components. Particularly in the case

of multimodal sentiment analysis of video and audio data the main challenges to face are the data

acquisition and annotation process and the need of effective methods to fuse data from different

modalities.

For data acquisition a common approach is the use of acted data, clean studio recordings,

manual transcriptions, and/or expert annotations [60, 98]. This approaches are not scalable to real

scenarios such as home made reviews, podcasts, or logs from call centers mainly because of the re-

quirement of the human intervention in the process of creating or annotating data. Moreover, data

collected in spontaneous and natural settings is preferable because it allows some degree of gener-

alization for the proposed methods. We believe that video reviews, which are home made recorded

by Internet users, constitute a very spontaneous data resource in the sense of being provided by

real consumers under real life situations.

Wagner et al. [99] have proposed to use gestural, linguistic and acoustic modalities at fea-

ture level and then use meta classifiers such as Stacking C, and Boosting and combinations of

classifiers within ensemble to improve the classification stability. Using this approach, authors
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were able to attain accuracy up to 76.4% when doing speaker independent evaluations and 92.9%

for speaker dependent evaluation. Here is worth mentioning that multimodal evaluation in the pres-

ence of multiple speakers can be done in a dependent and independent manner. When evaluating

under a speaker independent scenario, test data does not contains samples of any speaker included

in the training data while for the speaker dependent case both training and test data can possible

contain samples of the same speaker.

Besides the use of feature level fusion, which is also called early fusion, multimodal ap-

proaches also have proposed the use of decision level fusion; where the available set of features

is divided into small sets and the partitions are used for several classification models which are

then combined as an ensemble of classifiers. Lingenfelser et al. [100] present a study of different

ensemble settings for dealing with multimodal data for emotion recognition. In this work, au-

thors show that ensemble methods outperform the use of single modality classifiers and are able to

stabilize the recognition performance.

Research that incorporates both linguistic and speech modalities into the sensing human

affect follows two main approaches: the first consists of transcribing either manually or auto-

matically the speech content and then applying linguistic-based methods to identify affect in the

transcribed text; the second consists of the joint use of linguistic and acoustic features present in

the speech modality.

Manual speech transcription and annotation are frequently used when collecting accurate

emotional speech datasets. Devillers et al. [101] collected a dataset of agent-client dialogues

in French, which were manually transcribed and annotated with emotions. Using unigram-based

models built from resulting text, authors were able to discriminate between anger, fear, satisfaction,

excuse, and neutral attitude with 70% accuracy.

Manual transcriptions have been also used to build speech to text datasets of naturally

occurring dialogues recorded in interview dialogues [102], logs of calls from patients to medical

centers [103], and customer satisfaction phone surveys [60].

Obtaining speech transcriptions from expert annotators is the most reliable method but has

the disadvantage of being very expensive and time consuming. An alternative is the use of crowd
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sourcing annotation services such as Amazon Mechanical Turk (AMT). While this platform is not

explicitly associated with research studies, the site often hosts transcription/annotation/labeling

requests for audio or video files to provide information about the linguistic and extra-linguistic

content. AMT has also been widely used for tasks such as linguistic annotations [104], image

labeling [105], and translation evaluations [106].

Notwithstanding crowd-sourcing methods are reasonably reliable to obtain accurate tran-

scriptions, they become time and cost prohibitive when processing huge volumes of data coming

from real scenarios. These approaches are however not scalable, because of the human interven-

tion in the process of creating or annotating such data. Instead, the automatic extraction of speech

from spoken reviews is preferred in order to analyze the huge volume of data coming from real

scenarios, such as home made videos, audio reviews, or logs from call centers.

Ezzat et al. [103] used a commercial automatic speech recognition system to generate

automatic transcriptions and then analyzed it by using machine learning algorithms based on a

term weighted representation. Ezzat [103] analyzed the sentiment in automatic transcriptions of

agent/customer interactions as a text classification problem using features such as bag of words,

term frequency, and keyword extractors. The classification model built using these features ob-

tained an accuracy of 66.7% using noisy transcriptions with a word recognition rate of 44%.

Carmelin et al. [107] first evaluated the transcription quality and then selected the most

confident transcription chunks to decrease the amount of noise introduced during the analysis.

Metze et al. [108] associate emotional salience to automatically transcribed text in order to improve

the emotion detection.

Applying automatic transcription methods often lead to some technical problems related

with the use of spontaneous and unconstrained speech, such as loss in translation, failure in rec-

ognizing some words, or appearance of new words due to poor audio quality. Particularly, this is

the case for speech recorded by using everyday recording devices such as cellphones and built-in

microphones.

Metze et al. [108] presented an analysis of speech-to-text error rate effects in emotion

recognition tasks and showed that the results are sensitive to transcription quality. This is often
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measured with word error rate metrics (WER). Their main findings show that the use of transcrip-

tions with accuracies below 60% leads to low and unreliable classification accuracies in the range

of 30-50%.

To alleviate these problems, several directions have been proposed; among them, integrat-

ing information from audio or video has been proven useful to improve the performance in affect

recognition tasks such as sentiment analysis and emotion recognition. The main hypothesis is that

acoustic clues such as intonations, pauses, and prosody can help to identify the emotions conveyed

by the speaker. Moreover, the inclusion of acoustic analysis would help to reduce the affect of

noise in obtained automatic transcriptions [97].

Following this line of work, in [109] authors fuse linguistic and acoustic features in order

to identify the sentiment in call logs from telephone surveys. Mairesse et al. [110] presented an

evaluation of the role of prosody clues for sentiment analysis of restaurant spoken reviews.

There is also a growing body of work concerned with multimodal emotion analysis [111,

112, 113]. Chen et al.[114] presented one of the early works that integrate both acoustic and visual

information for emotion recognition.

A novel algorithm is defined in [115], based on a combination of audio-visual features for

emotion recognition. It is also worth noting the recent work on multimodal sentiment analysis,

where textual, visual, and audio sensing is combined in order to determine the polarity orientation

of statements expressed in YouTube videos [98].

Regarding the integration of physiological data, in [116], authors report a multimodal

method based on physiological measurements aiming to discriminate between self-reported af-

fective states of individuals exposed to visual stimuli. The selected stimuli consist of images

taken from the International Affective Pictures System (IAPS). Using time, frequency, and time-

frequency features derived from facial infrared data, venous blood pressure, beat-to-beat heart rate,

and respiration rate, they were able to discriminate between several levels of self-reported arousal

and valence. Following this line of work [117] investigates the relation between acoustic stimuli

and physiological responses measured from respiration and heart rate, as well as skin conductance

level. In this work, the authors analyze the effect of acoustic stimuli and discover specific respira-
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tion patterns such as faster breathing and higher minute ventilation associated with an increase in

arousal. Similar patterns were found for the heart rate response.

A general strategy for feature extraction in multimodal systems is to extract low-level fea-

tures from target modalities such as tracking points for collecting visual data, or acoustic features

like pitch level. An engineering approach is then applied to this large set of data points in order to

extract the ones that would be useful for the analysis.

Finally, also related to this research are multimodal systems developed for virtual reality,

where multiple modalities such as visual, acoustic, haptic, and location data, are combined to im-

prove the representation of virtual environments. Examples of these systems are virtual assistants

designed to aid humans in different tasks. Schmeil and Broll [118] propose a virtual anthropo-

morphic assistant which is able to provide location and objects information by sensing information

from a global positioning system (GPS) tracker, an orientation tracker, visual and speech input.

Using this information, the system is able to provide answers to location and object’s description

requests. Virtual systems are also used to design safer industrial systems by providing means to re-

pair, test, and evaluate machines. Pouliquen et al. [119] present a virtual hand system that uses the

position, haptic and visual information to allow object’s manipulation. Kopp et al. [120] present

a construction assistant able to explain assembling processes to users. The assistant uses auditory,

tactile and visual input in order to present reactive behavior based on user actions.
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CHAPTER 4

EVALUATING LINGUISTIC MODELS BUILT FROM THE

VERBAL COMPONENT OF ONLINE VIDEOS1

4.1. Introduction

This chapter presents our initial attempts to address the detection of sentiment in video

reviews. The described experiments seek to expose the need for methods to address sentiment in

multimodal content. We start the analysis by exploring whether can we apply current methods for

sentiment analysis, which are designed for writing-based data, to multimodal data as well.

In particular, we aim to answer the following research question: Can we identify the sen-

timent on video reviews using only their verbal component and applying available methods for

written reviews? If so, are there differences in sentiment classification when using writing-based

and speech-based reviews?

In order to answer this question, we first extract the verbal component of the video reviews

by using crowd-sourcing to obtain manual transcriptions, and run machine learning experiments to

evaluate the sentiment prediction. Then, we obtain automatic transcriptions by using an automatic

speech recognition system and evaluated the quality of resulting transcriptions by applying stan-

dard word error metrics. Next, we build sentiment classifiers by making use of the automatically

obtained transcriptions and compared them to the classifiers build from manual transcriptions, with

the goal of evaluating the accuracy loss, if any, when manual transcriptions are replaced with au-

tomatic transcriptions. Finally, we perform a set of experiments where we compare the accuracy

obtained by classifiers built from spoken reviews and classifiers built from written reviews in an

attempt to identify significant differences for the two tasks.

4.2. Collecting a Video Reviews Dataset

Due to the lack of multimodal datasets for sentiment analysis, we begin with collecting

a video reviews dataset by automatically crawling a consumer reviews website. We compiled a
1Parts of this chapter have been previously published either in part or in full, from V. Pérez-Rosas, and R. Mihal-
cea,“Sentiment Analysis of Online Spoken Reviews“, INTERSPEECH 2013, pp. 862-866 with permission from the
International Speech Communication Association (ISCA).
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dataset consisting of English video reviews using ExpoTv, which is a public website that pro-

vides consumer generated videos. Through this platform users provide unbiased video opinions of

products organized in various categories.

Our motivation to collect data from this site is the availability of user ratings. For each

uploaded video, ExpoTv users provide a star rating for the product they are reviewing (one to five

stars). We use this information to assign a sentiment label to each video: videos with four or five

stars are labeled as positive, whereas videos with one or two stars are labeled as negative.

To collect the data, we chose two product categories: fiction books and cellphones. These

topics were previously used in sentiment analysis experiments on written text. We then collected

the most recent uploaded reviews obtaining 250 videos for fiction books and 150 for cellphones,

with an average length of two minutes. Transcriptions of the videos in these two collections were

obtained using two approaches. First, we collected manual transcriptions by using crowd-sourcing

via the Amazon Mechanical Turk. Second, we used a speech recognition tool to generate automatic

transcriptions.

4.2.1. Manual Transcriptions

We used the Amazon Mechanical Turk service, which is a crowd-sourcing platform pro-

vided by Amazon.com. The platform has been heavily used in the past for tasks such as linguistic

annotations [104], image labeling [105], and translation evaluations [106]. While not explicitly

associated with research studies, the site also often hosts transcriptions requests for audio or video

files of various types.

A HIT (Human Intelligence Task) was set up on Mechanical Turk, in which workers were

provided specific instructions about how to transcribe a video. The guidelines specifically asked

for complete, correctly spelled sentences, with punctuation included as needed. The workers were

also asked to use filler words, such as “um,” “like,” “you know.” While spam is often an issue

with tasks performed by workers on the Mechanical Turk website, we did not receive a significant

amount of spam, perhaps due to the fact that this is a widespread task type, and there appears

to be a skilled transcriber workforce on Mechanical Turk. Nonetheless, the transcriptions were

manually verified for correctness. We first used simple criteria to accept/reject the transcriptions,

26



such as transcription length (e.g., a transcription that has only one or two lines of text is clearly

spam when the corresponding video has a length of 2 minutes). Furthermore, one of the authors

then further verified the quality of the transcriptions by checking for the presence of randomly

selected utterances from the spoken review inside the transcription. The reviews corresponding to

those transcriptions that were rejected were returned to the site for another transcription.

4.2.2. Automatic Transcriptions

One of the goals of this chapter is to determine the role played by the quality of the tran-

scriptions in the accuracy of a sentiment classifier. Thus, in addition to the manual transcriptions of

the reviews, we also experiment with automatic transcriptions, with the aim of making the process

of sentiment classification of reviews fully automatic.

There are several speech recognition systems that are commercially or freely available

online, such as the Dragon Naturally Speaking tool,2 or the CMU Sphinx toolkit.3 However, most

of these tools require a training step, and we did not have a training set for our data. We thus opted

to use the Google automatic speech recognition engine, which is a ready to use resource available

through the Youtube API.4

We requested automatic transcriptions for our entire dataset, and we obtained captions in

the SubRip text format. The API was unable to generate transcriptions for a few of our spoken

reviews due to poor quality issues. Thus, after the transcription process, we ended up with a total

of 236 and 142 transcription files for the fictions books and the cellphones datasets respectively.

Table 4.1 shows sample segments of manual and automatic transcriptions. Class distributions and

average review length (in number of characters) for the two datasets are shown in Table 4.2.

4.2.3. Performance Measures for Automatic Transcriptions

To evaluate the quality of the automatic transcriptions, we use the Sclite tool, which is a

freeware resource distributed with the NIST SCTK Scoring Toolkit.5 Sclite implements an align-

2http://www.nuance.com/dragon
3http://cmusphinx.sourceforge.net/
4https://developers.google.com/youtube/
5http://www.itl.nist.gov/iad/mig//tools/
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TABLE 4.1. Manual and automatic transcriptions of sample positive and negative

spoken reviews

Positive Negative

MANUAL TRANSCRIPTIONS

Hi. My name’s Jane and I’m taking about this

book by John. J. Nance’s ”Final Approach” ....

If you like airline thrillers, although I’ll put you

on the interview seat and make you wonder if

you want to fly again.? You will enjoy John J.

Nance’s ”Final Approach”

... I don’t have much to say about this. I person-

ally don’t like reading that much, but I heard

these are really good books. Psych. These

books are terrible. Nah I guess, maybe it’s just

me, but I don’t know, but I’m not the kind of

guy that exactly likes Harry Potter and likes ...

AUTOMATIC TRANSCRIPTIONS

My name Steven and I’m talking about this

book by John Cheney hands final approach ... if

you like airline thrillers uh... although put you

on the edge of your city and make you wonder

at the one fly again you will enjoy John Cheney

and says final approach

... don’t have much to say about this. I person-

ally don’t like being that much book. I heard

these are really can books site. These books

were terrible night yes mean it’s just me. I

don’t know if I’m not the kind of guy that ex-

actly like terry potter in mike’s ...

TABLE 4.2. Class distributions and average review length (in terms of number of

characters)

Dataset Instances Positive Negative Review length

Fiction Books 236 131 105 1000

Cellphones 142 78 64 800

ment algorithm that evaluates the relation between a hypothesized text (HYP) and a reference

(REF) text, and provides statistics such as word recognition rate (WRR), and the number of sub-

stitutions, deletions and insertions found while comparing the two sources. Table 4.3 shows the

speech quality statistics for the automatic transcriptions. Since each review is considered as a single
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TABLE 4.3. Word recognition performance measures for automatic transcriptions

Metric Cellphones Fiction Books

Aligned words 46407 64626

% WRR 33.6 33.6

% Substitutions 39.4 40.6

% Deletions 19.1 19.7

%Insertions 5.8 6.0

sentence, we are not presenting the sentence recognition performance. As it can be observed in the

table, the average word error rate of the speech recognition system is 66.4% for both datasets, with

similar results for number of substitutions, deletions and insertions; this is expected since most of

the videos are recorded in similar settings (i.e., home recordings, surrounding environment noise)

with a mix of male and female speakers.

While the rather low word recognition rate may suggest that the automatic transcriptions

would lead to lower sentiment classification performance as compared to the manual transcriptions,

through the experiments presented in the next section, we show that combining the automatic

speech recognizer output with semantic information obtained from sentiment annotated resources

leads to reasonable classification results, with accuracies ranging between 65% and 68%.

4.3. Sentiment Analysis

In this experiments, we aim to perform comparative analyses of sentiment classifiers that

can be derived from the linguistic component of video reviews. We decided to focus on those

features that were successfully used in the past for polarity classification [9, 7].

Specifically, we use: (1) unigram features obtained from a bag-of-words representation,

which are the features typically used by corpus-based methods; and (2) lexicon features, indicating

the appartenance of a word to a semantic class defined in manually crafted lexicons, which are often

used by knowledge-based methods. A more detailed description of the process followed to extract

these feature sets is provided below.
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Unigrams: We use a bag-of-words representation of the transcriptions to derive unigram

counts, which are then used as input features. First, we build a vocabulary consisting of

all the words, including stop words, occurring in the transcriptions of the training set. We

then remove those words that have a frequency below 10 (value determined empirically

on a small development set). The remaining words represent the unigram features, which

are then associated with a value corresponding to the frequency of the unigram inside each

review. Note that we also attempted to use higher order n-grams (bigrams and trigrams),

but evaluations on a small development dataset did not show any improvements over the

unigram model, and thus all the experiments are run using unigrams.

Semantic classes: We also derive and use coarse textual features, by using mappings be-

tween words and semantic classes. For each semantic class, we infer a feature indicating

a raw count of the words belonging to that class. One of the most frequently used lexi-

cons is the subjectivity and sentiment lexicon provided with the OpinionFinder distribu-

tion [30]. The lexicon was compiled from manually developed resources augmented with

entries learned from corpora, and it contains 6,856 unique entries that are also associated

with a polarity label, indicating whether the corresponding word or phrase is positive,

negative, or neutral. LIWC was developed as a resource for psycholinguistic analysis, by

Pennebaker and colleagues [24, 121]. In our experiments we used the 2001 version of

LIWC, which includes about 2,200 words and word stems grouped into about 70 broad

categories relevant to psychological processes (e.g., emotion, cognition). The LIWC lex-

icon has been validated by showing significant correlation between human ratings of a

large number of written texts and the rating obtained through LIWC-based analyses of

the same texts. WordNet Affect [22] is a resource that was created starting with WordNet

[122], by annotating synsets with several emotions. It uses several resources for affective

information, including the emotion classification of Ortony [123]. WordNet Affect was

constructed in two stages. First, a core resource was built based on a number of heuristics

and semi-automatic processing, followed by a second stage where the core synsets were

automatically expanded using the semantic relations available in WordNet.
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TABLE 4.4. Three word classes from each lexical resource used to derive semantic

class features, along with sample words.

Class Words

Opinion Finder

Positive abundant, eager, fortunate, modest, nicely

Negative abandon, capricious, foul, ravage, scorn

Neutral absolute, certain, dominant, infectious

LIWC

Optim(ism) accept, best, bold, certain, confidence

Tentat(ive) any, anyhow, anytime, bet, betting

Social adult, advice, affair, anyone, army, babies

WordNet Affect

Anger wrath, umbrage, offense, temper, irritation

Joy worship, adoration, sympathy, tenderness

Surprise wonder, awe, amazement, astounding

Table 4.4 shows examples of semantic classes from each of these resources that were used

to derive semantic features.

4.4. Experiments and Evaluations

4.4.1. Building an Automatic Sentiment Classifier by Relying on the Linguistic Component of

Online Video Reviews

To build the sentiment analysis tool, we use linguistic features consisting of unigrams and

semantic classes, as described in Section 4.3. For the classification, we use the Support Vector

Machines (SVM) classifier available in the Weka machine learning toolkit, and run a ten-fold cross

validation. Table 4.5 presents the results obtained using the proposed features sets, as well as

combinations among them. As shown in this table, the average classification accuracy obtained

with the manual transcriptions ranges between 72-75%. The use of semantic classes appears to
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help the classification of cellphone reviews, although no improvements are obtained in the case

of fiction books. This may be explained by the fact that the book reviews contain more reference

to book content (e.g., title, plot, author), and fewer mentions of actual opinions about the books,

which makes the use of the opinion resources less useful.

TABLE 4.5. Classification results for manual and automatic transcriptions.

Features
Cellphones Fiction Books

Manual Automatic Manual Automatic

Uni 73.23 62.58 75.42 67.76

Uni+LIWC 74.64 63.94 74.15 67.79

Uni+OpF 72.53 61.90 74.15 66.94

Uni+WA 72.53 62.58 75.00 67.79

Uni+LIWC+OpF+WA 75.35 65.98 72.88 67.37

4.4.2. Evaluating Classification Accuracies when Manual Transcriptions are Replaced with Auto-

matic Transcriptions

Our next experiment consists of evaluating the performance of automatically transcribed

reviews in the sentiment classification task. We run experiments using the same set of features

described above, and once again we use the SVM classifier. The results obtained during these

experiments are also presented in Table 4.5.

When using the automatic transcriptions, we observe a loss in accuracy between 8-10%,

which is also explained by the high word error rate measured on these transcriptions. Interest-

ingly, the same pattern is observed in the effect of the semantic class features on the sentiment

analysis classifier, where an increase in accuracy is obtained for the cellphones dataset, but no

improvements are obtained for the fiction books collection.

4.4.3. Exploring Differences Between Sentiment Analysis for Spoken and Written Opinions

Previous work has suggested that text extracted from spoken reviews contains more sponta-

neous and richer emotional expressions than written reviews and this may provide additional clues
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TABLE 4.6. Classification results for spoken and written reviews.

Features
Cellphones Fiction Books

Spoken Written Spoken Written

Uni 73.23 71.12 75.42 84.32

Uni+LIWC 74.64 76.05 74.15 86.01

Uni+OpF 72.53 71.83 74.15 83.89

Uni+WA 72.53 71.83 75.00 84.32

Uni+LIWC+OpF+WA 75.35 75.35 72.88 86.01

for the sentiment analysis task. However, when working with transcriptions, additional challenges

appear. For instance, differences in variable utterance lengths and disfluences such as hesitations

(e.g. “uh”, “um”), repetitions and corrections [103] introduce additional noise to the analysis,

compared with “cleaner“ text from written versions.

To explore the differences in sentiment classification when using written or spoken re-

views, we decided to empirically compare them using the same machine learning framework. We

collected a set of text reviews from Amazon for the same two domains (cellphones and books),

while preserving the same class distribution and average review length, as shown in Table 4.2.

Table 4.6 presents the results obtained using the same linguistic features, for both written

and spoken (manually transcribed) reviews. As it can be observed, adding semantic information

leads to consistent performance improvement for the written reviews, while for the spoken reviews

only the cellphones dataset benefits from these features.

Overall, the results suggest that spoken reviews lead to equal or lower performance as com-

pared to written reviews, which implies that information verbally encoded in multimodal reviews

is less informative than the one available in written reviews. One possible explanation for this

phenomenon is the fact that when knowing that they are being observed, which is the case of video

reviews, people tend to use additional resources such as gestures and intonations, which help them

deliver their messages more accurately.
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4.5. Conclusions

In this chapter, we addressed the task of sentiment analysis in online videos containing

consumer reviews, with a focus on the verbal component of the reviews. Using a novel dataset,

consisting of video reviews from two different domains, we performed evaluations to: (1) deter-

mine the accuracy of a sentiment classifier that can be built using only the verbal component of the

reviews; (2) measure the role played by the quality of the transcription (manual versus automatic)

on the accuracy of the classifier; and (3) compare the performance obtained with written versus

spoken reviews. Our findings show that while the use of automatic speech recognition can lead to

reasonably accurate sentiment classifiers, with accuracies in the range of 62-68%, the quality of

the transcription can nonetheless have a big impact on the sentiment analysis tool, with losses in

accuracy of up to 10% for automatic transcriptions as compared to manual transcriptions.

Moreover, we found that written and spoken reviews are different in nature, and that the

verbal channel of the spoken reviews appears to be less informative than the one in written reviews.

The use of semantic classes was found to be consistently useful for written reviews, although their

effect on text derived from video reviews is less clear.
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CHAPTER 5

AUGMENTING LINGUISTIC REPRESENTATIONS WITH

AUDIOVISUAL MODALITIES1,2

5.1. Introduction

In the previous chapter we conducted experiments using only the verbal component of

video reviews. Our findings showed that written and spoken reviews are different in nature and

available methods, that have been developed for text-based reviews, are not as effective when

applied to the verbal component of video reviews.

We hypothesize that the verbal component of these reviews encodes only part of the mes-

sage being delivered by the speaker. Since speakers are aware of viewers ability to observe and to

listen to them, they convey their message by complementing their words with facial expressions,

gestures, and voice intonations. Thus, in order to obtain a better understanding of the message

being delivered, we need to include also information from other modalities.

In this chapter, we investigate whether we can integrate the acoustic and visual modalities

into the analysis. In particular, we seek answer for the following question: Can we augment

linguistic representations using acoustic and visual clues present in video data to automatically

identify sentiment? If so, are resulting models more accurate than models built using linguistic

information only? To address this question, we experiment with several linguistic, audio, and

visual features and present a method that integrates these features for the purpose of identifying

sentiment in online videos. We show that the proper integration of linguistic, acoustic, and visual

sources can help to improve the prediction of the expressed sentiment.

While we initially attempted to conduct our experiments using the video reviews dataset

we previously collected, a preliminary analysis showed that the quality of the visual and acoustic

1Parts of this chapter have been previously published either in part or in full, from V. Pérez-Rosas, R. Mihalcea , and
Louis- Philippe Morency, “Utterance-Level Multimodal Sentiment Analysis“, pp. 973-98, 2013 with permission from
the Association for Computational Linguistics (ACL)
2Parts of this chapter have been previously published either in part or in full, from V. Pérez-Rosas R. Mihalcea and
Louis- Philippe Morency, “Multimodal Sentiment Analysis of Spanish Online Videos“, IEEE Intelligent Systems pp.
38-45, 2013 with permission from the Institute of Electrical and Electronics Engineers (IEEE)
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modalities were not adequate for multimodal feature extraction using automatic visual and speech

processing tools. Thus, most of the experiments presented in this chapter are run on a new col-

lection of Spanish videos. The choice of a language other than English being motivated by the

fact that only 27% of Internet users speak English3, and the construction of resources and tools for

subjectivity and sentiment analysis in languages other than English has been noticed as a growing

need [124]. Nonetheless, we also test the portability of our multimodal method and run evaluations

on a second dataset of English videos.

We present the sentiment analysis task at two different granularity levels: video and ut-

terance level. Similarly to written reviews, video opinions often contain a mixture of positive,

negative, and neutral statements about the product or service that is being reviewed.

In text-based approaches, this problem is addressed by performing the analysis at sentence

level. Likewise, when using speech data, its counterpart is utterance level, where the speech is

segmented into natural units of speech bounded by the speaker’s silence. Therefore, at video level

we aim to identify the overall sentiment expressed in the video reviews while at utterance level

we aim to predict the sentiment expressed in each of the utterances contained in the video. The

latter indirectly solves the multiple-topic problem, since smaller opinion units are likely to refer to

a specific subject.

5.2. Video-level Multimodal Sentiment Analysis

Our proposed approach to perform the multimodal sentiment analysis task is illustrated

in Figure 5.1, where modalities other than language can be used as clues for the expression of

sentiment. As shown in this figure, the use of audiovisual cues helps to disambiguate the polarity

of the spoken utterance.

5.2.1. Building a Spanish Multimodal Opinion Dataset

We begin with collecting a video reviews dataset. This was an essential step to enable our

analysis as currently there is a lack of standard benchmarks for multimodal analysis, which makes

3www.internetworldstats.com/stats.htm, Oct 11, 2011
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… I believe this camera is a bomb … 
Expert or 

crowd-sourced 
transcriptions 

Automatic 
smile detection 

Automatic 
voice intensity 

analysis 

Positive 

Negative 
or 

• Youtube.com 
• ExpoTV.com 

FIGURE 5.1. Overview of the multimodal sentiment analysis approach. The figure

shows an example where audio-visual cues help disambiguate the polarity of the

spoken utterance. By properly integrating all three sources of information, our

approach can successfully recognized the expressed sentiment.

difficult to evaluate the task. During the dataset collection, we paid special attention to ensure a

sufficient audiovisual quality so the dataset is suitable for multimodal feature extraction.

We collected a new dataset consisting of 105 videos in Spanish from the social media web

site YouTube. An important characteristic of our dataset is its generalized nature; the dataset is

created in such a way that it is not based on one particular topic. The videos were found using the

following keywords: mi opinion (my opinion), mis products favoritos (my favorite products), me

gusta (I like), no me gusta (I dislike), products para bebe (baby products), mis perfumes favoritos

(my favorite perfumes), peliculas recomendadas (recommended movies), opinion politica (politic

opinion), video juegos (video games), and abuso animal (animal abuse). To select the videos, we

used the following guidelines: people should be in front of the camera; their face should be visible;

there should not be any background music or animation.
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FIGURE 5.2. Example snapshots from the Spanish Multimodal Opinion Dataset.

Figure 5.2 shows example snapshots of our dataset. The final video set includes 21 male

and 84 female speakers randomly selected from YouTube, with their age approximately ranging

from 15 to 60 years. Although from different Spanish speaking countries (e.g., Spain, Mexico,

or countries from South America), all speakers expressed themselves in Spanish. The videos are

converted into the mp4 format with a standard size of 352x288. The length of the videos varies

from 2-8 minutes.

All videos are pre-processed to address introductory titles and multiple topics. Many videos

on YouTube contain an introductory sequence where a title is shown, sometimes accompanied with

a visual animation. As a simple way to address this issue, we manually segment the video until

the beginning of the first opinion utterance. In the future, we are planning to optimize this by

automatically performing optical character (OCR) and face recognition on the videos [125]. The

second issue is related to multiple topics. Video reviews can address more than one topic (or

aspect). For example, a person can start by talking about the food served in the restaurant and then

switch to a new topic about eating habits. To simply address this issue, all video sequences are

normalized to be about 30 seconds in length, while making sure that no utterances are cut half way.

We keep as future work to automatically segment topics based on transcriptions[126] or directly

based on the audio-visual signals.

5.2.1.1. Transcriptions

In the previous chapter we compared the use of automatic speech to text tools to obtain

video transcriptions. As our evaluations showed that transcription quality have a great impact on
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the accuracy of the built systems, we opted for conducting manual transcriptions for this study. We

manually transcribed all the videos in our collection to extract spoken words as well as the start and

end time of each spoken utterance. The Transcriber software was used to perform this task. The

transcription is done using only the audio track without visual information. Each video contains

from 4 to 12 utterances, with most videos having 6-8 utterances in the extracted 30 seconds. The

utterance segmentation was based on long pauses that could easily be detected using tools such as

Praat and OpenEAR [18]. The final set of transcriptions contains approximately 550 utterances /

10,000 words.

Multimodal sentiment analysis using manual transcription is a precedent step to fully au-

tomatic sentiment classification. Manual transcription and segmentation are very reliable but also

time consuming. As described in the previous chapter, alternatives for performing the transcrip-

tion step automatically include the use of automatic speech recognition, with technologies such as

Google voice or Adobe translator, or the use of crowd-sourcing techniques such as Amazon Me-

chanical Turk. In the Results and Discussion section 6.6, we present an English dataset that was

efficiently transcribed using the crowd-sourcing approach.

5.2.1.2. Sentiment Annotations

Since our goal is to automatically find the sentiment expressed in the video clip, we decided

to perform our annotation task at video sequence level. This is an important step while creating

the dataset, and we were particularly careful while describing the task. We asked the annotators to

associate a sentiment label that best summarizes the opinion expressed in the YouTube video and

not the sentiment felt while watching the video. For each video, was annotated with one of three

sentiment labels: negative, neutral, or positive. Two annotators who were shown videos in two

random sequencing orders annotated the 105 video clips. The average inter-annotator agreement

is 92%, with a κ of 0.84, which indicates strong agreement. To determine the final gold standard

label, all the annotation disagreements were resolved though discussion. The final dataset consists

of 105 video clips, out of which 47 are labeled as positive, 54 as negative, and 4 as neutral. The

baseline on this dataset is 51%, which corresponds to the accuracy obtained if all the videos are

assigned with the most frequent polarity label in the dataset.
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5.2.2. Video-level Multimodal Feature Extraction

The greatest advantage of analyzing video opinions as compared to text-only opinions is

that additional cues can be used. In textual opinions, the only available source of information con-

sists of the words in the opinion and the dependencies among them, which may sometime prove

insufficient to convey the exact sentiment of the consumer. Instead, video opinions provide multi-

modal data in the form of vocal as well as visual responses. The vocal modulations in the recorded

response help us determine the tone of the speaker whereas visual data can provide information

regarding the emotional state of the speaker. Thus our hypothesis is that a combination of text and

video data can help create a better analysis model. We specifically focus on the three main types

of features covering the three modalities.

5.2.2.1. Linguistic Features

We used a bag-of-words representation of the video transcriptions to derive unigram counts,

which are then used as input features. First, we built a vocabulary consisting of all the words, in-

cluding stop words, occurring in the transcriptions of the training set. We then remove those words

that have a frequency below 10 (value determined empirically on a small development set). The re-

maining words represent the unigram features, which are then associated with a value correspond-

ing to the frequency of the unigram inside each transcription. These simple weighted unigram

features have been successfully used in the past to build sentiment classifiers on text, and in con-

junction with Support Vector Machines have been shown to lead to state-of-the-art performance

[9, 10].

5.2.2.2. Audio Features

The audio features are automatically extracted from the audio track of each video clip. The

audio features are extracted at the same frame rate as the video features (30Hz) with a sliding

window of 50ms. We used the open source software OpenEAR [18] to automatically compute the

pitch and voice intensity. Speaker normalization is performed using z-standardization. The voice

intensity was simply thresholded to identify samples with and without speech. The same threshold

was used for all the experiments and all the speakers.
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For each video in our dataset, we define four summary features:

• Pause duration: Given the audio frames extracted from the entire video, how many audio

samples are identified as silence. This audio feature is then normalized by the number of

audio samples in the video. This feature can be interpreted as the percentage of the time

where the speaker was silent.

• Pitch: Compute the standard deviation of the pitch level for the video. This measure

represents the variation of voice intonation during the entire video.

• Intensity: Measure the sound power of the spoken utterances in the video. We compute

the average voice intensity over the whole video.

• Loudness: Determine the perceived strength of the voice factored by the ear’s sensitivity.

We compute the average loudness measure over the entire video.

5.2.2.3. Visual Features

The visual features are automatically extracted from the video sequences. Since only one

person is present in each video clip and they are most of the time facing the camera, current

technology for facial tracking can efficiently be applied to our dataset.

We use a commercial software called OKAO Vision that at each frame detects the face,

extracts the facial features, and extrapolates some basic facial expressions as well as eye gaze

direction. The main facial expression being recognized is smile. This is a well-established tech-

nology that can be found in many digital cameras. For each frame, the vision software returns a

smile intensity value in the range of 0-100 and the gaze direction, using both horizontal and verti-

cal angles expressed in degrees. The sampling rate for feature extraction is the same as the video

frame rate: 30Hz.

An important aspect when generating visual features is the quality of the video and corre-

spondingly the quality of the visual processing that can be automatically performed on the video.

OKAO provides a confidence level for each processed frame in the range 0-1000.

In order to ensure accurate measurements, we discounted all the frames with a confidence

level below 700, and we also removed all the videos for which more than 30% of the frames had a

confidence level below 700.
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For each video in our dataset, we define two series of summary features:

• Smile duration: Given all the frames in a video, how many frames are identified as

“smile.” In our experiments, we use three different variants of this feature with thresholds

of 50 and 75.

• Look-away duration: Given all the frames in a video, in how many frames is the speaker

looking at the camera. The horizontal and vertical angular thresholds were experimentally

set to 10 degrees.

The visual features are normalized by the total number of frames during the video. Thus,

if the person is smiling half the time, then the smile feature will be equal to 0.5 (or 50%).

5.2.3. Automatic Sentiment Prediction

Our main experiments are run on the new Spanish multimodal opinion dataset introduced

earlier. From the dataset, we remove those videos that have low visual processing performance

(i.e., the number of frames correctly processed by OKAO below 70%), and further remove the

videos labeled as neutral (i.e., keeping only positive an negative videos). This leaves us with an

experimental dataset of 76 videos, for which we extract linguistic, audio, and visual features as

described above.

For the classification, we use Support Vector Machines (SVM) with a linear kernel, which

are binary classifiers that seek to find the hyperplane that best separates a set of positive examples

from a set of negative examples, with maximum margin [127]. We use the Weka machine learning

toolkit. For each experiment, a ten-fold cross validation is run on the entire dataset.

Table 5.1 shows the results obtained with one, two, and three modalities at a time. The

experiments performed on the newly introduced dataset of Spanish videos show that the integration

of visual, audio, and textual features can improve significantly over the individual use of one

modality at a time. Among the individual classifiers, the text classifier appears to be the most

accurate, followed by the classifier that relies on visual clues, and the audio classifier. The audio

features appear to be the least helpful in predicting the polarity of a video review.
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TABLE 5.1. Automatic sentiment classification performance for seven different

models on the Spanish multimodal opinion dataset. One modality at a time: text-

only, visual-only, audio-only; two modalities at a time: text-visual, text-audio,

visual-audio; all three modalities: text-audio-visual.

Modality Accuracy

Text only 64.94%

Visual only 61.04%

Audio only 46.75%

Text + visual 73.68%

Text + audio 68.42%

Audio + visual 66.23%

Text + audio + visual 75.00%

Smiles 1.6691

Pauses 0.7893

Voice intensity 0.61

Voice pitch 0.2212

Gaze at camera 0.2209

Loudness 0.019

0 0.5 1 1.5 2

Smiles

Pauses

Voice intensity
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Gaze at camera

Loudness

Feature weigths 

FIGURE 5.3. Visual and audio feature weights. This graph shows the relative im-

portance of the SVM weights associated to each audio-visual features.

5.2.4. Feature Analysis

To determine the role played by each of the visual and audio features, we compare the

feature weights assigned by the SVM learning algorithm, as shown in Figure 5.3. Perhaps not

surprisingly, the smile is the most predictive feature, followed by the number of pauses and voice
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FIGURE 5.4. Average values of several multimodal features when clustered per

sentiment label.

intensity. Voice pitch, gaze at camera, and loudness are also contributing to the classification, but

to a lesser extent. Also, to determine how these features affect the polarity classification, Figure

5.4 shows the average values calculated for the three most predictive features: smiles, pauses, and

voice intensity. As seen in this figure, an increased number of smiles and an increased number

of pauses are characteristic for positive videos, whereas higher voice intensity is more typical for

negative videos. It thus appears that the speakers of a negative review would have higher voice

intensity and speak at a higher rate (i.e., pause less), unlike the speakers of a positive review who

tend to be at a slower pace when they speak.

5.3. Utterance-level Multimodal Sentiment Analysis

In the previous sections we show that we can improve the performance of automatic sen-

timent analysis on video reviews using multiple modalities, which were successfully combined

at video level. However, some questions have arisen regarding how to address the presence of

multiple topics during the review and the presence of sentiment statements with different polarity.

We were also interested in analyzing the effect of more advanced acoustic and visual features in

the task of sentiment analysis, which might aid in the identification of more subtle sentiment and

emotion responses, mainly for facial behaviours. With the aim of addressing these questions, we

conducted a study where we perform a fine-grained sentiment analysis of video reviews. We con-
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ducted experiments on predicting sentiment at utterance-level, where utterances are natural units of

speech bounded by the speaker’s silence. Thus providing means to analyze the sentiment expressed

in specific text, speech, and audio units.

5.3.1. MOUD: Multimodal Opinion Utterances Dataset

To enable our experiments, we first created a dataset of utterances (named MOUD) con-

taining product opinions expressed in Spanish. We expanded our original Spanish video review

collection following the same guidelines, except that this time we added reviews from the books’

domain. The main reason for this is that book reviewers are facing the camera most of the time,

which results in minimal occlusion levels. The final video set includes 80 videos randomly selected

from the videos retrieved from YouTube including 15 male and 65 female speakers, with their age

approximately ranging from 20 to 60 years. Same as before, the videos were first pre-processed to

eliminate introductory titles and advertisements and we selected 30-second opinion segments from

each video.

5.3.1.1. Segmentation and Transcription

All the video clips were manually processed to transcribe the verbal statements and also

to extract the start and end time of each utterance. Since the reviewers utter expressive sentences

that are naturally segmented by speech pauses, we decided to use these pauses (>0.5 seconds) to

identify the beginning and the end of each utterance. The transcription and segmentation were

performed using the Transcriber software. Each video was segmented into an average of six utter-

ances, resulting in a final dataset of 498 utterances. Each utterance is linked to the corresponding

audio and video stream as well as its manual transcription. The utterances have an average duration

of 5 seconds, with a standard deviation of 1.2 seconds.

5.3.1.2. Sentiment Annotation

To enable the use of this dataset for sentiment detection, we performed sentiment annota-

tions at utterance level. Annotations were done using Elan4, which is a widely used tool for the

annotation of video and audio resources. Two annotators independently labeled each utterance as

4http://tla.mpi.nl/tools/tla-tools/elan/
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positive, negative, or neutral. The annotation was done after seeing the video corresponding to

an utterance (along with the corresponding audio source). The transcription of the utterance was

also made available. Thus, the annotation process included all three modalities: visual, acoustic,

and linguistic. The annotators were allowed to watch the video segment and their corresponding

transcription as many times as needed. The inter-annotator agreement was measured at 88%, with

a Kappa of 0.81, which represents good agreement. All the disagreements were reconciled through

discussions.

Table 5.2 shows the five utterances obtained from a video in our dataset, along with their

corresponding sentiment annotations. As this example illustrates, a video can contain a mix of

positive, negative, and neutral utterances. Note also that sentiment is not always explicit in the

text: for example, the last utterance “Honestly, it is not the smell, it is the taste” has an implicit

reference to the “nasty taste” expressed in the previous utterance, and thus it was also labeled as

negative by both annotators.

5.3.2. Utterance-level Feature Extraction

We extracted features from the linguistic, visual, and acoustic datastreams with the goal

of integrating them in an automatic classifier able to discriminate between positive and negative

reviews. Since this time we are working at a fine-grained level, the quantity of data available for

the analysis is less as compared with opinion segments (5-second utterances versus 30-second seg-

ments). Therefore, we decide to extract more detailed acoustic and visual features to compensate

the lesser amount of data used during the analysis.

Regarding the feature extraction process, first we obtain the stream corresponding to each

modality, followed by the extraction of a representative set of features for each modality. These

features are then used as cues to build a classifier of positive or negative sentiments. Figure 5.5

illustrates this process.

The linguistic features were extracted as described in section 5.2.2.1. In order to compen-

sate for the use of smaller units of visual and acoustic data streams, we are enhancing the visual and

acoustic features described earlier with more advanced features. In particular, we added features

that allow finer-grained analysis of acoustic and visual behaviours such as features that represent
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TABLE 5.2. Sample utterance-level annotations. The labels used are: pos(itive),

neg(ative), neu(tral).

Utterance transcription Label

En este color, creo que era el color frambuesa. neu

In this color, I think it was raspberry.

Pinta hermosisimo. pos

It looks beautiful.

Sinceramente, con respecto a lo que pinta y a que son hidratante, si son

muy hidratantes.

pos

Honestly, talking about how they looks and hydrates, yes they are very

moisturizing.

Pero el problema de estos labiales es que cuando uno se los aplica, te

dejan un gusto asqueroso en la boca.

neg

But the problem with those lipsticks is that when you apply them, they

leave a very nasty taste.

Sinceramente, es no es que sea el olor sino que es mas bien el gusto. neg

Honestly, is not the smell, it is the taste.

speaker characteristics and facial muscle movements associated with certain facial gestures. A

detailed description of the acoustic and visual feature extraction process is presented below.

5.3.2.1. Acoustic Features

Acoustic features are automatically extracted from the speech signal of each utterance. We

used the open source software OpenEAR [18] to automatically compute a set of acoustic features.

We include prosody, energy, voicing probabilities, spectrum, and cepstral features.

• Prosody features. These include intensity, loudness, and pitch that describe the speech

signal in terms of amplitude and frequency.

• Energy features. These features describe the human loudness perception.

47



0 0.5 1 1.5 2 2.5 3 3.5 4 4.5
−6

−4

−2

0

2

4

6

8

Smile detection  Face detection 

A6 Cheek rise 

Audio signal 

Pitch 
Energy 

Jane Austen es mi autora britanica favorita (es) 
Jane Austen is my favorite British writer (en) 
Speech transcription 

Visual 
analysis 

Acoustic 
analysis 

Linguistic 
analysis 

Positive or 
negative  

sentiment ? 

A12 Lip corner pull 

FIGURE 5.5. Multimodal feature extraction.

• Voice probabilities. These are probabilities that represent an estimate of the percentage of

voiced and unvoiced energy in the speech.

• Spectral features. The spectral features are based on the characteristics of the human ear,

which uses a nonlinear frequency unit to simulate the human auditory system. These

features describe the speech formants, which model spoken content and represent speaker

characteristics.

• Cepstral features. These features emphasize changes or periodicity in the spectrum fea-

tures measured by frequencies; we model them using 12 Mel-frequency cepstral coeffi-

cients that are calculated based on the Fourier transform of a speech frame.

Overall, we have a set of 28 acoustic features. During the feature extraction, we use a

frame sampling of 25ms. Speaker normalization is performed using z-standardization. The voice

intensity is thresholded to identify samples with and without speech, with the same threshold being

used for all the experiments and all the speakers. The features are averaged over all the frames in

an utterance, to obtain one feature vector for each utterance.
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5.3.2.2. Facial Features

Facial expressions can provide important clues for affect recognition, which we use to

complement the linguistic and acoustic features extracted from the speech stream.

The most widely used system for measuring and describing facial behaviors is the Facial

Action Coding System (FACS), which allows for the description of face muscle activities through

the use of a set of Action Units (AUs). According to [66], there are 64 AUs that involve the

upper and lower face, including several face positions and movements.5 AUs can occur either by

themselves or in combination, and they can be used to identify a variety of emotions. While AUs

are frequently annotated by certified human annotators, automatic tools are also available. In our

work, we use the Computer Expression Recognition Toolbox (CERT) [17], which allows us to

automatically extract the following visual features:

• Smile and head pose estimates. The smile feature is an estimate for smiles. Head pose

detection consists of three-dimensional estimates of the head orientation, i.e., yaw, pitch,

and roll. These features provide information about changes in smiles and face positions

while uttering positive and negative opinions.

• Facial AUs. These features are the raw estimates for 30 facial AUs related to muscle

movements for the eyes, eyebrows, nose, lips, and chin. They provide detailed informa-

tion about facial behaviors from which we expect to find differences between positive and

negative states.

• Eight basic emotions. These are estimates for the following emotions: anger, contempt,

disgust, fear, joy, sad, surprise, and neutral. These features describe the presence of two or

more AUs that define a specific emotion. For example, the unit A12 describes the pulling

of lip corners, which usually suggests a smile but when associated with a check raiser

movement (unit A6), it represents a marker for happiness.

We extract a total of 40 visual features, each of them obtained at frame level. Since only

one person is present in each video clip, most of the time facing the camera, the facial tracking was

successfully applied for most of our data. For the analysis, we use a sampling rate of 30 frames per

5http://www.cs.cmu.edu/afs/cs/project/face/www/facs.htm
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second. The features extracted for each utterance are averaged over all the valid frames, which are

automatically identified using the output of CERT. During this process there was a small number

of frames that CERT could not process, mostly due to the brief occlusions that occur when the

speaker is showing the product he or she is reviewing. Thus, segments with more than 60% of

invalid frames are simply discarded.

5.3.3. Automatic Sentiment Prediction

We run our sentiment classification experiments on the MOUD dataset introduced earlier.

From the dataset, we remove utterances labeled as neutral, thus keeping only the positive and neg-

ative utterances with valid visual features. During this process, 5 video segments were discarded,

then we remain with utterances for only 75 video reviews. After this process, we are left with an

experimental dataset of 412 utterances, 182 of which are labeled as positive, and 231 are labeled

as negative.

From each utterance, we extracted the linguistic, acoustic, and visual features described

above, which are then combined using the early fusion (or feature-level fusion) approach [128,

129]. In this approach, the features collected from all the multimodal streams are combined into a

single feature vector, thus resulting in one vector for each utterance in the dataset, which is used to

make a decision about the sentiment orientation of the utterance.

We ran several comparative experiments, using one, two, and three modalities at a time.

We use the entire set of 412 utterances and run ten fold cross validations using an SVM classifier,

as implemented in the Weka toolkit.6 In line with previous work on emotion recognition in speech

[130, 131] where utterances are selected in a speaker dependent manner (i.e., utterances from the

same speaker are included in both training and test), as well as work on sentence-level opinion

classification where document boundaries are not considered in the split performed between the

training and test sets [132, 133], the training/test split for each fold is performed at utterance level

regardless of the video they belong to. Table 5.3 shows the results of the utterance-level sentiment

classification experiments. The baseline is obtained using the ZeroR classifier, which assigns the

most frequent label by default, averaged over the ten folds.

6http://www.cs.waikato.ac.nz/ml/weka/
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TABLE 5.3. Utterance-level sentiment classification with linguistic, acoustic, and

visual features.

Modality Accuracy

Baseline 55.93%

One modality at a time

Linguistic 70.94%

Acoustic 64.85%

Visual 67.31%

Two modalities at a time

Linguistic + Acoustic 72.88%

Linguistic + Visual 72.39%

Acoustic + Visual 68.86%

Three modalities at a time

Linguistic+Acoustic+Visual 74.09%

5.3.4. Feature Analysis

The experimental results show that sentiment classification can be effectively performed

on multimodal datastreams. Moreover, the integration of visual, acoustic, and linguistic features

can improve significantly over the use of one modality at a time, with incremental improvements

observed for each added modality.

Among the individual classifiers, the linguistic classifier appears to be the most accurate,

followed by the classifier that relies on visual clues, and the audio classifier. Compared to the best

individual classifier, the relative error rate reduction obtained with the tri-modal classifier is 10.5%.

Another observation that can be drawn from Table 5.3 is that the results obtained when

adding the visual or acoustic modalities to the linguistic features are very similar. This can be

explained by the fact that the visual and acoustic channels encode information that has a similar

effect. For example, during a phone call people are able to identify someone’s affective state just

by hearing intonations. In the same way, when speech is not provided, people are still able to
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FIGURE 5.6. Visual and acoustic feature weights. This graph shows the relative

importance of the information gain weights associated with the top most informa-

tive acoustic-visual features.

identify affective states using clues based on facial expressions and gestures. The best results are

obtained when all three modalities are used, which indicate that linguistic, visual, and acoustic

polarity clues complement each other.

To determine the role played by each of the visual and acoustic features, we compare

the feature weights assigned by the learning algorithm, as shown in Figure 5.3. Interestingly, a

distressed brow is the strongest indicator of sentiment, followed, this time not surprisingly, by

the smile feature. Other informative features for sentiment classification are the voice probability,

representing the energy in speech, the combined visual features that represent an angry face, and

two of the cepstral coefficients.

To reach a better understanding of the relation between features, we also calculate the

Pearson correlation between the visual and acoustic features. Table 5.4 shows a subset of these

correlation figures. As we expected, correlations between features of the same type are higher.

For example, the correlation between features AU6 and AU12 or the correlation between intensity

and loudness is higher than the correlation between AU6 and intensity. Nonetheless, we still find

some significant correlations between features of different types, for instance AU12 and AU45 that

are both significantly correlated with the intensity and loudness features. This gives us confidence

about using them for further analysis.
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TABLE 5.4. Correlations between several visual and acoustic features. Visual fea-

tures: AU6 cheek raise, AU12 lip corner pull, AU45 blink eye and closure, AU1,1+4

distress brow. Acoustic features: pitch, voice probability (Voice Prob.), intensity,

energy. *Correlation is significant at 0.05 level (1-tailed).

AU6 AU12 AU45 AUs 1,1+4 Pitch Voice Prob. Intensity Loudness

AU6 1.00 0.46* -0.03 -0.05 0.06 -0.14* -0.04 -0.02

AU12 1.00 -0.23* -0.33* 0.04 0.05 0.15* 0.16*

AU45 1.00 0.05 -0.05 -0.11* -.163* 0.16*

AUs 1,1+4 1.00 -0.11* -0.16* 0.06 0.07

Pitch 1.00 -0.04 -0.01 -0.08

Voice Prob. 1.00 0.19* 0.38*

Intensity 1.00 0.85*

Loudness 1.00

5.4. Differences Between Video-level and Utterance-level Sentiment Analysis

To understand the role played by the size of the video-segments considered in the sentiment

classification experiments, as well as the potential effect of a speaker-independence assumption,

we also run a set of experiments where we use full videos for the classification.

In these experiments, once again the sentiment annotation is done by two independent

annotators, with an inter-annotator agreement of 96.1%. As before, the linguistic, acoustic, and

visual features are averaged over the entire video, and we use an SVM classifier in ten-fold cross

validation experiments.

Table 5.5 shows the results obtained in these video-level experiments. While the com-

bination of modalities still helps, the improvement is smaller than the one obtained during the

utterance-level classification. Specifically, the combined effect of acoustic and visual features im-

proves significantly over the individual modalities. However, the combination of linguistic features

with other modalities does not lead to clear improvements. This may be due to the smaller number

of feature vectors used in the experiments (only 80, as compared to the 412 used in the previous

setup). Another possible reason is the fact that the acoustic and visual modalities are significantly
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TABLE 5.5. Video-level sentiment classification with linguistic, acoustic, and vi-

sual features.

Modality Accuracy

Baseline 55.93%

One modality at a time

Linguistic 73.33%

Acoustic 53.33%

Visual 50.66%

Two modalities at a time

Linguistic + Acoustic 72.00%

Linguistic + Visual 74.66%

Acoustic + Visual 61.33%

Three modalities at a time

Linguistic+Acoustic+Visual 74.66%

weaker than the linguistic modality, most likely due to the fact that the feature vectors are now

speaker-independent, which makes it harder to improve over the linguistic modality alone.

5.5. Multimodal Sentiment Analysis on English videos

As a final experiment, to determine the portability of the multimodal sentiment analysis

method to a different dataset, we compile a second dataset consisting of English video reviews.

Following the strategy presented in Chapter 4, we collect cellular phone reviews from ExpoTv,7.

However, this time we performed a manual selection of the video reviews. Thus, our final selection

consists of 37 reviews, which were filtered using the same criteria as used to build the Spanish

dataset. An additional challenge that we faced during the collection of this dataset is occlusion;

with people often showing the product they review to the camera, thus covering their face. Since

our visual processing approach is applied independently on each frame, images with occluded

7http://www.expotv.com
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TABLE 5.6. Multimodal sentiment analysis on an English dataset.

Modality Accuracy

Text only 54.05%

Visual only 54.05%

Audio only 48.64%

Text + audio + visual 64.86%

faces were simply ignored during the summary feature calculations. As before, from each video

we manually extract a 30 seconds segment in which people express their opinion.

To obtain the transcriptions, for this dataset we use crowd-sourcing via Amazon Mechan-

ical Turk. To ensure quality, the transcriptions collected from the Amazon service were verified

manually. For the sentiment annotations, since ExpoTv users provide a star rating to the product

they are reviewing (one to five stars), we use this information to assign a sentiment label to each

video: videos with four or five stars are labeled as positive, whereas videos with one or two stars

are labeled as negative. Using this labeling approach, we ended up with 20 positive reviews and

17 negative reviews.

We extracted linguistic, acoustic, and visual features as described in section 5.2.2. Table

5.6 shows the results obtained on this dataset. As before, the joint use of all three modalities brings

significant improvements over models that use only one modality at a time. Interestingly, similar

to the experiments performed on the Spanish dataset, the audio model is the weakest model, which

suggests audio feature engineering as a possible avenue for future work.

5.6. Conclusions

In this chapter, we addressed the task of multimodal sentiment analysis, and explored the

joint use of multiple modalities for the purpose of classifying the polarity of opinions in online

videos. Our experiments were conducted over two newly introduced multimodal datasets. The

first dataset consists of linguistic, acoustic, and visual data streams of video reviews annotated for

the overall sentiment expressed by the speaker. The second dataset consists of sentiment annotated
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utterances extracted from video reviews, where each utterance is associated with a video, acoustic,

and linguistic data streams.

Through several experiments, we showed that the integration of visual, audio, and textual

features can improve significantly over the individual use of one modality at a time and also at

different granularity levels. Our experiments conducted at video-level showed that the tri-modality

classifier achieved a 75% accuracy as compared to a 64.94% using the linguistic modality only.

Thus, achieving an accuracy improvement of about 10%. In addition, we obtained significant

improvements when adding one modality at the time to the linguistic modality, with a highest

accuracy improvement of 20% for the worst performing modality: acoustic.

The experiments conducted at utterance level showed that sentiment annotation of utterance-

level visual data streams can be effectively performed, and that the use of multiple modalities can

lead to error rate reductions of up to 10.5% as compared to the use of one modality at a time.

Moreover, we also tested the portability of our multimodal method to a second language,

and showed that significant improvements are also obtained on a second dataset of English videos.

While additional research is needed to explore datasets covering other domains and languages, we

believe our initial experiments show the promise of this research direction.
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CHAPTER 6

AUGMENTING LINGUISTIC REPRESENTATIONS WITH

VISUAL AND PHYSIOLOGICAL MODALITIES1,2

6.1. Introduction

In this chapter we propose to extend our analysis to the prediction of the sentiment ex-

perienced while exposed to emotionally loaded content. This choice is motivated by the need of

intelligent systems to be able not only to predict the sentiment expressed in the multimodal content

but also being able to sense viewer’s responses.

Findings on the previous chapter, showed that the joint use multiple modalities leads to

greater improvement over the use of the linguistic modality only. Following this approach, in this

chapter we explore the augmentation of linguistic representations with the inclusion of the visual

and physiological modalities in an attempt to improve the sensing of the viewer’s reactions to emo-

tionally loaded content. Since in this scenario, the acoustic modality is not available due to people

being silent while watching audio-visual content, we propose to explore the use of physiological

sensing as a complementary modality.

It is worth mentioning that through this chapter we will use the term affective state to refer

to sentiments, feelings, and bodily changes experienced by the viewer while being under certain

stimuli. Affect within the psychological literature is frequently used as an umbrella term that

subsumes emotions, feelings, and sentiments [13].

This chapter seeks answer to the following research question Is it possible to also incor-

porate physiological sensing along with linguistic analysis to predict sentiment? To address this

question, we present a study where we explore the use of the multimodal approach to sense and

interpret human reactions while exposed to visual narratives.

1Parts of this chapter have been previously published either in part or in full, from Mihai Burzo, Daniel McDuff, R.
Mihalcea, Louis- Philippe Morency, Alexis Narvaez, and V. Pérez-Rosas, “Utterance-Level Multimodal Sentiment
Analysis“, pp. 973-98, 2013 with permission from the Association for Computing Machinery (ACM)
2Parts of this chapter have been previously published either in part or in full, from V. Pérez- Rosas, Alexis Narvaez,
Mihai Burzo, and R. Mihalcea, “Thermal Imaging for Affect Detection“, 2013 with permission from the Association
for Computing Machinery (ACM)
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FIGURE 6.1. Overview of our multimodal approach for sensing affective state.

Due to the lack of a suitable dataset to enable our experiments, we conducted a in-lab data

collection of viewer’s visual and physiological responses to visual narratives containing positive

and negative stimuli. In addition, we conduct a post-study interview, where we obtained viewer’s

statements describing how they felt while watching the video.

Our proposed approach thus senses changes in human affect through four different modal-

ities derived from the narrative interaction: visual facial behaviors, physiological measurements,

thermal imaging, and verbal descriptions. Figure 6.1 shows the overall flow of our approach.

6.2. Methodology

Our goal is to identify cues that are indicative of people’s reactions when exposed to visual

narratives. Specifically, we target the identification of affective states (as compared to neutral

states), and furthermore we also aim to classify the valence of the sentiment response by a person

(positive or negative).

We first selected four video stimuli in English from the YouTube website, two of them

with negative content (one showing the effects of a tsunami, 153s; and one showing an accident,

145s), and two of them with positive content (one about the Coca-Cola happiness truck in Brazil,

152s; and one about an amusing incident during a wedding, 143s). These videos were selected
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based on popularity and the positive/negative comments written on YouTube. Several videos were

considered as candidates, and the four final videos are the ones for which two annotators agreed

on their affective properties.

The participants consisted of fourteen subjects, three women and eleven men, all of them

within the age range of 25-45, and all of them living in the United States although coming from

different backgrounds (Asian, African-American, Caucasian, Hispanic). Each participant was first

recorded during a “neutral” state while simply looking at the recording station and/or the lab where

the recording took place. The four video stimuli were then played in random order, and the partic-

ipant was recorded while watching the videos.

The recordings were done with two cameras: a regular Logitec Web camera with a resolu-

tion of 980x720 and a frame rate of 15 frames per second, and a FLIR ThermoVision A40 thermal

camera with a resolution of 340x240 and a frame rate of 60 frames per second.

After each recording, the participants were asked to write 2-4 sentences reflecting how

they felt about the video they just saw. Figures 6.2 and 6.3 show sample frames from the visual

and the thermal camera recordings. Table 6.1 shows sample textual statements provided by the

participants.

It is important to note that in these experiments we use the prior classification of the videos

(as either positive or negative) as our approximation of the induced affective state. We thus assume

that a positive video induces a positive affective state, while a negative video induces a negative

affective state. In the future, we plan to use the PANAS-X survey [134] to capture the actual

affective state experienced by a person during exposure to the visual narratives.

6.3. Sensing Affective Response to Visual Narratives

We are sensing changes in human affect through four different modalities: (1) facial ex-

pressions obtained by processing the visual recording of the participants; physiological features,

including (2) thermal features obtained from the thermal recording, and (3) heart rate measure-

ments obtained from the visual recording; and (4) linguistic descriptions of the participants’ state

after exposure to the stimuli.
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FIGURE 6.2. Sample snapshots taken by the Web camera showing participants ex-

posed to positive and negative video narratives.

FIGURE 6.3. Sample snapshots taken by the thermal camera.

6.3.1. Facial Expressions

The visual features are automatically extracted from the video sequences. Since only one

person is present in each video clip and they are all the time facing the camera, current technology

for facial tracking can efficiently be applied to our dataset. We use a commercial software called
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TABLE 6.1. Sample textual statements made by the participants after watching the

videos.

Positive Negative

I like it when people have fun even during the

more “official“ moments of their life. This

seems like a joyful couple, I hope they will

have many years together. The priest was a bit

disheartened at first (or so it seemed), but then

he managed to joke himself about the whole

situation. I am sure this made for an even

more memorable event for all those present.

This is so distressing! It may have to do with

the fact that I have a small daughter myself, or

with the innocence of the child who suffered

in this video, but I found it extremely sad. It

is so unfair how we always depend on other

people’s decisions - like in this video, one’s

rush brought an end to somebody else’s life.

It almost makes you think that life before the

technology age was better and safer.

Nice to see people feel happy at an unex-

pected moment during their regular daily rou-

tine. I felt it was a very creative way of mak-

ing people smile. Feels relaxing when you

watch happy stuff.

Interesting to get to view natural disasters

and its effects on structures and other things

around it. Its sad to think of how people who

live in places which are hit by natural calami-

ties suffer and recover from something like

that. The video was interesting.

OKAO Vision that detects at each frame the face, it extracts the facial features, and extrapolates

some basic facial expressions as well as eye gaze direction. The main facial expression being rec-

ognized is smile. This is a well-established technology that can be found in many digital cameras.

For each frame, the vision software returns a smile intensity (0-100) and the gaze direction, using

both horizontal and vertical angles expressed in degrees. The sampling rate is the same as the video

frame rate: 15Hz. An important aspect when generating visual features is the quality of the video,

and correspondingly the quality of the visual processing that can be automatically performed on

the video. OKAO provides a confidence level for each processed frame in the range of 0-1000. We

discounted all the frames with a confidence level below 700.
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For each video in our dataset, we define three series of summary features. These set of

features are a subset of the feature set used in Chapter 5.

• Smile duration: Given all the frames in a video, how many frames are identified as

“smile.” In our experiments, we use three different variants of this feature with differ-

ent intensity thresholds: 25, 50, 75.

• Look-away duration: Given all the frames in a video, in how many frames is the speaker

looking at the camera. The horizontal and vertical angular thresholds were experimentally

set to 10 degrees.

• Eye gaze direction: Given all the frames in a video, in how many frames is the speaker

looking to the left with an angle higher than N degrees, where N can be 10, 20, or 30.

Variants of these features were also created for eye gaze to the right, eye gaze up, and eye

gaze down.

All the visual features are normalized by the total number of frames in the video. Thus, if

the person is smiling half the time, then the smile feature will be equal to 0.5 (or 50%).

6.3.2. Thermal Analysis of the Face

We used skin temperature is a major sensorial input. Our analysis relies on thermal features

drawn from images captured with the thermal camera. Skin temperature is a physiological signal

that was found to be correlated with changes in affect [93], deceptive behavior [94], and stress

[95].

Using the thermal recordings, we infer several features that reflect the temperature of the

face and the overall temperature (including face, neck, and shoulders). Starting with a map of

pixel-level temperature measurements obtained from each frame in the recording, we collect the

following features:

• Face temperature features: Using the temperature measured on the face, we calculate aver-

age temperature, calculated over all the frames in the thermal recording; overall minimum

and overall maximum temperature; average of the minimum and maximum temperature

observed in each frame; standard deviation; standard deviation for the minimum and max-
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imum temperature observed in each frame; and the difference between the minimum and

the maximum temperature.

• Overall temperature features: We also calculate the same features listed above, but using

the entire frame as input, which includes the face, neck, and shoulders of the subject (as

well as a static white background, which did not contribute to changes in temperature).

6.3.3. Heart Rate

In addition to the physiological signals captured through thermal imaging, we also measure

the heart rate using the recording made with the video camera. In order to calculate the heart rate

from the video sequences, we used an adapted version of the method presented by Poh et al. [135].

We performed analysis on a sliding window of 30s length (15fps x 30s = 450 frames) with a 1s (15

frame) time increment.

For each video frame within a particular time window, the face was segmented using the

Open Computer Vision library (OpenCV) face detector [136]. The facial region of interest (ROI)

was determined as the full height and central 60% of the width of the face box as determined by

OpenCV. The ROI was separated into the three RGB (red, green and blue) channels and a spatial

average of the resulting image components calculated. This was performed for every frame to yield

the raw time varying signals r(t), g(t) and b(t). The raw traces were detrended using a procedure

based on a smoothness priors approach [137] with a smoothing parameter λ=10. The channels

were each normalized by subtracting their mean and then dividing by their standard deviation. The

normalized signals were decomposed into the three independent source signals using the JADE

implementation of Independent Component Analysis (ICA) [138].

Each of the source signals were band-pass filtered with normalized low and high 3dB fre-

quency cut-offs of 0.08 and 0.2 respectively. The power spectrum of each of the resulting source

signals was then calculated. The source channel containing the BVP was selected as the signal

with the greatest frequency peak within the frequency range of interest: 0.08 to 2. For the first

window, the frequency with the maximum power within the range was selected as the heart rate

frequency. Artifacts due to motion of the subject, ambient lighting changes or other noise can be

problematic. Therefore for the remaining windows, historical estimations of the pulse frequency
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were performed to reject artifacts by fixing a threshold for maximum change in pulse rate between

successive measurements (taken 1s apart). If the difference between the current pulse estimation

and the previously computed value exceeded the threshold (threshold = 10% of previously com-

puted value) the algorithm rejected it. The frequency range was searched again for the second

highest peak, this was repeated until the conditions were satisfied. If no frequency peaks met the

criteria the previous pulse frequency estimation was maintained.

Using the extracted heart rate vectors, we calculate the following features:

• Average, minimum, and maximum heart rate: We calculate statistics over the entire vec-

tor, reflecting the average heart rate as well as the minimum and the maximum heart rate.

• Total heart rate changes: Given the heart rate vector for a video, we determine the total

absolute changes in heart rate over time, normalized with the duration of the video.

6.3.4. Verbal Descriptions

After each recording, the participants were asked to make a verbal statement describing

how they felt about the video they just saw. We use a bag-of-words representation of these textual

statements to derive unigram counts, which are then used as input features. First, we build a

vocabulary consisting of all the words, including stopwords, occurring in the transcriptions of the

training set. We then remove those words that have a frequency below three (value determined

empirically on a small development set).

The remaining words represent the unigram features, which are then associated with a value

corresponding to the frequency of the unigram inside each transcription. These simple weighted

unigram features have been successfully used in the past to build sentiment classifiers on text [9,

10]. The remaining words represent the unigram features, which are then associated with a value

corresponding to the frequency of the unigram inside each line. Note that we also attempted to use

higher order n-grams (bigrams and trigrams), but evaluations on a small development dataset did

not show any improvements over the unigram model, and thus all the experiments are run using

unigrams.

We also derive and use coarse textual features by using mappings between words and se-

mantic classes. Specifically, we use the OpinionFinder lexicon [30] to derive coarse textual fea-
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tures. The OpinionFinder lexicon was compiled from manually developed resources augmented

with entries learned from corpora. It contains 6,856 unique entries, which are labeled as strong

or weak clues of subjectivity, and also annotated for their polarity. In our classification, we use

the positive and negative classes, and disregard the strength annotations. We thus derive two main

types of linguistic features:

• Unigrams: For each of the unigrams selected as part of the vocabulary, we create a vector

of features reflecting the frequency of the unigram.

• Affective lexicon classes: For each of the positive and negative affective classes obtained

from the OpinionFinder lexicon, we infer a feature indicating the number of words in the

verbal description belonging to that class.

6.4. Feature Analysis

Our goal is to explore the changes in human affect during exposure to visual narratives.

As a first step towards this goal, we perform an analysis of the features described above, and their

intra-correlations. In this analysis stage, we specifically focus on the non-verbal features (i.e.,

facial expressions; thermal features; and heart rate), as they are collected during the exposure to

affective content, rather than post-exposure as the verbal features are.

6.4.1. Qualitative Analysis

To verify the correlation between the non-verbal cues and the affect expressed by a person,

we perform a statistical analysis based on percentile ranking. This analysis can give us a better

insight on how non-verbal cues can help identify a specific affective state (positive, negative, or

neutral). We will later use these results to learn a computational model and automatically predict

the affective state of a user.

Using the non-verbal features described in the previous section (see details in Section 7.4),

we perform percentile ranking per affect labels. In other words, we look at the variation of each

multimodal feature for each affect label. Table 6.2 shows the results of this analysis. For each of

the features being analysed, the table shows the median, the 25th percentile, and the 75th percentile

for that feature, for each of the three acceptable values of the affective state (positive, negative, or
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TABLE 6.2. Average values of non-verbal features, when clustered per affective

state.For each feature, the table shows the median, the 25th percentile, and the 75th

percentile for that feature, for each of the three acceptable values of the affective

state (positive, negative, or neutral).

Positive Negative Neutral

Feature median 25% 75% median 25% 75% median 25% 75%

Visual features

Smile 25 0.05 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

Look at camera 0.19 0.04 0.40 0.17 0.03 0.47 0.51 0.19 0.60

Left gaze 10 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

Right gaze 10 0.16 0.01 0.61 0.00 0.00 0.03 0.00 0.00 0.03

Top gaze 10 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

Down gaze 10 0.16 0.00 0.60 0.00 0.00 0.00 0.00 0.00 0.03

Heart rate

Average rate HR 65.71 63.34 71.48 67.88 60.30 72.12 67.08 59.91 72.32

Min HR 52.32 50.40 60.89 51.77 48.80 63.09 63.86 59.24 67.05

Max HR 78.70 76.17 83.70 79.58 75.68 83.70 71.00 60.45 75.62

Average HR changes 141.56 112.88 164.93 138.71 110.30 173.07 15.28 4.45 25.94

Thermal features

Average ROI 33.43 32.25 34.37 33.75 32.62 34.25 33.53 33.06 34.18

Min ROI std 0.68 0.10 1.22 0.67 0.10 1.45 1.55 1.08 2.61

Max ROI std 3.96 3.46 4.86 4.02 3.64 4.82 2.35 1.35 3.39

Average ROI changes 14.09 13.64 14.49 13.74 13.10 14.36 12.27 9.96 13.10

neutral). Note that for clarity of presentation, in this analysis we only work with the main non-

verbal features, keeping variations of these features for the prediction model in Section 6.5 (e.g.,

we analyse the left gaze at an angle of minimum 10 degrees, but not its variations at 20 and 30

degrees). From these results, several interesting observations can be made:

• Visual features can generally better differentiate between a positive and a negative state,

where sometime the negative state has similar features with a neutral state. For instance,
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the smile appears to be a good indicator of a positive affect, and interestingly, so are the

right and down gaze. The look at camera feature can separate between a neutral state

versus a positive/negative state.

• The heart rate features can separate between a neutral state and a positive/negative state.

While the average raw heart rate by itself is not a strong indicator of this difference, the

minimum and maximum rates as well as the average changes observed between heart

rates in consecutive frames are clearly associated with the presence of affect (whether

positive or negative). This is an intuitive result, as both positive and negative affective

states can lead to a change in heart rate, but not a neutral state where the heart rate is

typically consistent.

• The thermal features also appear to be good separators between a neutral and an affective

state. Similar to the the heart rate features, although the raw average has little variation

across different states, the minimum and maximum values as well as the average changes

are clearly different in a neutral versus a positive/negative state, which indicates that the

amount of variation in temperature can be a better predictor of affect.

In summary, all the non-verbal features considered can be used to differentiate between

affective states. While most of the facial expression features are good differentiators between a

positive and a negative(/neutral) states, the heart rate and the thermal features appear to be useful

to make a distinction between a neutral and a positive/negative state.

6.4.2. Feature Correlations

To further analyse the relation between the non-verbal features, we also measure the Pear-

son correlation between the main features considered in the previous section. As in the previous

section, for the sake of clarity, we do not include all the feature variations but only the main ones

used before. Table 6.3 shows the correlations among the different features.

Not surprisingly, the highest correlations (considering their absolute value, regardless of

the correlations being positive or negative) are observed between features in the same group (e.g.,

between different heart rate features). The correlations between the visual features and the heart

rate features are very low, with the exception of the ”look at the camera” feature, which, as also
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TABLE 6.3. Correlations between the main non-verbal features: smile 25 (S25),

look at camera (LC), left gaze 10 (LG10), right gaze 10 (RG10), top gaze 10

(TG10), down gaze 10 (DG10), average heart rate (AHR), minimum heart rate

(MinHR), maximum heart rate (MaxHR), average heart rate changes (AHRC),

Average ROI (AROI), minimum temperature region of interest (MinROI), maxi-

mum temperature region of interest (MaxROI), average region of interest changes

(AROIC).

S25 LC LG10 RG10 TG10 DG10 AHR MinHR MaxHR AHRC AROI MinROI MaxROI AROIC

S25 1.00 -0.16 0.00 0.94 0.00 0.94 0.04 0.02 0.07 0.08 -0.20 0.02 0.16 0.27

LC 1.00 0.00 -0.15 0.00 -0.15 -0.11 0.03 -0.20 -0.20 -0.17 0.13 0.01 0.01

LG10 1.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

RG10 1.00 0.00 0.99 0.00 0.02 0.04 0.04 -0.21 0.05 0.19 0.29

TG10 1.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

DG10 1.00 0.03 0.02 0.04 0.04 -0.20 0.05 0.18 0.30

AHR 1.00 0.76 0.77 0.07 0.22 0.05 -0.08 -0.22

MinHR 1.00 0.30 -0.39 0.19 0.16 -0.26 -0.40

MaxHR 1.00 0.54 0.17 -0.12 0.05 0.03

AHRC 1.00 -0.08 -0.18 0.28 0.31

AROI 1.00 -0.22 -0.35 -0.22

MinROI 1.00 0.55 -0.10

MaxROI 1.00 0.51

AROIC 1.00

observed before, seems to be a good indicator of the presence of affective state, and not a very good

differentiator for positive versus negative states. The correlations, while still low, are somehow

higher between the thermal features and the visual features, which may have to do with changes in

skin temperature often associated with facial expressions (e.g., a smile implies muscle movements

that may lead to temperature changes). Finally, the correlations between the heart rate features

and the thermal features are moderate, and can go up to 0.40, which suggest there is some overlap

between the phenomena captured by these two types of features.

Overall, the qualitative and the correlation analyses indicate that the three types of non-

verbal features that we consider are correlated with changes in affective state, and they also com-
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plement each other. Thus, a combination of all the features should be effective in the prediction of

affect.

6.5. Prediction of Affective Response

Our final goal is to build a model that is able to predict the affective state of a user, by using

the modalities described above.

The feature analyses described above suggest that these different non-verbal modalities

can contribute in different ways toward the recognition of affect. We thus use all these modalities,

along with the fourth verbal modality, to build an affect recognition model.

We formulate the task as a prediction problem, and use the features obtained from the four

modalities described above in order to infer changes in affect and to classify them as either positive,

negative, or neutral.

We run three main experiments. First, we run an experiment where we try to predict

whether a person is being exposed to a stimulus that induces an affective state (either positive

or negative), or is in a neutral state. Second, we also experiment with a three-way classification,

where we differentiate in a single classifier between positive affect, negative affect, and a neutral

state. Finally, we also run an experiment where we try to predict the valence of the affective state

experienced by a person, and classify it as either positive or negative.

In all the experiments, we use the Ada Boost classifier with decision stumps as the classi-

fication algorithm,3 and we run ten-fold cross validation experiments, meaning that we repeatedly

train on a subset of the data and test on a separate subset. Thus, we do not use the entire data set

for training, and the validation is independent.

6.5.1. Affective State versus Neutral State

We first build classifiers that attempt to determine if a person is in a positively or negatively

valenced affective state, regardless of the valence of the affect she experiences. Since no linguistic

descriptions have been collected from the participants during the neutral state, these classifiers are

built using the non-verbal features, namely the facial expression features, thermal features, and

3We use the implementation available in the Weka package www.cs.waikato.ac.nz/ml/weka/
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TABLE 6.4. Automatic classification performances to differentiate between an af-

fective and a neutral state for three different non-verbal models: facial expressions,

thermal features, and heart rate features. The integration of the three models pro-

vides the best results.

Modality Accuracy

Baseline 80.00%

Facial expressions 81.42%

Thermal features 90.00%

Heart rate features 88.57%

All modalities 92.85%

heart rate. For these classifiers, we use all 70 videos that we collected, which include 56 videos

recorded when the subjects were exposed to positive or negative stimuli, and 14 videos recorded

when the subjects were in a neutral state.

Table 6.4 shows the results obtained with individual classifiers based on one modality at a

time, and a combined classifier that makes use of all the non-verbal modalities.

The figures in the table represent the percentage of times the classifiers have correctly

identified the correct state (i.e., the percentage of times the classifiers have correctly labeled the

state as either affective or neutral). The baseline for these classifiers is 80%, which corresponds to

selecting by default an affective state (the majority class in this dataset).

6.5.2. Three-way Classification: Positive, Negative, or Neutral

The second set of classifiers is concerned with the identification of the presence of affect,

as well as the valence of the affect (positive or negative). As in the previous set of experiments,

since no linguistic descriptions are available for the neutral state, we only use the features obtained

from the non-verbal sensing.

Table 6.5 shows the results obtained by this three-way classification, using one non-verbal

modality at a time, and all three modalities combined. Note that these classifiers use all 70 videos,
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TABLE 6.5. Automatic classification performances for three-way classifiers that

differentiate between a positive state, a negative state, and a neutral state for three

different models: facial expressions, thermal features, and heart rate features.

Modality Accuracy

Baseline 40.00%

Facial expressions 51.42%

Thermal features 54.28%

Heart rate features 57.14%

All modalities 55.71%

and have a baseline of 40%, which corresponds to selecting by default a positive (or negative)

affective state.

6.5.3. Positive State versus Negative State

Finally, we also build classifiers that try to determine the valence of the affect experienced

by a person by differentiating between a positive affect and a negative affect. Here, we build in-

dividual classifiers for all verbal and non-verbal modalities, and also a combined classifier that

includes all four modalities. For these experiments, we only use the videos recorded during expo-

sure to positive or negative stimuli. We thus use features extracted from 56 videos, including 28

positive videos and 28 negative videos.

Table 6.6 shows the results obtained with individual classifiers based on one modality at

a time, and a combined classifier that makes use of all the modalities. The baseline for these

classifiers is 50%, which corresponds to selecting by default a positive (or negative) affective state.

6.6. Discussion

These experiments reveal interesting findings about the influence of visual narratives on

affect, and how that can be captured through four different modalities. The first experiment on

differentiating between an affective and a neutral state clearly shows that physiological modalities,

such as heart rate and changes in skin temperature, are more effective than a visual modality
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TABLE 6.6. Automatic classification performances to differentiate between a pos-

itive and a negative affective state for four different models: facial expressions,

thermal features, heart rate features, and linguistic features. The integration of the

four models provides the best results.

Modality Accuracy

Baseline 50.00%

Facial expressions 61.02%

Thermal features 50.00%

Heart rate features 53.57%

Linguistic features 67.51%

All modalities 73.21%

that relies primarily on facial expressions. This is probably explained by the fact that a state of

excitement, which typically corresponds to an affective state, induces changes in our physiological

functions that are very well captured by thermal recordings and measurements of heart rate. On the

other side, it appears that the facial expressions made during a neutral state are not very different

from those that are made in an affective state, as a neutral state may also include occasional smiles

or look aways that can confuse a classifier that relies primarily on visual clues. The joint use of all

non-verbal modalities provides the best result, representing a relative error rate reduction of 64%

compared to the baseline.

The second experiment shows a similar trend, where the physiological measures provide

the best results. An analysis of the confusion matrix produced by these classifiers shows that once

again these measures are doing very well in separating an affective state from a neutral state. Unlike

the previous experiments, the visual features are also effective when compared to the baseline,

which can be explained by their ability to differentiate positive and negative excitement (as also

shown by the third experiment).

Finally, the last experiment shows the effectiveness of the facial expressions to distinguish

between different types of affect (positive and negative). The thermal features and the heart rate
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FIGURE 6.4. Top ten non-verbal features selected by the affective state classifier.

features are significantly less effective here. This is probably due to the fact that the excitement

experienced in an affective state induces changes in heart rate and skin temperature regardless of

the valence of the affect (e.g., our heart beats faster when we are sad, and it also beats faster when

we are happy).

In this experiment, we were also able to add the linguistic modality, which is the most

effective overall. This suggests that when present, verbal communication can be a very useful

clue for the prediction of affective state. The combination of all four modalities provides the best

results, with a relative error rate reduction of 46% compared to the baseline.

To gain further understanding into the role played by the non-verbal features in predicting

the changes in affective state, we compare the information gain assigned by the learning algorithm

to each of these features. Figure 6.4 shows the top ten non-verbal features selected by the classifi-

cation algorithm, obtained during the experiment that differentiates between affective and neutral

states.

In line with the observations above, the physiological measures are the most useful when

making a distinction between affective and neutral states. Among these, the difference between
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the maximum and minimum heart rate and the difference between the maximum and minimum

temperature on the face seem to be the most useful features, followed by several other physiological

features that reflect the minimum temperature, the standard deviation for the minimum and the

maximum temperature, the maximum heart beat, and others. Among the visual features, the gaze

to the right and gaze to the top appear to be the features that matter most for this classification.

For the distinction between positive and negative affect, the only significant features iden-

tified by the classifier are two smile features (number of smiles with intensity of 50 and 75 respec-

tively), followed by the gaze to the right and gaze to the top features. None of the physiological

features appear to be strong indicators of the valence of the affective state.

6.7. Conclusions

In this chapter, we explored a non-invasive multimodal approach to sense changes in human

affect when exposed to emotionally loaded videos.

We experiment with augmenting the linguistic representation, derived from verbal descrip-

tions, with two different modalities: visual facial behaviors, and physiological measurements, in-

cluding thermal imaging and heart rate measurements. The later modalities are non-verbal and

are recorded during the narrative interaction. The linguistic modality is acquired in a post-study

interview.

Our experiments show that these modalities can complement the linguistic analysis while

detecting human affect. Specifically, our findings seem to suggest that physiological measures are

most effective in identifying the presence of an affective state (as compared to a neutral state),

whereas facial behaviors and verbal descriptions are most effective at differentiating between pos-

itive and negative states.

To our knowledge, this is the first attempt to integrate these four modalities (visual, thermal,

heart rate, and linguistic) to predict human affective response to visual narratives. In future work,

we plan to perform a more fine-grained temporal analysis of the multimodal features as they align

with the content of the visual stimuli, to reach a better understanding of when and why do changes

in affect take place, and how they can be effectively sensed and predicted.
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CHAPTER 7

PORTABILITY STUDY: MULTIMODAL DECEPTION DETECTION1,2

7.1. Introduction

So far, we have explored multimodal methods for sentiment analysis and showed how

multimodal sources can be successfully combined to automatically recognize affective responses.

A natural next step is investigating the applicability of the proposed methods to the analysis of

other human behavior.

In particular, this chapter aims to answer the following research question: Can we port

the multimodal approach to other affect recognition tasks? In order to address this question we

opted to explore the automatic identification of deceit as the act of deceiving is multimodal in

nature and multiple modalities can be derived from deceptive content. Thus, in this chapter, we

seek to investigate if text-based methods can be augmented with visual, acoustic or physiological

modalities for the automatic identification of deceit.

In order to conduct this study our first task was to identify an appropriate dataset to enable

our multimodal experiments. However, we weren’t able to identify a deception dataset from which

we could extract both, linguistic and physiological responses. For this reason, we decide to collect

a new dataset that contained these modalities. Thus, we conduct a in-lab data collection and create

a dataset with the participation of 30 subjects. The subjects were asked to discuss two different

topics, namely ”Abortion” and ”Best Friend”, in both truthful and deceptive manners while they are

recorded using a microphone, a web camera, a thermal camera, and several physiological sensors.

Using this dataset we build a multimodal system that integrates linguistic features with

features extracted from thermal and physiological modalities. Features are extracted from the

linguistic responses of the subjects, thermal recordings of the face, and physiological measures ob-

1Parts of this chapter have been previously published either in part or in full, from V. Pérez- Rosas, R. Mihalcea,
Alexis Narvaez, and Mihai Burzo, “A Multimodal Dataset for Deception Detection“, 2014 with permission from the
European Language Resources Association (ELRA)
2Parts of this chapter have been previously published either in part or in full, from Mohamed Abouelenien, V. Pérez-
Rosas, R. Mihalcea, and Mihai Burzo, “Deception Detection Using a Multimodal Approach“, 2014 with permission
from the Association for Computing Machinery (ACM)
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tained from several sensors. We report the individual performance of each modality as well as the

performance of combinations of linguistic modality with the physiological and thermal modalities.

7.2. Deception Detection

DePaulo et al. [139], define the act of deception as a deliberate attempt to mislead others.

As deception occurs on a daily basis through explicit lies, misrepresentations, or omissions, it has

attracted the interest of researchers from multiple research fields. Also with a growing number of

multimodal communications, the need arises for efficient and enhanced methodologies to detect

deceptive behaviors.

Research work has been extensively done in the psychology, security, and criminology ar-

eas. Psychological and theoretical approaches [140] have been proposed in order to increase human

capability of detecting deceptive behavior. Additionally, efforts were made to collect behavioral

clues that can be indicative of deception. These studies have been typically conducted over written

deceptive and non-deceptive statements, one-to-one interviews, or by observing people behavior

while being under a specific stimuli. Data acquisition in such cases was mainly focused on the

clues to be analyzed and consists of either text statements, audio/visual recordings, or physiologi-

cal sensor measurements.

As a result, numerous clues have been identified as possible indicators of deceit. For ex-

ample, physiological responses such as heart rate and skin responses; linguistic patterns such as

self-references and cognitive words; facial behaviors such as blinking or smiling; body postures;

and speech fluctuations.

Given the potential benefits of using multiple modalities at the same time to measure decep-

tive behaviors it would be desirable to perform the data acquisition simultaneously over multiple

data channels. Therefore, we explore the applicability of a multimodal approach to examine the

use of modalities other than text for the deception detection task.

7.3. Collecting a Multimodal Deception Dataset

This section describes the process followed to create a multimodal dataset for deception

detection. We build upon previous work on deception detection, in particular we use protocols
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similar to those previously used in psychology and physiology fields. The hypothesis, verified in

these earlier works and in ours, is that as a person acts and speaks deceptively, there will be subtle

changes in his or her physiological and behavioral response.

We performed a set of experiments where subjects were asked to elicit deceptive or truthful

responses according to two different scenarios, namely best friend, and abortion.

Our choice of topics was motivated by previous research where linguistic behaviors have

been studied under similar conditions and showed important differences between truth tellers and

liars. However, unlike previous studies, we are incorporating linguistic, visual, acoustic, physio-

logical and thermal modalities to better sense differences between deceptive and truthful responses.

7.3.1. Participants

The human subjects consisted of 30 graduate and undergraduate students. The sample

consisted of 5 female and 25 male participants, all expressing themselves in English, from sev-

eral ethnic backgrounds (Asian, African-American, Caucasian, and Hispanic), with ages ranging

between 22 and 38 years.

7.3.2. Apparatus

We acquired measurements using a thermal camera FLIR Thermovision A40 with a reso-

lution of 340x240 and a frame rate of 60 frames per second, as well as four biosensors including:

blood volume pulse (BVP sensor), skin conductance (SC sensor), skin temperature (T sensor), and

abdominal respiration (BR sensor). Each session was also video recorded (with audio) using two

Logitech web cameras.

During the experiments, two computers were used to control the signals and videos ob-

tained; two experimenters were needed to control the data acquisition process and to conduct the

interviews. During each recording session we obtained thermal measurements of participants’

faces using the software provided with the thermal camera, specifically, the Flir ThermaCam Re-

searcher. Also, four sensors were attached to the non-dominant hand of the participants. Two skin

conductance electrodes were placed on the second and third fingers whereas the skin temperature

and blood volume blood volume sensors were placed at the thumb and index fingers respectively.
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The respiration sensor was placed comfortably around the thoracic region. The output of each

sensor was obtained from a multimodal encoder connected to the main computer using an USB

interface device. We recorded the combined output using the Biograph Infinity Physiology suite3,

which allowed us to visualize and control the data acquisition process.

7.3.3. Collecting Deceptive and Truthful Responses

We first presented each participant with an overview of the experimental procedure and

hardware settings. We instructed them to respond either truthfully or deceptively, depending on

the scenario being run. Also, two different stations were identified; one was a private area in the lab

and the other was the experimental system station. Before each recording session, each participant

was asked to sit at the recording station. Then, the participant was connected to the physiological

sensors and both the thermal camera and the web cameras were adjusted according to each user

height.

Participants were also asked to avoid any excessive movements with their head or hands

because of the equipment motion sensitivity. The aim of the movement restrictions was to obtain

high quality data from the cameras and the physiological sensors. This is particularly important

for the temperature and the skin conductance measurements, since they are obtained using wired

sensors that need to be in permanent contact with the skin.

Since these sensors are in contact with the skin, they provide accurate measurements of

physiological responses. However, is important to mention that while accurate, wired sensors

are invasive and impractical for realistic environments. An alternative to this restrictive setting

would be to use wireless sensors, which are non-invasive, provide acceptable accuracy, and allow

mobility. Also, restrictions related with fixation of head position can be addressed by using thermal

facial tracking and head position tracking.

Aiming to elicit deceptive and truthful responses from participants, we performed two ex-

periments consisting of providing participants with two topics for which they have to provide

verbal responses while being recorded. In these experiments, participants were instructed to speak

freely but to aim at least two to three minutes speech for each provided response.

3http://www.thoughttechnology.com/physsuite.htm
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The description of each experiment is provided below.

Abortion (AB): This experiment consisted of asking participants to provide a truthful and

a deceptive opinion about their feelings regarding abortion. Participants were instructed

to imagine they where participating in a debate on abortion. The experimental session

consisted of two independent recordings for each case, when the participant was either

telling the truth or lying. In the first part of the experiment, the participant had to defend

his or her point of view regarding abortion, while in the second part the participant was

asked to lie about what he or she really thought about abortion.

Best Friend] (BF): This experiment consisted of asking participants to provide an honest

description of their best friend, followed by a deceptive description about a person they

can not stand. In the second part, they had to describe the person they do not like as

though he or she were their best friend. Therefore, in both cases, a person was described

as the participants’ best friend, but only the first description was truthful, while the second

one was deceptive. The experiment session consisted of two independent recordings for

each case.

7.4. Multimodal Feature Extraction

After the data collection, we obtained a total of 30 deceptive and 30 truthful observations

for each topic, to form a total of 120 observations, including their corresponding visual, thermal,

and physiological recordings.

The raw data was then processed to obtain features to represent each modality. These

features were selected from features used during our previous experiments in sentiment and affect

detection. In particular, we expanded the linguistic features from Chapter 4, to better represent

the psycholinguistic processes associated to deception. In order to extract emotion cues present on

acoustic and visual modalities, we used the same set of visual and acoustic features presented in

Chapter 5.

Features extracted to represent physiological and thermal responses were also previously

used in Chapter 6 for the prediction of affective states. Using these sets of features we expect to
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represent aspect such as word usage, emotional cues, and physiological responses associated to

deceptive and truthful states.

A brief description of these features is provided below:

Linguistic features: We obtained linguistic features which represent the participant’s use of

language when they are either telling the truth or lying. To represent the linguistic compo-

nent we obtained manual transcriptions of the recorded statements. We then extracted two

different sets of features. First, we used a bag-of-words representation of the transcripts to

derive unigram counts, which are then used as linguistic features. We started by building

a vocabulary consisting of all the words occurring in the transcripts. We then removed

those words that have a frequency below 10 (value determined empirically on a small

development set). The remaining words represent the unigram features, which are then

associated with a value corresponding to the frequency of the unigram inside each video

transcription. Second, in order to obtain features that represent psychological processes

occurring while people are providing truthful or deceptive statements, we opted for using

the Linguistic Inquiry and Word Count (LIWC) lexicon, which is a resource developed

for psycholinguistic analysis [24] and has been widely used to aid deceit identification in

written sources [141, 142]. In particular, we used the 2001 version of the dictionary, which

contains about 70 word classes relevant to psychological processes (e.g., emotion, cogni-

tion), which in turn are grouped into four broad categories, including linguistic processes,

psychological processes, relativity, and personal concerns. Semantic clases in each cate-

gory and sample words are shown in table 7.1. We generated these features by extracting

frequency counts of words occurring in the transcripts belonging to the different lexicon

word classes.

Facial micro expressions: We automatically extracted 30 action units corresponding to mus-

cle movements of eyes, eyebrows, nose, lips and chin. Additionally, we extracted smile

intensity estimates as well as head pose orientation. Each feature was measured at frame

level using CERT [17], and then averaged to obtain a single feature vector for each video

recording.
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Acoustic variations in speech: We extracted prosody, energy, voicing probabilities, spec-

trum, and cepstral coefficients to represent variations in speech. We use OpenEar[18],

an open source software for acoustic feature extraction. Overall, we obtained a set of 28

acoustic features. Each feature was computed using a frame sampling of 25ms and nor-

malized using z-standardization. Since each feature was obtained at the frame level we

averaged each feature value over all the frames in the audio recording to obtain a single

feature vector.

Physiological responses: Physiological measurements were collected by processing raw sig-

nals from each sensor. Biograph Infiniti Physiology suite was used to obtain assessments

for heart rate, blood volume pulse, skin conductance, and respiration rate. These mea-

surements were obtained at the highest sampling rate available, which is 2048 samples

per second.

The physiological feature set consisted of raw measurements and their statistical de-

scriptors, including maximum and minimum values, means, power means, standard de-

viations, and mean amplitudes (epochs). In addition, we obtained features derived from

inter-beat intervals (IBI) measurements such as the minimum and maximum amplitudes

and their intervals. The final set formed a total of 60 physiological features.

Thermal responses: From the thermal recording, we obtained two different sets of features,

one corresponding to face temperatures and the second one corresponding to the entire

frame. Each set consisted of raw measurements of minimum and maximum temperatures,

as well as statistical descriptors such as means and standard deviations. Each feature was

measured at frame level and then averaged over the number of thermal frame samples.

7.5. Exploratory Analysis

As a preliminary analysis to identify relations between single modality features and decep-

tive behavior, we analyzed the percentile ranking for physiological and thermal features among the

deceptive and truthful groups in each topic. During this preliminary analysis, we also performed

the percentile ranking analysis for visual and acoustic features, but they did not show a significant

difference between groups.
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TABLE 7.1. Summary of linguistic categories from LIWC

Category Semantic Classes Sample Words

Linguistic

Dimension

Word count, personal pronouns, ar-

ticles, prepositions, verbs.

I, them, we, us, myself, he, she,

am, will, very, no

Psychological

Processes

Cognitive process, negative emo-

tions, emotional processes,

Happy, cause, think, because,

hate, love, friend, child, know.

Relativity Space, inclusive, time, motion. Arrive, go, down, in, end.

Personal

Concerns

Work, physical states and functions,

religion, money, finances, leisure.

Work, majors,achieve, cash,

cook, family, church, job.

7.5.1. Physiological Responses

Figure 1 shows the box plots for the subjects’ temperature, skin conductance, and heart rate

responses during the best friend and abortion scenarios.

The plot shows very small variations in the medians of these variables. This suggests that

physiological changes are subtle among the deceptive and truthful groups. However, we noticed

that the range values for skin conductance and temperature measurement vary significantly be-

tween the truthful and deceptive groups in each topic, which suggests different distributions for

each group.

For the best friend topic, temperature and skin conductance associated to deceptive states

seem to reach higher values than truthful groups. A similar trend can be observed for the abortion

topic. However, this is more noticeable for the skin conductance response since the temperatures

and heart rates show smaller variations temperatures and heart rates.

7.5.2. Thermal Responses

Figure 7.2 shows percentile ranking for the minimum and maximum temperature values

collected with the thermal camera. From this graph we can observe that medians for deceptive

and truthful groups are very similar but the ranges differ significantly in the deceptive and truthful

groups. The majority of maximum temperature values for the deceptive groups in the abortion
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FIGURE 7.1. Percentile ranking analysis of physiological measurements: skin con-

ductance, temperature, and heart rate

topic seem to be higher than the temperatures in the best friend topic. In contrast, we can observe

the opposite for the best friend topic. This indicates also differences associated to the topics be-

ing discussed as people might experience greater temperature changes while describing their best

friend in a truthful manner and while providing deceptive statements about their beliefs on the

abortion topic.
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7.6. Automatic Classification of Deception

Since our exploratory analysis confirmed that physiological and thermal measurements

show variations among the truthful and deceptive states, we decide to investigate whether or not

these features can be used to automatically classify between deceptive and truthful groups. To test

this hypothesis we decided to use machine learning classifiers to learn a model able to discriminate

between deceptive and truthful cases using each of the modalities and combinations of them.

7.6.1. Individual and Integrated Modalities

We first explore the deception detection using the linguistic modality, represented by lin-

guistic features described in section 7.4. We performed separate evaluations using each of the

four broad LIWC categories, as well as using all the categories together. Classification results for

truthful and deceptive responses for each topic and topic combinations, obtained by a decision tree

classifier using the statistical toolbox in Matlab R2013a.
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TABLE 7.2. Deceptive and truthful statements classification using LIWC cate-

gories and unigrams. Results are obtained using leave-one-out cross-validation and

a decision tree classifier.

Topic

Features AB BF AB+BF

LIWC:Linguistic Processes 55.00% 66.66% 63.33%

LIWC:Psychological Processes 40.00 % 58.33% 57.50%

LIWC:Personal Concerns 58.33% 41.66% 49.16%

LIWC:Relativity 48.33% 65.00 % 60.00%

LIWC:All 53.33% 65.00% 60.83%

Unigrams 56.66% 65.00% 59.16%

Ling.Proc. + Unigrams 58.33% 56.66% 60.83%

Motivated by results shown in Table 7.2, which indicate that the combination of the Lin-

guistic Processes and unigrams showed improvement over the use of unigrams only for the best

friend and both topics, we decided to keep only these features for the remaining analysis.

Note that we also attempted to use unigrams and higher order n-grams (bigrams and tri-

grams) in combination with the different LIWC categories but evaluations did not show any im-

provements over the use of unigrams. The final feature set for both topics consisted of 214 linguis-

tic features.

Our second experiment consisted of evaluating the thermal and physiological modalities

and their integration to the linguistic modalities. Given our set of a total of 120 instances for

each of the three modalities (two per subject per topic), we started by evaluating the performance

of the features extracted from each topic, followed by the the evaluation of the features of both

topics combined. We compared the performance of individual modalities to their combinations.

This is followed by evaluating the performance of the across-topic learning process to investigate

whether a trained model can identify deceit in different domains. Table 7.3 shows deception and

truthfulness detection rates in addition to the overall accuracy using different modalities for the
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TABLE 7.3. Deception, truthfulness, and overall accuracy percentages for individ-

ual and integrated modalities using features extracted from the abortion, best friend,

and combined topics.

Modalities

Topic

Abortion (AB) Best Friend (BF) AB+BF

D T All D T All D T All

Linguistic 56.66 60.00 58.33 56.66 56.66 56.66 58.33 63.33 60.83

Physiological 60.00 33.33 46.67 63.33 46.67 55.00 61.67 51.67 56.67

Thermal 40.00 56.67 48.33 56.67 73.33 65.00 51.00 36.00 44.30

Ling+Phys 66.67 80.00 73.33 60.00 30.00 45.00 56.67 60.00 58.33

Ling+Thermal 27.00 33.00 30.00 67.00 47.00 57.00 52.00 53.00 53.00

abortion and best friend topic. The baseline for this experiments is 50% as we have the same

number of truthful and deceptive instances per each topic.

For the abortion topic, we can observe that the linguistic modality achieved the highest

performance of the individual modalities. Also, the thermal and physiological modalities obtained

accuracies below the baseline. We can also notice that the combination of linguistic and thermal

modalities achieves achieve the lowest performance. However, the combination of linguistic and

physiological modalities improve significantly the performance over the use of individual modal-

ities. The improvement in the overall accuracy using this combination of modalities results in an

error rate reduction of 15% as compared to the use of the linguistic modality only.

The performance of the features extracted from the best friend topic is significantly lower

than the first topic using different modalities. For this topic, thermal is the best performing modal-

ity, followed by the linguistic modality. The combination of the linguistic and physiological modal-

ities resulted in accuracy deterioration, particularly for the truthful class. The combination of

linguistic and thermal modalities showed a small improvement in the overall accuracy and a sig-

nificantly improvement on the deceptive class. One possible explanation for these results is the

personal nature of the task. People might experience similar physiological and thermal response
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while talking about their best friend or talking about someone they cannot stand. Thus the classifier

is unable to clearly differentiate between the deceptive and truthful states.

The last column of the table shows the performance of the features extracted from both

topics together for all modalities. As observed, the linguistic and physiological features exhibit

improved performance compared to their per-topic performance. This indicates that as the number

of instances increases, even with data from different topics, the trained model increase its capabil-

ity of discriminating between deceptive and truthful instances. This time, the linguistic modality

attains the highest accuracy. The combination of modalities do not show significant improvement

over the use of the linguistic modality only. However, it does show improvement over the individ-

ual use of the thermal and physiological modalaties.

Overall, these results suggest two important remarks. First, enlarging the data size with fea-

tures from different deceptive topics is useful. Second, integrating features from multiple modali-

ties, in some cases, can lead to performance improvement. In particular, experiments showed that

the physiological modality might improve linguistic representations. However, as observed, results

vary over different modality combinations, thus suggesting that further research is needed to take

advantage of the multimodal setting for the deception detection task. One possible explanation

for these results is the effect of a relatively small dataset. Then, additional experiments are also

required to evaluate the effect of different amounts of data.

7.6.2. Across Topic Learning

Table 7.4 presents the deceptive and truthful detection rates and the overall accuracy for the

across-topic learning process using individual and combined modalities. In this learning scheme,

the classifier is trained using features from one topic and then tested on the other topic. For ex-

ample, the classifier is trained using the best friend features and tested using abortion features

and conversely. Results only report the combination of linguistic and physiological modalities as

the combination of linguistic and thermal features lead to accuracies below the baseline. In both

cases, it can be noticed that the cross-topic setting creates a large imbalance between the detec-

tion rate of the deception and truthfulness classes. While one class has a significantly improved

performance, the other class suffers a deteriorated performance, which indicates difficulties during
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TABLE 7.4. Across-topic deception (D), truthfulness (T), and average overall (All)

accuracies % using individual and combined modalities. Note that when the tested

topic is “Abortion”, the classifier is trained with the “Best Friend” features and vice

versa.

Modalities

Tested Topic

Abortion Best Friend

D T All D T All

Linguistic 83.30 23.30 53.30 86.70 13.30 50.00

Physiological 53.30 50.00 51.70 66.70 50.00 58.30

Ling + Phys 46.70 50.00 48.30 76.70 30.00 53.30

learning process. However, for the best friend topic, we can observe an accuracy improvement

when the linguistic modality is complemented with physiological data.

7.7. Conclusions

In this chapter, we presented a portability study in which we explored the use a multimodal

approach for the deception detection task. We introduced a multimodal deception dataset, consist-

ing of measurements of physiological, thermal, and visual responses recorded over two different

deceptive and truthful scenarios. A novel multimodal system is presented, to detect deceptive

behaviors by integrating features from linguistic, thermal, and physiological modalities. Experi-

mental results suggested that features extracted from linguistic and physiological modalities can

potentially be good indicators of deceptive behaviors.

Moreover, creating a multimodal classifier by integrating features from different modalities

proved, in some cases, to be superior to classifiers built from individual modalities. However,

since obtained results vary over different modality combinations, the effect of integrating linguistic

analysis with other modalities is not consistent. Since this might be related with the use of a

relatively small dataset, additional experiments are required to better evaluate the benefit of using

a multimodal strategy for the deception detection task.
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Additionally, our experiments showed that the quality of the extracted features is topic-

related. In some topics, the high variation in physiological responses can negatively affect the

quality of the features and reduce their capability of discriminating between deceptive and truthful

behaviors. Overall, our experiments showed that the use of multiple modalities in the detection of

deceit is heading in a promising direction. However, further research is required on the multimodal

feature extraction and also in the integration of multiple modalities.
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CHAPTER 8

CONCLUSIONS

This dissertation presented several experiments and analyses that address the sentiment

analysis task from a multimodal perspective. The goal of this thesis was to assess whether the

augmentation of linguistic representations using other modalities, including acoustic, visual, and

physiological, would improve the sentiment detection in multimodal content.

The main findings of this thesis are summarized below.

8.1. Summary of Findings

In the introduction of this work, we posed several research questions that were addressed

through the different chapters. The subsequent paragraphs provide a brief answer for each of them

based on the conducted experiments.

(1) Is it possible to collect reliable multimodal data for the sentiment analysis tasks using

online data sources?

Most of the subjective multimodal content found online is generated by using built-in

cameras and microphones present in everyday devices such as mobile phones and lap-

tops. This data, recorded by users at their home, workplace or outdoors, presents multiple

variations and noise. Thus, the use of this data poses important challenges for the auto-

matic analysis of visual and acoustic modalities. To address this issue, previous research

on audio-visual emotion analysis used acted datasets that were collected based on actors

simulating emotions in clean laboratory settings with minimal noise and high visual qual-

ity. In contrast, this research explored the construction of a multimodal dataset, collected

from online sources, with sufficient audiovisual quality to allow the extraction of multi-

modal features and enable experiments on sentiment detection. With this goal in mind,

we built multimodal datasets using online sources. Our first attempt to produce such

resources was presented in Chapter 4. Using a web crawler, we collected a dataset con-

sisting of online video reviews for two product categories: fiction books and cellphones.

This dataset was automatically annotated for sentiment using the star ratings provided
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by the reviewers and was manually transcribed using both crowd sourcing and an auto-

matic speech recognition engine. This method enabled the collection of a dataset of 250

video reviews transcribed and annotated for sentiment. Although we were able to con-

duct experiments on sentiment detection using the verbal component of this dataset, we

realized that the audio and visual quality were not sufficient to conduct further experi-

ments involving the use of visual and acoustic signals. We thus collected a second dataset

containing video reviews, but this time we conducted manual selection and annotation to

ensure the dataset quality. Specific guidelines were followed to avoid noisy backgrounds,

occlusions, and low quality signals. The resulting dataset consists of 105 videos annotated

for sentiment at video level. This dataset was used in the sentiment detection experiments

presented in Chapter 5. In an effort to enable a more detailed analysis of the sentiment ex-

pressed in such videos, we generated a third dataset that consisted of an expansion of the

second dataset but segmented, transcribed, and annotated for sentiment at utterance level.

The final collection consisted of 498 utterances, including their transcriptions and corre-

sponding visual and acoustic data streams. The dataset was used to enable fine-grained

sentiment analysis in video reviews on experiments also presented in Chapter 5.

(2) Can we identify the sentiment in video reviews using only their verbal component and

applying available methods for written reviews? If so, are there differences in sentiment

classification when using writing-based and speech-based reviews?

We addressed this question in Chapter 4. Using a multimodal opinion dataset, automat-

ically crawled from the web, several experiments were run to determine whether current

methods for sentiment can be applied to text extracted from multimodal content. We

conducted evaluations of the verbal component of videos, obtained by using automatic

and manual transcriptions. Results showed that classifiers that were built using automatic

transcriptions achieved lower performances as compared to the ones that were built us-

ing manual transcriptions. However, assuming reasonable word error recognition rates,

the classifiers built from automatic transcriptions are accurate enough to allow the auto-

matic detection of sentiment. Furthermore, with the aim of investigating differences in the
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sentiment classification task when using writing-based and speech-based reviews several

empirical comparisons of both tasks were performed. Indeed, we showed that these tasks

are different in nature and that methods designed for written reviews are not as accurate

when applied to the verbal component of video reviews, since the verbal component rep-

resents only a portion of the message conveyed by the speaker. Moreover, based on these

experiments, it is clear that there is a need for sentiment analysis tools adapted to handle

multiple modalities.

(3) Can we augment linguistic representations using acoustic and visual clues present in video

data to automatically identify sentiment? If so, are resulting models more accurate than

using linguistic information only?

In Chapter 5, we explored the addition of the visual and acoustic modalities to linguistic

representations, in an attempt to enhance the knowledge representation by adding emo-

tion clues present in visual and acoustic modalities. With the final goal of identifying

sentiment in video content, representative features per each modality are extracted and

evaluated in the multimodal sentiment analysis task conducted at video and utterance

level.

The results were very promising. We showed that augmenting the linguistic represen-

tations with audio and visual modalities indicates consistent improvement over the use

of the linguistic modality only. Moreover, this property also holds conversely when we

added linguistic information to either visual or speech modalities, as the combined use of

these modalities achieved higher classification performances than audio and visual modal-

ities alone. The accuracy of the multimodal system applied to the video-level sentiment

prediction achieved an accuracy of 75%, with an accuracy improvement of 10% over the

use of the linguistic modality alone. In addition, the system obtained a highest accuracy

improvement of 20%, when compared to the worst performing modality: acoustic.

On the other hand, utterance-level sentiment prediction proved to be a more challeng-

ing task, as the linguistic modality achieved an accuracy of only 54.05%. However, the

performance of the multimodal system at utterance-level showed a similar trend to that
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obtained with video-level analysis, reaching almost a 10% of accuracy improvement over

the use of the linguistic modality alone. Similarly, adding one modality at the time showed

steady improvement over the use of single modalities. Overall, our findings revealed that

modalities complement each other and that their proper integration can lead to significant

accuracy improvement.

(4) Is it possible to also incorporate physiological sensing along with linguistic analysis to

predict sentiment?

This question is addressed in Chapter 6, where unlike from previous experiments, we

approached the identification of sentiment from the viewer’s perspective. The presented

approach tried to emulate the way people use multiple channels to perceive other people’s

emotions and sentiments. Therefore, we built a multimodal system that would take into

account multiple modalities to appraise the affective response experienced by the viewer

while exposed to visual narratives. Moreover, while human perception is limited to au-

diovisual data, the multimodal system incorporates physiological sensing as part of the

channels used to recognize people’s affective response.

An important contribution of this study is the collection of datasets containing visual,

physiological, and linguistic responses to visual narratives. Using this dataset, three ex-

periments to study human’s affective response to visual narratives were conducted: first,

the presence of affective response was identified. Second, the presence of affect, as well

as the valence of the affect were detected. Third, the positive or negative valence of the

affective state was identified. Results showed that the use of multiple modalities aid the

human affect detection. In particular, the first and second experiments showed that the

joint use of visual, thermal, and physiological modalities provide improved performance

on the detection of affective responses, obtaining relative error reductions in the range

of 46% to 64% when compared to random and majority class baselines. Also, results

from the third experiment showed that the multimodal system outperforms the use of the

linguistic modality by almost 5%. This provides further evidence of the benefit obtained

when combining multiple data sources.
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(5) Can we port the multimodal approach to other affect recognition tasks, such as deception

detection?

In Chapter 7, we studied the transfer of the developed methods for multimodal sentiment

detection to another problem related to affect recognition, namely deception. Again, we

undertook the creation of a dataset suitable for our experiments. Hence, we introduced

a new dataset on the deception domain consisting of deceptive and truthful statements

about two different topics, which were recorded using a web camera, microphone, thermal

camera, and several physiological sensors. Deception detection experiments conducted

on this dataset showed significant improvements over the use of the linguistic modality,

which achieved an average accuracy of 58%. The analyses showed that the deception task

can benefit from the use of thermal and physiological data streams. More specifically,

linguistic and physiological modalities were found to be good indicators of deceptive

behaviors, as their combination achieved accuracies up to 70%.

As this study shows, the use of multiple modalities in the detection of deceit is heading

in a promising direction. However, it is important to notice, that we did not take advantage

(or did not have success in taking advantage) of the visual and acoustic data streams.

We believe that including this information could be useful but it would require further

examination.

8.2. Contributions

This dissertation focused on the construction of computational resources and tools that

allow sentiment analysis to be applied to multimodal data. This work showed that existing meth-

ods for text-based analysis can be applied, to some extent, to predict sentiment in video reviews

by using their verbal component. However, as shown in Chapter 4, obtained performances do

not compare to performances obtained when using written opinions, mainly because the verbal

component is only part of the message conveyed by the speaker, which also uses gestures and

voice intonations. This provides further evidence of the need for multimodal data ad-hoc methods.

Through several experiments, it was shown that modalities such as audio, video, and physiological

data can be successfully used to improve the existing linguistic representations for sentiment anal-
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ysis. We built a system that integrates features extracted from these different modalities. Using this

system, we were able to predict the sentiment expressed in video reviews and also the sentiment

experienced by the viewers while exposed to emotionally loaded content. In addition, this work

showed that these strategies can be ported to other affect recognition problems. This dissertation

provided context for this by studying the deception detection problem. Additional contributions

of this work are several multimodal datasets that will enable further research on sentiment and

deception detection.

8.3. Future Work

Although the results presented in this dissertation have demonstrated that the use of multi-

modal data can improve linguistic representations, the applied approach can be further improved

in a number of ways.

Exploring additional multimodal fusion methods: Experiments presented in this research were

conducted using basic methods for multimodal fusion, i.e. early fusion. Methods such as

decision-level and meta-level fusion can also be explored to improve the integration of the

visual, acoustic, physiological, and linguistic modalities. The use of these methods would

allow addressing problems such as missing data, relative importance of each modality,

and data synchronization. For instance, building separate classifiers for each modality

might help to deal with cases where information from a single modality is missing by

allowing making the final decision using the remaining modalities. Also, using decision

fusion based on weighing or voting might allow to represent the relative importance of

a modality in the model by assigning it a greater weight into the model; for instance, in

the deception task, the model could assign higher confidence to the physiological modal-

ity than to the thermal modality as it seems to differentiate better among deceptive and

truthful states. Additionally, the correlation among modalities can also provide insights

in the way they should be combined. Because of time considerations, these methods were

not explored in this dissertation but their use represents a promising research direction

as they might allow researchers to better capture the relationships between the different

modalities.
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Applying finer-grained temporal analysis: Multimodal feature extraction was conducted in-

dependently on each modality, thus it lacked temporal information. Finer-grained tempo-

ral analysis of the multimodal features could be applied to align the different modalities to

reach a better understanding of when and why changes in sentiment and affect take place,

and how they can be effectively sensed and predicted.

Exploring the integrations of more sophisticated features for the different modalities: This dis-

sertation was concerned mainly with the integration of additional modalities to linguistic

representations. For this reason, most of the multimodal features used in this work, con-

sist of features that have been previously found to be effective for the prediction of affect

using speech, visual, and physiological data streams. Perhaps, by incorporating more

sophisticated features, the representation of each modality can be improved, particularly

for the acoustic and thermal modalities, which were found very difficult to model due to

variability issues among individuals.

96



BIBLIOGRAPHY

[1] M. Hu and B. Liu, Mining and summarizing customer reviews, Proceedings of the tenth

ACM SIGKDD international conference on Knowledge discovery and data mining (Seattle,

Washington), 2004.

[2] C. Alm, D. Roth, and R. Sproat, Emotions from text: Machine learning for text-based emo-

tion prediction, Proceedings of the Conference on Empirical Methods in Natural Language

Processing (Vancouver, Canada), 2005, pp. 347–354.

[3] L. Lloyd, D. Kechagias, and S. Skiena, Lydia: A system for large-scale news analysis, String

Processing and Information Retrieval (SPIRE 2005), 2005.

[4] P. Carvalho, L. Sarmento, J. Teixeira, and M. Silva, Liars and saviors in a sentiment anno-

tated corpus of comments to political debates, Proceedings of the Association for Compu-

tational Linguistics (ACL 2011) (Portland, OR), 2011.

[5] H. Yu and V. Hatzivassiloglou, Towards answering opinion questions: Separating facts

from opinions and identifying the polarity of opinion sentences, Conference on Empirical

Methods in Natural Language Processing (EMNLP-03) (Sapporo, Japan), 2003, pp. 129–

136.

[6] G. Carenini, R. Ng, and X. Zhou, Summarizing emails with conversational cohesion and

subjectivity, Proceedings of the Association for Computational Linguistics: Human Lan-

guage Technologies (ACL-HLT 2008) (Columbus, Ohio), 2008.

[7] J. Wiebe and E. Riloff, Creating subjective and objective sentence classifiers from unan-

notated texts, Proceedings of the 6th International Conference on Intelligent Text Process-

ing and Computational Linguistics (CICLing-2005) (invited paper) (Mexico City, Mexico),

2005.

[8] A. Esuli and F. Sebastiani, SentiWordNet: A publicly available lexical resource for opinion

mining, Proceedings of the 5th Conference on Language Resources and Evaluation (LREC

2006) (Genova, IT), 2006.

[9] B. Pang and L. Lee, A sentimental education: Sentiment analysis using subjectivity summa-

97



rization based on minimum cuts, Proceedings of the 42nd Meeting of the Association for

Computational Linguistics (Barcelona, Spain), July 2004.

[10] A. Maas, R. Daly, P. Pham, D. Huang, A. Ng, and C. Potts, Learning word vectors for

sentiment analysis, Proceedings of the Association for Computational Linguistics (ACL

2011) (Portland, OR), 2011.

[11] D. Chen and R. Mooney, Panning for gold: Finding relevant semantic content for grounded

language learning, Proceedings of Symposium on Machine Learning in Speech and Lan-

guage Processing, 2011.

[12] M. D. Munezero, C Suero M., E. Sutinen, and J. Pajunen, Are they different? affect, feeling,

emotion, sentiment, and opinion detection in text.

[13] K. S. Fleckenstein, Defining affect in relation to cognition: A response to susan mcleod,

Journal of Advanced Composition (1991), 447–453.

[14] H. Wang, D. Can, A. Kazemzadeh, F. Bar, and S. Narayanan, A system for real-time twitter

sentiment analysis of 2012 u.s. presidential election cycle, Proceedings of the ACL 2012

System Demonstrations (Jeju Island, Korea), 2012.

[15] M. Bautin, L. Vijayarenu, and S. Skiena, International sentiment analysis for news and

blogs, Proceedings of the International Conference on Weblogs and Social Media (Seattle,

WA), 2008.

[16] N. Godbole, M. Srinivasaiah, and S. Sekine, Large-scale sentiment analysis for news and

blogs, International Conference on Weblogs and Social Media (Denver, CO), 2007.

[17] G. Littlewort, J. Whitehill, Tingfan Wu, I. Fasel, M. Frank, J. Movellan, and M. Bartlett,

The computer expression recognition toolbox (cert), Automatic Face Gesture Recognition

and Workshops (FG 2011), 2011 IEEE International Conference on, march 2011, pp. 298

–305.

[18] F. Eyben, M. Wollmer, and B. Schuller, Openear introducing the munich open-source emo-

tion and affect recognition toolkit, ACII, 2009.

[19] M. Bartlett, G. Littlewort, E. Vural, K. Lee, M. Cetin, A. Ercil, and J. Movellan, Data min-

98



ing spontaneous facial behavior with automatic expression coding, Verbal and Nonverbal

Features of Human-Human and Human-Machine Interaction, Springer, 2008, pp. 1–20.

[20] P. Wittenburg, Hennie Brugman, Albert Russel, Alex Klassmann, and Han Sloetjes, Elan: a

professional framework for multimodality research, Proceedings of LREC, vol. 2006, 2006.

[21] P. Stone, General inquirer: Computer approach to content analysis, MIT Press, 1968.

[22] C. Strapparava and A. Valitutti, Wordnet-affect: an affective extension of wordnet, Proceed-

ings of the 4th International Conference on Language Resources and Evaluation (Lisbon),

2004.

[23] R. Agerri and A. Garca-Serrano, Q-wordnet: Extracting polarity from wordnet senses, Pro-

ceedings of the Seventh International Conference on Language Resources and Evaluation

(LREC’10) (Valletta, Malta), May 2010.

[24] J. Pennebaker and M. Francis, Linguistic inquiry and word count: LIWC, 1999, Erlbaum

Publishers.

[25] D. Rao and D. Ravichandran, Semi-Supervised Polarity Lexicon Induction, The 12th Con-

ference of the European Chapter of the Association for Computational Linguistics (Athens,

Greece), no. April, 2009, pp. 675–682.

[26] A. Montejo-Ráez, E. Martı́nez-Cámara, M. T. Martı́n-Valdivia, and L. A. Ureña López,
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