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ABSTRACT 

Identification of a munition fill is easier if one 
can determine if there is fill material present 
(empty versus full), and if so, the phase (solid or 
liquid) of the fill. Previous munition inspection 
efforts by the Idaho National Engineering and 
Environmental Laboratory (INEEL) determined 
that resonance information could determine the 
fill. A portable, noncontacting laser-acoustic 
system was developed by INEEL that uses a 
low-power laser system to measure the 
container’s vibration characteristics in response 
to an acoustic excitation. These vibration 
characteristics were shown to be functions of the 
fill material and munition geometry. The laser 
acoustic system was used to characterize the fill 
of over one hundred 155-mm munitions. 
Additional research and development using this 
system is being performed for the Mobile 
Munitions Assessment System sponsored by the 
Project Manager for Non-Stockpile Chemical 
Materiel (PMNSCM) within the U. S. Army 
Chemical Demilitarization Program under 
Department of Energy, Idaho Operations Office, 
Contract No. DE-AC07-94ID13223. 

LASER-ACOUSTIC INSPECTION 

The laser-acoustic inspection system operates on 
the principle that fill material affects the 
vibration of the container in a measurable and 
predictable way. Typically, the density, 
viscosity, and elastic properties of the fill 
material affect the frequencies at which 
vibration resonances occur and the amplitudes 
of those resonances. Figure 1 illustrates the 
effects of different fills on the resonance modes 
of a 155 mm artillery shell. The liquid-filled 
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Figure 1 The effects of different fill types on 
resonance spectra of 155 mm artillery shells. 

shell exhibits resonances that are shifted 
downward in fiequency relative to the 
corresponding resonances in the empty shell. 
Test results have indicated that the fraction of 
the total energy that is distributed in the higher 
frequencies is also lower for liquid-filled shells 
than it is for empty shells. Clearly, the solid fill 
attenuates resonances above 3 kHz much more 
than the other fills. 

With the laser-acoustic inspection system, 
vibrations are induced in objects by broadband 
white noise emanating from an ordinary 
loudspeaker. The loudspeaker is usually 
positioned as close to the inspected object as is 
practical, typically several inches but perhaps as 
far as several feet. The response to the acoustic 
excitation is sensed using a noncontacting laser 
vibrometer. The vibrometer focuses laser light 
on the surface of the object. The surface motion 
of the excited object induces a Doppler shift in 
the retroreflected laser light, which is sensed. 
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Electronic demodulation of the Doppler-shifted 
light produces a voltage at the analog output of 
the sensor that is proportional to the z 

instantaneous surface velocity. 

The laser acoustic system is currently setup, 
adjusted, activated, and deactivated manually 
using Labview software developed for 
specifically for this application. A graphical 
user interface allows the user to select the data 
acquisition parameters and perform a real-time 
correlation analysis with stored reference data. 
The system software, called “Vibrometer”, 
collects and displays spectra of the munition 
during the excitation and nonexcitation periods. 
In addition, Vibrometer displays a single value- 
with-time that indicates the laser’s signal 
strength. (Signal strength is an indication to the 
operator that the sensor is locked on to the 
munition and ready to begin the data acquisition 
process.) Spectra are estimated from the digital 
data by averaging fast Fourier transforms 
(FFTs). FFTs are computed in real-time so the 
digitizer can operate continuously at the 
specified sampling rate; the data acquisition 
system permits seamless operations and 
analysis. The munition resonance spectrum is 
obtained by subtracting the data from the 
excitation and nonexcitation periods (instrument 
noise is removed during subtraction). 
Vibrometer has three reference displays, empty, 
liquid, and solid, where reference spectra for the 
specific munition and prospective fill type are 
displayed; a correlation value in each reference 
window gives the user real-time feedback on 
munition fill. Although a correlation analysis 
can be used, care must be taken when using the 
correlation value since the correlation is done on 
the collected frequency component and does not 
include amplitude information, Le., strength of 
vibration. Therefore, a majority of the 
classification analyses have been accomplished 
using other statistical processing techniques on 
the object’s frequency spectrum. The statistical 
technique most commonly employed is a 

nonparametric “k-nearest neighbor” (KNN) 
method. With the KNN method, a set of spectra 
from objects of known class is required before 
an unknown spectrum can be categorized 
because classification is based on the 
“proximity” of the spectrum of the unknown 
object to known spectra. This statistical 
analysis is currently done in the laboratory, not 
at the time of acquisition, because some 
preprocessing of the data is usually required. 
Eventually, the system will automatically 
perform classification analysis immediately 
after data acquisition. 

Using the KNN method, the input to the 
classification algorithm is a set of frequency and 
amplitude pairs. Each pair is the frequency and 
amplitude of the largest resonance peak in a 
specific frequency range of the calculated 
spectrum. Typically, 16 nonoverlapping 
frequency ranges will be used, resulting in a 
total of 32 parameters characterizing each 
spectrum. Each set of 32 parameters defines a 
point in parameter space. That point is 
classified based on its proximity to other points 
of known class. An item of unknown class is 
assigned to a class based upon the class 
membership of its “k” nearest neighbors(the 
value of k is usually three in this work). If two 
of the three nearest neighbors belong to the 
same class, then the unknown item will be 
assigned to that class. The determination of 
“proximity” is based on the Mahalanobis 
distance between points, Le.: 

where Vi is the covariance matrix for class i. 

In practice, the covariance matrices are not 
known and must be estimated from the data on 
training objects, usually after making some 
assumptions regarding the form of the matrix. 
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DETAILED STATISTICAL ANALYSIS EXAMPLE 

Because KNN dispiminant analysis tends to 
deteriorate as the number of classes increases, a 
classification method based on a combination of 
KNN with classification tree techniques was 
developed. This method allows (1) an 
interpretable tree based on natural hierarchies 
among the classes to be readily constructed, (2) 
classification into more than two groups at each 
step when appropriate (i.e. when the natural 
classification hierarchy suggests it), and (3) 
multiple criteria at each step. The classification 
tree is, of course, very application dependent. A 
detailed example of the classification method, 
applied to the problem of identifying chemical 
weapon fill types, is given here. 

K-Nearest Neighbor Discriminant Classification Trees 

Normally, k-nearest neighbor discriminant 
analysis works as follows. Suppose an object is 
known to belong to one of a set of q mutually 
exclusive classes C = {c,, c2, . . ., c,}, and we 
wish to assign the object to one of these classes 
based on x, a vector of measured characteristics 
of that object. Given a set of training data, the 
analysis must assign the object to class j such 
that: 

where k, is the number of the k-nearest 
neighbors to x that are in class i, n, is the 
number of members of class i in the training set, 
and is the population proportion in class i (or 
some other estimate of the prior probability of 
membership in class i). The value of k is chosen 
rather arbitrarily and does not have much affect 
on correct classification rates in a well-behaved 
classification system. We generally use k = 3. 

Determining which points in the training set are 
the k-nearest neighbors to x requires specifying 
a distance metric. If the true covariances among 
elements of x are known, then the probability of 
correct classification is maximized by using the 
Mahalanobis distance with the known class- 
specific covariance matrix. As classes increase 
in number, the usual KNN assumption of equal 
covariance matrices becomes less tenable, 
suggesting that class-specific rather than pooled 
covariance matrix estimates should be used. 
But going to class-specific covariance matrices 
increases the number of parameter estimates 
required relative to the number of training 
objects available. Rarely are there enough data 
to provide adequate estimates of class-specific 
matrices. That is why we have combined KNN 
analysis with a classification tree approach. 

In the broadest sense of the term, classification 
tree methods are simply recursive partitioning 
techniques that break a discrimination problem 
into a sequential and branching series of 
decisions. Each branching point or node in the 
tree produces partial classification by focusing 
on comparisons between key variables and/or 
classes. Complete classification is achieved 
when all objects have been processed through 
the appropriate intermediate classification steps 
to reach a terminal point or leaf in the tree. 
Using a classification tree to break a KNN 
classification task into smaller segments can 
mitigate some of the problems inherent with 
using nonrecursive KNN analysis on data 
containing large numbers of classes andor 
measurement variables. Keeping the number 
classes small increases the likelihood that 
between-class covariance matrices will have 
similar structures, so that using a pooled 

f 

~~ 

variance estimate is more valid. All else being 
equal, whenever a classification tree approach 
has beneficial effects on the precision of 
covariance matrix estimates, it will theoretically 
improve classification results compared to using 
nonrecursive KNN analysis. 

3 



Discrimination Using the KNN Classification Tree 
Method 

Suppose as before that there is a set of q 
mutually exclusive classes C = {c,, c2, . . ., CJ 

into which we wish to classify objects and for 
which certain measurements are available from 
a set of training objects with known class 
memberships. Formally, the KNN classification 
tree method proceeds in the following manner: 
1. 

2. 

3. 

4. 

5. 

From the elements of C, determine a set of p 
mutually exclusive aggregate groups of 
classes G, = (g,,, g12, . . ., gIp] such that 2 I 
p < q &e., each element of G, contains one 
or more of the elements in C) into which to 
partition the training set data. (Note: p is 
typically small, say two or three. If p = q, 
then it is a nonrecursive KNN 
classification.) 
Select a vector of measurements xGI from 
those available for the training objects that 
are capable of discriminating between the 
classes in GI. 

Perform KNN classification analysis on the 
training set data, and assign each object to 
an element of G, according to the results of 
the nearest neighbor calculations. 
Evaluate the partitioning’s adequacy by 
cross validation. If results are unacceptable, 
repeat Steps 1 through 3, making appropriate 
adjustments in either G, or G ~ .  
For each element of G, composed of more 
than one element of C ,  repeat Steps 1 
through 4. For example, if g,, contains r > 1 
elements of C, form a new set of aggregate 

elements of GI, are formed from the 
elements of C previously composing g,l. 
Any element of G, composed of a single 
element fiom C comprises a terminal node 
or leaf in the classification tree and is not 
analyzed further. 

. 
groups G,, = fg,,,, g112, * * .I, where the 

6.  Repeat Steps 1-5 until all elements of C 
appear as terminal nodes. 

Within the constraint of choosing partitions that 
increase the probability of correct classification, 
the aggregate groups are generally formed along 
the lines of natural hierarchies among the 
elements of C. The iterative approach to tree 
development specified in Steps 1 through 4 
provides empirical feedback for fine-tuning the 
classification tree. This feedback serves as a 
check on the relevant (i-e., useful) partitions 
suggested by the natural hierarchies of the 
classes. 
The performance of a KNN classification tree is 
best judged by classifying new objects (i.e., 
ones not in the training set). In lieu of such new 
data, we used cross validation (or the “leave- 
one-out” method) of the KNN discriminant 
analyses performed at each branching node in 
the classification tree. This serves as a basis for 
measuring the local discriminatory power (i.e., 
how well discrimination works at each node). 
Cross validation treats n - 1 out of n training 
observations as a training set to classify the one 
remaining object. This is done for each of the n 
training objects, with the number of correct and 
incorrect classifications recorded for each node. 
The two measures of interest are sensitivity and 
specificity. Sensitivity measures the probability 
that a node captures objects belonging to it. 
Specificity measures the probability that a node 
captures only its own true members. 
Discrimination capability across multiple 
branching nodes is evaluated by combining the 
appropriate node-specific cross-validation 
results. Of particular interest are the q terminal 
node paths, which give estimates of the 
probability of correct classification into each 
class in C for objects processed through the 
entire tree. Another useful measure is the total 
sensitivity or nonerror rate for the tree, i.e. the 
combined percent of objects correctly classified. 
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Classification of Fill Types for 155 mm Artillery Shells 

During field trials in 1992, data on empty 155 
mm artillery shells and shells containing four 
types of chemical weapons (white phosphorous, 
GB, VX, and H), three chemical weapon 
simulants (GB-S, VX-S, and H-S), and two 
surrogate fill materials (sand and ethylene 
glycol) were collected. Measurements were 
obtained on a total of 109 shells. Table 1 gives 
the number of items with each type of fill. 

Table 1. 155 mm artillery shell fill types. 

Fill Material Number Inspected 

vx 16 
GB 
Mustard 
VX Simulant 
GB Simulant 
Mustard Simulant 
Ethylene Glycol 
Sand 

Empty 
White Phosphorus 

16 
17 
5 
5 
5 
8 
8 

7 
22 

Prior to the statistical discriminant analysis, the 
data were preprocessed in several ways. First, 
data were merged so that each test item was 
represented by only one spectrum. Merging was 
accomplished by computing the mean amplitude 
at each frequency from the amplitudes in the 
various spectra. Next, it was necessary to create 
data files suitable for use by the statistical 
analysis program. Each spectrum was first 
processed by a peak detection program, which 
identifies spectral peaks and suppresses high 
frequency background noise. The peak-detected 
spectra were then analyzed to identify the 
frequency and amplitude of the highest spectral 

peak in each of a set frequency ranges. Sixteen 
contiguous fiequency ranges were used in 
processing the 155 rnm artillery shell data. =The 
first eight ranges were 500 Hz wide, covering 
the frequencies between 0 Hz and 4 kHz. The 
next eight ranges were 1 kHz wide, covering the 
frequencies between 4 kHz and 12 kHz. For the 
statistical analysis, each spectrum was thus 
characterized by 32 parameters: 16 frequencies 
and 16 corresponding amplitudes. (Average 
amplitude was also used as an analysis variable 
for some nodes in the tree.) Skewness, kurtosis, 
and normal probability plots were examined for 
each of the classification variables, and the 
Shapiro-Wilks test for normality was performed. 
Results indicated severe departures from 
normality for many of the variables. The same 
tests on the logarithms and rank transformations 
of the variables indicated no consistent 
improvements in fit. Thus, there was a strong 
indication that a nonparametric method such as 
KNN would be more appropriate than other 
discriminant methods for these data. To further 
smooth the data, the KNN analysis was 
performed on data ranks. All KNN analysis and 
validation was performed using PROC 
DISCRIM in the SAS s o h a r e  system for 
personal computers.' Analysis was based on k = 
3 nearest neighbors in all cases. The 
classification tree selected for the chemical 
weapons data is shown in Figure 2, with 
information on the node-specific cross- 
validation results. Ratios listed in the figure are 
cross-validation estimates of sensitivity, and 
percentages are the probability of correct 
classification for objects belonging to the node. 
Table 2 gives global sensitivity results for each 
munition fill type (i.e., calculated for each of the 
10 paths resulting in a terminal node). 

1SASISTAT User's Guide, Release 6.03 Edition, SAS 
Institute Inc., Cary, North Carolina, 1988. 
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109 155mm 
Artillery Shells 

101/101 (100%) 

93/94 (99%) 

Others 
85/86 (99%) 

Simulants Chemical 
Weapons 

71/71 (100%) 
15/15 (100%) 

5/5 (lOOO/,) 5/5 (100%) 

Figure 2 KNN Classification tree results for 155mm shells 

Table 2. Classification tree global sensitivity 
results. 

Group Sensitivity (‘YO) 

Sand 100 
Empty 100 

Ethylene glycol 100 

GB-S 100 

vx-s 80 
H-S 100 
White phosphorous 100 
GB 100 

vx 94 
H 100 

While this example shows that KNN 
classification tree analysis is a useful method for 
classifying objects inspected with the laser- 
acoustic system, the cross-validation results are 
somewhat optimistic in that the classification of 
actual new objects (rather than reclassification 
of those in the training set) will likely result in 
somewhat lower correct classification rates. 

PHASE DETERMINATION ANALYSIS 

The laser-acoustic project is now developing a 
system to determine the phase (solid or liquid) 
of the fill material in a munition. Two acoustic 
techniques, one contacting and the other 
noncontacting, are being investigated. These 
two approaches provide unique capabilities for 
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the rapid inspection of munitions. On February 
3,1997 the INEEL Phase Determination team 
went to Dugway Utah for additional field testing 
with actual 155 mm munitions. The parameters 
varied include fill type, shell number, fuse or 
lifting lug, and ring or no ring. Five different 
conditions were considered: low excitation 
level, high excitation level, buried in various 
levels of sand, filled to various levels with 
water, and stacked horizontally. Correct 
classification was defined to be that a spectrum 
was most highly correlated with another 
spectrum of the same fill type; replicates are 
included. Results of the correlation analysis for 
each of the five conditions follow. 

For the low excitation level, the classification 
was 82.5% correct. Spectra from empty shells 
are 100% correctly classified, sand shells 70%, 
and water shells 20%. This is likely due to there 
being 25 empty shells, 10 sand shells, and only 
5 water shells. To balance the analysis, two 
groups of spectra from empty shells and two 
groups from sand shells were considered. If the 
additional constraint that the high correlation 
cannot be with a replicate is imposed, the 
classification is 70% correct, with 100% for 
empties and 40% for sand. 

After increasing the excitation level, the 
classification is 100% correct when replicates 
are included. If replicates are not included, only 
five water shells were tested against the other 
five water shells, the five sand shells, and the 
five empty shells. For these five water shells, 
100% correct classification was achieved. 

Because different numbers of spectra were taken 
with low excitation and high excitation, these 
two cases were compared by considering three 
groups of five replicates of each of the two 
conditions (low and high excitation) and 
defining correct classification as with a 
replicate. The three groups are empty shells, 
water shells, and sand shells. The low 

excitation spectra achieved 60% correct 
classification, the high achieved 93.3%. 
Therefore, this data set was used as the 
comparison set for the remaining classification 
analyses. For example, spectra from the buried 
shells are correctly classified if the highest 
correlation is with a shell from the high 
excitation spectra containing the same fill type. 

For the buried shells, five replicates each of 
water, empty, and sand-filled containers were 
surrounded by increasing amounts of sand. 
Spectra were correlated against the high 
excitation spectra. Only 3 of 15 spectra were 
correctly classified, all three being sand. Of the 
12 misclassified spectra, eight were 
misclassified as sand. So 11 of 15 spectra were 
classified as sand, 3 correctly and 8 incorrectly. 
An explanation may be that sand on the outside 
produces the same spectrum as sand on the 
inside. 

Five shells were filled with increasing amounts 
of water from 0 to 21 inches. Spectra were 
correlated against the high excitation spectra. 
One of five was correctly classified, this being 
the shell filled to 21 inches. 

The shells were also stacked in three different 
configurations. Spectra for two replicates of 
each fill type were collected for each 
configuration, resulting in a total of 18 spectra. 
Classification analysis allowing classification 
with a replicate results in 77.8% correct 
classification. Comparing this to the high 
excitation results of 100% suggests that stacking 
causes some confounding of the spectra. 
Without allowing correlation with 
replicatesclassification is 50% correct. None of 
the empty shells were correctly classified, 5 of 6 
water shells were correctly classified, and 4 of 6 
sand shells were correctly classified. 

These results indicate that the laser-acoustic 
system can classify munitions based upon fill 
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type. However, additional work is needed on 
the classification algorithms. Correct 
classification is increased by inducing more 
vibration within the munition. This information 
will be incorporated into kture testing and 
electronic design requirements. 


