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Abstract 

We apply traditional and customized multivariate outlier detection methods to 
detect fraud in medicare claims. We use two sets of 11 derived features, and one set 
of the 22 combined features. The features are defined so that fraudulent medicare 
providers should tend to have larger features values than non-fraudulent providers. 
Therefore we have an apriori direction (“large values” in high dimensional feature 
space to search for the multivariate outliers. We focus on three issues: (1) outlier 
masking (Example: the presence of one outlier can make it difficult to detect a second 
outlier), (2) the impact of having an apriori direction to search for fraud, and (3) how 
to compare our detection methods. 

Traditional methods include Mahalanobis distances, (with and without dimension 
reduction), k-nearest neighbor, and density estimation methods. Some methods at- 
tempt to mitigate the outlier masking problem (for example: minimum volume el- 
lipsoid covariance estimator). Customized methods include ranking methods (such as 
Spearman rank ordering) that exploit the “large is suspicious” notion. No two methods 
agree completely which providers are most suspicious so we present ways to compare 
our methods. One comparison method uses a list of known-fraudulent providers. All 
comparison methods restrict attention to the most suspicious providers. 

Key Words: fraud detection, multivariate outlier, outlier masking 



1. Description of the Original Data 
The data we use comes from Florida’s National Claims History (NCH) data covering 

1995 and the first quarter of 1996. There are approximately 34 million medicare claims 
from 384,375 health care providers (mostly medical doctors). Our study included 32,846 
of the 384,375 providers (9%), and included over 10 million claims, which accounted for 
approximately 33% of the total line item claims. Using methods we describe elsewhere, 
we create derived features that are designed to be indicative of whether the claim looks 
“normal .” 

2. Description of the Derived Features 
To preserve confidentiality we cannot describe our exact features here. But we will 

describe two “typical” features to give the idea. One typical feature might be a “goodness- 
of-fit” (gof) type of derived feature such as the “distance” between the providers procedure 
code distribution and the “typical distribution” for that providers peer group. For example, 
an ob-gyn provider might have procedure categories for natural delivery, c-section, and all- 
other. We define a distance or gof between that provider’s distribution of procedures and that 
of his peer group. A second typical feature might be the total dollars billed per patient. Our 
features can be loosely grouped into two classes. The first class includes somewhat involved 
summary statistics such as our first example that essentially model normal behavior by 
defining a reference peer group, and then measure goodness-of-fit to that model. The second 
class includes more simple summary statistics such as our first example. 

We use three sets of derived features. Set 1 includes 11 features. Set 2 includes a separate 
11 features, and set 3 is a combination of all 22 features from sets 1 and 2. The data set 
X is n rows by d columns, where n = 32,846, and d = 11 in sets 1 and 2 and d = 22 
in set 3. We refer to the columns of X as the features, fi, i = 1 , 2 , .  . . , d. The features 
are defined so that fraudulent medicare providers should tend to have larger features values 
than non-fraudulent providers. Therefore we have an apriori direction (“large values”) in 
high dimensional feature space to  search for the multivariate outliers. 

3. Multivariate Outlier Detection 
Our goal is to identify suspicious providers. Our approaches can all be viewed as multi- 

variate outlier detection methods (Ref 2). 
There are too many notions of what it means to be an outlier to review here. Also, ( the 

complexity of the multivariate case suggests it would be futile to search for a truly omnibus 
outlier detection procedure” (Ref 3). Practical suggestions for detecting multivariate outliers 
therefore include: 

(a) try several methods and compare them (Ref 3), 
(b) reduce dimensionality somehow, such as using principle components (Ref 2), and 
(c) define a region where the outliers of interest should lie (Ref 2).  
In this paper we apply many methods, some of which reduce dimensionality. Also, many 

of our methods either look for “large” values of some of the features, or look for “low 
probability density” regions of the data. 

There are many dimension-reduction methods. We use principle components (PCs) and 
the minimal spanning tree (MST, Ref 5). Nearly any dimension-reduction method case can 
be dramatically affected by rescaling or transforming the variables. We use several typical 
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rescaling methods such as dividing each feature value by some estimate of its standard 
deviation. We use both a straightforward trimmed estimate of the variance (compute the 
variance of the middle 90% of the data for example), and the “minimum volume ellipsoid” 
(MVE) based estimate (Ref 1 and see below). Using the MVE to scale the data is compelling 
because we suspect up to 10% of our data might in some sense be an outlier. Any method 
that uses a “robust-with-respect-to-outliers” method (such as the MVE) to estimate the 
covariance matrix of the features will be referred to as a robust method. For example, we 
use both robust and non-robust PCs, and both robust and non-robust Mahalanobis distance. 

We cannot review the subject of multivariate outlier detection here, but we adopt the 
above practical suggestions and consider three issues: 

(1) outlier masking (example: the presence of one outlier can make it difficult to detect 
a second outlier), 

(2) the impact of having an apriori direction to  search for fraud, and 
(3) how to compare our detection methods. 
Outlier masking can prevent some outliers from being detected. To alleviate the mask- 

ing problem, sometimes it is sufficient to sequentially delete the largest outlier, then the next 
largest, and so on. However, that obligates us to have a notion of “large,” so it is not always 
available. We chose instead to use both the MVE method and to use ranking methods. 
It is well known that variance and covariance estimates are very sensitive to outliers. To 
reduce that sensitivity, in the d = 1 case, the MVE method uses a multiple of the length 
of the shortest segment that contains some fraction of the data (usually approximately 1/2) 
as a robust estimate of the standard deviation. For d 2 2, the MVE method uses the same 
idea by searching for the minimum volume ellipsoid containing a given fraction of the data. 
Results are most satisfactory if they are not too dependent on the particular fraction of the 
data contained in the ellipsoid. Finding the MVE can be very computationally intensive. 
In this work, we use the implementation in S-Plus which uses a stochastic search (genetic 
algorithm) to find the approximate MVE. Our methods that use ranks are also not very sus- 
ceptible to the masking problem. Simple examples are the Spearman and FRED methods 
described below. 

Large values are suspicious for us, so we include many methods that look for outliers 
only in the direction of “large on some or all features.” 

We use two comparison distances, both of which focus on the most egregious ntop 
outliers. Both distances lie between 0 and 1 with 0 being perfect agreement between two 
methods. All methods rank the 32,846 providers according to degree of suspicion. Rank 1 
is the most suspicious and rank 32,846 is the least suspicious. 

We present results here for ntop = 50,100,200,400,600,800,1000,2000,3000, and 6000. 
Distance 1 is 1 minus the percent of cases that are in the ntop by both methods The second 
distance finds the providers in the ntop ranks by method 1, and then records their ranks by 
method 2. The Spearman correlation, p l ,  is computed between those two sets of ranks, and 
then the viewpoint is reversed; we compute p2 and then symmetrize the comparison method 
by defining p = T.  Distance 2 is .5 x (1 - p) which ranges from 0 to 1 where 0 (1) 
corresponds to an average Spearman correlation (of the two viewpoints) of 1 (-1). 

We also have two comparison methods that use a list of 217 known WFA (waste, fraud, 
or abuse) providers from our list of 32,846 providers. 
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4. Methods 

4.1 Methods that give “large” values high ranks 
Spearman: For each feature, rank the 32,846 cases. Final rank is according to the 

average rank over all features for each case. 
Outside or Barndorff-Nielson: For each case, count the number of cases whose feature 

values all exceed the case’s feature values. Rank according to  the counts. 
FRED: Let T, be quantile p for the i-th feature f z ,  so that loop percent of providers 

have f z  > T,. Let F, = 1 if f z  > Ti and 0 otherwise. Then the FRED score, F = E,”=, F,. 
If the features were independent then F N Binomial(d, 1 - p ) .  In fact, we use the departure 
of the FRED scores from the Binomial distribution as one measure of dependence of our 
features. We get several FRED scores by varying p around small values such as .01. 

Mahalanobis Distance with a “direction”: One common outlier detection method 
uses the Mahalanobis distance MDi of each point xi from an estimate of the mean T ( X ) .  
The usual definition is MD: = (Xi - T(X))C(X)-l(xi - T(X))t, where C(X) is an estimate 
of the covariance matrix of the data matrix X. We use robust and nonrobust C(X) and 
T(X) in Eqn (1). The M D  method could also be viewed as a “look for rare” values method 
(next group of methods), but only if the data is approximately distributed as multivariate 
normal. As stated, the M D  method does not distinguish large values from small values. A 
customized M D  procedure is as follows. Compute the usual M D .  Then multiply M D  by 
the fraction of features that are above their respective means. This custom version of 
iWD belongs in the “look for large” values group. The usual version of M D  belongs in the 
“look for rare” values group as a special case. We use M D  on both the original or scaled 
data, and on reduced data, such as the first few principle components or the two components 
in a 2-dimensional MST. 

We also fit the least squares line to each feature fi as a function of the first few PCs (or two 
components in a 2-dim MST) and use the Mahalanobis distance from 0 of the residuals of 
those fits to rank providers. That is, we fit fi,3 = a i , ~ + a , , l C 1 + ~ ~ , ~ C ~ + E ~ , ~ ,  for j = 1 , 2 , .  . . , n, 
for i = 1 ,2 ,  . . . , d ,  where C1 and C2 are the 2-dimensional MST components or the first two 
PCs. We obtain a d-dimensional residual vector which can be used to define an M D  which 
can rank the providers. 

Sum the scaled features: Center and scale the data to  have mean 0 and variance 1 
for each feature. Then sum the features. 

4.2 Methods that give “rare values” high ranks 
By “rare values” we mean values having low probability density. There is no presupposed 

direction in space where the “rare values” should lie. The simplest example is the k-Nearest 
Neighbor (knn) method, which we describe first. 

k-Nearest Neighbor: For each case, use the median or mean distance to the k-th 
nearest neighbor. Cases with large mean distance get low (suspicious) ranks. There are 
many choices for the metric to use, and reasons to use median rather than mean distance. 
To date, we have experimented with Euclidean distance on scaled and unscaled features and 
n/rD between points. Also, the choice of k is an issue that relates to the choice of smoothing 
parameter in density estimation (next method). Typically we use several values of k to see 
the effect of k on the final rankings (we use k = 3,11,33, and 99 in this work). 
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Density Estimation: Informally, density estimation methods are like smoothed his- 
tograms (Ref 4). We use a kernel density estimator and follow suggestions in Reference 5 
for choosing the smoothing parameter. 

5 .  Preliminary Data Analysis 
If the features are approximately distributed as multivariate normal ( M V N ) ,  then 
i%fD, N xi. For cases 1, 2, and 3 we have respectively 1267, 2130, and 2254 providers 

exceeding xi(.99) (expected is 328 if there are no outliers). It is quite feasible that many of 
these 1267 to 2254 providers are actually WFA providers. If we use the robust (MVE) MD,, 
then we have 16364, 15254, and 17241 providers exceeding x$(.99) for cases 1-3. We do not 
expect nearly so many WFA providers, so we view this result as strong evidence for rather 
badly non-normally distributed features. Probably the robust variance estimates that arise 

2 from the MVE are too small: the ratios of the nonrobust to robust variance estimates, d2 , 
for features i = 1 to 22 are: 899, 1256, 39, 2133, 3, 80, 1, 46325, 26110, 1, 4795, 1439, 207, 
1, 7, 1566, 6, 1, 1, 1, 4, and 2, so the large differences are in features 8 and 9. If we use 
feature 8 alone to identify outliers, and assume f8 N N(P8, Q,”) then using 2,” to estimate ai 
we have 149 cases exceeding No,;.,“ (.99) (expected is 328). And, we have 6640 cases exceeding 
M - 2  (.99). For feature 9, those two respective numbers are 123 are 10,358. In short, 
and d;,R can be viewed as being too small. See Reference 1 (especially the discussion by 
Beckman and Cook) for things such as this that can go wrong with the MVE method. 

For this method to  be more useful, perhaps we should experiment more with the correc- 
tion factor used which assumes the features are MVN. However, our methods all use ranks 
in their final stage so we will not be concerned with that issue here. 

Using PC analysis of the covariance matrix we need to  use only the first 2, I, and 3 PCs, 
respectively, in cases 1, 2, and 3 to  explain nearly all (99% or more) of the variance (Fig 1). 

For Set 3, features 8, 9, and 16 have nearly all the loadings on the first few PCs and 
those features have the largest three variances. If we use robust PCs, the loading of feature 3 
on the first few PCs becomes important while features 8 and 9 become less important. The 
reason is simple: recall that the ratios $ for i = 8,9 were very large, 46325 and 26110. 

Generally the robust P C  conclusions are quite different from the non-robust PC conclu- 
sions. And generally, those features having largest variance have the largest loadings on the 
first few PCs, which is very typical behavior. 

Not surprisingly, PC analysis of the correlation matrix is quite different (Fig 1). To 
explain nearly all (99% or more) of the variance, we need approximately 10 PCs in all cases, 
and all variables contribute significantly to some of the top few PCs. 

In a nutshell, the PC results are very different from the robust-PC results and PC results 
are also very different depending on whether we use the covariance or the correlation matrix. 

To get some idea about the degree of dependence among the features, we typically con- 
sider the ratio of the largest to smallest eigenvalues of a robust estimate (using the middle 
90% of the data) of the correlation matrix. For cases 1, 2, and 3, that ratio is 184, 9026, and 
24810, respectively. These are not terribly large ratios so the correlation matrix is reasonably 
well conditioned. 

Figure 2a is a scatter plot of the first two PCs for all 32,846 providers for our data set 1, 
and some of the outliers are labeled (only the “top” 6 outliers are labeled to avoid cluttering 
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Figure 1: Cumulative percent of total variance explained by non-robust PCs 

the plot). Note that this data is very non-normal (and the same plot looks very nonnormal 
if omit the top 10% of the cases). Figure 2b is the 2-dim MST using scaled data (scaled to 
unit variance), with the top 9 outliers labeled. Figure 2c is the M D  of the residuals that 
arise when we regress each of the d = 11 features on the x and y coordinates of the MST, 
using the correlation matrix. Again the “top” 6 outliers are labeled, and we see that 4 of 
the 6 are among the top 6 in Figure 2a. 

6. Results 
Concerning our current WFA-detection performance, we have verifiably detected egre- 

gious activity that was both detected and undetected by traditional Health Care Fraud and 
Abuse (HCFA) methods. Out of 32 million claims for 1995, and from 33,000 providers, 
without any other information we developed a list of 254 providers we determined to be 
fraudulent or abusive. Through a thorough verification process, HCFA reported that 192 
(76%) were in fact fraudulent or abusive providers. Furthermore, 102 (53%) of these were 
not detected by traditional HCFA methods. The 102 additional egregious providers account 
for $44 Million of submitted claims. 

Concerning comparison results on our 54 outlier detection methods, we have a symmetric 
54 by 54 distance matrix for both distance methods, for each feature set, for each of 10 values 
of ntop. We refer to the two comparison methods as Distance 1 and Distance 2. Figures 3a 
and 3b show the LIST for Distance 1 for set 1 for n = 200 and 1000 for 22 of the 54 methods. 
The plots are too cluttered if we use all 54 methods so we selected 22 methods “by hand” 
from apriori “groups” of methods such as 21,25,29 from the 21-29 that are all FRED scores. 
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Figure 2: P C  and MST plots with some outliers identified 

Figures 3c - 3f show the same for sets 2 and 3. Note that method 2 and 17 cluster in 
cases, and that method 20 is an outlier in all cases. 

11 

The methods are: 1:MD; 2:robust M D ;  3,4: kmeans-density estimation with k = 50,100; 
6,8,10,12: M D  of residuals from: MST fit, MST fit using scaled-to unit-variance data, 
MST fit to PCs, from MST of robust PCs; 5,7,9,11: same as 6,8,10,12 but use M D  of 
fits rather than of residuals; 13,14: M D  of first 2 robust PCs, first 4 robust PCs; 15: 
M D  times the fraction of features above respective mean; 16: M D  using distance from 
0, covariance of scaled data; 17: robust M D  times the fraction of features above respective 
mean; 18: Sum the centered and scaled features; 19: Spearman; 20: outside; 21-29: FRED at 
p = .01, .02, .03, .04, . O s ,  .l, .15, .2,.25; 30-33: 3-nn, mean of distances to k nearest neighbors, 
median of distances with unscaled data, then with scaled data; 34-37, 38-41, 42-45: same 
as 30-33 with k = 11,33,99; 46-47: 3-nn, mean, median M D  to k nearest neighbors; 48-51: 
same as 46-47 with k = 33,99; 52-54: kernel density estimation with smoothing parameter 
at l / Z ,  1, 2 times asymptotic result (Eqn 4.14) in Ref 5. 

As ntop goes from 50 to 6000, the average of all the pairwise distances (Distance 1) for 
feature set 1 range from .34 to .59 for set 1 from .43 to .66 for set 2, and from .37 to .59 for 
set 3. And for Distance 2 the corresponding ranges are: .25 to .33, .26 to .36, and .25 to .35. 
We expect and observe that Distance 2 is usually smaller than Distance 1. 

Hierarchical clustering is also useful to see which methods are most alike, and to see how 
the methods that cluster depend on both the feature set and ntop. We find that the methods 
cluster in different groups depending on both the feature set and ntop (exception: methods 
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Figure 3: MST's using Distance 1 

7 



Distance 1. top 50 

z 
c9 
0 

x 

Distance 1, top 1000 

Figure 4: Hierarchical clustering (Distance 1, all 54 methods) for ntop = 50 and ntop = 1000 

2 and 17 nearly always cluster). For example,the FRED methods are methods 21-29, which 
all cluster in Figure 4 for ntop = 50 but not for ntop = 1000. One way to summarize the 
tendency of method 1 to cluster with method 2, is to count the number of times methods 1 
and 2 appear in the same cluster for k = 3,4, and 5 clusters, for all three feature sets, for 
both distance measures, for all 10 values of ntop. If methods 1 and 2 usually lie in the same 
cluster (2 90% of the cases), we can informally consider them to be the same method. As an 
example, with k = 5, Distance 1, methods 11, 13, 16, 20, 52 are “unique” methods because 
they are not “usually” in the same cluster as any other method. 

Currently we use two comparison methods that involve the list of the known 217 WFA 
providers. The first method compares the median ranks of our known 217 bad providers. 
For most reasonable assumptions about the source of the WFA provider list, we expect a 
good ranking method to  give low (suspicious) scores. It is possible that other (not on the list 
of 217) WFA providers should score lower than this list of 217 because they are even 
more egregious. That kind of issue requires us to work in an iterative mode as we get results 
of more audits, and makes our approach lie somewhere between unsupervised and supervised 
learning. In a later phase we will apply some supervised learning methods. For now, our 
first comparison method assumes the best approach is the one that assigns the lowest scores 
to the 217 WFA providers. The median score of the 217 WFA providers for each of the 54 
methods ranged from 389 to 3485 for set 1, from 483 to 8008 for set 2, and from 449.5 to 
14002 for set 3. The mean scores for all ranking methods were 3734, 5370, and 4049, for set 
1, 2, and 3, so when using these ranking methods, the set 1 features are better than the set 
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2 features. A second comparison method considers the top scoring 3000 providers by each 
approach. Because we think a good upper bound for the number of WFA providers is 8% 
of the total, out of 32846, we should find no more than about 3000 WFA providers. We can 
assume then that we have a sufficiently low “false alarm” rate if we declare the top scoring 
3000 providers t o  be WFA, and then see how many of the 217 known WFA providers are 
included in the top 3000 list by each approach. There are many “approaches,” depending 
on how we subdivide. We have 54 methods (and could combine them all to create a 55th 
method) and 3 data sets. We view that as 54 x 3 = 162 “approaches.” The percent of the 
217 known WFA providers that do not appear in the top 3000 of each approach (excluding 
the ”outside” approach) range from 17.5% to 54% in set 1, from 24% to 66% in set 2, and 
from 22% to 38% in set 3. The 10% trimmed mean percent of the 217 known WF,4 that 
are missing from the top ranking 3000 is 24%, 34%, and 25%, respectively for the 
three cases. The treatment of tied ranks can dramatically affect these percentages. Results 
presented here assume that ties are randomly broken because the auditor can only audit a 
given number of claims. The outside method often has many tied scores, and it has nearly 
100% mismatch in sets 2 and 3, which is why we excluded it in the ranges given above. 

The set 1 feature set (11 features) has significantly lower ranks than the other two cases. 
If the objective for a ranking method is to achieve low ranks for the 217 WFA list, then the 
“best two methods” for set 1 are method 19 and 24 which are the Spearman ordering and 
the FRED score at p = .04. The “worst methods” for set 1 are methods 21 and 13, which 
are FRED at p = .01 and robust PCs using two PCs. The “best two methods” for set 2 
are method 35 and 30, which are are knn with K = 11 (median Euclidean distance to the Ic 
nearest neighbors with unscaled data), and knn with k = 3 (mean Euclidean distance with 
unscaled data). The “worst methods” are methods 21 and 9 which are the FRED score at  
p = .01 and the MST method that used the Mahalanobis distances to the 2-dim MST. The 
“best two methods” for set 3 are method 27 and 16 which are FRED at p = .15 and the 
Mahalanobis distances on scaled data using a “correction factor” for the number of features 
that were above the feature average (i.e., were “large”). The “worst methods” for set 3 are 
methods 11 and 20 which are a robust PC method applied to the MST and the “outside” 
method. We identified the best and worst two methods because typically there was a large 
gap in the average ranks of the 217 WFA list between the second and third best and worst 
methods. 

Fortunately, even the worst methods have significantly low rankings for the known 217 
WFA providers, so in some sense, even our worst methods are doing fairly well. 

DISCLAIMER 

This report was prepared as an account of work sponsored by an agency of the United States 
Government. Neither the United States Government nor any agency thereof, nor any of their 
employees, makes any warranty, express or implied, or assumes any legal liability or responsi- 
bility for the accuracy, completeness, or usefulness of any information, apparatus, product, or 
process disclosed, or represents that its use would not infringe privately owned rights. Refer- 
ence herein to any specific commercial product, process, or service by trade name, tradema& rewm- 
manufacturer, or otherwise does not necessarily constitute or imply its endorsement, 
mendation, or favoring by the United States Government or any agency thereof. The views 
and opinions of authors expressed herein do not necessarily state or reflect those of the 
United States Government or any agency thereof. 
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