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Abstract 

Itecent advances have been made in the use of ptype finite element method (FEM) for structural and fluid 
dynamics problems that hold promise for reactor physics problems. These advances include using hierarchic 
shape functions, element-by-element iterative solvers and more powerful mapping techniques. Use of the 
hierarchic shape functions allows greater flexibility and aciency in implementing energy-dependent flux 
expansions and incorporating localized refinement of the solution space. The irregular matrices generated by 
the ptype FEM can be solved efficiently using eleflent-by-element conjugate gradient iterative solvers. These 
solvers do not require storage of either the global or local stiffness matrices and can be highly vectorized. 
Mapping techniques based on blending function interpolation allow exact representation of curved boundaries 
using coarse element grids. 

These features were implemented in a developmental two-dimensional neutron diffusion program based on 
the use of hierarchic shape functions (FEMSDH). Several aspects in the effective use of ptype analysis were 
explored. Two choices of elemental preconditioning were examined - the proper selection of the polynomial 
shape functions and the proper number of functions to use. Of the five shape function polynomials tested, 
the integral Legendre functions were the most dective. The serendipity set of functions is preferable over 
the full tensor product set. 

Two global preconditioners were also examined - simple diagonal and incomplete Cholesky. The incom- 
plete Cholesky preconditioner was very effective on scalar platforms, cutting run times by almost a factor of 
two relative to the diagonal preconditioner. However, the method was not optimized for a Cray C90 vector 
machine. The diagonal preconditioner exhibited very good vectorization levels. This option in FEM2DH 
was tested against a developmental eigenvalue, finite difference version of DXY [7]. Although FEM2DH has 
almost a 2:l Mflop ratio advantage, the diagonal preconditioner is not effective enough to reduce the number 
of inner iterations to make FEMSDH competitive (raw speed) against DXY if the same mesh was used in 
both programs and FEM2DH was limited to linear expansions. Using fourth degree expansions, FEMSDH 
demonstrated a 21.41 speed improvement to achieve an eigenvalue accufacy within 0.0001 for a modified 
Wachspress problem. Additional gains can be achieved using an energy-dependent mix of cubic and quartic 
expansions in FEM2DH. 

The full effectiveness of the finite element methodology was demonstrated on a two-region, two-group 
cylindrical problem, but solved in the 2-y coordinate space, using a non-structured element grid. The exact, 
analytic eigenvalue solution was achieved with FEMZDH using various combinations of element grids and 
flux expansions. 

1 INTRODUCTION 

Published reports on the use of the finite element method (FEM) in neutron diffusion analysis fist became 
available in the early 1970’s [l, 2, 31, its use mainly as a means of exploiting the advantages of incorporating 
higher order appoximations and the more flexible capability in modeling curvilinear surfaces. Although the 
method is being used in production programs, it has not gained the widespread acceptance in the nuclear 
engineering field that i t  enjoys in  other disciplines (e.g., mechanical engineering). Advances have recently been 
made in  the use of the pmethod finite element analysis for structural and fluid dynamics problems that hold 
promise for reactor physics analysis. This method achieves greater accuracy in a solution by increasing the 
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order of the approximation on a ked element grid. In contrast, the conventional h-method holds the order of 
expansion fixed and reduces the element grid size, which is analagous to a finite difference mesh improvement. 
P-method analysis brings with it its own special concerns about the denser matrix structures and the higher 
condition number of the assembled matrices which deet the performance of iterative solvers. These issues were 
investigated. 

EfEcient implementation of the pmethod is enhanced through the use of hierarchic shape functions [4]. 
These functions are formulated by nesting the shape functions such that all lower-degree bases are subsets of 
the successively higher degree basis functions. Increasing the degree of the basis functions means only adding 
new functions, not establishing a whole new set as would occur with the traditional Lagrange polynomial baais 
functions. With the hierachic shape functions, element matrices and vectors of lower degree approximations are 
now embedded in the higher degree matrices and vectors. This fact can be effectively exploited for calculations 
that require repeated changes in the load vectors and stifhess matrices such as would occur in eigenvalue or 
time-dependent problems. Nuclear diffusion analysis is concerned with both types of problems. The nested 
construction also allows a natural means of implementing energy-dependent systems of equations at minimal 
expense by allowing the degrees of flux expansions to be energy-dependent. 

A new, FEM 2-D neutron diffusion program utilizing hierarchic shape functions, FEM2DH, was developed 
to test the feasibility of using the pmethod approach in reactor physics analysis. Aside from using hierarchic 
shape functions, element-by-element conjugate gradient solution techniques [5] were implemented. More ac- 
curate element mapping techniques based on blending function interpolation [6] were implemented to better 
accommodate the higher order expansions when modeling curved boundaries with coarse element grids. 

2 COMPUTATIONAL ASPECTS 

A large percentage of neutron diffusion analysis involves solving the multigroup diffusion equations for the 
effective multiplication constant, k. Using the inverse power iteration method, the multigroup diffusion equation 
for energy group g (downscatter only) is written as 

where all symbols have their usual meanings [SI. Typically, a dual iteration process is invoked to solve (1). An 
initial guess is assumed for both and k('). The group equations are then solved (usually iteratively) one 
group a t  a time, starting with group 1. For each energy group in an outer iteration, the right hand side is 
treated as a "constant". Thus, a set of equations for group g can be written as 

where the subscript g and the superscript t are dropped for convenience. 

elemental stiffness matrix and load vector are then defined as 
Using a Galerkin method of weighted residuals, the finite element system of equations can be derived. The 

To facilitate the integration p r o m ,  the elemental domains in the z-y coordinate space are mapped to 
a master element in a local natural coordinate system, ( c , ~ ) .  Denoting the shape functions in this mapped 
space will as $I, and assuming that the diffusion coefficients are isotropic, the elemental stifkess matrix (with 
implied spatial variables) becomes 
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where 

611  = D(4[J22J22 + Jl2Jl2 l/IJI 

622  = D(e)[JzlJ21 + JllJll l/IJI 
612  = 621 = -D(e)[J21J22 + J i i J 1 2  ]/I51 

= C$)IJI 

The terns Jij are the components of the Jacobian transformation matrix. 
A design objective in the development of FEMBDH was to incorporate the capability to handle curved 

boundaries. To efficiently use the ptype analysis, the element grid must be as m u s e  as possible. The standard 
isoparametric mapping techniques, which typically involve Lagrange polynomials, become in&cieut and i n t m  
dum unwanted modeling errors on large curved surfaces. A more versatile and accurate mapping technique is 
the transfinite blending function interpolation method [SI. With isoparametric mapping, a function can only 
be mapped accurately at a fixed number of points which depend on the interpolation order being used. In 
the blending function method, the function is now interpolated along complete lines, which means that curved 
surfaces can be mapped exactly. 

Assuming quadrilateral elements, an elemental boundary is the union of four parametric curves, F(-l,q), 
F(l, q), F(& -l), and F(<, l),  each defined in the mapped coordinate space. The bilinearly blended map defined 
in this region becomes 

The shape functions are arranged into one of thee categories [9] - nodal shape functions, side 
and internal modes. The four nodal shape functions are the tensor products of the standard Lagrange linear 
functions. The higher order functions are constructed such that they vanish on the element boundaries. Five 
sets of 1-D hierarchic shape functions were tested in FEM2DH. They are 

(6) 

(edge) modes 

where Ti are Chebyshev polynomials of the first kind, and Pi are Legendre polynomials. The set in equation 
(10) was an adaptation of hierarchic functions used by the author in the global element method [lo]. 

A different maximum polynomial degree can be assigned to each of the four element sides. Continuity 
between adjacent elements is automatic since the degree of expansion is assigned to the shared interface (edge), 
not independently to each element's boundaries. A given element could have four different orders of expansion 
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on its sides if so desired, thus allowing localized refinement of the flux expansions. The interior orders of 
expansion are computed automatically by the program using Pascal's triangle [ll] rules for convergence based 
on the edge with the lowest degree of expansion. 

The main calculations in a finite element program involve the sequential computation of elemental contri- 
butions which are then assembled into a global system of equations. In the conjugate gradient method, each 
iteration requires the matrix-vector product Ap. The global stiffness matrix is constructed by summing the 
elemental contributions, 

A = CA(') ,  E 

e=l 

where A(e) is the elemental matrix K(e), equation (5), assembled in the appropriate positions of the fun matrix. 
The product Ap can also be computed at the elemental level [5], Le., 

c=l e=l 

where p(e) is an expanded vector with nonzero values only in those positions corresponding to those degrees of 
freedom associated with element e. 

There are two advantages to this approach: 

0 There is no need to store a global stifiess matrix, or even the elemental stiffness matrices. The contruction 

0 Since the construction is done element-by-element, this process can be highly vectorized and parallelized. 

One of the unique aspects of nuclear reactor calculations is the energy dependence of the neutron flux. 
A parameter that could be used to dictate the coarseness of a mesh is based on the diffusion length. At 
higher energies, the diffusion length is usually longer, hence the mesh spacing could be coarser. A coarser 
mesh translates to a smaller system of equations to solve. Energy-dependent meshes would thus lead to a 
desirable reduction in computer run-time. One of the advantages of using hierarchic shape functions is the w e  
of generating energy-dependent systems of equations. Computationally, the difEculty in implementing them 
lies in constructing the fission and scattering source terms since it is only in these terms that cross energy 
relationships are encountered. Walters and Komoriya [12] developed an energy dependent mesh scheme based 
on the h-method whereby the element grid size changes as a function of energy, and flux expansions are held 
constant. A more natural approach to achieve the desired effect is to let the element grid be held fixed and to 
let the elemental flux expansions change from one group to the next. Elemental matrices created with hierarchic 
shape functions are nested, the low order expansions are contained right along with the higher order expansions. 
This fact can be exploited to efiiciently implement an energy-dependent flux expansion scheme. For example, 
the fission source term would be written as 

of the elemental matrices and subsequent matrix-vector multiplication can be performed as needed. 

Since the element size does not change as a function of energy, the integration required in equation 14 can be 
precomputed in an Ne x Ne matrix where Ne is the maximum number of degrees of freedom in an element 
for any energy group. All other cross products that involve different expansion orders are now automatically 
contained within this precomputed array. By ordering the shape functions by degree of expansion within the 
element, these precomputed arrays themselves become hierarchic. 

3 ANALYSIS 

3.1 Condition Number Analysis 
Of particular concern with pmethod finite element analysis is the influence of the condition number of the 
stiffness matrices on the performance of the iterative solvers. There are several approaches that can be made to 
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2 
3 
4 
5 
6 
7 
8 
9 

Table 1: Stifiess Matrix Condition Number Analysis 

- 
20i.9 68.7 38.8 
209.9 68.7 39.7 
637.8 104.1 58.2 

2271.1 104.1 59.6 
8014.7 143.3 132.3 

33793.7 226.0 133.4 
73293.8 341.2 299.0 

N/A 648.6 299.7 

EUI Tensor Product 
Order I Orin. S.C. Dian.S.C. 

precondition the matrices, either on a global or elemen 

serendipi@ 
orig. S.C. Diagsc. Diag. 

68.0 68.0 33.6 33.6 
68.0 68.0 33.6 33.6 
68.0 68.0 33.6 48.6 

244.4 128.8 43.9 54.5 
244.4 147.8 45.1 172.2 
708.5 302.4 53.1 190.5 

1935.4 418.6 70.6 894.4 
4479.3 536.0 70.9 974.3 

level, that will reduce the condition number. Using a 
one element stiffness matrix, Babuska et. al. [9] recommended two elemental preconditioners: 1) the serendipity 
set of basis functions rather than the full tensor product set and 2) static condensation to eliminate the coupling 
of the interior and the side shape functions. The author tested the effectiveness of these preconditioners on a 
onegroup, one-element neutron d i m o n  problem. The domain was a square of length 2 cm with a diffusion 
coefficient of 1.5 cm and a total macroscopic cross section of 0.0623 an-'. The non-linear shape functions were 
modified Chebyshev polynomials, (see equation (10)). Two sets of functions were used - a full tensor product 
and the reduced serendipity set. The degrees of expansion ranged from 2 to 9. The stifiess matrix condition 
number was computed for 1) the original matrix, 2) modified by static condensation (on interior degrees of 
freedom), and 3) modified by static condensation with a diagonal normalization (diagonal elements normalized 
to be unity). The results are shown in Table 1. 

The static condensation technique essentially performs Gaussian elimination on the interior degrees of free- 
dom for each element (or blocks of elements). In the process, the original elemental stfiess matrix becomes 
modified. Since this information must be stored, the static condensation procedure is only computationally 
efficient on single processor machines if several elements have identically the same stifiess matrix. The process 
becomes even less efficient in the eigenvalue problems using element-byelement schemes due to the continual 
reconstruction and static condensation of each element. The method is currently not being used in FEM2DH 
since there is no guarantee that identical elements can be created in diffusion analysis once depleted conditions 
are used. It is probable that all elements would have different material constants. Static condensation on 
parallel machines would be more effective since computations can be performed simultaneously on more than 
one processor and memory concerns are not as restricted. The reconstructed elements can be stored in the local 
processors memory, hence the static condensation process need only be performed once each time step. 

Since the diagonal normalization does have an impact on reducing the condition number, a set of calculations 
was run on the serendipity functions with only the diagonal normalization applied to the original s t f iess  matrix. 
The results are shown in the last column of Table 1. These results verify that the set of serendipity functions 
is preferable over the set of full tensor product functions in reducing the condition number. For best results, 
static condensation is required, however, the diagonal normalization appears to be acceptable up to  fifth degree 
expansions. 

3.2 Comparisons Against DXY 
To better assess the performance of FEM2DH, comparisons were made against the developmental program 
DXY [7], which is used for testing various solution methods based primarily on low order (linear) f i te difference, 
finite element and pseudo variational methods. A special eigenvalue version with the f i t e  difference option 
was used for testing purposes. FEM2DH is currently restricted to run in the central memory of the computei 
being considered. Although both programs are capable of using eigenvalue acceleration, test comparisons were 
made with the acceleration turned off. 

The problem that was chosen for this test was a modification of one from Wachspress [13], shown in Figure I. 
The modification was changing the top boundary from zero flux to reflective (FEM2DH does not allow zero flux 
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Table 2: Macroscopic Cross Section Properties 

Matl. I Group I Dg XCR, Gp %#Lg X g  
Modified Wachspress Problem 

1 1 1.4 0.04 0.0 0.0 1.0 
2 0.8 0.08 0.05 0.03 0.0 
3 0.4 0.25 0.50 0.04 0.0 

2 1 1.5 0.08 0.0 0.0 0.0 
2 0.5 0.15 0.0 0.07 0.0 
3 0.1 0.02 0.0 0.15 0.0 

3 1 3.0 0.01 0.0 0.0 0.0 
2 2.0 0.20 0.0 0.0 0.0 
3 0.1 3.0 0.0 0.0 0.0 

1 1 1.5 0.0623 0.0 0.0 1.0 
2 0.4 0.2 0.218 0.06 0.0 

2 1 1.2 0.101 0.0 0.0 0.0 
2 0.15 0.02 0.0 0.1 0.0 

Two-Region Cylinder 

boundaries on fuel bearing regions). Macroscopic cross section properties are listed in Table 2. 
There are some fundamental differences in the solution techniques between the programs. The eigenvalue 

version of DXY is a finite difference program. As a result of triangularization, it uses up to nine point coupling 
(on average, seven point) between adjacent nodes over a quadrilateral mesh for the lealorge term. The removal 
term and the source term use only one point coupling. FEM2DH uses consistent coupling for all terms, the 
amount of coupling dependent on the degree of flux expansion. Linear expansions, for example, will have the 
full nine point coupling. 

In the eigenvalue version of DXY, the inner iterations are solved by the conjugate gradient (CG) method 
with incomplete odd-even cyclic reduction preconditioning. As stated previously, FEM2DH solves the inner 
iterations using either an element-by-element or fully assembled conjugate gradient method. There are two 
choices of global preconditioners, the simple Jacobi (diagonal) method or the incomplete Cholesky factorization. 
As will be seen, the choice of which to use depends on what type of computer the program is running on (scalar 
or vector). There are four solution options in FEM2DH based on various combinations of the CG solver and a 
preconditioner. The three element-by-element CG solvers are EBECG (no preconditioner), EBECGD (diagonal 
preconditioner) and EBEICF (incomplete Cholesky preconditioner). The fully assembled CG method coupled 
with the incomplete Cholesky preconditioner is denoted as ACGICF. 

A series of calculations were run on various mesh refinements (equally spaced). The coarsest mesh (30x30) 
used 1 cm spacing. A reference eigenvalue of 0.990592 was obtained by using fourth degree expansions on a 
150 x 150 element grid. Using only linear expansions in FEMBDH, comparisons were made against DXY. The 
results of these calculations are shown in Table 3. For the smaller problems, where the diagonal preconditioning 
is not yet a liability, FEM2DH is somewhat competitive with DXY. As the mesh size decreases, FEM2DH is 
forced to do too many iterations, thus losing its effectiveness. 

Speed is very important in the design and analysis phases of nuclear engineering. However, accuracy is also 
an issue. Although FEMZDH loses it computational speed advantages as the mesh size is reduced, it always 
exhibited a more accurate result for this problem. It exhibits the largest eigenvalue difference relative to the 
finite difference solution on the coarsest grids which are of practical interest. On the 30 x 30 element grid, the 
eigenvalue error in DXY is -0.0048. The error in FEM2DH for this same grid is -0.0041. Halving the mesh 
reduces the errors to -.0027 (DXY) and -0.0014 (FEMPDH). It is noted that the eigenvalue rate of convergence 
between DXY and FEM2DH is not the same. Halving the mesh should result in the eigenvalue error decreasing 
by a factor of four. FEM2DH approximates this behavior at all mesh refinements. DXY only exhibits the 
expected behavior when the mesh is sufficiently refined (> 240 mesh intervals). Although this aspect warrants 
further investigation, it is believed to be due to the difference in the source coupling between the two types of 
discretization strategies (full coupling in FEM2DH vs. one point coupling in DXY). 
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Figure 1: Modified Wachspress Problem 

Table 3: Comparisons of FEM2DH and DXY Using h-type Mesh Refinement. Errors Relative to a Reference 
Value = 0.990592. Inner Convergense E = 0.01; Outer Convergence e = 0.00005. 

Mesh Grid 
30x30 

60x60 

120x 120 

150x 150 

240x240 

480x480 

Program 
DXY 

FEM2DH 
DXY 

FEM2DH 
DXY 

FEM2DH 
DXY 

FEM2DH 
DXY 

FEM2DH 
DXY 

Noutets 
21 
19 
21 
19 
21 
18 
21 
18 
21 
19 
26 
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I 

Order 
1 
2 
3 
4 

Nin- (Total) Time 
Noderr Eigenvalue % Error Gp.1 Gp.2 Gp.3 (sec.) 

19 0.986494 -0.414 245 117 96 0.2 
18 0.990067 -0.053 341 146 132 0.7 
18 0.990289 -0.031 341 146 142 1.3 
19 0.990532 -0.006 368 191 208 2.9 

These results indicate that FEM2DH needs further research into a more effective preconditioner on the 
vector-type machines, however, they are only indicative of h-type refinement of the mesh. Using the EBECGD 
solver with a p-type approach, the problem was rerun using second, third and fourth degree expansions on the 
30 x 30 element grid. The results are shown in Table 4. To obtain comparable levels of accuracy as these results, 
DXY must use elements grids h e r  than 150 x 150 to match the second order FEM2DH results, a 240 x 240 
grid to match the third order and a 480 x 480 grid to come close to the fourth order results. The run time 
ratio (DXY/FEM2DH) to get an accuracy < 0.0003 is 13.8 (p = 3). The ratio increases to 21.4 (p = 4) for an 
accuracy < 0.0001. 

The significant increase in the number of inner iterations for the fourth order expansions might be indicative 
of the deterioration of the condition number of the stifkess matrix as a result of having one interior degree of 
freedom in each element. The use of static condensation should reduce the number of iterations, however, its 
usefulness must also include how well the process can be vectorized. 

3.3 
The previous section showed that the EBECGD method suffered from excessive number of inner iterations. An 
effective preconditioner will cut the number of iterations significantly, but it might not be effective if its on the 
wrong machine. On a scalar machine, the incomplete Cholesky factorization routine that was implemented is 
an effective preconditioner. However, it is not optimized for vector machines. Table 5 shows the iteration and 
timing results that are obtained with EBECGD, EBEICF and ACGICF using different degrees of expansion on 
a 30 x 30 element grid. Use of the ICF preconditioner cut the total number of iterations by a factor of 2.4 for 
the linear expansions up to a factor of 3.8 for the quartic expansions. Run time reductions were noted up to a 
factor of 1.7. 

Table 5 also gives the memory requirements required by each of the methods. As stated previously, the 
element-by-element methods reconstruct the global stifEness matrices on the fly. Comparing the last two columns 
of Table 5 shows that for this particular problem, the memory savings of using EBECGD vice ACGICF range 
from a factor of 2.5 (integers) and 2.2 (reals) for the linear expansions to factors of 9.0 (integers) and 6.0 (reals) 
for the quartic expansions. Using EBEICF rather than ACGICF does not save in any integer storage. However, 
the EBECGD still saves storage over EBEICF for the reals by a factor of 1.6 (linear expansions) to 3.5 (quartic 
expansions). 

FEM2DH Performance on Scalar Machines 

3.4 Choice of Shape Functions 
Carey and Barragy [15] showed how the element level preconditioning is affected by the actual choice of the 
shape functions. The modified Wachspress problem was rerun on the Cray C90 using quartic expansions for 
each of the five choices of shape functions. To measure the effectiveness of preconditioning, the total number of 
inner iterations was used as an indicator. The lower the total number, the better the condition number. These 
results are tabulated in Table 6. Based on the results, the integral Legendre polynomial basis functions from 
which equation (9) are derived appear to be the most effective for the modified Wachspress problem. Contrary 
to Carey and Barragy’s results, the Chebyshev based functions resulted in some of the slowest performances for 
the hierarchic functions used in this problem. All five sets gave the same eigenvalue result, excepting roundoff 
differences. 
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Table 5: Comparison of Solvers in FEM2DH on a 30 x 30 Element Grid Running on a Silicon Graphics Indigo 
XS24 4000 Workstation 

Solver 
EBECGD 

EBEICF 

ACGICF 

Order 
1 
2 
3 
4 
1 
2 
3 
4 
1 
2 
3 
4 

NOUte7'8 

19 
18 
18 
19 
18 
19 
19 
18 
18 
19 
19 
18 

Element Grid = 30 x 30 
Ninnerr Time 

Gp.1 Gp.2 Gp.3 (sec) 
373 208 227 3.1 
436 234 255 3.5 
368 191 208 2.9 
412 214 241 3.2 
358 209 213 3.0 

E g e n d u e  
0.986494 
0.990066 
0.990289 
0.990532 
0.986494 
0.990067 
0.990290 
0.9 9 0 5 3 3 
0.986494 
0.990067 
0.990290 
0.990533 

Element Grid = 120 x 120 
Ninners Time 

Gp.1 Gp.2 Gp.3 (sec) 
1634 665 421 118.9 
1688 773 467 127.7 
1521 674 426 114.6 
1680 750 462 126.2 
1571 648 421 115.6 

341 146 
341 146 
368 191 
82 54 
83 57 
83 57 
90 56 
82 54 
83 57 
83 57 
90 56 

23.0 
47.5 

20.2 

Memory (Words) 
Integer Real 

4730 22398 
8322 54497 

11914 86760 
16380 132641 
11865 35808 
38757 121274 
78120 244254 

148240 462572 
11865 50097 
38757 190631 
78120 405947 

148240 799043 

Table 6: Shape Function Selection Sensitivity on Total Number of Inner Iterations Using Quartic Flux Expan- 
sions on the Modified Wachspress Problem 
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Table 7 Effect of Energy Dependent Flux Expansions on the Modified Wachspress Problem on a 30 x 30 Element 
Grid. 

Exp.  Order 
Gp.1 Gp.2 Gp.3 

1 1 1 
1 1 2 
2 2 2 
2 2 3 
3 3 3 
3 3 4 

Eigenvalue Error 

0.986494 -0.41% 
0.989766 -0.08% 
0.990066 -0.05% 
0.990288 -0.03% 
0.990289 -0.03% 
0.990524 -0.007% 

19 
19 
18 
18 
18 
26 

Time (s) 

144 3.0 
23.8 5.1 
57.6 11.7 
84.8 14.6 

140.3 23.3 
205.6 N/A 

PC I ws Ntnnerr 
Gp.1 Gp.2 Gp.3 
245 117 96 
245 
341 
341 
341 
892 

118 
146 
146 
146 
508 

140 
132 
142 
142 
600 

1 6383 30695 
13585 57195 
9975 68175 

20747 94839 
13567 105819 
27130 135769 

3.5 Energy Dependent Flux Expansions 
One of the salient features of using hierarchic shape functions is its inherent ability to use energy-dependent flux 
expansions. This feature was tested on the Wachspress problem on scalar computers'. The reference eigenvalue 
for this problem is 0.990592. The results are shown in Table 7. These results demonstrate that acceptable 
errors can be achieved at significant savings in time over using a fixed degree in every energy group. Using 
linear expansions gave the worst results in terms of accuracy. By merely changing only the group 3 expansions 
to second order resulted in a 0.33% improvement of the eigenvalue. There is a penalty to pay for this in that the 
run time increased by a factor of 1.8 (PC) or 1.7 (WS) and the memory requirements increased by a factor of 2.5 
(integers) and 1.9 (reals). However, relative to using quadratic expansions in all groups, the mixed linear and 
quadratic results are only -0.03% lower in eigenvalue, and saved run time by a factor of 2.4 (PC) and 2.3 (WS). 
The total memory requirements were 11.7% lower. Similar behavior is noted for the higher order expansion 
comparisons. Bumping up only the group 3 expansions by one order saves in both run time and memory at a 
minimal penalty in accuracy over using the higher order expansion in all energy groups. Definitive conclusions 
can be drawn when these tests are made on much larger problems running on vector machines. The extra 
integer memory required when using energy dependent meshes ww due to storing an additional local-&global 
connectivity table since the number of degrees of fkeedom are no longer the same for each group. Additional 
research is needed to obtain more efficient memory utilization. 

3.6 Unstructured Mesh and Curved Boundaries 
The full power of the FEM is recognized with its ability to handle unstructured grids (i.e., it cannot be mapped 
to a right angled Cartesian mesh) in complex geometrical domains. To test these features, a two-group, two- 
region 2-D cylindrical problem was set up but solved in the z-y coordinate space (Figure 2). The cross sections 
are shown in Table 2. With the boundary conditions as shown, azimuthal symmetry is expected so that the 
solution along any given azimuthal angle will be the same as a 1-D solution. Solving analytically, the reference 
eigenvalue solution is 0.9486066586. The converged FEM2DH results agree exactly. Although the eigenvalue 
agreement was exact, an oscillatory behavior in the point-wise flux values was observed. The values of the group 
fluxes along a given radius, which should be identical, could not be obtained to the desired accuracy along the 
outer radial boundaries of elements 2 and 3, deviating in the 5th decimal place. The agreement improves as the 
distance away from node 3 increases. In the radial boundary just before the zero flux boundary, the agreement 
was in the 9th decimal place. The cause for this behavior is still under investigation. 

W h e r  efficiencies could be obtained with the introduction of triangular elements. Although such elements 
with hierarchic shape functions have been developed [16], the polynomials were not those used in this study. 
Additional work is needed for triangular elements using other polynomial bases. 

"I%e personal computer was a Dell XPS133 and the workstation was a Silicon Graphics Indigo 4000. 
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Figure 2: Representative Geometry Laydown Demonstrating Unstructured Mesh and Curved Boundary Capa- 
bility. Material Property Assignments as Indicated. 

4 SUMMARY 
A 2-D finite element neutron diffusion program was developed with hierarchic shape functions. With the 
incorporation of hierarchic basis functions, energy-dependent flux expansions are incorporated "naturally". 
These functions also make it easier to handle local flux expansion refinements. The ability to handle curved 
geometries was solved by using the blending function interpolation method for the element mapping rather than 
the standard isoparametric approach. The resultant irregular matrix structures typical of higher order finite 
element methods can be solved efficiently (time and memory) using element-by-element solvers. The ability to 
select different shape functions also allows the user to find the optimal set to use for the problem at hand. For 
the neutron diffusion problems that were tested, the integral Legendre basis functions gave the best results. 

The diagonal preconditioner in FEM2DH is fast, however, it forced too many inner iterations. As such, 
FEM2DH is not as competitive (raw speed) against the developmental eigenvalue version of DXY provided the 
same mesh grid is used in both programs and FEM2DH is restricted to linear expansions. There are some open 
issues concerning accuracy vs. rate of convergence that appear to give FEM2DH the advantage. Using fourth 
degree expansions, FEM2DH demonstrated a 21.4:l speed improvement over DXY to achieve an eigenvalue 
accuracy within 0.0001 for a modified Wachspress problem. Additional gains were achieved using an energy- 
dependent mix of cubic and quartic expansions in FEMBDH. An incomplete Cholesky preconditioner proved to 
be effective on scalar machines. 

The full power of using fmite element based solvers was demonstrated on a two group, two region cylindrical 
problem, but solved in the 2-y coordinate system, using an unstructured element grid. The exact, analytic 
eigenvalue solution was achieved with FEM2DH using various combinations of element grids and flux expansions. 

The ability to efficiently use energy dependent flux expansions and the demonstrated high vectorization rates 
of element-by-element solvers suggest that investigating multilevel solution techniques would be beneficial [17]. 
It is believed that such a solver would reduce the number of inner iterations substantially, thus reducing runtimes 
even further. Aside from this aspect, future work should also include adding triangular elements for greater 
flexibility, extendig the method to three-dimensional domains and adding adaptive mesh capability. The latter 
takes the burden off the user in deciding where to put localized mesh refinements. 
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