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O S T I  
Abstract 

All engineering fields experience growth, from early trial & error approaches, to disciplined approaches based on 
fundamental understanding. The field of software engineering is making the long and arduous journey, accompanied by 
evolution of thinking in many dimensions. This paper takes the reader along a trio of simultaneous evolutionary paths. 
First, the reader experiences evolution from a zero-risk mindset to a managed-risk mindset. Along this path, the reader 
observes three generations of security risk management and their implications for software system assurance. Next is a 
growth path from separate surety disciplines to an integrated systems surety approach. On the way, the reader visits 
safety, security, and dependability disciplines and peers into a future vision which coalesces them. The third and final 
evolutionary path explored here transitions the software engineering field from best practices to fundamental 
understandings. Along this road, the reader observes a framework for developing a “science behind the engineering”, 
and methodologies for software surety analysis. 

Introduction 

True engineering consists of the tools and methods which allow practical application of a science. To use the term 
“software engineering” is a bit of a stretch, as today software development follows a best practices approach, grown 
somewhat from early trial and error, but still a long way from the fhdamental understandings that characterize a 
science. Engineering based on science requires a valid model of how things work, along with an understanding of 
computation and uncertainties. To use the term software engineering gives us a noble goal for which to strive. As the 
role of software in all aspects of our lives increases at an alarming pace, it is imperative to accelerate the journey which 
will lead us to fundamental understandings, i.e., the scientific foundations, and the tools and methods to employ them. 
The fundamental understandings will tell us how to relate controllable and measurable aspects of software products and 
processes to desired properties such as reliability. The engineering tools that accompany a science include analytic tools 
to measure deviation of a product from its design goals. Risk analysis is the term used in this paper to represent the most 
general approach to computing to. what degree desired software properties are achieved. 

Software engineering faces some dangerous conditions stemming from its nayve past: 

0 

Its responsible future depends on fulfilling urgent needs corresponding to the bullets above: 

0 

Complexity is outpacing best practices 
Engineering is being practiced without science 
Existing risk analysis tools don’t fit the software problem 

Lifecycle tools which support better management of complexity, rationale, & change 
Scientific foundations for software reliability 
The right tools for software risk management 

* This work was supported by the United States Department of Energy under Contract DE-AC04-94AL85000. 

4 UTION OF THIS ~O~~~~~~ OS UNLIMITED 
1 



Moving beyond best practices will require significant developments in these areas. 

In this paper, the reader travels three roads which form a part of the Software Engineering Journey from naYve past to 
responsible future. The responsible future on the horizon is a future where science-based analyses on processes and 
products are routinely used to achieve a quantifiable level of confidence in the software product. Road Number One, 
Security’s Evolution, is of interest because it demonstrates how one discipline, security, is dealing with some very 
difficult paradigm shifts, and illustrates the importance of taking an effective viewpoint into a problem space. Road 
Number Two, Managing Risk in Multiple Dimensions, looks at approaches found in three disciplines (security, 
dependability, and safety) and presents a viewpoint which is useful for coalescing them into a coherent discipline called 
surety. Road Number Three, From Best Practices to Fundamental Understandings, introduces the emerging areas of 
software reliability science and risk-based software surety analysis. 

Three Roads 

Road No. 1. 
Security’s evolution from zero risk to managed risk 

The computer security community has undergone an evolution of thought, which is presented here as a set of 
generations, each of which involves a significant paradigm shift. The community has been responding to a need to 
replace the traditional views of computer security and risk management with one which is broad, integrated, and useful 
for managing risk throughout the life of a software system. Later generations are more encompassing and tailorable 
than previous generations. Challenges facing the current generation include developing a broad-perspective security 
model, developing effective tools, and re-defining assurance to be based on measurable risk reduction rather than on 
compliance. 

The first generation of risk management was compliance-oriented, requiring buy-in to a predefined set of risks which 
was assumed to apply to all systems. This generation’s environment was characterized by mainframe computers and 
protection of classified information, and risk concerns revolved around certain aspects of “CIA” (confidentiality, 
integrity, and availability). Notice that even this early set of risks hints at the intertwined nature of security and 
dependability. Not only was the set of risks futed, but the mitigation strategies were dictated to include access controls, 
encryption for network transmissions, and disaster recovery planning. Implicit in this approach was the belief that 
compliance eliminates risk. There was little leeway for customized, much less optimal, solutions. While restrictive, this 
approach succeeded in its environment. The first generation made assurance straightforward for the consumer and 
vendor: vendors’ products were rated according to their compliance with the dictated mitigation strategies, and 
consumers selected target ratings according to a risk matrix which related data classifications and users’ clearances. The 
picture was very compliance-oriented. Figure 1 a illustrates the first generation. 

The second generation sprung from difficulties with the first generation’s emphasis on reference monitor access control 
and compliance. The advent of, first, networks, and then, distributed processing on those networks, was very 
problematic for the first generation risk mitigation approach. The techniques that had been adopted did not easily extend 
into these more modern environments. At the same time, there was growing concern that the first generation CIA risk 
model simply did not fit all applications; a need was felt for more system-specific risk assessment. Other fields, such as 
nuclear power and weapons, were taking a systems view and using analytical risk analyses; their success provided 
encouragement for a risk-assessment approach. As a result of all this, a new view of securityldependability risk emerged 
for software systems, based on the following system components: 

vulnerabilities 
0 threats: active, passive 
0 assets: data, hardware, software 
0 impacts: disclosure, destruction, modification, unavailability 

types of mitigation: avoid, transfer, reduce threat, reduce vulnerability, reduce impact, detect & respond, recover 
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This newer view of risk, illustrated in Figure lb, says “A threat is realized through a vulnerability, which impacts an 
asset”, and it recognizes a range of possible mitigation strategies. Little progress seems to have been made beyond these 
definitions, though, and this is due to two major roadblocks. First, an inability to measure the risk mitigation achieved 
by a design, and thus, to draw any conclusions about assurance. Second, lack of a coherent framework for integrating 
assessment of the various aspects of security and dependability, which is needed to assess tradeoffs in mitigation 
decisions. 

While broader than the first generation’s approach, this view is still limiting, because the concepts of impacts and assets 
don’t encompass enough. This view seems to imply that the system is operating properly to begin with, and one need 
only prevent threats from being realized. This is still a fairly static view of systems; it does not lead the analyst to 
consider the full range of system lifecycle activities and states. It also fails to encompass the important progress being 
made on many fronts which contribute to dependable and secure software systems, such as software development and 
design methodologies, testing tools, new access control models, and requirements engineering. A general risk mitigation 
framework needs to be able to factor in the risk mitigating potential of these sorts of things as well. The second 
generation recognizes that simply complying with orders may not provide the needed surety, and its risk model 
represents a positive trend toward assessing a system’s actual protection needs. However, assurance under the newer 
model is ill-understood. Additionally, the model misses the opportunity to encourage the many emerging methodologies 
which contribute to sure systems. As long as there is not an assurance technique that credits good practices, developers 
will unfortunately sacrifice doing things right in order to apply scarce resources to doing those things that are measured. 

\ 

Figure 1. (a) The security compliance approach assumes compliance equals zero risk. (b) The asset protection 
approach applies mitigation against threats to assets. (c) The managed risk approach drives down the risk of unmet 

surety objectives. (d) The balanced risk approach seeks an acceptable balance of risk. 
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The challenge before the community now is to move forward toward a third generation, with a new view that is broader 
than asset protection, and to develop a viable assurance approach there. The third generation requires adopting a new 
underlying perspective on risk and assurance. This perspective, this framework, this view into the problem space, will 
restrict the solutions one is able to see. Therefore, the framework must not reduce the problem to one of protecting 
assets, as this is simply too narrow, and must avoid kludging new ideas into a paradigm that is too narrow to do them 
justice. The third generation assurance mindset will encourage integrating the assessment of security with dependability 
and perhaps even safety. It will enable application of cost-effective measures commensurate with actual requirements. 
And it will allow for solutions which represent real surety as opposed to compliance. Third generation assurance will 
not be easy, but it could perhaps be based on degrees of risk-mitigation required along various surety dimensions for a 
system, as illustrated in Figure IC. 

Road No. 2. 
Managing Risk in Multiple Dimensions: Safety, Security, and Dependability 

In a software system, risk can have many disparate sources - faults, errors, hazards, abnormal events, unexpected 
environments, attacks, untimeliness, unavailability, the system development process, operational procedures, 
maintenance, etc. Within the software community, separate disciplines have formed to address some of these risks, 
although not all have thought of their jobs as risk management. These include security, safety, dependability, and 
software engineering. Within each of these areas, there are even more specialized interests, such as multi-level-security, 
communications security, asset protection, hazops, fKst principles, fault tolerance, database integrity, process maturity, 
testing, and configuration management. The words “risk management” conjure up very different ideas within these 
different interest groups. 

Any single focus from the above list is clearly inadequate. Choosing a viewpoint on the problem is critically important, 
for the problem viewpoint filters the solutions that one is able to see. Perhaps the most basic and encompassing 
viewpoint to take is that of correct system operation, achievable through an appropriate balance of all other concerns. 
This viewpoint can span the entire lifecycle, including the processes used for development, operation, and maintenance. 
It can also span all aspects of the system that might contribute to risk, such as its architecture, functions, information, 
interfaces, and environment. The risks to be managed can be described in terms of failure to achieve and maintain the 
appropriate balance of concerns, or surety objectives, for correct system operation. There is heavy interaction among 
risk mitigators in software systems; that is, measures applied to one objective will frequently impact others as well. 
Software, perhaps more than any other domain, suffers from inseparability of surety objectives, which is why an 
encompassing viewpoint is imperative. Three disciplines are discussed briefly below, to give a flavor for current 
approaches and mindsets. Then the idea of combining them under a risk-based approach is revisited. 

A general, high level approach to safety is to identify potential hazards in a system, and to select a protection level for 
each, based on a combination of probability and severity of the hazard. Protection levels can range from eliminating the 
hazard, to reducing it, to limiting the resultant damage. One approach to identifying hazards is to take a process view of 
the system. Another approach is to construct fault trees, event trees, or cause-and-effect diagrams. In any case, each 
hazard is analyzed for severity and probability of occurrence, which when taken together indicate the protection level 
that the designer should strive for. Often, there is a high level system safety policy, or safety theme, which provides 
safety goals, values, and general approaches. Safety themes include such guidelines as independence to prevent 
common causes of failure, isolation to prevent accidental triggering of actions, and first principles which rely on the 
laws of nature (e.g., gravity) as failsafes. Specifying requirements related to software’s role in the larger system safety 
design is important but difficult. Software engineering and system safety engineering are still relatively young fields. 
The combination of the two, that is, software safety, is in its infancy. However, developers of safety-critical software 
offer some general software design approaches which can make a positive, if not measurable, contribution to system 
safety. 

The security need that has most influenced the computer marketplace is the need to protect classified information. The 
solution to this need was defined early-on, in terms of a reference monitor, or kernel, which mediates all file accesses. 
This solution re-casts the problem as controlling accesses by subjects (processes, ultimately representing users) to 
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objects (files). The computer security community is currently wrestling with the insufficiency of the above solution for 
today’s environments. The solution cannot easily be extended to distributed, networked environments, and it only 
addresses a small part of the modern security picture. Today, intrusions, viruses, system integrity, and denial of service 
are major concerns. And it is arguable whether the reference monitor ever even solved the original problem, anyway, 
because processes accessing files are simply too narrow a part of the problem. Finer granularity of information, covert 
channels, inference, traffic analysis, and other forms of information flow were all left to be dealt with outside the basic 
reference monitor mechanism. It seems to be a case of failing to model the entire problem, and instead addressing only 
that portion that could be neatly and formally modeled. While the historical security approach has instilled an attitude 
that security mechanisms can and should be pre-defmed, formally modeled, and positively stated, this may not be 
possible in today’s environment. It appears that approaches to some aspects of security may be swinging to the other 
extreme, totally adaptive and on-the-fly, because maybe the best that can be done is to recognize and swiftly act on 
intrusions, viruses, and leaks. Such ideas are a radical departure from the past. Software development and delivery 
processes are also receiving growing security emphasis. The goal is to eliminate opportunities for any person to subvert 
the software by inserting trapdoors, substituting other code, etc. 

Correctness is a primary component of software dependability. David Parnas suggests three complementary 
approaches for producing correct software: process, product, and testing. Process things include personnel certification 
and assessments of the software development process. Product things include examining the actual software product and 
related artifacts via inspections, reviews, requirements tracing, formal methods, etc. Testing complements product 
review by exercising the software in its actual environment; this is still important because inspections and proofs 
necessarily make simplifying assumptions about the environment. An approach known as software reliability growth 
strives to reduce MTTF to a consumer-acceptable level, by concentrating on testing with expected operational profiles. 
But many argue that critical applications need a zero defects approach, as opposed to a reliability growth approach. 
Critical applications benefit from using testing to uncover integration problems, environmental limits, failure modes, and 
behaviors in unintended environments, while maximizing process and product methods to eliminate faults early and to 
instill robustness. There are many good ideas scattered in the literature to guide design of dependable software. Some 
of these have to do with increasing formality and abstraction in an effort to build the right thing and build it right. And 
many have to do with detecting and recovering from things gone wrong. Fault tolerance is an example of the latter. 
Parnas’ correctness tripod can be fortified with three additional considerations. These are: manage complexity, manage 
change, and manage rationale. Complexity has long been understood to have an inverse relationship to correctness, yet 
is fast outpacing correctness techniques. It is also generally recognized that up to 90% of project effort goes into 
maintenance (i.e., corrections and enhancements, i.e., changes), and that heaping changes upon changes creates fragile 
software. And, as anyone who has modified a legacy system will attest, design rationale is usually not well captured. 
Understanding the rationale behind design decisions is important, especially when the design reflects safety, security, 
and dependability requirements. Not understanding how the design meets these requirements leads to a dangerous 
maintenance situation. 

Each of the three disciplines is trying to ensure that we build the right thing, build it right, and protect it appropriately, 
from the viewpoint of that discipline. “Protect” takes on the flavor of the discipline -- security protects from adversaries, 
dependability protects from faults, and safety protects from hazards. Most critical software needs to be looked at from 
all three perspectives. However, what helps from one perspective may actually be detrimental fiom another. Decisions 
must be made to apply scarce resources to achieving an acceptable balance. Since each discipline takes a unique 
perspective on the system, starting from any one makes it difficult to do justice to all. That’s why it is important to find 
a new central perspective that can balance all three using a system-wide view. That new perspective could be “correct 
operation”, as long as correct is defined to include not only functional requirements, but also the safety, security, and 
dependability objectives of the system. This, of course, forces more explicit statement of surety objectives, which is 
good. And, carefully defied, “risk” could be a multi-dimensional measurement that tells how close the system is to the 
goal of balanced, correct operation. The system is in balance and correct when the residual risk along each dimension 
(requirement or surety objective) is within an acceptable limit. Figure Id illustrates this balanced risk approach. 
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Road No. 3. 
From Best Practices to Fundamental Understandings: the Development of Science and Analysis 

The software engineering field is making the journey fkom trial & error, to best practices, to science-based. While best 
practices capitalize on important learning experiences, one must delve deeper into cause and effect, measurement and 
prediction, and modeling of fundamental understandings, in order to approach science. The science consists of models 
which relate measurable and controllable aspects of the software product and process to desired properties of the 
product. Software metrics offer a start in the right direction. As the science develops, many other observables in the 
software development process, in the static s o e a r e  product, and in the dynamic executing software, will be 
incorporated into the models. The models will grow to encompass a wider range of desired properties (aspects of quality 
and surety), and at the same time will become more precise. To make the scientific models useful, more engineering 
tools will be built for data collection and for computing to what degree a software product meets its goals in terms of 
desired quality and surety properties. The term risk analysis, as defined in the Introduction, is used generically to 
represent this computation. 

Road Number Three, which lies mostly toward the future, has two stops. The first is a Software Reliability Science and 
Engineering Roadmap, which outlines the types of models and engineering tools that are sought for the software field. 
The second stop focuses on two relevant forms of risk analysis, Multi-Factor Qualification, and Software Probabilistic 
Risk Assessment. 

Table 1 shows the Software Reliability Science and Engineering roadmap. The goals of the roadmap are threefold: 
greatly improved software reliability, an ability to measure software reliability, and new paradigms for design and 
development that bring reliability to the forefront. The roadmap addresses the following four elements, each with regard 
to scientific understanding, engineering tools, and new paradigms: 

Reliability Modeling. This element provides the basic science behind software reliability engineering. The emphasis is 
on understanding what can be observed and measured about software, both statically and dynamically, and how these 
relate to desired reliability properties. Models must relate the software to its environment, by representing hardware- 
software interaction, for example. Emphasis is placed on developing the software reliability models in a form that is 
compatible with larger system reliability prediction and allocation. 

Architectures. Software reliability architectures represent reliability-enhancing approaches to overall software system 
design. This element provides a quantitative link between specific architectures and reliability improvements. Specific 
approaches are needed for enhancing reliability around components of low or unknown reliability (e.g., COTS). It is a 
goal to understand software equivalents of over-engineering and design margins. It is a goal also to model composition, 
that is, to specify how properties of individual software components compose into overall properties of a software 
system built from the components. 

Lifecycle. This element couples metrics about software lifecycle processes to reliability properties of the software 
product. Lifecycle processes span everything from requirements elicitation to development environments to operational 
upgrades. This element addresses integration of all lifecycle tools with ongoing reliability assessment. It also presents 
new paradigms for managing artifacts (e.g., documents) and for managing change. 

Qualification. This element couples all available metrics (process, product, test, simulation, etc.) to support qualification 
decisions. It includes initial product reliability rating, operational surveillance of the product in the field, and 
regressionhequalification following changes in'the product or its environment. 
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Table 1. The Reliability Science and Engineering Roadmap 

Reliability 
Engineering 

Tools 

Data collection tools: static & 
dynamic observations of the 
software product 

Analysis tools: deriving a 
reliability assessment from the 
observations 

Risk management decision 
support tools 

High-reliability architectures 

Approaches for incorporating 
components with low or unknown 
reliability 

Eliciting & documenting 
requirements & hidden 
assumptions 

Simulations, "executable" specs 

Process data collection tools; 
instrumentation of the lifecycle 

Compensating for low quality parts 
of process (eg, non-qualified 
compiler) 

Multi-factor reliability 
measurement 

Operational surveillance of fragility 

Regression testing i3 
requalification 

New 
Paradigms 

Science-based measurement, 
analysis, prediction of software 
reliability 

Reusable architectures with 
known properties 

Building software systems by 
composition (measuring reliability 
properties by composition) 

Design for maintainability & 
assess impacts prior to changes 

Model-based software engineering 

Feedback to improve processes 
and models 

Upgrade in-place 

Deliver a reliability rating with the 
software product & monitor its 
degradation over time 

Find limits &breaking points; test 
the extremes; predict behavior in 
unexpected environment 

Explicitly satisfy surety, quality, 
reliability requirements 
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Multi-Factor Qualification refers to the environment and tools for qualifying software according to the models 
developed under Software Reliability Science, pulling together all relevant data and factors from all lifecycle phases into 
an integrated assessment. In the past, qualifying a software product for use has relied heavily on testing. While there is 
growing emphasis on process and product measures, and on removing defects earlier in the process via code inspections 
and formal methods, there is no process today for pulling all the measurement data together into a coherent picture of the 
product quality. Goals for Multi-Factor Qualification include instrumenting the lifecycle for ongoing assessment, 
delivering a “qualification rating” along with a software product, supporting re-qualification during the operational and 
maintenance phases, and supporting reuse and integration of COTS. Tools will be developed to collect and manage 
software quality data, to apply analysis models, and to present results. Factors one could expect to be relevant include, 
but are not limited to: (1) static measures, such as traditional software metrics, (2) testing metrics, including reliability 
growth (3) advanced software metrics applicable to object oriented, distributed, and parallel code, (4) rate-of-change 
metrics which assess how software changes impact quality, ( 5 )  process metrics, (6) information on the quality of the 
environment, (7) quality and fit of COTS and reuse pieces, (8) dynamic measures that reflect the behavior of real-time 
and non-deterministic systems, (9) use of formal proofs, (10) use of simulations, interpretations, and debuggers. 

Probabilistic risk assessment (PRA) is an established field, whose approaches are routinely applied to assessing 
reliability and safety in critical systems applications such as nuclear reactors. PRA consists of a suite of methodologies, 
using trees, graphs, tables, or block diagrams to explore causes and effects, yielding quantitative estimations of risks. In 
a typical use of the tools, an analyst inputs failure estimates which come from knowledge of failure modes of various 
parts of the system, and from data on failure rates that have been collected in testing and in the field. Once a system 
under study is modeled with a tree or other construct, and input estimates have been entered, the model can be “solved” 
with the mathematics of probabilities. The inputs are combined according to a logic which models how combinations of 
failures can lead to unacceptable events, and whether these failures occur serially or in parallel. 

But how does the PRA analyst treat software components in the system? We cannot claim to understand failure modes 
of software, as the consequences of software errors can be delayed in time and space and quite difficult to trace, and data 
on failure rates is grossly lacking. There are two possible reactions to this dilemma. The first is to assume that the 
software will not fail. A dangerously erroneous assumption, but, surprisingly, one that is often made! The second is to 
assume the software will fail. When the software has a limited and straightforward role in the system, its failure can 
sometimes be compensated for by hardware interlocks or failovers. This is a risk avoidance approach, essentially 
removing the software from the risk analysis. The avoidance approach is not always feasible, however. Many subtle 
failures are possible which are difficult to isolate but may have serious consequences. And, highly distributed 
applications make overall risk avoidance difficult or impossible. Thus, we cannot escape the need for active software 
risk management. 

Software PRA will require new tools and models which can portray the interactions of threats/hazards/faults, risk states, 
and mitigators. The thought processes that go into probabilistic risk assessments are generally applicable to software. 
And the modeling approaches are somewhat applicable. However, a drawback to block diagrams is that they tend to 
adopt one narrow view of the system, such as physical layout or process flow. And a drawback to table-based 
approaches is that they tend not to deal with interactions across components or events. Graph techniques have visual 
appeal over trees because they eliminate redundancy and can show the system-at-a-glance, especially when they are 
developed hierarchically. In current usage of graph techniques, risk quantification is based on conditional probabilities 
of combinations and series of events leading up to undesirable events. The logic used to combine probabilities assumes 
simple (ands and ors) interactions of events, and probabilities that do not vary over time. PRA is typically applied to 
assessing component failures in systems where these assumptions (this “theory of risk”) hold. Software systems do not 
fit the assumptions, due to their complexity and multiple, unpredictable failure modes. Software systems need a new 
theory of risk. 

The theory of risk focuses on the function, the mathematics or logic, the calculations to be made over the graph, to 
measure the risk reduction that can be achieved and the remaining residual risk. It is the model of how risk states, 
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threats, and mitigators interact to push us towards or keep us from hitting the undesirable states. The theory also 
includes the scales on which these things are to be measured. The traditional PRA “solution methods” are based on a 
theory of risk which does not fit the software situation. Thus, we seek to replace them with a new mathematical 
solution that works for organized complexity, for things measured on different scales, and for data with wildly varying 
uncertainties. The next step might be to investigate some of the newer branches of mathematics that take into account 
various sources of uncertainty - randomness, conflicting evidence, confusion, lack of information, etc. These 
mathematics include possibilistic,, fuzzy, evidential, and Dempster-Scheaffer. The “theory of risk” development 
discussed here is not applicable solely to software. It applies to any system that is characterized by organized 
complexity. In fact, software is always part of a larger system, and the boundaries of analysis can be set inside or 
outside the software portion. 

Conclusion 

In this paper, the reader has traveled what originally seemed to be three distinct paths in the history (and future) of 
software and its surety properties. However, looking back, the paths have more commonality than might have been 
expected. The security road demonstrated that changes in infrastructure and environment can invalidate solutions by 
radically changing the problem space. The early view of security was seen to be evolving fiom a compliance phase, 
through an assets protection phase, into some yet undiscovered but broader look at security and dependability which will 
facilitate assurance. The safety + security + dependability road explored the need to balance competing objectives. A 
viable, enabling viewpoint into the problem space was seen to be key to achieving this. Thus an enabling and 
encompassing viewpoint is the current goal of both roads! The science and analysis road looks toward better 
foundations €or approaching software as a systems science. The cornerstones of system science are models and 
measurements which can assess how close a system is to its design goals. This road goes in a direction compatible with 
the other two, but reaches farther for the analysis capability which enables assurance and the balancing of competing 
objectives. 

While separate communities of experts have concerned themselves with traveling each road, one can see that their 
thinking really merges at two junctions, as illustrated in Figure 2. 

Figure 2. The three roads merge. 
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DISCLAIMER 

This report was prepared as an account of work sponsored by an agency of the United 
States Government. Neither the United States Government nor any agency thereof, nor 
any of their employees, make any warranty, express or implied, or assumes any legal babii- 
ty or responsibility for the accuracy, completeness, or usefulness of any information, appa- 
ratus, product, or process disclosed, or represents that its use would not infringe privately 
owned rights. Reference herein to any speclfc commercial product, process, or service by 
trade name, trademark, manufacturer, or otherwise does not necessarily constitute or 
imply its endorsement, recommendation, or favoring by the United States Government or 
any agency thereof. The views and opinions of authors expressed herein do not necessar- 
ily state or reflect those of the United States Government or any agency thereof. 
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