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Abstract 

This paper presents a new threading algorithm, designed to be used in protein fold recognition. 
Its purpose is to contribute toward the goal of predicting three-dimensional structures of proteins from 
knowledge of their amino-acid sequences alone. Sequences for new proteins are being discovered at a 
rapid rate, as a result of the Human Genome Project, and related genome research. Understanding of 
protein folding, and especially the ability to predict the 3D fold from the sequence, is crucial to the 
understanding of the function of these new proteins. This is considered by many to be the most 
important problem in contemporary molecular biology. 

comparisons with two popular threading algorithms. For the systems examined, the new method 
constitutes a significant improvement. 

Numerical tests of the speed and reliability of the algorithm are described, along with 
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1. Introduction 

Each protein generally folds into its own unique three-dimensional structure. The latter is thus 
assumed to be determined solely by the sequence of amino acids of which the protein is composed. It is 
of considerable interest to discover how proteins fold, and to understand it well enough to make 
predictions. Increased attention has been attracted to this problem as a result of the Human Genome 
Project. The sequencing centers are determining nucleotide sequences of genetic DNA, which translate 
to amino acid sequences of new proteins. The functions of these proteins-the biochemical workhorses of 
the organismare determined by their 3D conformations. Thus, solving the protein folding problem will 
be of immense importance in producing the scientific and technical benefits promised by modem 
molecular biology. 

An active area of research is development of fold recognition methods for structure prediction. 
[1,2] Such methods, also called threading, are intended for cases where the sequence of the target protein 
is not similar to that of any protein of known structure. The idea is that the fold of the target protein U 
might be close to one in a database, even if their sequences are dissimilar. The computation consists of 
aligning the sequence of U to a known structure Kin a way that optimizes the energy [3] or some other 
fitness function. This is repeated for all the examples in a fold library, to find the one that gives the best 
fitness score. Fold-recognition methods for structure prediction are currently lacking in accuracy and 
reliability. This was illustrated in a recent contest [4], in which folds were predicted for sequences 
whose maximum degrees of homology with proteins of known structure ranged from quite low to 
moderate. (Experimentally-derived structures of the targets were published only after the contest.) Only 
one third of the folds predicted were the correct choices from the fold libraries (not including targets 
whose folds fail to match any known ones). Even when the correct fold was recognized, the alignment of 
sequence to structure was generally very poor [ 13. 

employed [3]. Another weakness is in the threading algorithms used, Le., the procedures that (given the 
energy function) are supposed to find the lowest-energy alignment between a given sequence and given 
structure. This work is directed toward providing an improved threading algorithm. 

The threading algorithm is asked to locate the lowest-energy one out of a huge number of 
possible alignments of sequence U to template K. When interactions occur between amino acids that are 
spatially close, this is an NP-hard problem [ 5 ] ,  meaning that any method that always finds the global 
minimum, even in the worst case, requires computational effort that increases exponentially with the 
number of independent variables. Recently, Lathrop and Smith [6] published a branch-and-bound search 
(BB) procedure. The BB is guaranteed to find the lowest-energy alignment for the worst case, but (as 
expected) at a cost that grows exponentially with the number of degrees of freedom (i.e., with the number 
of core elements in the template). Xu and Uberbacher [7] have presented a threading algorithm that 
likewise always finds the global minimum. This one however, runs in polynomial time when the 
interactions are modest in number. 

In the following, protein fold recognition is described in further detail, along with the definition 
and role of threading algorithms. Two popular threading methods are outlined, to show where the 
difficulties enter. Our new Bayesian threading algorithm is then presented. Finally, we show numerical 
tests of the speed and accuracy of the three methods. 

One shortcoming in existing fold-recognition methods is the lack of realism of the potentials 

2.1 Protein Fold Recognition 

Several general computational approaches to the protein-folding problem are under intense 
exploration. The one that concerns us here is called threading, or fold recognition. The idea is, given a 
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new protein U of unknown structure (but known sequence), to search among the known protein 
conformations K to find the best fitting (lowest-energy) one for U. This is considered a promising 
approach, as it is found that new 3D protein structures resemble previously-known ones in a substantial 
number of cases. 

Fold recognition involves the following elements: 
A structure database. A representative set of well-determined structures is needed. As 
more structures become known, from x-ray crystallography and other means, the chances 
of successful fold recognition will increase. 
A threading model. One cannot expect to find the structure of U by aligning its residues 
to those of K without insertions or deletions. The threading model specifies the criteria, 
including the permissible sizes and locations of gaps that delineate the space of trial 
alignments. 
A scoringfunction. This function is used to assign a score to U-K trial alignments. The 
alignment giving the lowest score is assurred to be the best candidate (of all permissible 
alignments, and all structures in the database) for the structure of U. The score is often 
called the energy, since the free energy is the physical property that is minimized by the 
native structure. 
A threading algorithm. Its purpose is to search among the possible alignments (for a 
given U-Kpair) for the one of lowest energy (or best score). This is the subject of the 
present work. Speed and accuracy of a threading algorithm are crucial requirements for 
the feasibility and quality, respectively, of fold recognition. 
A test ofsignijhnce. Once the best alignment, according to the above criteria, has been 
found, the significance of the result must be appraised. 

The new Bayesian threading algorithm is described below, after a discussion of two popular 
threading methods. 

It is clear that threading algorithms can be tested, independent of the quality of the other 
components of fold recognition listed above. Thus, if we know (or can find out) the lowest-energy 
alignments of a set of sequence-structure pairs, for a given assumed energy function, we can test 
threading algorithms for speed and accuracy. Such tests for the new method and two other ones are 
presented in Sect. 4 below. 

2.2 Dynamic Programming and the Needleman-Wunsch Algorithm 

Let us define a notation for the alignment of a sequence U to a known protein structure K. 
Consider for example the human neutrophil elastase protein (lhne) as template K. Its structure contains 
14 core elements, consisting of 13 extended strands and one helix, according to the threading model used 
in this work. The target protein U is assumed to fit the template with neither insertions nor deletions 
within these elements, while lengths of the loops between core elements may vary within specified 
bounds. Thus a trial alignment of some sequence U to this structure may be described by the array x = 
(x, ,  x2,. . ., x , ~ )  of 14 integers, which denote which residues of U are aligned with the first position of each 
of the 14 core elements in turn. (For example, x = (5, 13, .. .) implies that the 5th and 13th residues, 
respectively, of sequence U are aligned to the beginning of the first two core elements in K.) Thus, the 
space of alignments to lhne is a subspace of the 14-dimensional space of positive integers. 

depends only on the alignment to a single core element, thus, 
Consider the special case where the energy may be written as a sum of terms, eich of which 
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E = c&(xJ, (special case!), 
I 

where xi describes the alignment on the ith core element, as described in the last paragraph above. Note 
that functionJ;(xi) is by definition independent of what specific residues are aligned with core elementsj 
for alljzi. Assume that lower and upper bounds have been set for the lengths of loops between core 
elements. Dynamic programming leads to the following simple threading algorithm [8,9], devised by 
Needleman and Wunsch (NW), which is exact for this special case. Trial alignments are built up, one 
core element at a time. When starting the kth step, one already knows, for each possible placement xk.1 

(on core element k- 1) the optimal alignment (xl, xI, . . ., Xk-1) and its energy E*k-,(xk-I). Then the optimal 
alignment for each value of xk is found. It is the one with the smallest E*k&k-l) value, over all the 
feasible xk-l values (i.e., considering the limits on loop length between the k-1 and k core elements), and 
its energy E*&& is 

The final, leastenergy alignment is the one that, after the nth step (for n core elements), is associated 
with the smallest value (over all x,) of E*&,). The latter is of course the total energy. 

In a realistic case, however, where the energy function contains interactions between residues on 
different core elements, the application of dynamic programming is not straightforward. The last 
equation must be modified by including (in place offk(x&) the portion of the total energy that varies with 
xk. Taking for example the energy function defined in the following section, we get 

n 

(This comes from Eq.(7) below, dropping the factor 1/2 because the same term occurs twice.) The 
problem is that, at the kth step in the procedure, it is not known precisely which parts of the sequence 
align with the core elementsj>k (Le., values of &+I, x ~ + ~ , .  . ., x,, are unavailable). Thus, the last term 
above cannot be correctly evaluated. The N W  procedure with the "frozen" approximation (NWF) [2] 
consists of calculating the above interaction term as though the core elements (other than the kth one) are 
populated by the same residues as in the template protein, K. Also used is a variation of this 

, -. approximation in which the elementsjck are assigned the appropriate residues (known from the previous 
steps) from the partially aligned protein. Another method is the NWF procedure iterated several times, 
each time replacing the frozen residues by the ones found in the preceding iteration. Call this the NWFI. 

The NWF and NWFI procedures are believed frequently to give wrong alignments. A new, more 
reliable approach has been devised and is described in the next section. 

3. A Bayesian Heuristic Algorithm for Threading 

We desire a method that, given an energy function, finds the lowestenergy alignment in a short 
time. The definition of threading as specified at the end of Sect. 2.1 is assumed, and the energy function 
is assumed to contain residue-specific interactions between core elements. Then, as discussed in the 
introduction, a threading method that is guaranteed to find the desired result, even in the worst case, will 
require long execution times. Thus, we do not demand worst-case guarantees, but instead design an 
algorithm for the usual range of cases, with a high success rate. Furthermore, since each observation 
(calculation of the energy) is expensive, we attempt to minimize the number of observations. In order to 
satisfy these requirements, the algorithm preferably will take into account what is known about the 

I 
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energy function, and will furthermore use information gathered from observations. These considerations 
suggest that we apply a Bayesian approach. 

Bayesian statistics are commonly used in designing drug tests, where it is necessary to extract the 
most information from the fewest observations. Physicians (wittingly or not) use them in their practice. 
More to the point, workers in operations research have developed Bayesian heuristic methods for global 
optimization. See Refs. [ 10,11,12,13]. With the exception of some classic examples in integer 
programming, e.g., the traveling-salesman problem, their results pertain to the space of real numbers. 
The methods rely on continuity and linear interpolation, and thus cannot be adapted for threading, which 
occurs in a space of integers. Nevertheless, concepts elucidated by them were useful in the development 
of the method proposed below. This method is considered to be a Bayesian search procedure, as it 
carries out the (expensive) evaluations of the objective function for only a set of trial alignments 
that-according to a heuristic model-are among the better candidates for the global minimum. 
Furthermore, it applies information discovered during the calculations to refine the heuristic model. 

Before proceeding further, a notion of probability will be introduced that is applicable to 
threading. Consider an ensemble of molecules, generated from our protein U by randomly scrambling its 
sequence. Then the probability of a given result is the frequency with which it appears in this collection. 
This ensemble is useful when we require an estimate of the energy of interaction of residues in one part 
of the stmcture, with (unknown) residues that are nearby in space. It will be invoked below in the 
heuristic model, but not in calculating final values of the energy. 

following way, 
Assume that the energy E may be expressed as sums over residues (amino acids), in the 

The functions vu depend only on the chemical identity of residue a and the distances rup to other residues, 
independent of the species of the latter, while yuy(ruy) is the interaction energy between residue a and 
backbone atom y. 

on the species of both a and p. While this term is by far the costliest to evaluate, it tends to be the 
smallest one of the three. Therefore, at times it is treated statistically in the new methods derived in 
Sections 3.2 and 3.3. First, some general results are presented. 

each distance rup, 

The third term in the above equation is the sum of the pairwise interactions wup(rup) that depend 

It is useful to require that the expectation value of each wup(rup) is zero, for each residue a and 

where the notation implies an average over all residues p @fa)  for fixed a, over the ensemble defined 
above. (For a given residue a this means an average over the 20 amino-acid species, weighted by their 
populations in the remainder of the sequence.) This requirement is not a restriction on the energy, as it 
can be met by subtracting from wUp(rup) (and adding to v,(rup)) in Eq.(4) the value of the left side of 
Eq.(5). Write the variance (over the same ensemble) u,2(rup) of the energy of interaction between residue 
a and the others (at fixed distance rup) as follows: 

The magnitude of this quantity varies with inter-residue separation rup, but is independent of the species 
of residue p since it is an average over the species of p. 
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It is convenient to express the energy of an alignment as a function U(x) of the variables x = (xl ,  
x,, . . ., x,) defined in the first paragraph of Sect. 2.2. Let us assume that the energy function E depends on 
the residues in core elements only, and defer the general case for later work. Then, Eq.(4) leads to 
expression of E(x) in terms of self-energies of core elements and interactions between pairs of core 
elements, as follows: 

whereA (xi) is the sum, over all residues on core element i, of the first two terms in Eq.(4) and needs to 
be evaluated only once (for each feasible value of xi) for a given U-K pair. Similarly, gij is the energy of 
interaction between core elements i andj. Since gij is the sum of interaction terms waP, it follows from 
the above that its mean (over either xi or xj) is zero, 

We approximate the variance uit(xi) of gij(xijj) for fixed xi by the sum of the variances of the individual 
interactions, 

Recall that dynamic programming leads to a simple, exact procedure for finding the lowest- 
energy alignment in the special case, Eq.(l), where the energy does not contain explicit interactions 
gij(xijj) between core elements. These interaction terms probably constitute only a minor part of the 
energy [14], but they cannot be ignored. Neither can they be calculated for any one core element k 
without knowledge of the residues present on all other core elements. Therefore, we introduce the 
following heuristic model, in which gij is treated statistically. The sum of the g's,  the last term in Eq.(3), 
will be sampled from the distribution that obtains when all core elements except the kth one are 
populated from the random-sequence ensemble. It follows immediately from Eqs.(8) and (9) that the 
mean and variance of the last term in Eq.(3) are respectively zero and a:(x,), where the latter is defined 
by 

Then, for the heuristic model, Eq.(3) is replaced by 

E *k(x&)  = E +f&(x&) + tu,(x&> 9 

in which 5 is a random variable (normally distributed with unit standard deviation), whose value is 
different every time it is referenced. This last expression has the same form as Eq.(2) in that E*&,)) can 
be evaluated without knowledge of &+I, xk+,, . . . . Thus, dynamic programming may be applied to produce 
trial alignments that are good enough to merit calculation of their energies (by Eq.(7)). Initially, the 
above relation is used because the identity of residues interacting with those on any given core element is 
unknown. After a number of samples are drawn, the identity of those residues may be inferred (with 
uncertainty) from knowledge of the lowest-energy alignment encountered so far. This information may 
be taken into account in the next stage of the search, by an .adaptation of the frozen approximation. 

preliminaries-adjustments of v,'s and waB's to satisfy Eq.(5) and calculation ofi(xi), a:(xJ (all i, all 
feasible xi)-the following computations are performed. 

The above considerations suggest the following procedure. After brief 
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(1) Generate a trial alignment from dynamic programming, applying the following in place of 
Eq.(ll) for each k, 

E * k(Xk)  = E *k-  l(xk- 1) + f L ( x k )  + 6 9 

where s is a constant of order unity (1.4 in the present work). A new random value, from a 
normal distribution (of zero mean and unit variance), is assigned to 4 each time it is referenced, 
except that 6=0 is used in the first trial. In the first cycle, $(xk) is identical to fL(xk). 
If the trial alignment does not duplicate a previous one, calculate the corresponding trial energy E 
of protein U, using the (exact) Fq(7). 
Repeat steps (1) and (2) for a predetermined number n of trials. This completes one cycle. The 
best result at this stage is the lowest E, along with the associated alignment. 
If a new lowest value of the energy was found in the cycle, compute new f l (x ,J  for use in 
succeeding cycles, using a frozen approximation, 

(2) 

(3) 

(4) 

i t k  

where X: is thejth element of the lowest-energy alignment found so far. 
Repeat the above, for a predetermined number of cycles. (5 )  

4. Calculations and Conclusions 

The Bayesian method was tested by aligning the 22 threading unknowns from CASP2 to a 
representative set of templates. The latter were selected from a set of 161 proteins of distinct structures 
[ 131, taking the first 25 from an alphabetically ordered list of Protein Data Bank identifiers. The energy 
function assumed is the sum of pairwise interactions between side chains and between side chains and 
backbone as given by Bryant and Lawrence [13], while the threading model is similar to that of Madej, 
Gibrat, and Bryant [28]. Excluding the cases where the sequence is too short to span the template leaves 
422 sequence-template pairs for this study. The search space size-the number of possible trial 
alignments-runs from 9x 10' to 5 x  10'' in these examples. In the case of the Bayesian algorithm, the 
calculations were repeated five times with different random number sequences, for a total of 21 10 
threadings. 

three procedures are judged by their success rates, defined as the fraction of times (out of 21 10 
threadings for the first one and 422 threadings for the other two) that they find the lowest-energy 
alignment. (The correct result is believed known, for the assumed energy function, on the basis of a large 
number of calculations with the present method.) The curve shows fraction of threadings in which the 
Bayesian method finds the optimal alignment in CPU time less than t ,  as a function oft. The times 
reported for the NWF and NWFI calculations are the mean times for these methods. All the above are 
mean times per sequence-template pair, for execution on an HP Series 9000 Model 735 workstation. 

It is surprising how unreliable the NWF and NWFI procedures are. Respectively, they find the 
correct alignment only 24% and 47% of the time! Of course, those methods are valued chiefly for their 
speed. Note however that the Bayesian method is faster, succeeding 60% and 77% of the time when run 

The figure shows the performance of the Bayesian, the NWF, and the NWFI algorithms. The 
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for the same execution times as the NWF and NWFI respectively. The success rate of the Bayesian 
method reaches 97% by five seconds, and approaches 100% asymptotically with increasing time. 

The Bayesian threading algorithm offers an attractive combination of speed and reliability for 
threading, when the energy function includes interactions between amino acid residues from different 
core structures. For the systems studied here, it is clearly superior to the NWF and NWFI methods. It 
may find a place in fold recognition studies when (as is usually the case) a success rate of less than 100% 
is acceptable. It also might be useful as a screening tool in fold recognition, winnowing the candidate 
folds to a number that is manageable by an exact method. 
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