
L c 

Adaptive Resolution Refinement for High- 
Fidelity Continuum Paramenterizations 

Jacob Anderson and Ahmed Khamayseh 
Computational Science Methods Group 

Los Alamos National Laboratory 
Los fdamos, NM 87545 

Brian Jean 
Engineering Research Center 
Mississippi State Univerisity 

Starkville, Mississippi 

RECEIVED 
S€? 2 3  I996 

O S T I  

DISCLAIMER 

This report was prepared as an account of work sponsored by an agency of the United States 
Government. Neither the United States Government nor any agency thereof, nor any of their 
employees, makes any warranty, express or implied, or assumes any legal liability or responsi- 
bility for the accuracy, completeness, or usefulness of any information, apparatus, product, or 
process disclosed, or represents that its use would not infringe privately owned rights. Refer- 
ence herein to any specific commercial product, process, or service by trade name, trademark, 
manufacturer, or otherwise does not necessarily constitute or imply its endorsement, recom- 
mendation, or favoring by the United States Government or any agency thereof. The views 
and opinions of authors expressed herein do not necessarily state or reflect those of the 
United States Government or any agency thereof. 

A 



Adaptive Resolution Refinement For High- 
Fidelity Continuum Parameterizations 

Jacob W. Andersont, Ahmed Khamayseht, Brian A. Jean. 

ABSTRACT 

This paper describes an algorithm that adaptively samples a parametric continuum so that a 
fidelity metric is satisfied. Using the divide-and-conquer strategy of adaptive sampling eliminates 
the guesswork of traditional uniform parameterization techniques. The space and time complexity of 
parameterization are increased in a controllable manner so that a desired fidelity is obtained. 

INTRODUCTION 

Parameterizing a parametric continuum (hereafter referred to as a surface) with many shape 
effects is a difficult problem when considering the fidelity of the representation. If a uniform param- 
eterization is employed, an excess number of points in regions of virtually no curvature gradient 
often results. This congestion of points puts a burden on the space complexity of the parameteriza- 
tion and can further burden the time complexities of polygon based surface-surface intersection 
algorithms by introducing an excess number of polygons where they are not needed. 

Adaptive Resolution Refinement (ARR) is designed to evaluate a surface at the regions of 
interest so that adequate sampling of the surface’s shape is performed. This type of sampling is 
important when high fidelity visualization of a surface is required. Traditionally uniform parameter- 
ization is employed and smoothing techniques redistribute points into regions of interest. This 
approach fails when trying to parameterize a very complex surface because formulae which deter- 
mine the number of points necessary to adequately sample the surface do not exist. The ARR algo- 
rithm solves this problem of guesswork by a “divide-and-conquer” strategy for parameterization 
which adaptively samples the parameter space of the surface. The adaptive method quickly puts 
high-resolution in regions where high-resolution is needed and low resolution in other regions. 

The first section of this paper describes the ARR algorithm, followed by an algorithm for 
triangulating the ARR parameterization tree; then some examples will follow, with our concluding 
remarks finishing the paper. 

THE ARR ALGORITHM 

The ARR algorithm works by recursively applying a quaternary subdivision metric to the 
parameter space of a surface until some fidelity metric is satisfied. Recursive subdivision is numeri- 
cally stable only when termination and subdivision metrics are well defined. For ARR, we found 
that just a few levels of refinement are needed to capture the shape effects of a surface to within a 
numerical tolerance. 
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Von Herzen[ 11 describes an adaptive subdivision algorithm for capturing surface shape effects 
based on curvature adaptation. That method fails to capture topological effects like boundary shapes 
on surfaces because it is based on the curvature of the surface. Using a curvature metric for subdivi- 
sion on a flat surface fails because the curvature is constant throughout the surface. Constant curva- 
ture results because curvature calculations are based on the parametric gradient of the surface at a 
specific (u,v) parameter point. With shapes like a disc, the gradient is always constant because it is 
planar. Therefore, a localized topological metric must be used in addition to curvature so that the 
curved boundary of the disc is adequately represented. The ARR algorithm uses both curvature and 
evaluation fidelity to quantify its subdivision metric. 

Parametric surfaces can be described by many different mathematical formulae. An import 
numerical feature of nonuniform rational B-spline surfaces is the knot vectors. Knots play an impor- 
tant role in defining the convex effects on a surface. Between each unique knot value, the surface is 
guaranteed to be convex purely by the definition of the knots. ARR takes advantage of the knots so 
that the initial parameterization, prior to subdivision, is done at the unique knot values. Using the 
knot values eliminates the need to do an initial, uniform parameterization step described in Von 
Herzen[ 11 which can lead to inefficient subdivisions. For surfaces which do not have knot vectors, 
an initial uniform parameterization should be used as described in Von Herzen[ 11. 

The terminal level of refinement plays a significant role in placing a limit on the number of 
polygons created for a surface's parameterization. At each level of subdivision, a parameter region 
is divided into four new regions. Each of these new regions can contribute two triangles to the final 
triangulation. For surfaces that have spatially large shape effects, a poorly chosen terminal refine- 
ment level can be reached quickly. The rate at which the refinement adapts to the shape of the 
surface is a function of the fidelity metric. Therefore, choosing a refinement level that will accom- 
modate spatially large shape effects is tantamount to a high-fidelity parameterization. 

When a parameter region is analyzed to determine if it should be subdivided, the curvatures at 
each corner and center of the space are compared as shown in Fig. 1, where the K","'s are the curva- 
ture at a point and Au and Av are the parametric width and height of the region respectively. The 
type of curvature used is determined by the user at the beginning of the ARR process and is applied 
at each subdivision. 

The curvature calculations tested with ARR were principal, Gaussian, mean, and absolute. The 
formulas for these curvatures can be found in most computational geometry texts[3]. Application of 
each curvature is dependent on the surface, yet in general, Gaussian curvature was found to produce 
the best results because it is the product of the principal curvatures. 

When the fidelity metric (either curvature, surface fit error, or refinement level) is not satisfied, 
the rectangular parameter region must be subdivided. The subdivision is shown in Fig. 2. New 
parameter points are introduced at the midpoints on each of the four edges and at the center of the 
region. Four new regions are produced from the original region. 

If no curvature deviation is found, then surface points are evaluated according to the grid shown 
in Fig. 3a where Pi is a corner point and Mi is the midpoint between Pi and Pi+*. Vectors are con- 
structed between adjacent corner points as well as between the midpoints and their respective adja- 
cent corner points. These vectors are shown in Fig. 3b. 
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Figure 2. Subdivision of a rectangular 
parameter space. 
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Given that PjPi, MiPi, and PjMi are vectors constructed as shown in Fig. 3b. If the dot product of 
one of the midpoint vectors with the edge vector deviates from 1.0 by an amount greater than the 
specified tolerance, the space needs to be subdivided. This calculation is shown in Eqs 5a-e. 

dot, = M.Pi PjPi 
dot, = Pj‘M, PjPi 

1 5 i,j I 4 
j = imod4 + 1 

( 1  - dot,,,> E )  V ( dot1,2 < 0)  
subdivide = 

The subdivision continues until the AK of each point on the curvature stencil, relative each other 
point, is less than or equal to K ~ ,  the surface deviation of the stencil edges is less than a specified 
tolerance, or the maximum level of subdivision is reached. As the subdivision progresses, a neigh- 
bor list is maintained for each parameter cell. This neighbor list is used in the triangulation of the 
ARR tree described in the next section. The following algorithm explains the subdivision algorithm 
in detail. 

1. Determine initial parameterization using either uniform parameterization or the knots 
2. for each initial parameter cell 
3. 
4. 
5. 
6. 
7. 
8. 
9. 

10. 
11. end if 
12. end if 
13. end if 
14. endfor 

Evaluate the curvature stencil in Fig. 1 
if the subdivision level 5 max level of refinement 

if the curvatures are not largely changing wrt K, and a tolerance 
Evaluate the surface at the points shown in Fig. 3a 
Construct the edge vectors shown in Fig. 3b 
if Eq. 5e is True 

subdivide the cell according to the grid shown in Fig. 2. 
for each new cell goto step 3 

TRIANGULATING THE ARR TREE 

Triangulation of the ARR tree consumes the majority of the time complexity of the algorithm. 
Samet[2] describes an algorithm for finding the common neighbors of a general quadtree node. We 
derived a similar algorithm with one modification. When the subdivision occurs, the local neighbors 
in the space of the subdivided node are preserved and the ambiguous neighbors are derived from the 
parent node’s neighbor list. Having this preprocessed neighbor list is essential to speeding up the 
search algorithm because there isn’t a need to ascend the tree from a leaf node to get it’s root parent. 
The added memory cost is only four pointers for each tree node. 



Before continuing, some reference values need to be defined which describe how edges and 
cells are referenced in a subdivided cell. Figure 4a shows the subdivision of a cell with the numbers 
in each subcell signifying a sequence number. Figure 4b shows a single cell with the edge sequence 
numbers given. The use of cell and edge sequence numbers allowed us to derive lookup tables to 
find cell neighbors faster. 

(A)  (B) 

Figure 4. (a) Cell and (b) edge sequence numbers of a cell. 

The cell neighbor enumeration for a particular cell, designated hereafter by icell, is performed 
in the following steps: 

I =  4 CSN + ESN 

1. Calculate the index into the lookup table given in Table 1. The index is calcu- 
lated using equation 6 where CSN is icell’s sequence number and ESN is the edge 
sequence number of the edge which is shared by the neighbor cells and icell. 

2. For each neighbor cell designated by CSN#1 and CSN#2 found in Table 1, either 
a recursive tree traversal is performed or the neighbor cell is added to icell’s 
neighbor list. Only cells which are leaf nodes in the tree (they don’t have any 
children) are added to icell’s neighbor list. 

Table 1. Neighbor Cell Sequence Number Lookup Table 

Cell 
Sequence # 

Edge 
Sequence # 

CSN CSN 
Index #1 #2 

0 
0 
0 
0 
1 
1 
1 
1 
2 
2 
2 
2 
3 
3 
3 
3 

0 
1 
2 
3 
0 
1 
2 
3 
0 
1 
2 
3 
0 
1 
2 
3 

0 
1 
2 
3 
4 
5 
6 
7 
8 
9 
10 
11 
12 
13 
14 
15 

3 
0 
1 
0 
2 
0 
1 
3 
3 
3 
1 
1 
3 
0 
2 
0 

2 
3 
2 
1 
3 
3 
2 
2 
2 
0 
2 
0 
2 
3 
1 
1 



After a cell’s neighbor list is enumerated, the triangulation algorithm is employed. If the cell 
has an edge with more than two neighbors, the number of points on that edge will be more than three 
and the simple triangulation method is used. When no edges on the cell have more than two neigh- 
bors, the table-driven triangulation is used. These two triangulation techniques are described in the 
following: 

Simple Triangulation 

Figure 5 shows an instance where the simple triangulation is used. A new point is introduced at 
the parametric center of the cell and triangles are made such that the center point is connected to all 
of the points on the edges of the cell. 

Figure 5. Instance of simple triangulation. 

Table-Driven Triangulation 

The table-driven triangulation uses a lookup table to identify the optimal triangulation for 16 
special cases of a quadrilateral. A radix-two index is computed based on which edge has an extra 
point. Figure 6 shows the table for each of the 16 quadrilateral cases that this triangulation works 
with; the index values are given in parentheses next to the radix-two identifiers for each case. Table 
2 gives the triangulations for each case. 

OOOO(0) : OlOO(4) i<I lOOO(8) : llOO(12) 
1 

0 0 0 0 
0 1 2  0 1 2  0 1 2  0 1 2  

: M 0001 (1) d 
0 

0101 (5) 1001 (9) dm 1101 (13) 

0 1 2  

0010 (2) 

0 :T>t 
0 1 2  

0 1 2  

0110 (6) 

0 1 2  

0 1 2  0 1 2  :fl lOlO(10) lllO(14) 

0 
0 1 2  0 1 2  

0 1 2  0 1 2  0 1 2  0 1 2  

Figure 6. 16 cases of quadrilateral triangulation. 



Table 2. Triangulations for each of the 16 cases in Figure 6. 
0000(0) 0001 (1) OOlO(2) OOll(3) OlOO(4) OlOl(5) 

00,20,22 00,10,02 00,20,21 00,10,02 00,20,12 00,10,02 
00,22,02 10,20,22 00,2 1,02 10,20,21 00,12,02 10,12,02 

10,22,02 02,21,22 10,2 1,02 20,22,12 20,22,12 
2 1,22,02 10,20,12 

OllO(6) Olll(7) lOOO(S) lOOl(9) 1010(10) lOll(11) 

00,20,21 00,10,12 00,20,0 1 00,10,0 1 00,20,21 00,10,0 1 
10,20,22 00,21,01 10,20,21 00,21,12 00,12,02 20,22,0 1 

00,12,02 10,20,21 01,22,02 10,22,01 01,21,22 10,2 1,Ol 
21,22,12 10,2 1,12 0 1,22,02 0 1,22,02 01,21,22 

21,22,12 01,22,02 

1100( 12) 1101( 13) 1110( 14) 1111( 15) 

00,20,01 00,10,0 1 00,20,21 00,10,01 
01,20,12 10,20,2 1 00,21,01 10,20,21 
01,12,02 10,21,01 01,21,12 21,22,12 
20,22,12 01,21,22 21,22,12 12,02,01 

01,22,02 0 1,12,02 01,21,12 
01,10,21 

At the top of each column in Table 2 is the binary identifier and its decimal equivalent for each 
triangulation case. The numbers under each case identifier are the triangles for that case, e.g. 
00,20,01. These numbers represent three points on the quadrilateral in the coordinate system of the 
quadrilateral where point 00 is at the lower left corner of the quadrilateral as shown in Fig. 6.  The 
binary case identifiers are found by turning on a bit which represents a point on an edge. The edges 
are numbered from the bottom counter-clockwise; therefore, edge 00-20 is represented by the 
rightmost (least significant) bit and edge 00-02 is the leftmost (most significant) bit. 

The triangulation which Table 2 produces is right handed. Right handed means that the points 
which make a triangle do so in a counter-clockwise fashion. To make a left handed triangulation, 
transposing any two adjacent numbers will produce the desired effect. 

RESULTS 

In this section, all results reported were computed on a Sun SPARC 10/2/50 (2 50 MHz 
SuperSPARC chips) running Solaris 2.5, and 128 MB of RAM. The ARR and images were com- 
puted by Hydra, a problem setup and visualization application developed by The Computational 
Science Methods Group, XCM, of Los Alamos National Laboratory. Hydra is primarily a research 
code for advanced computational geometry and visualization algorithms. Currently, it is not avail- 
able to the public domain because it is still under development. For more information about Hydra, 
contact hydra@ Zanl.gov. 

All uniform parameterizations shown here are done with a 10x10 parameterization grid, i.e. ten 
points equally distributed in the u and v directions in the parameter space of the surface. When 
referring to the ARR refinement, a parenthetical set of numbers, (x,y), will be given. This set of 
numbers represents the maximum level of refinment, x, and the maximum surface fit error, y. 
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The NURB models in Figs 7 and 8 were made with NGP, the software tool developed for the 
National Grid Project, and evaluated with Hydra’s ARR implementation. NGP is owned by the 
National Grid Project consortium and is being developed at the Engineering Research Center at 
Mississippi State University. For more information concerning NGP contact Brian Jean, 
brian @erc.MsState.Edu. 

The NURB model shown in Fig 9 was found on the World Wide Web. It was developed at the 
Computer Science Department of the University of Utah using the Alpha-1 geometric modeling 
system. For more information about Alpha-1 , see http://elib.cme.nist.gov/edl/html/alphal. html. We 
modified the original goblet model by changing the control point net so that it would have more 
profound curvature effects. 

Figures 7a-b show a disc with two boundary effects. Figure 7a depicts the uniform parameter- 
ization of the surface. The uniform parameterization fails to capture the boundary effects as shown 
in Figure 7b where the ARR was applied. The ARR was stopped after 3 levels of refinement or 
0.001 error. The number of triangles used in Fig 7b is 2,318, and they required four seconds to 
generate. 

Figures 8a-d show a simple sheet surface which has a waving shape effect around the disconti- 
nuity. Figures Sa and 8b were created with a uniform parameterization and Figs 8c and 8d used the 
ARR parameterization. The uniform parameterization used 162 triangles and microseconds of CPU 
time to compute. The ARR parameterization used 1,333 triangles (3,0.001), one second to do the 
subdivision and two seconds to triangulate. 

Figures 9a-d show a goblet model evaluated with a uniform (a,b) parameterization. The goblet 
model is a very complex surface with many high curvature inflection points. The number of tri- 
angles used by Figs 9a and 9b is 162. Figures 9c and 9d show the goblet model with ARR applied to 
it. The refinement was stopped after two levels or an error of 0.001 (2,O.OOl) in both curvature and 
surface fit. Because of the high curvature of the surface, the maximum level of refinement was 
reached before the error limit. The number of triangles used by Fig 9c and 9d is 9,200. The uniform 
parameterization took practically no time to compute; whereas the ARR took eight seconds to subdi- 
vide and 21 seconds to triangulate. 

CONCLUSIONS 

The ARR algorithm is a very robust method for capturing shape effects of a parametrically 
defined continuum. For complex shapes, more memory is required to adequately represent the 
surface relative to a uniform parameterization. Certainly this algorithm is not a panacea for visualiz- 
ing all surfaces. ARR is a good substitution to doing uniform parameterizations and smoothing, 
which can be very costly in time complexity because the smoothing techniques require solving 
partial differential equation systems. The real drawback to doing ARR is the additional memory 
requirement. 

The amount of memory required by an ARR evaluation is directly proportional to the level of 
refinement. For higher levels of refinement, ARR requires significantly more triangles than the 
traditional uniform parameterization. The tradeoff for memory is in the visualization of the surface. 
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ARR is guaranteed to capture all shape effects on the surface when the refinement level is extended 
to infinity. Infinite refinement is clearly not practical, but with just a few refinement levels a better 
boundary representation of the surface will be produced. 

One final caveat is that ARR can be used to adaptively sample a field continuum. The subdivi- 
sion metric can use a surface’s shape metrics (curvature and surface-fit error) or some other physical 
quantity. With some ingenuity, ARR could be applied to isosurface extraction. The application of 
ARR is bounded only by the existence of a well-defined vertex-centered fidelity metric. 
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Figure 7a. Uniform parameterization of a flat surface with boundary deformations. 



Figure 7b. ARR parameterization of a surface with boundary deformations. Three levels of refine- 
ment and an error of 0.001 were used to generate this parameterization. 
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Figure 8a and 8b. Uniform parameterization (10x10) of a wavy sheet surface. 162 triangles were 
computed in microseconds of CPU time to represent this surface. 

b 
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Figure 8c and d. ARR parameterization (3,O.OOl) of the wavy sheet surface. 1,333 triangles were 
computed in 3 seconds for this surface. 

d 
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Figure 9. Evaluations of the goblet surface. (a,b) Uniform (10x10) parameterization with 162 
triangles. (c,d) ARR (2,O.OO 1) parameterization with 9200 triangles. 


