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1. INTRODUCTION 
Clouds are one of the most important moderators of 

the earth radiation budget and one of the least 
understood. The effect that clouds have on the 
reflection and absorption of solar and terrestrial 
radiation is strongly influenced by their shape, size, and 
composition. Physically accurate parameterization of 
clouds is necessary for any general circulation model 
(GCM) to yield meaningful results. The work presented 
here is part of a larger project that is aimed at producing 
realistic three-dimensional (3D) volume renderings of 
cloud scenes, thereby providing the important shape 
information for parameterizing GCMs. The specific 
goal of the current study is to develop an algorithm that 
automatically classifies (by cloud type) the clouds 
observed in the scene. This information will assist the 
volume rendering program in determining the shape of 
the cloud. 

Much work has been done on cloud classification 
using multispectral satellite images (e.g., Ebert, 1992; 
Garand, 1986; Inoue, 1987; Lamei, et al., 1993; Lee, et 
al., 1990; Smotroff, 1993; Yo01 & Brandley, 1992). 
Most of these references use some kind of texture 
measure to distinguish the different cloud types and 
some also use topological features (such as cloud/sky 
connectivity or total number of clouds). A wide variety 
of classification methods has been used, including 
neural networks, various types of clustering, and 
thresholding. The work presented here utilizes binary 
decision trees to distinguish the different cloud types 
based on cloud feature vectors. 

2. WHOLE-SKY IMAGER (WSI) DATA 
The images used in this study were obtained from 

two whole-sky imagers (WSI) Iocated at White Sands, 
NM, during the months of July, September, and 
October, 1989 and May, 1992. These ground-based 
imagers are spaced approximately 5 km apart and 
provide a stereo view of the sky. The data acquired 
from these imaging systems can be used in a wide 
variety of applications including cloud base height 
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determination and cloud-type occurrence statistics. 
These applications can be augmented by automatic 
determination of the type of cloud present in a cloud 
scene. 

Figure 1 shows an example of the WSI data used in 
this study. The dimensions of the image are 512 x 512 
pixels. The edge of the image is oval and not round 
because of the non-square pixel elements in the CCD 
array used to capture the image. WSI data presents 
some unique challenges to cloud classification for 
several reasons. First, the image is not a flat 
representation of the cloud scene. Instead, equal 
distances in the image are equal angles in the scene. 
Therefore, while the angular resolution of the data 

is constant, the length resolution decreases from 
the center to the edge of the image. Also, due to the 
perspective of ground observations, the center of the 

FIG. 1. An example of the whole-sky imager (WSI) data used 
for the automatic classification by cloud type. Note the 
difference in viewing angle between the center of the image 
(where the bottoms of the clouds are seen) and the edge of the 
image (where, for modular clouds, more of the sides are 
seen). The black square near the center of the image is the 
sun occultor which shades the input lens from the direct rays 
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image views the bottom of the clouds but the image 
edge views either the bottom (for clouds of large spatial 
extent) or the side (for modular or broken clouds). 
Another challenging aspect of the WSI data is the 
relatively limited field of view. Compared to satellite 
data, the WSI cloud scene is a very local one. Many of 
the clouds extend beyond the edge of the image and 
therefore, very few clouds are seen in their entirety. 
This precludes such features as perimeter measures, 
fractal dimensions, etc., from being used in this 
classification. 

3. CLASSFICATION METHOD 
The objective of this work is to be able to 

automatically classify different types of clouds as 
observed in the WSI data. Binary decision trees 
(Breiman, et al., 1984) were chosen for the 
classification method for several reasons. First, for 
almost any type of classification, the clouds must be 
described by feature values that are extracted from the 
data. These features can be any type of texture 
measure, topological parameters, parameters related to 
the weather conditions, or any other physical 
description of the clouds. The set of possible features 
that can be used to describe and classify the data is 
enormous. For this study we have limited those features 
to one type -- the LAWS texture measures (see $3.2 for 
a description). However, even with this limitation, 
there are still too many features for the algorithm to 
handle at one time. Using binary decision trees it is 
possible to compare the importance of different features 
used in the classification and reduce the set of possible 
features down to a manageable set containing the more 
important ones. 

Second, along with a classification for each data 
point, binary decision trees also give an estimate of the 
misclassification probability. Therefore, once the 
classification is completed, those points that have a 
relatively high misclassification estimate can be further 
inspected, automatically or interactively, to produce an 
improved final classification result. Other reasons for 
choosing binary decision trees include the invariance 
under monotone transformations of the features and the 
robustness with respect to outliers and classification 
errors in the training data. 

3.1 Binary Decision Trees 
Binary decision tree algorithms use a set of training 

data, for which the cloud class is known, and generate a 
hierarchy of thresholds based on a series of measured 
features. For each point in the training sample, n 
different features are measured. (The features used in 
this study are described in $3.2) These measurements 

are placed in an n-dimensional space and successive 
splits (which are equivalent to thresholds on individual 
feature values) are used to separate the points into 
different regions or nodes. At every level, each region 
is individually analyzed to find the optimal split, i.e. the 
split which most reduces some measure of the node 
impurity. 

The ideal end result is a set of pure leaf nodes 
(terminal nodes that contain points belonging to only 
one class). This is an ideal tree structure because, in 
general, it is obtained by too much splitting and the 
trees are much larger than the data warrant. This results 
in a tree that is susceptible to noisy data and one that 
has a higher true misclassification rate than the right 
sized tree. On the other hand, if the training data is not 
split far enough, information in the data will be ignored. 
The resulting tree will be too small and will also have a 
higher true misclassification rate than the right sized 
tree. 

Since ‘growing’ the binary decision tree out until 
all leaf nodes are pure usually results in a tree that does 
not represent the data well, there are two methods for 
‘pruning’ or reducing the size of the tree. For the f is t  
method, the tree is grown out until every node is pure 
but then ’pruned’ back to allow impure leaf nodes. The 
method used in this work is cross-validation. Basically, 
subsets of the full training data set are used to grow 
several trees. These trees are compared to find that 
portion of the main body that is constant from one tree 
to the next. The leaf nodes not belonging to this 
constant portion are then removed from the tree. This 
method also gives misclassification rates closer to the 
actual rates for the training data. 

3.2 Features 
The features described in this section are all 

measured for each pixel in the WSI data image that is 
determined to be a cloudy pixel. Most of the features 
are computed as an average over a small neighborhood 
around each pixel. The resulting binary decision tree, 
then, actually classifies individual pixels as belonging to 
one of four cloud classes. This result can be 
generalized to give the most likely class to which each 
cloud or cloud image belongs. 

The primary features utilized in this study to 
distinguish the different cloud types are measures of 
texture. The LAWS kernels are used (Laws, 1980) to 
quantify the amount of 25 different types and 
orientations of texture in the cloud scenes. These 
texture kernels are derived by multiplying particular 
combinations of two of the following five vectors: L5 = 

[-1 2 0 -2 11, and R5 = [l -4 6 -4 I]. The letter names 
[ 1 4 6 4 I], E5 = [-1 -2 0 2 I], S5 = [-1 0 2 0 -13, W5 = 



for the vectors refer to the type of texture that each 
vector is sensitive to, namely Level, Edge, Spot, Wave, 
and Ripple, respectively. For example, the kernel L5E5 
is formed by multiplying the vector L5 with E5, and 
E5L5 is its transpose, formed by multiplying the vector 
E5 with L5. The method used to obtain a measure of 
the texture energy in the neighborhood of each pixel 
closely follows that found in Laws, 1980. First, each 
cloud scene is convolved with one of the 5 x 5 filter 
masks. Next, the absolute value of the result is 
averaged over some neighborhood to give a measure of 
the texture energy at each point. (In this study a 15 x 
15 neighborhood is used.) The result is a measure of 
the texture energy over a relatively small scale 
compared with the extent of the image or a typical 
cloud. 

In order to include the available large-scale 
information in the classification, the resolution and 
sample density of the data are recursively reduced to 
form a pyramid-type structure following Burt (1984). 
In this pyramid structure, each successive level 
represents low-pass filtered copies of the original image 
with an additional decrease in sampling density and a 
corresponding decrease in physical size (each level 
being one-half as big as the preceding level). The same 
5 x 5 LAWS kernels are used to compute the texture 
energy at each level with the result that each level 
contains information collected over a larger extent than 
the previous level. After the texture energies are 
computed on the reduced images, they are expanded by 
interpolation (Burt, 1984) to the original size so that 
information from different spatial resolution levels can 
be used simultaneously at each point. 

Aside from the texture measures described above, 
two other features are used in the classification. The 
first is the normalized standard deviation in gray-level 
over a neighborhood about each point. This is 
computed for the original, full-sized image over a 
neighborhood of 20 x 20 pixels. The second additional 
feature is the radial position of each pixel. This is 
added because there is so much variation in resolution 
and viewing angle between the center of the image and 
the edge. 

Due to the large differences in the WSI data 
between the central and outer portions of the image, the 
images are divided into two regions which are treated 
separately during the classification. The central region 
extends from the center of the image out to one-half the 
full radius of the image, and is oval in shape. The outer 
region is the annular section between the central region 
and the edge of the image. The features used for the 
central region are the LAWS texture measures (for the 
original image only) and the local standard deviation. 
The features used for the outer region are the LAWS 

texture measures (for the original image and the next 
three pyramid levels), the local standard deviation, and 
the radial position of each cloudy pixel. 

3.3 Cloud Types 
While clouds can be divided into an extremely 

large number of classes, this study is focused on 
distinguishing four basic classes: altocumulus (ac), 
cirrus (ci), stratus (st), and cumulus (cu). This 
classification scheme is somewhat arbitrary and other 
cloud types can easily be added as desired. From the 
available WSI data, images containing typical examples 
of each type were chosen for the training data. Other 
samples of each type were chosen and not included in 
the training data but used to assess the accuracy of the 
classification tree generated from the training data. 
These samples make up the test data set. 

For the central region, a more accurate binary 
decision tree could be generated by combining the 
stratus and cumulus classes. This is plausible since the 
bottom of a cumulus cloud and a stratus cloud would 
appear very similar in texture when viewed from the 
bottom. Other topological features (such as number of 
clouds or cloud connectivity) could then be used to 
separate the cumulus and stratus classes after the initial 
classification. In the outer region, the cumulus clouds 
are mostly viewed from the side and therefore can be 
distinguished from the stratus clouds which are still 
mainly viewed from the bottom because of their larger 
spatial extent. 

4. RESULTS 
As mentioned in $3, using all the features 

described above to perform the classification would 
result in an unmanageably large feature set. Therefore, 
subsets of the full feature sets were used to generate 
preliminary binary decision trees which were then 
interrogated to find the most important features from 
each subset. Only the most important features were 
then used to grow the final classification trees. 

The features used to generate the final tree for the 
central region are: the normalized local standard 
deviation and the LAWS kernels L5L5, L5E5, L5S5, 
E5L5, S5L5, S5W5, S5R5, W5L5, W5S5, W5R5, 
R5L5, and R5R5. Several things should be noted from 
this list. First, the vectors ranked in order of occurrence 
rate are L5, S5/R5, W5 and E5. This means that gray- 
level is a very important feature for the classification, 
followed by the Spot, Ripple, and Wave textures. The 
Edge texture is the least important of the five. This 
makes physical sense in that undulating textures are 
more prominent in clouds than sharp edges. Also, note 
that there are three sets of transpose-pairs which implies 



that the texture to which these kernels are sensitive 
occurs in more than one orientation. 

For the outer region, the most important features 
are: the radial position, the normalized local standard 
deviation, the LAWS kernels L5L5, L5E5, and R5L5 
for the image at the first pyramid level (the original 5 12 
x 512 image), the LAWS kernels L5L5 and L5E5 for 
the second level image, the LAWS kernels L5L5, 
E5W5, and S5E5 for the third level image, and the 
LAWS kernels L5L5, S5S5, and W5R5 for the fourth 
level image. Here, notice that the L5 vector is 
important at all levels of the pyramid and that the other 
four vectors are important at two or three levels only. It 
is especially interesting that the R5 vector is important 
at levels one and four but not at the middle two. This 
suggests a texture which is present at a small scale and 
then recurs at a much larger scale. 

TABLE la. Training data set composition and size. 

Cloud Class # Images # Pixels 
Central Region Outer Region 

ac 4 46390 27615 
ci 6 112366 61000 
st 7 158262 106099 
cu 7 45507 80722 

TABLE 2a. Resubstitution error rates for the binary decision 
tree used to classify the central region based on texture 
features alone. 

% stlcu True Class % ac % ci 

ac 96 1 3 
ci 0 99 1 

st/cu 1 0 99 

Overall resubstitution error rate = 2% 

TABLE 2b. Resubstitution error rates for the binary decision 
tree used to classify the outer region based on texture features 
alone. 

True class % ac % ci % st % cu 

ac 57 9 14 20 
ci 3 71 17 9 
st 2 6 84 8 
cu 4 5 11 80 

Overall resubstitution error rate = 27% 

TABLE lb. Test data set composition and size. 

Cloud Class # Images # Pixels 
Central Region Outer Region 

ac 2 29897 164653 
ci 5 100181 166994 
st 2 66056 163675 
cu 2 4 1056 169706 

The final decision trees are generated from the 
training data set using the features discussed above. 
Table 1 lists the number of images and pixels for each 
cloud type used in the training data sets. The accuracy 
of the binary decision trees can be estimated by 
computing two error rates -- the resubstitution error 
rate, which is the error incurred when the training data 
is passed through the binary decision tree, and the 
misclassification rate, which is the error incurred when 
the test data is passed through the tree. These error 
rates are defined as the percentage of class i points that 
are misclassified as class j ,  j#i. For an unpruned 

classification tree (one which has only pure leaf nodes) 
the resubstitution error rate would be zero since all class 
i points would be correctly labeled as class i. However, 
since the trees generated here were pruned by cross- 
validation, the resubstitution error rate is greater than 
zero. Table 2 gives the resubstitution error rates for the 
central and outer region binary decision trees. For the 
central region, it was possible to get very nearly pure 
leaf nodes with a resulting error rate of only 2%. The 
outer region, however, has a significantly higher error 
rate of 27%. This is mainly due to the degradation in 
resolution in the outer region of the image with the 
result that much of the texture information is lost. 

Since the classification is performed on the 
individual pixels in each test image, the output from the 
decision tree algorithm is a very noisy image. Several 
methods can be used to clean up the raw output and 
produce a more usable and informative result. For the 
present, a maximum likelihood filter is used to remove 
the noise in the raw classified images. The class of each 
point is changed to the most probable class in a 3 1 x 3 1 
neighborhood around that point. This has the effect of 
absorbing small islands of one class into the larger 
regions of the surrounding class. Visual inspection of 
both the raw classified and the processed images show 



TABLE 3a. Misclassification rates for the test data: central 
region, raw classified results. 

TABLE 4a. Misclassification rates for the test data: central 
region, processed classified results. 

Trueclass % ac % ci % st/cu Trueclass %ac % ci % sdcu 

ac 27 28 45 ac 22 22 56 
ci 10 59 31 ci 2 74 24 

st/cu 8 32 60 st/cu 2 24 74 

Overall misclassification rate = 51% Overall misclassification rate = 43% 

TABLE 3b. Misclassification rates for the test data: outer TABLE 4b. Misclassification rates for the test data: outer 
region, raw Classified results. region, processed classified results. 

True class % ac % ci % st % cu True class % ac % ci % st % cu 

ac 14 43 17 26 ac 10 48 13 29 
ci 24 36 16 24 ci 20 43 12 25 
st 9 38 40 13 st 6 44 40 10 
cu 16 41 18 25 cu 8 47 15 30 

Overall misclassification rate = 7140 Overall misclassification rate = 69% 

that the basic trends are maintained but the noise is 
greatly reduced. Table 3 gives the misclassification 
rates for the raw classified images for the center and 
outer regions and Table 4 gives the misclassification 
rates for the processed images. The results for the 
central region are fairly good except for the altocumulus 
class. Note also that in the outer region, all three 
classes that are not cirrus are most frequently 
misclassified as cirrus. 

5. CONCLUSIONSDISCUSSION 
This work represents an early attempt to use WSI 

images for cloud classification. In light of the many 
difficulties inherent in the WSI data the results are 
promising. The resubstitution error rate for the central 
region decision tree is extremely low demonstrating a 
strong ability to distinguish the different cloud types. 
The results for the test data are somewhat worse, but 
mostly due to the difficulty in classifying the 
altocumulus clouds. The processing of the raw 
classified images improves the overall performance by 
nearly 10%. Several consistent misclassifications are 
evident when the results are analyzed. First, while most 
of the altocumulus clouds were not classified as 
altocumulus, many regions containing small broken 
clouds and the broken edges of stratus and cumulus 
clouds were classified as altocumulus. This is 

promising in that the basic structure of the altocumulus 
clouds -- namely, the modular structure with small 
distances between cells -- is identified by the 
classification tree. Also many of the cumulus cloud 
bottoms, which appear dark and smooth in the WSI data 
are misclassified as cirrus. 

The resubstitution error rate for the outer region is 
significantly higher than that for the central region, 
mainly because of the lower resolution and, therefore, 
the less defined texture. The most striking aspect of the 
outer region classification is that nearly half of all cloud 
types are misclassified as cirrus. This is most likely due 
to the fact that the cirrus clouds tend to be smoother 
than the other classes without much variation on the 
larger scale such as waves or ripples. Near the edge of 
the image, the lower resolution tends to produce that 
kind of texture in all the cloud classes, thus causing 
them to appear more like cirrus. 

The maximum likelihood filter used to remove the 
noise in the raw classified images does decrease the 
misclassification rate for both regions. However, while 
this method for removing the noise makes sense for a 
generic type of image it does not incorporate any 
knowledge about the physics of the cloud fields. 
Another method that utilizes some basic rules about 
typical cloud size and what clouds are most commonly 
observed together would probably give more dramatic 



increases in accuracy. For example, a filter that 
recognizes that a patch of pixels labeled cirrus 
surrounded by pixels labeled cumulus is more probably 
the bottom of the cumulus cloud would generate more 
accurate classification results. 

Another problem encountered during this study was 
due to the apparent inconsistency between the cloud 
decision images and the one WSI channel used for the 
classification. Since the cloud decision images are 
generated by comparing two channels, it is possible that 
the cloud decision image will show a pixel as being 
cloudy while the particular channel used in the 
classification appears to have clear sky at that location. 
This inconsistency will force the binary decision tree to 
distinguish between pixels that appear to be clear sky 
but labeled cumulus and pixels that appear to be clear 
sky but labeled cirrus. This can result in a higher 
resubstitution error rate, since separating these two 
samples will require too fine a split, and in higher 
misclassification rates, since the resulting class in the 
test data will be almost arbitrary. 

This work has defined several points related to the 
classification of clouds using WSI data. First, texture 
measures alone will probably not allow an acceptable 
classification outside the central image region. Other 
types of features such as topological features may be 
useful, but these, too, will be limited due to the oblique 
viewing angle afforded by ground observation. Second, 
in the central region, the altocumulus cloud class is the 
most difficult to identify by texture features alone. The 
most promising approach is the addition of a pyramid 
structure in the central region to include the larger scale 
variations in texture. The classification is successful at 
detecting the basic altocumulus structure on a small 
scale and labeling the broken edges of cumulus and 
stratus clouds as altocumulus, but this structure must be 
detected at a larger scale -- on the scale of the 
individual altocumulus cloud cells -- for the 
classification to be successful. Third, the addition of 
topological features to the feature set used to generate 
the binary decision tree in the central region will 
probably improve the classification accuracy. Fourth, 
removing the inconsistency created by using only one 
channel for the classification and two channels for the 
cloud decision determination will improve the accuracy 
of the classification. This can be implemented by 
extracting features from both channels used in the cloud 
decision determination. And fifth, applying a more 
physically-based algorithm to the problem of removing 
the noise observed in the raw classified images. 
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