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Abstract 
A climate model which couples ocean, sea ice, atmosphere and land 
components is described. The component models are run as autonomous 
processes coupled to a flux coupler through a flexible communications 
library. Performance considerations of the model are examined, particularly 
for running the model on distributed-shared-memory machine architectures. 

I. Introduction 

To gain a full understanding of the Earth’s climate system, it is necessary to understand 
physical processes in the ocean, atmosphere, land and sea ice. In addition, interactions 
between components are very important and models which couple all of the components 
into a single coupled climate model are required. A variety of such models have been 
developed using quite different approaches. For example, the Geophysical Fluid Dynamics 
Laboratory (GFDL) coupled model [ 11 is a single integrated model which is run at very 
coarse resolution for many thousands of years. At the other end of the spectrum is the 
Climate System Model (CSM) [2] at the National Center for Atmospheric Research 
(NCAR) which couples different models running autonomously at moderate resolution. 
Our ultimate goal is to produce a coupled model which can be used for century-scale 
climate simulations at resolutions that will allow us to resolve eddy processes which are 
important in ocean dynamics. 

For high-resolution climate simulations, it is important to develop a coupled climate model 
that runs efficiently on advanced computer architectures. There are two very similar efforts 
towards running high-resolution climate models on parallel architectures. One of these is 
the Parallel Climate Model (PCM) at NCAR led by Warren Washington [3]. In this model, 
each component model is a parallel model, but all of the components are combined into a 
single executable and run serially in a single partition of a parallel machine. We have 
instead used an approach very similar to the NCAR CSM model, using a set of 
autonomous component models running as separate executables and communicating using 
message-passing through a flux coupler. In the next section, we will describe the model in 
detail. The following sections will examine aspects of the model which affect 
computational performance and describe future improvements in the model. 
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11. Model Description 

The Los Alamos Coupled Model utilizes the framework of the NCAR CSM model in which 
ocean, atmosphere, land and sea ice models are run as separate autonomous executables 
which communicate through another executable called a flux coupler. We are using the 
NCAR Flux Coupler [4] with a few modifications which will be described later. The flux 
coupler keeps all the models synchronized and computes many of the interface fluxes 
between models. Most component models send their state variables at the 
atmosphere/ocean interface to the coupler and the coupler computes fluxes based on those 
state variables; exceptions to this rule will be discussed below. Fluxes computed by the 
coupler are computed on the finest component model grid (usually the ocean grid), 
requiring the flux coupler to remap fields from one grid to another. One of the changes we 
have made to the CSM flux coupler is to include a very general conservative remapping 
scheme developed at Los Alamos which will perform first and second-order conservative 
remappings for any grid on a sphere [5]. Another issue resulting from the use of different 
grids is the consistency of land masks. Because the flux coupler computes most fluxes on 
the ocean grid, the ocean model serves as the “master” grid and all other grids must 
conform to the landocean mask on that grid. In some cases, land mask discrepancies 
result in the land model computing land values unnecessarily over ocean points and the 
coupler treats this correctly by simply multiplying that value by a land fraction of zero. 
However, problems occur when the ocean model dictates that some fraction of an 
atmosphere grid cell should be land, but the land model treats the cell as an ocean point. 
This can occur on continental margins or for inland seas that the ocean model ignores. 
Each of these cases require altering the land-model mask to compute land values at these 
points. 

The flux coupler and component models communicate through the Model Coupling Library 
(MCL) [6] developed by John Dennis at NCAR. This library provides a flexible message- 
passing fabric, allowing the user to choose the communication protocol and providing a 
relatively robust error detection mechanism so models can shut down gracefully if a 
particular component stops prematurely. 

The ocean model is the Los Alamos Parallel Ocean Program (POP) developed by Smith, 
Dukowicz and Malone 171 based on earlier models by Bryan [8], Cox [9], Semtner [lo] 
and Chervin [ l l ] .  The POP model was written specifically for parallel machines and 
supports a variety of programming models, including message-passing, shared-memory 
and data-parallel. The model integrates the primitive equations using a B-grid for the 
horizontal discretization and depth (2) as the vertical coordinate. The primitive equations 
are split into baroclinic and barotropic modes and the baroclinic modes are advanced in time 
using a leap-frog scheme. The barotropic equations have been formulated to solve for the 
surface pressure and the equations with a free-surface boundary are solved implicitly using 
a preconditioned conjugate gradient solver [ 121. For the simulations described here, the 
Gent-McWilliams parameterization [ 131 for mixing along isopycnal surfaces is used as well 
as the k-profile parameterization (KPP) [ 141 for vertical and mixed-layer mixing. The POP 
model also uses a displaced-pole grid [15] (see Figure 1) which allows simulation of the 
arctic regions without the use of filtering or restrictive time steps. This is very useful in 
coupled climate simulations where arctic processes are extremely important. Our initial 
ocean resolution is a global grid at an average horizontal resolution of 213 degree and 32 
vertical levels with non-uniform spacing (finer vertical resolution near the surface). Due to 
the relatively slow timescales in the ocean, the ocean model communicates with the flux 
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coupler only once per day. Sea surface temperature, surface salinity, two velocity 
components and the surface slope are sent to the coupler while the coupler sends to the 
ocean the wind or ice stress, net shortwave radiation flux, total non-shortwave heat flux 
(longwave, sensible and latent heat) and total water flux (precipitation, evaporation, melting 
and river runoff). 

Figure 1. The POP displaced-pole grid with the pole shifted into the North American 
continent. 

Sea ice is simulated by the CICE model, a new ice model developed by Hunke and 
Dukowicz at Los Alamos. The CICE model utilizes an elastic-viscous-plastic ice rheology 
[16] for the ice dynamics which allows a fully-explicit formulation ideal for parallel 
computers. The ice thermodynamics is computed using a three-layer model of Semtner 
[ 17,181. Currently, this model uses a directive-based loop-level parallelism which can be 
used on shared-memory machines like the SGUCray Origin 2000. Modifications for a 
message-passing version are in progress. The CICE model uses the same generalized grid 
that the POP ocean model uses and in the model presented here is always run on the same 
ocean grid, eliminating the need for remapping between ice and ocean. Unlike the other 
components, the CICE model computes the surface temperature, latent heat, sensible heat 
and upward longwave flux self-consistently using an iterative method. The ice also 



responds relatively rapidly to the winds from the atmosphere and the ice model therefore 
communicates with the flux coupler every two hours. The ice model sends to the coupler 
the ice fraction, surface temperature, four albedo components, stress at the ice/ocean 
interface, heat flux due to melting/freezing, total water flux at the ice/ocean interface, 
shortwave radiation that penetrates through the ice, latent heat, sensible heat, upward 
longwave and evaporative water flux. From the coupler, the ice model receives sea surface 
temperature, sahnity , two ocean velocity components, Ocean surface slope, conductive heat 
flux from ocean, height of first atmospheric model level, atmospheric wind speed, 
atmospheric potential temperature, specific humidity, net shortwave radiation flux, 
downward longwave radiation flux, wind stress and precipitation water flux. Because 
CICE computes many fluxes internally and exists at the interface between atmosphere and 
ocean, it requires exchanging a large number of fields with the flux coupler. 

For the work presented here, the atmosphere and land models are combined in the NCAR 
Community Climate Model (CCM3) [19]. Recently, the land model has been separated 
from the atmosphere model into the NCAR Land Surface Model (LSM). The CCM3 model 
is a global spectral model for the atmosphere which is too detailed to describe fully here. 
The land surface model is a comprehensive physical model of energy, momentum, water 
and C02  exchange between the atmosphere and land with varying soil and vegetation types 
[20]. The CCM3 model is typically run at T42 resolution (approximately 2.8 degrees) in 
the horizontal and 18 levels in the vertical. Currently, CCM3 uses directive-based loop- 
level parallelism with a one-dimensional decomposition in latitude (the outer latitude loop is 
parallelized). A full message-passing version with two-dimensional decomposition is in 
progress through a collaboration between NCAR and Oak Ridge National Laboratory. The 
atmosphere has the shortest timescale variability (in the surface fields) of any model and 
must therefore communicate the most frequently. Initially, CCM3 communicated every 
model step (20 minutes) but this frequency was reduced to one hour for performance 
reasons (see next section). The atmosphere sends to the coupler the height of the first 
model level, two wind components, potential temperature, specific humidity, density, net 
shortwave radiation, downward longwave radiation, and precipitation water flux. The 
atmosphere receives four albedo components, surface temperature at every point, wind 
stress, latent heat flux, sensible heat flux, upward longwave heat flux and evaporative 
water flux. The land model, like the ice model, computes many fluxes internally and 
passes to the flux coupler the four albedo components over land, land surface temperature, 
latent heat flux, sensible heat flux, upward longwave heat flux and evaporative water flux 
over land points. 

As mentioned above, the flux coupler computes many of the interface fluxes, including the 
wind stress, latent, sensible, upward longwave heat flux and evaporative water flux over 
ocean points. It also computes albedoes over the ocean. Because the land model currently 
has no river runoff model, we have added a simple runoff scheme into the coupler. This 
scheme computes the excess evaporation over precipitation on ocean grid points, 
representing the net excess of precipitation over land area. This excess is distributed at 
river outlets with a weighting based on annual-average river output. Lastly, the coupler 
contains routines for averaging the various fields before sending the fields to the 
appropriate model. The averaging can be in space when combining landocean values 
before sending to the atmosphere (based on the fractional area of the cell covered by land, 
ocean and ice). Averaging in time occurs for models which communicate less frequently; 
the ocean for example is sent the average fluxes over the previous day. 



111. Performance Issues 

Obviously, the primary factor that affects performance of the coupled model is the 
performance of each individual component. However, running each component as separate 
executables offers another level of parallelism which can be exploited. Inter-model 
parallelism is not immune to factors which interfere with efficient parallelism in individual 
component models. One impediment to parallelism occurs when the interaction between 
models results in serial dependencies. Efficient parallelism is also inhibited when the 
components are not well load-balanced, resulting in processors assigned to a component 
remaining idle because that component must wait for another component to finish. 

Serial dependencies result from the choices of which model computes fluxes and how often 
those fluxes must be exchanged. For example, the flux coupler is computing the upward 
longwave, latent and sensible heat fluxes. If the atmosphere is to respond immediately to 
these fluxes, it must communicate every time step (20 minutes for CCM3 at T42 
resolution). However, this means that the coupler and the atmosphere model are running 
serially because each must wait until the other finishes before continuing. If the coupler is 
running sufficiently fast on very few processors this is not a problem, but we have found 
that in practice this would require allocating too many processors to the coupler which 
would then sit idle while waiting for the atmosphere. Instead, the atmosphere model can 
communicate less frequently (once per hour) and can integrate for three time steps before 
having to stop and exchange messages with the coupler. The serial interaction with the 
coupler is then a much smaller fraction of the total running time. 

The second reason for serial dependencies is that after a model receives a message from the 
coupler, it may need to perform some calculations before sending a message back to the 
coupler. The coupler may be waiting for this information before it can continue so it is 
important to minimize the amount of work between a receive and a send in each component 
model. In some models, the work between messages can be eliminated by using variables 
from a previous time level. For example, the ocean communicates with the coupler once 
per day, receiving fluxes from the coupler that have been averaged over the previous day 
and sending back to the flux coupler ocean state variables from the previous time step. In 
this case, no work needs to be performed since the necessary information is readily 
available and can be sent immediately after a receive. This is acceptable for the ocean model 
because the ocean responds slowly in comparison to the other models. Unlike the ocean 
model, the ice model responds more quickly to fluxes like the wind stress. In addition, the 
ice model computes surface latent and sensible heat fluxes internally which are needed 
immediately by the atmosphere model. When the CICE model was first coupled with the 
atmosphere and ocean, the model was written in such a way that it would receive 
information from the coupler and advance an entire time step before sending the necessary 
flux information back to the coupler. However, the fluxes required were actually computed 
first in the relatively fast thermodynamics phase, so we could reduce the serial dependence 
greatly by sending the fluxes back immediately after the thermodynamics phase and the ice 
dynamics could then proceed in parallel with the other components. 

In order to use computational resources most efficiently, it is necessary to load balance the 
component models so that processors associated with a component are not wasted idly 
waiting for another component to finish before they can synchronize. The load balancing 
process is made easier if the scaling of each model is predictable and if the model is flexible 
enough to run on any configuration of processors. Figure 2 shows the scaling of each 



component model running on a Silicon GraphicsKray Research Origin 2OOO. The results 
indicate that directive-based parallelism for multi-threading at the loop level does not appear 
to scale well above 16 processors. Because we would like to use as many processors as 
possible to integrate in the shortest time, this poor scaling will create problems. Currently, 
for a load-balanced run, we would require 32 processors for the atmosphere, 16 processors 
for the Ocean and four processors for CICE. Trying to run at higher processor counts 
would not improve the total run time because CCM3 would not run as efficiently at 64 
processors. The current version of CCM3 also will not scale beyond 64 processors at T42 
resolution because the parallelization only OCCUTS over the latitude loop. As mentioned 
above, a version of CCM3 with message-passing and a two-dimensional decomposition is 
in progress and this should allow us to run much more efficiently at higher processor 
numbers. Another example of poor scaling in Figure 2 is the conservative remapping 
scheme. One portion of this scheme which accumulates partial sums scales very poorly 
with processor number. This non-scaling part of the routine will also dominate as we 
move toward higher resolution models, so while the run time is currently relatively small 
for this combination of models, the remappings could create problems at higher 
resolutions. We are currently investigating more efficient methods for implementing these 
remappings. 
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Figure 2. CPU time per model day for component models as a function of the number or 
processors. CCM3 is at T42 resolution while POP and CICE are at 2/3 degree resolution. 
The remapping times are the time spent in the coupler remapping fields from one grid to 
another. 



As mentioned above, we have used the Origin 2000 computer for our simulations. The 
Origin 2000 is a distributed-shared-memory machine, meaning it has a cache-coherent 
globally-addressible memory which is physically distributed across processors. This 
architecture has the advantage that it supports a variety of programming models so that we 
can mix message-passing codes with multi-threaded codes. We have taken full advantage 
of this feature of the architecture. The current implementation of distributed-shared-memory 
also has some disadvantages. Because all processors can access memory across the 
machine, the operating system currently can not ensure that processors and memory are 
truly dedicated to a particular model. This can create problems if one of the threads from 
the atmosphere, ice or coupler begins to use the memory of a processor running another 
component model, resulting in a substantial degradation in performance for both processes 
involved. In practice, such a situation can be avoided if all users of a machine give the 
batch scheduler the proper resource parameters (number of processors and memory size) so 
that the scheduler does not oversubscribe the resources of the machine. It is also important 
to know that the system spawns an extra process for parallel jobs so that when running a 
32-processor MPI job, the user should ask for 33 processors. 

Our system at Los Alamos is actually a cluster of Origin 2000 machines. The simulations 
we have run so far have only utilized single boxes of up to 128 processors. The MCL 
communications library is flexible enough to run each component on a separate box. The 
batch scheduler also can allocate processors across boxes in any particular configuration, 
but currently cannot allocate particular executables and their job scripts to run 
simultaneously on the properly-sized set of processors. This capability will be necessary 
as we move to very high resolutions. 

IV. Conclusions 

We have found the NCAR Flux Coupler concept to be a very flexible and efficient way for 
us to quickly couple the POP ocean model, the CICE ice model and the CCM3 atmosphere 
and land model. We continue to improve the performance of each of the components in 
order to increase the efficiency of the model. In particular, we are working to improve the 
remappings within the flux coupler in order to reduce the amount of time spent in that 
component. Additionally, we are working on improvements to the POP model that could 
substantially improve the performance on cache-based microprocessor and allow us to run 
at higher resolutions. 

The flux coupler concept may present problems for other model combinations or computer 
architectures. For example, in the coupled model described above, the CICE component 
requires the upward longwave, latent and sensible heats to be computed implicitly and self- 
consistently with the surface temperature. If we were to couple POP and CICE to an 
atmosphere model which also required these fluxes to be computed internally in the 
atmosphere model, one of the models would have to be altered to accept fluxes computed 
externally. Computer architecture flexibility is also required if all the components use 
different programming paradigms. Distributed-shared-memory machines are ideally suited 
as they can be programmed using message-passing, multi-threading or shared-memory 
paradigms. Other architectures have operating systems which do not allow separate 
executables to run simultaneously in the same partition. 
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