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CLIMATE SYSTEMS MODELING ON MASSIVELY PARALLEL 
PROCESSING COMPUTERS AT LAWnENCE LIVERMORE 

NATIONAL LABORATORY. 
+ M. P. WEHNER, A. A. MIFUN, J. H. BOLSTAD, U. E. CREACII, P. B. DUFPY, 

w. P. DANNEVIK, P. G. ELTGROTH, c. M. MATARAZZO, AND B. CHAN' 

Abstract. A comprehensive climate system model is under developnierit a t  'Lawrence Livermore 
National Laboratory. The basis for this model is a consistent coupling o f  mdtiplc complex subsystem 
models, each describing a major component of the Earth's climate. Among these are general circula- 
tion models of the atmosphere and ocean, a dynamic and thermodynaniic sea ice model, and models 
of the chemical processes occurring in the air, sea water, and near-surface land. The computational 
resources necessary to carry out simulations at adequate spatial resolutions for durations of climatic 
time scales exceed those currently available. Distributed memory massively parallel processing (MPP) 
computers promise to affordably scale to the computational rates required by directing large numbers 
of relatively inexpensive processors onto a single problem. We have developed a suite of routines 
designed to exploit current generation MPP architectures via domain and functional decomposition 
strategies. These message passing techniques have been implemented in each of the component mod- 
els and in their coupling interfaces. Production runs of the atmospheric and oceanic components 
performed on the National Environmental Supercomputing Center (NESC) Cray T3D are described. 

* 

1. Introduction. Possible global warming as a result of fossil fuel consumption 
could have enormous economic impacts to modern society. Understanding the response 
of the Earth's climate system to both natural and anthropogenic stimuli and the 
natural variability of the climate system is a prerequisite to the rational determination 
of national and international policies regarding greenhouse gas emissions. Developirg 
this knowledge requires a combination of field observations and numerical modeling, 
as well as theoretical advances. A comprehensive climate system model m-st describe 
the behavior of the atmospheric, oceanic, cryospheric, and biospheric systems and the 
interactions between them. The principal tools used to simulate the behavior of the 
global atmosphere and oceans are known as general circulation models. Large numbers 
of cells or degrees of freedom are needed to adequately resolve the circulation on the 
global scale. The computational resources required to provide significant predictive 
value with this class of fully coupled models in decadal to century time scales is beyond 
current capabilities. 

The Climate Systems Modeling group at Lawrence Livermore National Laboratory 
(LLNL) is developing such a comprehensive climate system model, specifically designed 
to exploit distributed memory massively parallel processing (MPP) computers such as 
the Cray T3D at the National Environmental Supercomputing Center (NESC). This 
model includes submodels of 

0 atmospheric general circulation 
a oceanic general circulation 
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Q atmospheric chemistry and transport 
0 ocean biogeochemistry 
0 soil and plant biogeochemistry 

sea ice dynamics and thermodynamics 

A coupling framework has been developed that allows for concurrent execution of 
multiple models on separate sets of processors, each with their own domain decompo- 
sition and grid structure. For the atmosphere-ocean coupling, exchange of coupling 
data between the two submodels is accomplished without any serial bottlenecks [lo]. 
In this paper, we present some performance enhancements to the atmospheric and 
oceanic general circulation models that we have implemented for MPP computers. 

2. Atmospheric General Circulation Model. The parallel atmospheric gen- 
eral circulation model (AGCM) at LLNL was developed from the UCLA model of 
Arakawa and coworkers [l, 2, 4, 3, 51. As is appropriate for grid point models, we have 
adopted a parallelization strategy of two dimensional domain decomposition because 
of its favorable scaling properties [6]. On the Cray T3D, we have used the shared 
memory communications library to wrile "messages" directly into the memory of a 
remote processor. In a recent paper [7], we reported that performance on 145 proces- 
sors of an IBM SP2 was substantially better than could be obtained on 256 processors 
of a CRAY T3D. This performance was comparable to that which could be obtained 
on a 16 processor Cray C90, assuming an efficient multitasking implementation. Since 
then, we have learned that a vendor-supplied reduced arithmetic library of transcen- 
dental functions, called benchlib, can significantly improve the performance on the 
T3D [SI. The ccst of t h i s  speed increase is a possible reduction in accuracy of these 
functions. Usage of this library substantia& improves the performance of the AGCM, 
as shown in frame 1. The reduction in p u r a c y  results in LZ negligible change in the 
climate statistics of the model. Prelimi'nary analysis indicates that this change is well 
within the natural variability predicted by the model. As might be expected for a 
large, complex algorithm, the enhanced performance of the AGCM is spread around 
several portions of the code. The long wave radiation parameterization particularly 
benefits due to the usage of the real number raised to a real power (rtor) function in 
the calculation of atmospheric transmittivities. Table 1 contains some single processor 
performance gains realized on a 4" by 5" by 15 vertical level problem. 

-We have begun using the parallel AGCM in a production mode on the NESC Cray 
T3D. We have performed anensemble of 10-year simulations based on the standard- 
ized Atmospheric Model Intercomparison Program (AMP) problem. This problem 
is defined by the decade of 1979 to 1989. Specified monthly averaged sea surface 
temperatures and sea ice extents define the AGCM surface bocuidary conditions over 
this time period. Currently we have completed 20 independent realizations of the 
A M P  problem which differ only in the initial conditions. The objective of this study 
is to quantify aspects of the natural variability of the model climate.. We find high. 
variability in the surface air temperature over sea ice regions and areas of land that 
are covered with snow. Over central Asia and North America, the mean standard 
deviation of the wintertime mean is as high as 2" Celsilis. Other high surface albedo 
land masses such as the Sahara and central Australia exhibit moderatevariability in 
the surface air temperature. Regions of low albedo, such as the Am,mn or Congo, 
exhibit low variability. Other fields, such as precipitation and mean sea level pressure 
show very different regional patterns of variability. F'urther analysis is in preparation 
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FIG. '1. Performance of the pamllel AGCM os a /unction of the number of processors used al a 
resolution of 4" by 5" by 15 vertical levels. 

.TABLE 1 
Measured 8xeculwn Time (in Seconds) of a Single Processor of the Cray T3D in Selected Segments 

of the AGCM. 

5.03 
42.8 
3.90 
8.42 

and will be presented elsewhere. 

3. Oceanic General Circulation Model. The parallel oceanic general circu- 
lation model (OGCM) at LLNL-was developed from the GFDL MOM-1 code [ll]. 
Major improvements include the addition of a dynamic/thermodynamic sea ice model. 
and improved parameterizations of transport of tracers and momentum by subgrid 
scale eddies. Additionally, a free surface formulation of the barotrepic equations was 
added to replace the original rigid lid approximation of the model.surface [9J. In the 
free surface option, we economically resolve external gravity waves by subcycliig the 
time integration of the barotropic equations with respect to that of the baroclinic 
equations. A further performance gain without compromise to resolved scales of in- 
terest is obtained by reducing the value of gravity appearing in the pressure force. of . 

/ the barotropic component of the momentum equations. 1 
1 We discuss below performance of the OGCM, comparing this explicit free surface ' i  

formulation with the original rigid lid formulation. Unless otherwise stated, simula- ' 

tions using the free surface formulation are run with gravity'reduced by a factor of 
25, thereby allowing 5 times fewer subcycles for the time integration of,the barotropic 
equations. We find that further reduction4n gravity results in numerid instablity. 
We are presently assessing validity of the explicit free surface formulation with r e  

3 



TABLE 2 
Communication-to-C'ompul.iilion Ratio, both Measured and Theoretical, using the nee SurJace 

J'oormulatiort (dimensionless) ~ 

0.526 0.525 
0.061 0.064 
0.022 0.025 

duced gravity for global simulations including ice. All cases cited here are run on the 
Cray-T3D using SHMEM communications. They exclude the ice model and invoke 
no latitudinal filtering. 
' 3.1. Comparison of the Free Surface and Rigid Lid formulations at 
fixed problem size. We consider a problem setup in which the latitudinal domain 
extends from 72" S to 72" N and investigate throughput as a function of processor 
count for mesh resolutions ranging from 4" (in both latitude and longitude) to - 
with 15 vertical levels. Square domain decompositions are used. Results for the 2 
case are shown in Figure 2 (units of simulated days per machine minute). We find that 
the parallel efficiency using the free surface formulation is 101% when comparing the 
l 7 x  17 domain decomposition with the 6x6  domain decomposition. This superlinear 
performance results both from highly efficient communications and also from the fact 
that, at higher processor count, less memory per processor is required, thereby enabling 
more efficient ache  utilization. For a 1" mesh, the parallel efficiency in going from a 
3 x 3  decomposition to a 12x12 decomposition (128 processors) using the free surface 
method is 97%, and the performance at 128 PES L .:.,I..' ..*- exceeds,the-singleprocessor , _  Cray-Cy0 
performance by a factor of 4.1. (The i p  case is todmemory. jnknsive to r in  on the 
C90.) For a 4" mesh the parallel efficiency at 120 PE.is-a mere 50% due to the greater 
subdomain surface area to volume ratio (which is a measure of the copnunication to 
computation workload). 

The communication to computation ratio for the solution of the free surface 
barotropic equations may be modeled according to the formula c(s + a) /s2,  where 
s is the message length, a is the latency (in units of message length), and c is a con- 

- stant that incorporates the computational workload and the communication through- 
put. For SHMEM communications, a is known to have an approximate vahe of 20, 
and matching with data at 4" resolution gives an estimated value of c of 1.2. The 
measured ratios along with the thecreticai predictions are shown in.Tab1e 2. The the- 
oretical model does an excellent job of measuring the time spent in communication. 

Figure 2 also shows results at io using the rigid lid formulation. The rate of 
throughput is over an order of magnitude slower than with the free surface method I 

(see 'next section). The parallel efficiency in going from a 6 x 6  decomposition to a 
17x17 decomposition is 98%, almost as high as with the free surface method. The 
slightly lower value is probably due to the global communications, which involve mes- 
sage lengths independent of domain decomposition (and; which. hence -do .not,.decreas,e 
as the number of mishpoints per subdomain decreases). On the-T3D h t h  SHMEM, 
the time required to execute these' globa? ~.ommunications is only very weakly depen- 
dent on processor count. On most other parallel platforms, the scaling of the global 
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FIG. 2. Performance of the parallel OGCM as a function of the number of processors used for  
the free surface and rigid lid formulation at 4" resolution. 

communicxitions is not as favorable, resulting in poorer parallel performance of the 
barotropic solution when using the rigid lid formulation. 

IC; may also be observed from Figure 2 that. the throughput using the rigid lid 
formulation is not strictly monotonically increasing with problem size. We have not 
found an explanation for this peculiar ;behavior, although. we suspect it is due to 
either a memory issue or a load imbalance. Code instrumentation indicates that 
this lack of nionotonicity is not communication-related and is im'tead connected with 
computation. Investigations are continuing. 

3.2. Comparison of Free Surface and Rigid Lid Formulations with In- 
creasing Problem Size. In evaluating the relative merits of the free surface and 
rigid lid formulations, it is important that the respective solutions be computed to 
roughly the same degree of accuracy. One free parameter in the rigid lid formulation 
is the convergence criterion for the conjugate gradient procedure used in the barotropic 
solution. Ideally, one should iterate to the point where further iterations would cause 
changes to the solution that are of order less than the truncation 'error of the differ- 
ence algorithm. Because of uncertainties in evaluating the truncation error, we have 
idtead taken an empirical approach. We consider a range of discrdizations, and for 
the coarsest case choose a tolerance' that provides what we feel to be a reasonable d* 
gree of accuracy. As the mesh is refined, we vary that tolerance according to the order 
of accuracy of the difference scheme. Thus, although the absolute tolerance might not 
be quite as desired, the scaling with problem size is correct. 

extends from 72" S to 72" N. We carry out simulati,ons,using b,oth the free surface and 
rigid lid'formulations for hiscretizations randng from 4" to f". . (The finest rigid lid case 

. .  is actually at. io resolution; the rigid lid foimulation at io requires too much memory.) 
These cases are carried out using both 8x8 and 16x16 domain decompositions. As 
the mesh is refined, we choose commensurately smaller values of both timestep and 

, .  . 

,We first consider the same scenario as above, namely where the latitudinal domain . ,  

I. 
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TABLE 3 
Comparison of Throughput (Simulated Days per Machine Second) for  the Ree Surface and Rigid 

Resolution Free Surface Rigid Lid 
2" 0.89 0.46 
1" 0.91 0.42 1 

Lid Formulations for Scenario Excluding the Poles 

0.92 
0.99 

- 1" 
- 1" 2 

4 

Resolution 
4" 
2" 
I" 
- 1" 

2" 
1" 
- 1" 
_;i 

2 

2 
1" 

0.37 
no data 

Decomposi tien 
8 x 8  
8 x8 
8 x 8  
8 x 8  

16x 16 
16x16 
16x16 
16x16 

Free Surface 
17.2 
3.77 
0.52 
0.0703 

7.65 
1.71 
0.239 
0.0348 

. . .  

Rigid Lid 
4.79 
0.955 
0.110 
0.00721 

1.103 
0.201 
0.0203 
no data 

Ratio. 
3.6 
3.9 
4.7 
9.8 

6.9 
8.5 
11.8 

CG Iterations 
13 
21 
60 
143 

21 
60 
143 

TABLE 4 
Comparison of Scnlability of nee Surface and Rigid Lid Formulations for Scenario Excluding the 

Poles 

horizontal eddy viscosity and d ih iv i ty  to maintain numerical stability. 
The throughput rates (simulated days per machine second) for the ,two formula- 

tions are shown in Table 3. The superior scaling of the free surface method is evident. 
For a io mesh using a 16x 16 domain decomposition, the rigid lid barotropic solve takes 
almost 12 times as long as that using the free surface method. One of the reasons for 
the poor scalabiIity of the rigid lid method is the fact that an increasing number of 
conjugate gradient iterations are required as the mesh is made finer. The rightmost 
column in Table 3 shows the average number of conjugate gradient iterations over the 
latter part of the simulation. The io mesh, which has 64 times as many meshpoints 
as the 4" mesh, requires 11 times as many iterations. On the other hand, the time 
spent in communication using the rigid lid formulation scales more slowly than the 
mesh resolution. That is because the global communications, which consist of inner 
products, island integrals and residuals, are independent of mesh size. 

Another way to assess scalability is to increase both the problem size and processor 
count together, keeping the number of meshpoints per processing element constant. 
We compare a given resolution using an 8 x 8  decomposition with a resolution twice 8s 

fine (both latitudinally and longitudinally) using a 16x 16 domain-decomposition. We 
define the figure of merit, S, & twice the throughput at the finer resolution divided 
by the throughput at the coarser resolution (the factor of 2 is because of the smaller 
timestep at  finer resolution). We compare the free surface and'rigid lid methods in ' . 
Table 4, where the resolution shown in the table is the finer resolution. :A-value of 1.00 
indicat?s perfect scaling. The superiority of the scaling of the free surface method is 

Another advantage of the free surface method for this scenario in which the poles- 

I .  easily observed. e .  - 

- /  

- /  



TABLE 5 
Comparison of Tlrroughput in Simulated Days per Machine Second for the h e  Surface and lLi!gid 

Free Surface 
0.693 
0.133 
0.0206 
0.0025 

Lid Formulations for Global Domain 

Rigid Lid 
1.18 
0.150 
0.0144 
0.00088 

4" 
2" 

Resolution Free Surface 
2" 0.88 

DecompositiQn 
8 x 8  
8 x 8  
8 x 8  
8x8  

Rigid Lid 
0.34 

16x16 
16 x 16 
16x16 
16x16 

1" 
- 1" 
3. 

0.90 0.37 
1.00 0.38 

1.14 
0.305 
0.0601 
0.0103 

1.13 
0.20'2 
0.0276 
0.0027 

Ratio 
0.59 
0.89 
1.43 
2.83 

1-01 
1.51 
2.18 
3.81 

CG Iterations 
23 
46 
144 
327 

23 
46 
144 
327 

TABLE 6 
Comparison of Scalability of f i e  Surface and Rigid Lid Formulations for Global Domain 

are excluded is that (from the standpoint of numerical stability) one may use a bare  
clinic timestep that is eight times larger. This holds true for all resolutions considered. 
The reason for the less stringent stability condition is under investigation. We have yet 
to establish whether or not the larger timestep provides an accurate enough solution. 

We next consider a scenario in whicb the full latitudinal domain is included. Table 
5 shows a comparison of throughput (simulated days per machine second) for the free 
surface and rigid lid formulations. Table 6 shows a comparison of scalability keeping 
the number of meshpoints per processing element constant. 

The superiority of the scaling of the free surface method is evident, although 
in absolute terms the advantage of the free surface formulation over the rigid lid 
formulation is not nearly as great as when the poles are excluded. At io the free 
surface method is 3.8 times faster (as compared to a factor of 11.8 with the poles 
excluded), and at 4" the rigid lid method is actually faster. Also, when running on a 
global domain the allowable timestep for the baroclinic module is roughly the same 
for both formulations. The scaling behavior at a fixed number of meshpoints per 
processing element is similar to that when the poles are exclu+d. 

3.3. Further OGCM discussion. One of the computational motivations be- 
hind implementing the free surface formulation as an alternative to the rigid lid for- 
mulation was that the global communications using the latter. led to very poor parallel 
efficiency at high processor count. For architectures such as the Cray-T3D which have 

' a  very fast network, that issue appears to be a moot point. Nevertheless, we observe 
much better scaling of the free surface formulation-with increasing problem size, due 

graaent iterations required for the 
The fact that we are reducing 
our free surface formulation. 

i largely to the increase in the 
rigid lid formulation as the 
gravity by a factor of 25 is 
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Dukowicz and Smith [9] have implemented an implicit formulation of the free 
surface method. It too uses a conjugate gradient procedure (whose iteration count 
incrcases with increasing mesh resolution as well), Gut because the linear system is 
much better conditioned than is the rigid lid system, many fewer iterations are re- 
quired. We would still expect the scaling of the implicit free surface method to be 
worse than that of the explicit implementation. However on machines having a fast 
communications network, and considering that the validity of gravity reduction with 
Lhe explicit formulation has yet to be established, the implicit approach could very 
well be the most favorable. This is an area under active investigation. 

, 

4. Conclusion. We have adapted general circulation models of the atmosphere 
and ocean suitable to distributed memory massively parallel computers. Performance 
of both models on the Cray T3D is sufEcient, to allow production runs of either model 
to be completed in reasonable amounts of time at current resolutions. The use of 
a reduced arithmetic library for transcendental functions significantly improves the 
single processor performance rate without adversely affecting the predicted climate 
in Lhe atmosphere model. However, the ocean model does not significantly benefit 
from this library as it does not require many operations of this type. An explicit 
formulation of a free surface solution to the barotropic equations in the ocean model 
is shown to perform significantly better than the original rigid lid formulation. This 
is true of both the scaling behavior as processors are increased as well as the realized 
problem throughput. 

Our future optimization efforts center around improving the behavior of the high 
latitude filtering device <sed to increase the hydrodynamics time step in both the 
OGCM and AGCM. These efforts include ,redistribution of the existing algorithm to 
be better load balanced, the use of fas$Fourier transform techniques to reduce the 
arithmetic costs, and the usage of limi&l domain filters to approximate t.he effect of 
the current algorithm. 
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