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1 Introduction 

Transportation-related decisions of people often depend on what everybody else 
is doing. For example, decisions about mode choice, route choice, activity 
scheduling, etc., can depend on congestion, caused by the aggregated behav- 
ior of others. From a conceptual viewpoint, this consis tency problem causes 
a deadlock, since nobody can start planning because she does not know what 
everybody else is doing. 
In fact, this problem is well-known not only in transportation, but in socio- 
economic systems in general. The traditional answer is to assume that every- 
body has complete information and is fully “rational”, i.e. that, for some given 
utility-function, each individual agent picks the solution that is best for herself. 
This means that each individual agent’s decision-making process now is glob- 
ally known, and so each individual agent can (in principle) compute everybody 
else’s decision-making process conditioned on her own, and so one can replace 
the individual decision-making process by a global computation. 
This is now a well-defined problem, which can in principle be solved. For exam- 
ple, in the typical well-structured 2-player one-shot problems often used in game 
theory [l], one can write down all possible behaviors of player 2 as a reaction 
of all possible moves of player 1. Since each player can assume that the other 
one will make the best possible move, one can compute what each player will do 
in any given situation. - In practice though, this turns out to be an extremely 
hard problem. For sufficiently complex games, the above exhaustive approach 
turns out to be computationally impossible. 
One is, though, not really interested in each players reaction to every possible 
move of the other player(s), but mostly in the question if there is a situation 
where each player has a certain strategy and no incentive to move away from this 
strategy. This is the traditional Nash equilibrium. In transportation, a typical 
example is the user equilibrium solution of the static assignment problem [a]: 
No driver (or traffic stream) can be better off by switching routes. 

1 
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Traditional economics has often focussed on the computation of such an equi- 
librium - simply because even that usually is an extremely hard problem. In 
traffic assignment, one was (in a certain sense) lucky: The Nash/user equilib- 
rium solution turns out to be an extremely “robust” solution in the following 
sense: One can start with an arbitrary allocation of routes, then define an al- 
gorithm of how individual drivers or traffic streams adjust to congestion, and 
then let drivers successively adjust until nobody wants to change any more. For 
the traffic assignment problem, one can prove that many different algorithms 
converge, and all converging algorithms converge to the same solution (in terms 
of the link flows). In other words: If one defines C : xi + ci as an operator that 
translates link flows into link costs, and X : {ci}i -+ {xi}i as an operator that 
translates link costs into a new assignment, then the user equilibrium is a fix- 
point (Le. X({C(z i )} i )  = {xi}i) of the assignment dynamics; many mappings 
X will converge to that fixpoint; and there is only one basin of attraction. This 
means that if one finds an algorithm that converges quickly, then the assignment 
problem is solved. 
Besides the assumption of complete information and complete rationality, there 
is another major assumption necessary for the mathematical statements: that 
it is possible to calculate link costs cij from the assignments xij only, without 
any further information. 
Also note that implicitly one assumes that the real system will be at  the equi- 
librium point, and so any algorithm to get there is a mathematical trick and 
needs not to be justified in terms of human behavior. 
It is instructive to look at  biological ecosystems for a minute. Here also, the 
behavior of everybody depends on everybody else. For example, an animal 
better does not go feed itself in an area where predators catch it. Yet, since 
we assume that animals are less capable than humans to perform organized 
planning and reasoning, nobody ever assumed that animals would pre-compute 
an optimal solution based on some utility function. Instead, one formulates the 
problem as one of eo-evolution, where everybody’s (mostly instinctive) behavior 
evolves in reaction to what is going on in the environment, constrained by the 
rules of genetical chemistry. 
It is indeed this “eco-system” approach that more and more groups are also 
taking in transportation simulation and in the simulation of socio-economic 
problems in general. The advantage is that one does not have to make assump- 
tions about properties of the system that are necessary in order to make the 
mathematics work. For example, one can just define rules how agents decide 
on switching routes, both over night and on-line, and let the simulation run. 
Clearly, for this no link delay function is necessary, since one can extract dy- 
namically correct link delays directly from the micro-simulation. Two of the 
major disadvantages are that one now suddenly needs a behavioral justification 
of the adaption rules (they are no longer simply a mathematical trick); and one 
does not know much about the dynamics of the process. 
It is instructive to see such iterated transportation simulations as dynamical 
systems rather than as assignment problems. These dynamical systems operate 
on two time-scales, which should not be confused: 

0 The simulation usually generates a traffic dynamics that depends on the 
time-of-day. For example, a possible output of such a micro-simulation 
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may be link delays as a function of when vehicles enter the link. 

0 The iterations generate “periods” of the game, often called “days” because, 
in some sense, one watches a day-to-day evolution of the co-evolution prob- 
lem where everybody adapts their decision based on what everybody else 
does (or did in the past). This day-to-day evolution provides a mapping 
into itself. For example, route plans get executed by the micro-simulation, 
and based on this, a new set of route plans is generated. 

It is the second process (the process of iterations) that we are interested in in 
this paper. 
Let us introduce some terminology. If one looks at the evolution of the system 
as a function of time-of-day, it can for example be described as a trajectory 
in fi dimensions, where N is the number of particles (vehicles, travellers, 
“agents”, ...) and f i  is the number of their degrees of freedom (position, speed, 
. . .) of the i th particle. The trajectory of this system is thus an object with 
1 i- xzl fi dimensions, where the additional dimension is the time-of-day di- 
mension. If the iterations would reach a fixpoint, then the trajectory of the 
system at iteration n + 1 would exactly lie on top of the trajectory at iteration 
n. Thus, if one wants to include the dynamics of the transportation system in 
the description, one needs to look at mappings in this (1 + fi)-dimensional 
space. 
If one recalls traffic assignment algorithms, they indeed to something similar: 
Route plans are mapped, via the link cost functions, into new route plans, and 
the iteration stops once the route plans do not change any more. Yet, this is 
somewhat misleading since the relaxation algorithm was just a computational 
trick. In many similar problems in operations research, the solution can be 
computed directly. 
However, in iterated simulations we do not have the knowledge from the static 
assignment any more. So, the questions now are, for example: Does the iterative 
process converge, or does it, say, go into some kind of periodic or possibly chaotic 
attractor? If it converges, what does that mean? Can we show some uniqueness 
of the converged result, and if so, are we more interested in this result than in 
the process of how we got there? (That would mean that the adaptation rules 
are again computational tricks and one would not have to justify them.) 
The problem gets confounded when the mappings are stochastic. Here, even 
if the dynamics “wants” to converge to  a fix point, the stochasticity will make 
the system “dance around” that fixpoint. At best, one can thus reach a time- 
independent density in phase space, i.e. for any given volume in phase space, the 
probability to be hit in the next iteration is constant. This would correspond 
to a stationary Markov process. 
As long as that density is Gaussian distributed, one could at least still use 
concepts like “the average behavior of the system”. Unfortunately, there is no 
reason to believe that the outcomes will be Gaussian; for example, in our simula- 
tions we have found distinctively non-Gaussian fluctuations in the outcome [3]. 
Then, remember that we can also have a situation where the deterministic 
equivalent of the stochastic system is on a periodic or possibly chaotic attractor. 
In that case, the system is not even Markovian any more, and at  best one could 
hope to find time-independent phase space densities when averaging over enough 
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iterations. 
And last, we could have multiple basins of attraction of the iteration process, 
leading to solutions that depend on the initial conditions, on adaptation rules, 
and/or on random events. 

2 U n iq ueness, robust ness 

In this paper, we want to concentrate on the aspect of the iterative process that 
is probably the most important one from a practical viewpoint, and that is the 
“uniqueness” or “robustness” of the results. Also, we want define ‘(robustness” 
more in terms of common sense than in terms of a mathematically formalism. 
For this, we do not only want a single iterative process to “converge”, but we 
want the result to be independent of any particular implementation. We simply 
try to  run many computational experiments, sometimes with variations of the 
same code, sometimes with totally different code, in order to see if any of our 
results are robust against these changes. What one will see eventually, though, 
is that currently a more urgent, question may be how to compare simulation 
results like this at all. 

3 Context 

The context of the work done for this paper is the so-called Dallas-Fort Worth 
case study of the TRANSIMS project [4]. Most of the details relevant for this 
paper can also be found in Ref. [3]. Purpose of the case study was to show that a 
micro-simulation based approach to transportation planning such as promoted 
by TRANSIMS will allow analysis that is difficult or impossible with tradi- 
tional assignment, such as measures of effectiveness (MOE) by sub-populations 
(stakeholder analysis), in a straightforward way. 
The underlying road network for the study (public transit was not considered) 
was a so-called focused network. It contained all links in a 5 miles times 5 miles 
study area, but got considerably “thinner” with further distance from the study 
area.’ A picture of the focused network can be found in Ref. [3]. 
The TRANSIMS design specifies to use demographic data as input and generate, 
via synthetic households and synthetic activities, the transportation demand. 
The Dallas/Fort Worth case study was based on interim technology: parts of the 
“front end” were not yet available. For that reason, that study uses a conven- 
tional 24-hour trip table (production-attraction matrix, PA matrix) as starting 
point. The PA matrix was provided by the regional transportation planning 
authority (the North Central Council of Government NCTCOG). The PA ma- 
trix roughly is a 24 hour origin-destination matrix, i.e. the metropolitan area of 
Dallas/Fort Worth is divided into 800 zones (traffic analysis zones, TAZs), and 
the number of trips going from each zone to each other zone in a 24 hour period 
is given. 

‘Note that this “thinning out” of the network was not done in any systematic way and is 
explicitely not recommended. It was an ad-hoc solution because more data was not available, 
and because of limited computing capabilities. 
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For the case study, the first step was to break down the PA matrix into indi- 
vidual trips. For this, a time-of-day distribution according to land use in the 
destination zone was used (for example, traffic going to commercial zones mostly 
takes place in the morning). Also, starting and ending locations of trips were 
specified on the link level. The result was a table of approx. 10 million trips, 
all with a starting time, a starting location, and a destination location. From 
this table, all trips starting between 5am and loam (ca. 3 million trips) were 
actually used. 
Next, an “initial routing” step was done. It is easiest to imagine that all trips 
were routed according to “fastest path in an empty network” (i.e. using free 
speeds provided by the transportation authority). All trips that went through 
the study area in this step were retained, all other trips were removed. Note 
that this defines a base set of trips for all subsequent studies presented in this 
paper: All trips thrown out in this step can no longer influence the result of the 
studies, although they may in reality. This base set contained approx. 300000 
trips. 
For the results in this paper, two different base sets of trips were used. The 
initial routing for the case study was not done computing fastest paths in an 
empty network, but instead some untested and undocumented variation of an 
assignment technique was used. In essence, it routed some trips, calculated 
new link travel times based on a standard link performance function, routed 
more trips, etc., until all trips were routed. Since it is somewhat unpredictable 
what this exactly does, later research studies were based on a base set of trips 
obtained by routing in an empty network.2 

4 The micro-simulations 

The above procedure does not only generate a base set of trips, but also an 
initial set of routes (called initid planset). These routes are then run through 
a micro-simulation, where each individual route plan is executed subject to the 
constraints posed by the traffic system (e.g. signals) and by other vehicles. Note 
that this implies that the micro-simulation is capable of executing pre-computed 
routes (only very few micro-simulation currently have this capability although 
their number is growing), and it also implies that, in the simulations, drivers 
do not have the capability of changing their routing ~ n - l i n e . ~  Three micro- 
simulations have been used, all three related to the TRANSIMS project, but 
with different levels of realism and different intended usages. For simplicity, 
we will just number them, i.e. “micro-simulation 1” , “micro-simulation 2”, and 
“micro-simulation 3” (MS1, MS2, and MS3). MS1 is the most realistic one, 
MS3 the least realistic one of the three. All three micro-simulations are based 
on the so-called cellular automata technique for traffic flow [6, 7, 81 although 
there is no necessity for this except the requirement of sufficient computational 
speed. 

2As already stated above, we explicitely do not recommend using a study area as we did 

31t is not that on-line re-routing is incompatible with TRANSIMS technology (see, e.g., [ 5 ] ) ,  
for Dallas because of a large number of currently unsolved associated problems. 

but it has not generally been implemented and studied. 
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4.1 Micro-simulation 1 (MS1) 

MS1 is the “mainstream” TRANSIMS micro-simulation. As said above, it is 
the most realistic of the three, including elements such as number of lanes, 
speed limits, (fixed) signal plans, weaving and turn pockets, lange changing 
both for vehicle speed optimization and for plan following, etc. It also has the 
most sophisticated output subsystem of the three, allowing the user to specify 
which data to collect during the simulation. The studies described on this paper 
were run on five coupled Sun Sparc 5 workstations running as fast as real time; 
newer versions of the module also run on an Sun Enterprise 4000. Details of 
this micro-simulation are documented in [9, 101. 

4.2 Micro-simulation 2 (MS2, PAMINA) 

The second micro-simulation, MS2, does not include signal plans, weaving and 
turn pockets, nor lane changing for plan following. Most other specifications 
are the same as for MS1, although differences can be caused by the different 
implementation. MS2 is much better optimized for high computing speed: it ran 
more than 20 times faster than MS1 for this study, which is a combined effect 
of using faster hardware (it is much easier to port to different hardware, thus 
being able to take advantage of new and faster hardware much sooner), less 
realism, and an implementation oriented towards computational speed. This 
micro-simulation is documented in [ll, 12, 51. 

4.3 Micro-simulation 3 (MS3, SCAM) 

The third micro-simulation (Simple Cellular Automata Microsimlation, SCAM) 
that we used is significantly less realistic than the other two. To start, all roads 
are single lane. Since a single lane has less capacity than a multi-lane road, the 
set of trips is sub-sampled, i.e. only a certain fraction is used. We calibrate the 
maximum capacity (C,) produced by the CA model with the highest capacity 
link (Cmax) in the area of interest. We thus sub-sample the population by a 
factor of Cp/Cmax. Capacity differences between different links are modeled by 
reduced transition probabilities at the ends of the links. Further details can be 
found in [13]. The spirit of the model is somewhat similar to earlier versions of 
INTEGRATION [14] although we actually capture some of the dynamics on a 
link. The reason for having a model like this is that we want a micro-simulation 
model that fits into the overall TRANSIMS framework (i.e. runs on individual, 
pre-computed plans) but has much less computational and data requirements 
than the other simulation models. Indeed, MS3 runs on the same data as 
traditional assignment models, and on a single CPU it is computationally a 
factor 20 faster than MS2. A parallel version is planned. 

5 Feedback iterations and re-planning 

The initial planset is obviously wrong during heavy traffic because drivers have 
not (or not well) adjusted to the occurence of congestion. In reality, drivers 
avoid heavily congested segments if they can. We model that behavior by using 
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iterative re-planning: The micro-simulation is run on a pre-computed planset 
and travel times along links are collected. Then, for a certain fraction, f, of the 
drivers, new routes are computed based on these link travel times. Technically, 
each route from the old planset is read in, with probability 1 - f it is written 
unchanged into a new file, and with probability f a new route is computed 
given the starting time, starting location, and destination location from the 
old route plus the (time-dependent) link travel times provided by the micro- 
simulation. After this, the micro-simulation is run again on the new planset, 
more drivers are re-routed, etc., until the system is “relaxed’, i.e. no further 
changes are observed from one iteration to the next except for fluctuations (all 
three micro-simulations are stochastic). 
We have used two different implementations of the re-planner. For technical 
completeness, let us call them RP1 and RP2. RP1 is the re-planner that was 
used for the Dallas/Fort Worth case study; in this paper, it is used in conjunction 
with micro-simulation MS1. RP2 is a faster and less memory-consuming version 
that has been implemented since then. RP1 and RP2 are written according to 
the same specifications: they compute fastest paths based on 15-minute averages 
of link travel times using a time-dependent variant of the Dijkstra algorithm. 
Time-dependence is accounted for in the following way: The micro-simulation 
reports the average link travel time of all vehicles leaving the link between, say, 
8:OO and 8:15. RP2 then uses this link travel time for all Dijkstra calculations 
that enter the link during the same time period. RP1 uses this link travel 
time for all Dijkstra calculations that enter the link between 7:45 and 8:00, thus 
“anticipating” congestion build-up (see also “backdating” in [15]). Clearly, both 
algorithms are somewhat sloppy here; newer implementations of our algorithm 
deal with this in a more precise way by actually calculating when, in the average, 
the vehicles had entered the link. Both RP1 and RP2 were tested together with 
the micro-simulation MS2 and no significant differences were seen [ 5 ] .  
Certainly, there are many questions in this area. How can one tell that an iter- 
ation series is relaxed? Do different initial conditions and/or iteration schemes 
lead to the same overall relaxed state? If so, can one speed up the relaxation 
process? Is reality at all similar to the relaxed state obtained with this method- 
ology? With respect to the implementations described in this paper, these 
questions are treated in more detail in [ 5 ,  16, 171. As for the results described 
in this paper, we can say the following: 

MS1 was iterated using a “scheduled’ re-planning fraction, i.e. using a 
re-planning fraction of 10% for the first 7 iterations, followed by five times 
5% and twice 2%. Later tests using the same re-planner but a different 
micro-simulation indicate that the resulting state is not yet relaxed, i.e. 
one would need to make further iterations to bring, for example, the sum 
of all travel times to an in the average stable value. 

In contrast, MS2 and MS3 were iterated with an “age-dependent” re- 
planning scheme: The probability of a route being selected for re-planning 
was made proportional to the number of iterations since the last re- 
planning event for that route. This was shown to be a much more efficient 
and robust re-planning scheme as any other scheme we tested [5, 161. 

We could not find an indication that the relaxed states depend either on 
the initial conditions or on the selected relaxation schedule. If this holds 
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Figure 1: TRANSIMS 14b 8:OO AM 

in more general, this would be good news because the final state of the 
iterations would be fairly robust against changes. 

e However, we could find large fluctuations in the traffic patterns by just 
changing the random seed, i.e. keeping everything (starting times, indi- 
vidual routes, signal plans) unchanged and just changing the sequence 
of random events that influence acceleration, braking, and lane changing. 
These fluctuations seem to be non-Gaussian, i.e. the traffic evolved accord- 
ing to one general pattern most of the time but could be totally different 
(much more congested) in few of the runs. See [18] for more details. 

6 Comparisons using link density plots 

After having described the context of our computational experiments, we want 
to turn to results. As a first step, we want to compare simulations directly. For 
this, we show link densities at 8 am (Figs. 1 - 3 of all three simulations in the 
relaxed state. First, one sees that there are “structural” similarities between 
TRANSIMS and PAMINA at 8 am. The similarities between SCAM and the 
other two micro-simulations at 8 am and the similarities between all three micro- 
simulations at 9 am are rather weak. The problem with this kind of analysis is 
that we cannot say which of the simulations represents the real system closest. 
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Figure 2:  PAMINA 8:OO AM 

Figure 3:  SCAM 8:OO AM 
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Figure 4: TRANSIMS l 4 b  9:OO AM 

Figure 5: PAMINA 9:00 AM 
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Figure 6: SCAM 9:OO A M  

7 Comparisons using turn counts 

Another possibility to compare simulations is to use turn counts. This was es- 
pecially inviting since in our case also results of the 1990 NCTCOG assignment 
and field measurements were available. Describing these results would unfortu- 
nately go beyond the scope of the present paper and will have to be relayed to 
another one [19]. The main problem is that the data situation is inconsistent: 
our study used the road network of 1996 but a trip table of 1990, whereas in 
reality both were obviously from the day the measurement was taken. However, 
the northern extension of the Dallas North Tollway was opened between these 
times, so that almost certainly our study underestimates traffic demand in the 
north-south direction. This points to  the fact that “data alignment” is a dif- 
ficult problem, and research needs to  be done in that area. For example, the 
activities-based approach to demand generation taken in TRANSIMS should 
conceptually be able to deal with this and similar problems. 

8 Comparisons using accessibility 

Often, transportation engineers use more aggregated measures of system perfor- 
mance such as vehicle miles traveled (VMT), the sum of all travelled distances 
in the system. A similar measure are “geometrical” mean speeds, which are a 
measure of accessibility. In our situation, we collected for all vehicles with their 
origin outside the study area and their destination inside the study area their 
geometrical distance, d, between origin and destination and their travel time, 
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Figure 7: iiGeometrical” m e a n  speeds inside the  study-area 

T .  d / T  is then the “geometrical” speed for a traveler, a measure of how fast 
she makes progress towards her destination. 
We see that during the rush hour, the results of TRANSIMS and for PAMINA 
are practically identically, whereas SCAM predicts faster travel during the same 
period. In uncongested situations, PAMINA predicts faster travel than TRAN- 
SIMS, and SCAM predicts faster travel both other models. This effect can be 
traced back to the fact that (due to an implementation error) the maximum 
average speed in TRANSIMS was 75 km/h (47 mph), in PAMINA it was the 
correct design value of 103 km/h (64 mph), and SCAM uses by design the value 
of 121 km/h (76 mph). Therefore, in uncongested situations, the predicted 
travel times clearly have to be systematically different. 

9 Discuss ion 

It is necessary that the micro-simulation methods start looking into the 5-0- 

bustness” of their results. Discussion of driving rules (mostly car following, lane 
changing, and gap acceptance) is a necessary part of this, but it is not sufficient 
and somewhat misleading since it does not put enough emphasis on the actual 
traffic outcome of the simulation. We propose at least two  macroscopic^' tests: 

0 “Building block tests”: Test simple situations, such as traffic in a closed 
loop, unprotected turn flows, etc. See Ref. [9] for a discussion of this. 

0 (‘Real situation tests” : Compare the results of different micro-simulations 
under the same scenario. 
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Obviously, we will only be able to assume our results to be robust once different 
micro-simulations generate similar outcomes, or once we can argue why certain 
types of micro-simulations are insufficient for certain problems. 
Also, the evaluation depends very much on the question asked. In our case, 
if the question had been to evaluate the accesibility of the study area during 
the morning rush hour, TRANSIMS and PAMINA gave similar results, and one 
could have some confidence into the answer. In general, “macroscopic” questions 
are more probably to have robust answers than “microscopic” questions. 
Field measurements should obviously be used to decide which simulations gen- 
erate correct results and which ones do not. A current problem is though that 
field measurements and simulation input data are not necessarily consistent, 
and thus methedologies need to be expanded until this problem will be solved. 
TRANSIMS is proposing one way (activity-based demand generation) how to 
approach this. 

10 Summary 

We compare three different micro-simulations in the same Dallas/Fort Worth 
scenario, i.e. they use the same road network, the same demand matrix, and 
the same re-planning iteration method. Based on link densities, two of the 
simulations, TRANSIMS and PAMINA, give a similar result for 8 am, but not 
for 9 am. The third simulation, SCAM, gives different link densities both for 
8 am and for 9 am. 
Looking at an aggregated measure of accessibility, i.e. “geometric” speed into the 
study region, we see that TRANSIMS and PAMINA give a practically identical 
answer during the rush period. It seems plausible to expect that in general it will 
be easier to achieve “robustness~’ for aggrega.ted questions than for disaggregated 
ones. 
It seems necessary to us to do more studies such as this one until we really 
understand the influences of different micro-simulations on the results and thus 
can say with some confidence which simulations will, under which circumstances, 
generate “robust” results. 
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