
Second SJAM Conference 

ON 

SPARSE MA TREES 

ABSTRACTS 

October 9-1 1, 1996 
Coeur d'Alene Resort 
Coeur d'Alene, Idaho 

SIAM 
Society for Industrial and Applied Mathematics 

3600 University City Science Center 
Philadelphia, PA 19 104 

Telephone: 2 15-382-9800 
World Wide Web: http://www.siam.org 

7 

http://www.siam.org


Portions of this document may be illegible 
in electronic imllge products. h a g s  are 
produced from the best available original 
document. 



TABLE OF CONTENTS 

(;vi; and Long Presentations (IP1 & LP1) 1 - 3  
Session 1A Sparse Matrix Reordering & Graph Theory I 4 - 6 
Session 1B Sparse Matrix Tools & Environments I 7 -  10 
Session 1C Eigenvalue Computations I 11 - 14 
Poster Session 15 - 33 

34 - 35 
36 - 40 

Session 2B Applications I 41 -47 
Session 2C Parallel Algorithms I 48 - 52 
Invited and Long Presentation ( I n  & LP3) 53 - 55 

56 - 59 
Session 3B 60 - 63 
Session 3C Least Squares & Optimization I 64 - 67 
Long Presentation (LP4) 68 - 70 

Session 4B Applications I1 78 - 82 
Session 4C Eigenvalue Computations I1 83 - 88 
Invited and Long Presentation (IP3 & LP5) 89 - 91 
Session 5A Least Squares & Optimization I1 92 - 96 
Session 5B Parallel Algorithms I1 97- 100 

Long Presentation (LP6) 

Session 6B Eigenvalue Computations I11 7- r- 113 - 117 

Addendum 4i 125 

Long Presentatio? (LP2) 
Session 2A Itehtive Methods & Acceleration Techniques I ;, 

Session 3A Sparse Matrix Reordering & Graph Theory I1 
Sparse Matrix Tool & Environments I1 

Session 4A Iterative Methods & Acceleration Techniques I1 71 - 77 

Session 5C Sparse Direct Methods 101 - 104 
105 - 106 

Session 6A 

Session 6C 

Iterative Methods & Acceleration Techniques I11 

Sparse Matrix Reordering & Graph Theory I11 

107 - 112 

118 - 124 

Note; The abstracts in this booklet are arranged in chronological order 
by session, per program. 

i 



AUTHOR INDEX 
Name Session Abstract 

No. Page 
Name Session Abstract 

No. Page 

A 
Abe, K.* 
Alvarado, F.L.* 
Amestoy, P.R. 
Amestoy, P.R. 
Ashcraft, C.* 
Ashcraft, C. 
Ashcraft, C.* 

2A 37 
3 c  66 
PS 17 
6C 119 
1A 5 
5c 102 
5C 103 

B 
Baddourah, M. 
Baglama, J. 
Bai, Z.* 
Balle, S.* 
Bartholomew-Biggs, M. 
Bercovier, M.* 
Berry, M.W.* 
Beylkin, G. 
Bisseling, R. 
Bjorck, A. 
Blackwell, B.F. 
Boisvert, R.F. 
Botta, E.F.F.* 
Bramley, R.* 
Bramley, R.* 
Brieger, L.* 
Brussino, G. 
Bulteel, A. 

3B 61 
6A 110 
4C 87 
2C 52 
SA 93 
PS 25 
4B 80 
PS 32 
2C 50 
5A 95 
PS 31 
1B 8 
6A 108 
2A 40 
5B 100 
5B 99 
3B 61 
4 c  85 

C 
Cahill, E.* 
Calvetti, D. 
Calvetti, D.* 
Campbell, Y .E. * 
Campbell, Y.E.* 
Cavers, LA.* 
Chan, T.F.* 

Christon, M.A. 
Clay, R.L.* 
Cochran, R.J.* 
Crone, R.*, 
Cullum, J. 

Cheah, C-P. 

2A 38 
2B 43 
6A 110 
LP2 35 
PS 18 
4C 86 
IF9 54 
5B 100 
PS 31 
3B 62 
PS 31 
PS 27 
2C 52 

D 
Datta, K.* 
Datta, B.N.* 
Davis, T.A. 
Davis, T.A. 
Davis, T.A.* 
Davis, T.A.* 
Day, D.* 
Day, D. 
de F.G. Hernandez, M.* 
De Samblanx, G.* 
de Sturler, E. 
Demmel, J.W. 
Druskin, V. 
Duff, I.S. 
Duff, I.S.* 
Duff, I.S. 
Dunn, J. 

1C 13 
4B 81 
PS 17 
PS 18 
6C 119 
6C 120 
PS 19 

5A 93 

4A 74 
2 c  49 
PS 33 
PS 17 
6A 109 
6C 119 
PS 32 

4c a7 

4c a5 

E 
Evans, D.J. 

F 
Fischer, P. 
Freund, R.W.* 

G 
Gay, D.M.* 
Geist, G.A. 
George, J.A.* 
Gilbert, J.R. 
Gilbert, J.R. 
Gilbert, J.R. 
Gines, D.L.* 
Golub, G.H. 
Grangeat, P. 
Greif, C.* 
Grimes, R.* 
Grund, F.* 
Gupta, A. 
Gupta, A.* 
Gustavson, F. 
Gutknecht, M.H. 

PS 16 

PS 22 
LP4 69 

SA 
4c 
3B 
1B 
2 c  
6C 
PS 
6A 
2B 
2A 
5c 
PS 
PS 
6C 
PS 
4A 

94 
84 
63 
10 
49 
120 
32 
110 
46 
39 
102 
20 
23 
123 
23 
73 

ii 



Name 

H 
Hadfield, S.M.* 
Heggemes, P.* 
Hendrickson, B . * 
Heroux, M.A.* 

Hong, Y. 
Howell, G.W. 

Ho, S-P.* 

I 
lovleff, S. 

J 
Jarre, F. 

K 
Karypis, G.* 
Kilmer, M.E.* 
Knizhnerman, L. 
Kolitilina, L. 
Komzsik, L. 
Kumar, V. 
Kumfert, G.* 

L 
La, V.* 
Lamping, 1.0. 
Lecca, G. 
Lee, R. 
Lee, Y. 
Lehoucq, R.B.* 
Lehoucq, R.B. 
Lewis, J.G. 
Li, B. 
Li, C.* 
Li, X.S.* 
Lin, Y. 
Liu, J.W.H.* 
Liu, J .W .H. 
Liu, J.W.H. 
Lumsdaine, A. 
Lumsdaine, A.* 
Lundquist, M. * 

M 
Mallon, A. 

Session Abstract 
No. Page 

PS 17 
6C 122 
1A 6 
3B 61 
PS 29 
1C 13 
4C 84 

2B 46 

LP4 69 

2 c  
2B 
PS 
4A 
4B 
2 c  
3A 

51 
45 
33 
75 
82 
51 
57 

2B 46 
1B 10 
5B 99 
1C 13 
2A 40 
6B 115 
6B 116 
5c 102 
PS 16 
PS 16 
2 c  49 
PS 30 
IP1 2 
1A 5 
3B 63 
1B 9 
PS 30 
SA 95 

2B 46 

Name 

Marowka, A. 
Maschhoff, K.J.* 
Matstoms, P. 
Matstoms, P. 
McCandless, B.* 
Meerbergen, K. 
Meerbergen, K. * 
Meiron, D.I. 
Mendhekar, A. 
Miller, N.* 
Mitsui, T. 

N 
Nagy , J .G. * 
Ng, E.G. 
Ng, E.G. 
Nievergelt, Y. * 
Nikishin, A.A. 
Nishida, A.* 

0 
O'Leary, D.P. 
Oyanagi, Y. 

P 
Perano, K.J. 
Petesch, D. 
Peyton, B. 
Pierce, D.J. 
Poole, E. 
Pothen, A. 
Pothen, A. 
Pozo, R.* 
Pugh, W.W. 

R 
Raghavan, P.* 
Raghavan, P. 
Reichel, L.* 
Reichel, L. 
Remington, K.A. 
Ressel, K.J.* 
Rothberg, E. 
Rothberg, E.* 
Rothberg, E. 
Rothberg, E. 

Session Abstract 
No. Page 

PS 25 
6B 116 
5A 95 
6C 122 
1B 9 
4C 85 
6B 114 
4B 79 
1B 10 
PS 22 
2A 37 

LP5 91 
3A 59 
6C 120 
2B 2 
4A 75 
6B 117 

2B 45 
6B 117 

3B 62 
4B 82 
6C 120 
3C 67 
3B 61 
Lp2 35 
3A 57 
1B 8 
1B 10 

3A 59 
4B 80 
2B 43 
6A 110 
1B 8 
4A 73 
1A 6 
3A 58 
3B 61 
5c 104 

iii *Speaker 



Name 

S 
Schlesinger, A.L. * 
Schreiber, R. 
Shamsian, S.* 
Shpeisman, T.* 
Sire, P. 
Smith, S.P. 
Sorensen, D.C.* 
Sorensen, D.C. 
Stephens, B.* 
Sugiura, H. 
Sun, C.* 
Szyld, D.B.* 

T 
Tang, W-P.* 
Trench, W.F.* 

v 
van der Stappen, F. 
van Duin, A.C.N.* 
Varah, J.  
Vogel, C.* 

W 
Wah, D.* 
Watkins, D.S.* 
Wedeman, B. 
Wijshoff, H.A.G. 
Wright, M.H.* 

Y 
Yang, c. 
Yang, c.* 
Yang, C.W. 
Ye, Q. 
Yeremin, A.* 

Z 
Zeng, Z.* 
Zhang, J.* 
Zhang, Q. 

Zhang, Y.* 
Zhong, K. 

Zhang, S-L. 

Session Abstract 
No. Page 

PS 26 
5c 104 
4B 82 
1B 10 
2B 46 
PS 125 
LP3 55 
4B 79 
2C 50 
2A 37 
3C 65 
5B 98 

LP6 106 
1C 14 

2C 50 
6A 112 
2A 39 
LP1 3 

3C 67 
4C 84 
4B 79 
6A 112 
IP3 90 

LP3 55 
4B 79 
3B 61 
4C 87 
4A 75 

1c 12 
4A 72 
2B 43 
2A 37 
PS 24 
PS 30 

i v  *Speaker 



Wednesday, October 9 

Invited Presentation (IP 1) 

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .  

Long Presentation (LPl) 

1 



A Sparse Matrix Ordering Perspective: from Dissectors to Multisectors 

Joseph W.H. Liu 
Department of Computer Science 

York University 
North York, Ontario, Canada M3J JP3 

Extended Abstract 

In this talk, an overview is given on the development of robust sparse matrix ordering algorithms and software 
for the direct solution of sparse linear systems. They range from reordering strategies for the band and profile 
methods to those for methods that take advantage of most matrix zeros. Most of the presentation will be 
focused on the finding of fill-reducing orderings for sparse symmetric problems. Minimum degree and nested 
dissection represent two different approaches to the ordering problems. Some of the more recent advances 
in these strategies will be covered. They include the use of approximate degree and deficiency information 
in the minimum degree method, and the use of geometric, spectral and graph-theoretic approach in finding 
dissectors for the nested dissection method. 

Both minimum degree and nested dissection schemes produce generally good orderings. But they share 
a common undesirable characteristics: the ordering quality is not uniformly good. The inconsistent perfor- 
mance of these ordering schemes will be d i s c w d  using the recent method of multisedion ordering. 

The basic tool used in multisection orderings is the notion of multisector. A multisector is a subset of vertices 
whose removal disconnects the problem into two or more components. Depending on how the vertices in 
the multisector and the components are reordered, we have a class of multisector-based ordering methods. 
Experimental results are used to demonstrate the consistent quality of multisection orderings. Indeed, this 
approach combines the advantages of the minimum degree and the nested dissection orderings. 

The existing one-way dissection and local nested-dissection orderings can also be viewed as special multi- 
sector orderings. The multisection ordering idea will also be applied in two different situations. One is to find 
a best ordering for a model square grid problem with a 13-point operator; another is in the improvement of 
matrix orderings from other sources. The discussion will be supplemented with experimental results. 



Sparse Matrix Equations Arising in Parameter Identification 

Curt Vogel 
Department of Mathematical Sciences 

Montana State University 
Bozeman, MT 59717-0240 
vogelOmath.montana.edu 

Extended Abstract 

We consider the estimation, or identification, of a coefficient function in a partial differential equation from 
observations of the solution. An example is the identification of thermal conductivity in the heat equation 
from observations of the temperature. After regularization and discretization, these problems typically take 
the form 

min llCv - z1I2 + auTBu 
u,q 

subject to 

where C, B,  and A(q) are sparse matrices, vectors t and b are given, and a is a given (small) parameter. 

problem, as well as the role played by iterative methods for large linear systems. 
We will discuss various approaches to the solution of this large-scale, nonlinear constrained optimization 

http://vogelOmath.montana.edu
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Finding Minimal Separators: Applications of the 
Dulmage-Mendelsohn Decomposition and Network Flow 

to Graph Bisection 

Cleve Ashcraft 
Boeing Information and Support Services 

P. 0. Box 24346, :Mail Stop 7L-22 
Seattle, Washington USA 98124 

Joseph W.H. Liu 
Department of Computer Science, York 

University, North York, Ontario, Canada M33 1P3 

Extended Abstract 

Graph bisection is an important component for ordering sparse matrices by nested dissection or multisec- 
tion. consider a two-set partition of a graph’s vertices, (S, B, W) where S is the separator and there are no 
edges connecting vertices in B and W. Using the Dulmage-Mendelsohn decomposition of a bipartite graph 
we can find a minimal separator from vertices in SU (Adj(S) nB)  or SU (Adj(S)nW). By solving a network 
flow problem we can find a minimal separator from vertices found in (Adj(S) n B) U S U (Adj(S) n W). We 
have incorporated these techniques into nested dissection and multisection ordering codes and present some 
experimental resuits. 



Improving the Runtime and Quality of Nested Dissection Ordering 

Bruce Hendrickson Edward Rothberg 
Sandia National Laboratories 
Albuquerque, NM 81785-1110 

Silicon Graphics, Inc. 
Mountain View, CA 94043 

bahQcs.sandia.gov rot hberg Qsgi. com 

Extended Abstract 
When using a direct method to solve a linear system Az = b, where A is sparse, symmetric and positive 

definite, the first step is typically a heuristic reordering of the rows and columns of A to reduce the amount 
of work and storage required to factor A. The most commonly used heuristic for performing reordering is the 
minimum degree algorithm. An alternative approach, nested dissection ordering, has many appealing theoret- 
ical properties, but building an implementation that gives comparable ordering qualities and runtimes to the 
minimum degree method has proven to be quite difficult. Some promising results have been demonstrated, 
but unfortunately none of these previous efforts have produced consistently better orderings than minimum 
degree, and all require significantly more runtime. 

This paper explores a variety of techniques, some existing and some new, for improving the orderings produced 
by the nested dissection algorithm. These include: 

0 Compressed graphs: our methods all work with compressed representations of the matrices. We im- 
proved on an existing technique in order to reduce the runtime of the compression operation. 

0 Multilevel vertex separators: our methods all use a multilevel approach to finding separators. Unlike 
previous work with multilevel methods, we find vertex separators directly rather than deriving them 
from edge separators. 

0 Local improvement: our methods use two different local improvement strategies: a vertex oriented 
variant of Fiduccia-Mattheyses graph partitioning, and an iterated weighted vertex cover method. The 
latter is an enhancement to an existing method that allows the method work with weighted graphs. 

0 Nested Dissection/Minimum Degree Hybrid: we employ a minimum degree post-pass to improve the 
orderings produced by nested dissection. 

We have tested this approach on a suite of structures and fluid test problems coming primarily from 2-D or 
2.5-D domains. Our results have led us to the following conclusions. 

0 It is important to compute vertex separators directly, rather than deriving a vertex separator from an 
edge separator. The vertex separator approach produced 15% better orderings in less time. 

0 Multilevel methods are extremely attractive for graph partitioning, consistently finding high quality 
partitions very quickly. 

0 It is crucial to allow some imbalance in the separators. In other words, the subgraphs that remain 
when the separator is removed should not be required to be of equal size. Allowing imbalance improved 
orderings by 11% overall with a minimal increase in runtime. 

0 Combining two local improvement strategies (vertex FM and iterated weighted vertex cover) proved 
to be more effective than using just one (vertex FM). Orderings improved by another lo%, although 
ordering runtimes also increased by 10%. 

0 A nested dissection/minimum degree hybrid was significantly more effective than nested dissection alone. 
Orderings improved by a further 9% while runtimes were essentially unchanged. 

0 Overall, our approach generated orderings that were significantly better than those produced by mini- 
mum degree. Operation counts were reduced by 35%, and non-zeros in the factor matrix were reduced 
by 15%. The runtime of the method was roughly 2.7 times the runtime of MMD. 
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The Matrix Market Exchange Format 

Ronald F. Boisvert 
Applied and Computational Mathematics Division 

National Institute of Standards and Technology 
Gaithersburg, MD 20899-0001 USA 

boisvertdnist .gov 

Rddan Pozo 
Applied and Computational Mathematics Division 

National Institute of Standards and Technology 
Gaithersburg, MD 20899-0001 USA 

pozoOnist .gov 

Karin A. Remington 
Applied and Computational Mathematics Division 

National Institute of Standards and Technology 
Gaithersburg, MD 20899-0001 USA 

kremingt onOnist . gov 

Extended Abstract 

The Matrix Market (MM) exchange format provides a simple mechanism to facilitate the exchange of 
matrix data. Our objective is to define a minimal base formatted ASCII file format which can be easily 
explained and parsed, and adapted to applications with a more rigid structure. The MM format is used in 
the Matrix Market, a visual database of matrix test data (http: //math.nist.gov/MatrixMarket/). The 
Matrix Market contains the entire Harwell-Boeing Test Matrix Collection, for example. 

The MM format is really a collection of affiliated exchange formats which share design elements. In all, 
six basic types are supported: sparse matrix, sparse vector, dense matrix, dense vector, elemental matrix, and 
block matrix. Sparse matrices are represented using a coordinatebased format. Elemental format is used to 
represent unassembled symmetric finite element matrices. Block format is a matrix representation b a d  on 
nonoverlapping dense blocks; the resulting matrix can be either dense or sparse. 

Several instances of each of these types are defined. These are generated by specifying an arithmetic 
field for the matrix entries (i.e., real, complex, integer, pattern) and a symmetry structure which may reduce 
the size of the data file (i.e. general, symmetric, skew-symmetric, Hermitian). As an example consider the 
following 5 x 5 matrix (left) and its MM format (right). 

1 0  0 6 0 
0 10.5 0 0 
0 0 .015 0 
0 250.5 0 -280 33.32 
0 0  0 0 12 

% A 5x5 (R)eal (G)eneral (S)parse matrix with 8 nonzeros 
RGS 
5 5  8 
1 1 1.0 
2 2 10.5 
4 2 250.5 
3 3 0.015 
1 4  6.0 
4 4 -280.0 
4 5 33.32 
5 5 12.0 

The formats are intentionally left loosely specified, but are still easily parsed using list-directed input 
in Fortran or scanf in C. Numerical entries are decimal in fixed or floating-point format as appropriate; no 
conditions on precision are imposed. An arbitrary number of comment lines are supported. The specification 
is general enough that more restrictive subsets can be layered on top of it for more demanding applications. 
For example, one could encode additional information in comment lines, or impose restrictions on the format 
and precisiomof numeric data. Even in these cases, the basic matrix data would still be accessible to anyone 
able to parse the simpler base format. 

In this talk we will motivate the need for the new exchange format, describe its design philosophy, and 
present examples of its use. 



The Matrix Template Library 

Andrew Lumsdaine Brian McCandless 
Laboratory for Scientific Computing 

Dept. of Computer Science and Engineering 
University of Notre Dame 
Notre Dame, IN 46556 

Lumsdaine.i%nd.edu HcCandlees.l@nd.edu 

Extended Abstract 

Although sparse matrix computations underly many computational science and engineering applications, 
the development of comprehensive libraries for sparse matrix computations has lagged behind the develop 
ment of such libraries for dense matrix computations. The design and implementation of a comprehensive 
sparse matrix library is complicated by the sheer number of matrix formats that must be supported and by 
the complex nature of sparse matrix codes. To manage the complexity of sparse matrix software libraries, we 
propose a methodology for decomposing matrix representations into a canonical set of interoperable compo- 
nents and we show how particular instances of these components can be used to realize (in an abstract sense) 
all commonly used sparse (and dense) matrix formats. Jus t  as importantly, we show how these components 
can be extended to define new types of matrix representations (hierarchically defined block matrices are a 
particularly important instance). 

Concretely, we define a template interface for C++ to enable compositional construction of matrix classes 
suitable for high performance numerical linear algebra computations. The library based on this interface 
definition - the Matrix Template Library (MTL) - is written in C++ and consists of a small number of 
template classes that can be composed to represent all commonly used sparse and dense matrix formats. In 
addition, a comprehensive set of high performance generic algorithms are provided to support vector and 
matrix arithmetic, matrix-vector and matrix-matrix products, and matrix update operations. The generic 
algorithms in MTL are designed to provide high performance for all MTL matrix objects without specifying 
functionality for particular types of matrices. 

Since MTL matrix objects are defined by compositional construction using the C++ template mechanism, 
the actual number of different matrix classes that can be described is the product of the number of classes 
in each component (shape, orientation, container, and base). The actual programming work required is that 
of implementing the component classes, i.e., the work is the sum of the number of classes at  each component 
level, Each type of component must conform to a uniform interface, including the top-level matrix and vector 
clas9es, 50 that matrices and vectors having different internal representations can nonetheless be manipulated 
in a completely uniform manner. The uniform class interface also provides an extension mechanism for the 
definition of new matrix classes. In fact, since the base type can itself be a matrix, block structures are readily 
defined. 

In this talk we present the design of the classes and generic algorithms in the Matrix Template Library. 
We show how MTL can be used to represent common sparse matrix types in numerical linear algebra and 
we compare and contrast the design of MTL with that of the typical inheritancebased matrix libraries. 
We present performance data demonstrating that there is little or no performance penalty caused by the 
powerful MTL abstractions and show examples of how MTL can be used effectively in scientific computing 
applications. We also comment on the software engineering aspects of MTL and discuss the ramifications of 
its use in application codes in terms of performance, portability, ease of implementation, and maintainability. 

Key Words: Sparse Matrix, Matrix Classes, Numerical Linear Algebra, C++, Templates 
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Compiling Efficient Sparse Matrix Programs 

John R. Gilbert, John 0. Lamping, and Anurag Mendhekar 
Computer Science Laboratory 

Xerox Palo Alto Research Center 
3333 Coyote Hill Road, Palo Alto, CA 943041314 
email gilbert,lamping, mendhekar63parc.xerox.com 

william w. Pugh and Tatiana ShDeisman 
Computer Science Department 

University of Maryland, College Park, MD 20742 
email: pugh, murkaOcs.umd.edu 

Extended Abstract 

Computational scientists and engineers who are not experts in sparse matrix algorithms must write pro- 
grams that compute with sparse matrices for such applications as domain-specific preconditioning, numerical 
optimization, and prototyping new numerical methods. Three approaches to writing such programs are: 

e Use an existing numerical library. This is the easiest and safest course for the non-expert; but a library 
is likely to be missing some of the functionality required by a special-purpose application. 

0 Write directly in a low-level computer language like Fortran or C. This can give flexibility and good 
performance; but developing low-level sparse matrix code is difficult, slow, and error-prone, and the 
non-expert is unlikely to be able to use the best available techniques effectively. 

0 Write in a high-level matrix language like Matlab. This gives flexibility and ease of programming; but 
performance is likely to suffer if the application includes much vector- and scalar-level manipulation. 

We are developing a high-level matrix system that includes enough implementation hints for a compiler 
to generate efficient low-level code automatically. Our goal is for the language to be flexible and easy to use, 
and for the code it generates to run much faster than interpreted Matlab and not much slower than the best 
hand-coded Fortran or C. 

Our prototype deign starts with the Matlab language, and extends it with constructs that make some 
sparse matrix representations and manipulations explicit. We call the resulting language Annotated Matlab 
or AML. AML is designed to permit a compiler to translate programs automatically to a lower-level language 
like C++ or Fortran, with support from a low-level library that implements a set of basic sparse matrix data 
structures and operations. Our prototype design includes a C++ library. 

Our focus is on programs written at the vector (BLAS-1) and matrix (BLASZ) level. Here efficiency 
requires choosing data representations based on more context than a single statement. Examples of such 
applications are incomplete factorization preconditioners, low-rank updates of matrix factorizations, and 
sparse eigenvalue methods. 

AML includes representation declarations that specify how an object is to be represented without changing 
the semantics of the object. Representations include full storage, various versions of sparse storage, and a 
“spa” (or Sparse Accumulator) for a vector stored in a data structure that permits random access and also 
efficient sequencing through nonzero elements. AML includes itemtors to specify sequencing through the rows 
or columns of a matrix, and through the nonzero elements of a vector. AML also includes views to specify 
that a permutation or other transformation is implicitly applied to an object. 

Our early results are encouraging-for example, from a B L A S l  sparse LU factorization written in AML, 
we generate d e  that attains our goal of being much faster than interpreted Matlab and not much slower 
than good Fortran or C library codes. Thus we view this as a promising approach for applications, both 
in numerical linear algebra and in engineering and scientific computation, that require rapid prototyping of 
programs using sparse matrices. 

http://mendhekar63parc.xerox.com
http://murkaOcs.umd.edu
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Homotopy Continuation Method for some Structured Sparse Non-Hermitian Eigenvalue 
Problems 

Zhonggang Zeng 
Department of Mathematics 

Northeastern Illinois University, Chicago, IL 60625 
uzzengObgu.edu 

Extended Abstract 

We present the parallel homotopy algorithm for the non-Hermitian sparse eigenvalue problem, especially 
for those with structures that permit efficient decomposition, such as banded matrices and matrices arising 
from certain 1D and 2D differential equations. 

The homotopy continuation method and its variations have been reported in solving dense eigenvalue 
problems that are reduced to the symmetric tridiagonal or Hessenberg eigenvalue problem. The homotopy 
continuation method has also been reported for the the sparse symmetric eigenproblem. The main idea of 
the algorithm is to deform a simple matrix D with known eigenvalues continuously toward the matrix A 
whose eigenvalues are in question. The algorithm traces each eigenvalue path from an eigenvalue of D to 
an eigenvalue of A independently and in parallel. For dense eigenvalue problems and the symmetric sparse 
eigenvalue problem, the homotopy algorithm has shown competitive efficiency, robostness, and tremendous 
advantage in parallelism. 

For a sparse non-Hermitian n x n matrix A , we start from a diagonal matrix D = diug(d1, dz, . . e ,  &) 
with random complex entries dr,  d2,. . a ,  d,, and construct a parameterized matrix A ( t )  = (1 - t ) D  + tA ,  
t E IO, 11. The eigenvalues Ai(t), i = 1,2, . . . , n, as functions oft, are solutions of initial value problems of the 
algebraic-differential equation 

for i = 1 , 2 , . . - , n .  It can be shown that the choice of D generically guarantees the regularity of (0.1) 
and smoothness of eigenvalue function A = A l ( t ) ,  i = 1 , 2 , . . .  ,n .  Based on these results, the homotopy 
continuation method, essentially an algebraic-ODE solver for ( O . l ) ,  can be simply outlined as follows: 

for i =  1,2, . . . ,n do (in parallel) 
<l> set t = 0, X = 4 ,  x = y = ei and initialize the stepsize 6 
<2> while t < 1 do 

<2a> set t = t + 6 and estimate A = A + 6 y w -  
<2b> iterative refinement of A, 2, y as eigenelements of A ( t ) .  I <2c> dynamically adjust stepsize 6 

- <3> output eigenvalues X i  = and eigenvectors x and y 
The efficiency of the algorithm mainly depends on the efficiency of iterative refinement on the estimated 

eigenelements A, z and y of A(t)  at step <2b>, where the sparsity and the structure of the matrix A are 
essential. Generally, the method requires solving the linear system [A(t)  - Al]u = b and [AH( t )  - Al]v = c 
repeatedly. For banded matrices with bandwidth k 5 O(&, such as matrices arising from some 1D and 2D 
differential equations, we use the Rayleigh quotient iteration to refine X and the right eigenvector 2, and then 
use one-step inverse iteration to refine the left eigenvector y. The method is suitable for parallel distribu- 
tive computers because its simple parallel structure and virtually no communication required in computing 
different eigenvalues. 

In this talk we shall present the analysis and implementation of the algorithm, and the results of numerical 
experiments. Variations of the algorithm will also be discussed for generalized sparse eigenvalue problem and 
other structured sparse eigenvalue problems. 

http://uzzengObgu.edu


Finding Eigenvalues Of Real Symmetric Sparse 
Matrices In An Intdwal Using The Group Homotopy Method 

K. Datta, Y. Hong, and Rrtn Lee 
Department of Mathematical Sciences 

Northern Illinois University 
DeKalb, 11, 60115 

dattak@math.niu.edu 

Extended Abstract 

Let A be a sparse real symmetric YZ x n matrix. In this paper we describe a method for obtaining the 
eigenvalues of A in an interval [a, b] by using a new Homotopy Method called The Group Homotopy Method. 

Unlike the ordinary Homotopy method the Group Homotopy Method never breaks down due to cluster- 
ing of eigenvalues and it has a definite criterion to choose the step size that guarantees the convergence of the 
method. Moreover, the Group Homotopy method maintains attractive features of the ordinary Homotopy 
method such as natural parallelism and the structure preserving properties. 

We obtain the initial eigenvalues in the given interval and it’s corresponding eigenvectors by using Lanczos 
Method. At each step of the Group Homotopy, one requires to solve a shifted linear system. The symmetric 
Lanczos method for large sparse linear system is used to solve such a system. 
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Numerical Solution Of The Inverse Eigenvalue Problem For Real Symmetric Toeplitz Matrices 

William F. nench 
Mathematics Department 

Trinity University 
San Antonio, TX 78212 

wtrenchOtrinity.edu 

Extended Abstract 

KEY WORDS: Toeplitz, symmetric, inverse eigenvalue problem 

Let t = [to t i  tn-l] where t o , t l , .  . . , tn- l  are real numbers, and let T(t) be the real symmetric 
Toeplitz (RST) matrix T(t) = ( t ~ ~ + ~ ) ~ ~ = ~ .  We say that t generates T(t). Denote the eigenvalues of T(t) by 
A l ( t )  I A2(t)  5 - . *  5 M t ) .  

The inverse eigenvalue problem for F T  matrices is as follows: 
PROBLEM 1. Given n real numbers A 1  5 X2 5 ... 5 in, find i such that Xi(6)  = A,) 1 5 i 5 n. 
Recent results on spectral properties of RST matrices suggest a natural reformulation of Problem 1 .  

An n-vector x = [XI 2 2  xnIT is symmetric if xj = xn-j+l (1 5 j 5 n) or skew-symmetric if xj = 
-x,,++l(l 5 j 5 n). It is well known (Cantoni and Butler) that if T is an n x n RST then R” has an 
orthonormal basis consisting of T = [n/21 symmetric and s = 1 4 2 1  skew-symmetric eigenvectors of T. An 
eigenvalue X of T is even (odd) if T has a symmetric (skew-symmetric) X-eigenvector. (A repeated eigenvalue 
is necessarily both even and odd). It is also known (Cantoni and Butler) that the even (odd) eigenvalues and 
d a t e d  eigenvectors can be obtained by solving the eigenvalue problem for a matrix of order T (s). 

Let pl(t) 5 p2(t) 5 e - -  5 p r ( t )  and y( t )  5 v2(t) 5 ... 5 vj(t), be the even and odd eigenvalues, 
respectively, of T(t). 

We now reformulate the inverse eigenvalue for RST matrices as follows. 
PROBLEM 2. Given n real numbers f i1  5 fi2 5 - .. 5 f i r  and $1 5 4 5 .. . - < ijs, find an n-vector i such 

We call ( j i l ,  ji2, -. . , / i r }  and (01,4,. . . , i j j )  the even and odd target spectm, respectively. 
Landau (1994) has given a nonconstructive that Problem 2 always has a solution if the even and odd 

target spectra are interlaced (i.e., if their union is written in nondecreasing order then p’s and v’s alternate). 
Delsarte and Genin (1983) have shown that Problem 2 may fail to have a solution if they are not interlaced. 

We present a formulation of Newton’s method for the solution of the inverse eigenvalue problem for RST 
matrices that takes account of the special spectral properties of FIST matrices, including the separation of their 
spectra into even and odd parts, Landau’s existence theorem for the existence of a solution with interlaced 
even and odd spectra, the related possible nonexistence result of Delsarte and Genin, and the computational 
efficiency implicit in the results of Cantoni and Butler. We present a criterion for combining Newton’s method 
with a locally linearly convergent procedure (also based on Newton’s method, with modified target spectra) if 
Newton’s method by itself fails The method appears to be globally convergent provided the starting generator 
is chosen properly; however, this is not proved. 

We deal extensively with the problem of selecting a suitable starting generator, give compelling arguments 
for choosing a starting generator that generates an RST matrix with interlaced even and odd spectra, and 
propose a particular starting generator that seems to be superior to others for most target spectra. 

We present numerical results for n = 25, 50, 100, 150, and 200 for thousands of target spectra. 

&at pi(t) = pi, (1 5 i 5 r )  and vj(6) = c,, (1 5 j 5 s). 
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Iterative Methods for Solving Large, Sparse and Nonsingular 
Linear Systems 

CHANGJUN LI, BAOJIA LI AND D.J. EVANS 
(Dept. of Math., Northeastern University, Shenyang 110006, China) 

Extended Abstract 

Scientific research and engineering computations often result in solving large, sparse and nonsingular 
systems 

In this paper it is assumed that matrix A is positive real, i.e., A + AT is symmetric and positive definite 
(SPD). Two iterative methods are given. If we let 

Ax = b. (0.1) 

A + A ~  A = M - S ,  M = -  2 ,  
A ~ - A  s=- 

2 ,  M = D - L - L ~ ,  s = sL + su, 

where D is the (block) diagonal matrix and is SPD, L, SL, Su are strictly lower triangular matrices, then the 
two methods are given by : 

Method I: 

Method 11: ( M  + D1 - L l ) d k + ' )  = b + (01 + U1)dk) ,  

where E and D1 are arbitrary matrices and L1 = L + SL, U1 = LT + Su. It is clear that we should choose 
E and D1 so that systems 

( M  + E - SL)Z(~+') = b + ( E  + S U ) X ( ~ )  

( M + E - S L ) Z  = C 

( M + D ~ - L ~ ) x  = c 

are easy to solve for a given vector c. Method I1 can be considered as a generalized version of the SOR method 
since it becomes the SOR method with D1 = e D .  

Main results of this paper are: 

M1: Method I converges if and only if matrix 

M +2E - Su + 5'; 
is SPD. 

M2: Method I1 is convergent if D + D1 is SPD and if 

Xmin(D + 0 1 )  > Pl ls~ l l~ .  
Here p is a positive constant and Xmin(D + 0 1 )  is the smallest eigenvalue of matrix D + D1. 

We have various ways to choose E so that matrix (4) is SPD and system (2 )  is easy to solve. For example, 
if E = D E + L + L ~ ,  then M + E - S L  = D E + D - S L  andM+PE+Su+S$ = ~ D E + D + L + L ~ + S U + $ .  
It is clear that we can choose DE so that system (2)  is a (block) lower triangular and matrix (4) is SPD. 
From the above result M2, if we choose D1 = e D then we have the following result: 

M3: If matrlx A is positive real, then the SOR method converges for w E (0, uu), here wu < 2, 

which seems new to our knowledge. 



PARALLELISM IN MULTIFRONTAL METHODS 
FOR MATFUCES WITH UNSYMMETRIC STRUCTURES 

Patrick R. Amestoy 
Lab. d’Info. et de Math. Appl. 

2 Rue Camichel, 31071 Toulouse Cedex., France 
amestoy&rnseeiht .fr 

ENSEEIHT-IRIT 

Timothy A. Davis 
E301 CSE, University of Florida 
Gainesville, FL, USA 3261 1-2024 

davisOcis. ufl.edu 

Iain Duff 
Atlas Centre, Rutherford Appleton Laboratory 

Chilton, Oxon OX1 1 OQX, England 
isdOlett erbox.rl.ac.uk 

Steven M. IHadfield 
Department of Mathematical Sciences 

2354 Fairchild Drive 
USAF Academy, CO,  USA 80840 
hadfieldsm.dfmsOusafa.af.mil 

Extended Abstract 

KEYWORDS: Direct Methods, Unsymmetric Matrices, Multifrontal Methods, Parallel Algorithms 

There are currently two primary multifrontal methods for the LU factorization of sparse matrices that are 
structurally unsymmetric. The classical multifrontal method (MUPSIMA41) assumes a symmetric structure 
(based on A + AT) which generates a computational structure that is a tree. The Unsymmetric Multifrontal 
Package (UMFPACK/MA38) does not make this assumption and tries to take advantage of the unsymmetric 
structure which results in a directed acyclic graph. This presentation analyzes and compares the theoretical 
and practical parallelism of the two methods using a variety of analysis and simulation models. Unbounded 
parallelism models, based on a PRAM-CREW computational model, are used to investigate theoretical par- 
allelism. Bounded parallelism models, using discrete event simulation techniques, are used to predict the 
amount of achievable parallelism on both shared memory and distributed memory architectures. Various 
combinations of inter- and intra-frontal matrix parallelism are considered using a suite of test matrices with 
different sizes, levels of sparsity, and degrees of structural asymmetry. Performance parameters for the shared 
and distributed memory models are chosen to reflect the characteristics of several existing parallel processors. 
Both the original UMFPACK Version 1.1 method and the new combined uni- and multi-frontal method of 
UMFPACK Version 2.1 are investigated. 
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Computing the Sparse Inverse Subset: An Inverse Multifkontal Approach 

Yogin Campbell 
Computer Science Department 

Old Dominion University 
Norfolk, VA 23529-0162 

( yoginQcs. 0du.edu) 

Timothy A. Davis' 
Computer and Information Sciences Department 

University of Florida, Gainesville, Florida 
(davis@&.ufl.edu) 

Extended Abstract 

Key words. Sparse matrices, symmetric multifrontal method, inverse multifrontal method. 
We present an algorithm to compute the sparse inverse subset for sparse symmetric matrices. (The sparse 

inverse subset is defined as {(A'-')ijlLij # 0}, where A is a sparse matrix, and LDLT a factorization of A.) 
Computing the full inverse in order to obtain the sparse inverse subset is computationally expense since 

the full inverse is usually dense, even if A is sparse. 
Our approach is based on an equation presented by Takahashi, Fagan, and Chen (1973), A-' = D-'L-' + 

(I - LT)A-', to compute the numerical values of the inverse entries, and an inverted form of the symmetric 
multifrontal method of Duff and Reid to guide the computation. 

To the best of our knowledge this is the first attempt at explicitly exploiting the multifrontal constructs 
in the computation of inverse entries. It allows the use of dense matrix kernels (levels 2 & 3 BLAS) in a 
natural way. Our numerical results, from an implementation on the CRAY-C98, will clearly show that the 
use of the higher level BLAS primitives significantly improves performance over algorithms that do not use 
these primitives. 

We will also discuss how our formulation can be easily adapted to compute other inverse subsets and to 
develop a parallel algorithm to compute sparse inverse subsets. 

'This research supported by the NSF 
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A Comparison of the Lanczos and Arnoldi Methods 

David Dav 
Sandia National Laboratories 

PO Box 5800 
Albuquerque, NM 87185-5800 

dday Ochaco .a. sandia .gov 

Extended Abstract 

The accuracy and reliability of the Lana- and Arnoldi methods are compared for two tasks arising in 
several nonsyrnmetric model problems. The first task is to approximate the largest eigenvalue of a specified 
matrix, and the second task is to appraximate the corresponding eigenvectors. The Lanczos algorithm is 
observed to approximate eigenvalues more accurately than Arnoldi’s method, but Amoldi’s method is observed 
to more effective at extracting a vector near to a sought after eigenvector. Also, the Lanczos algorithm is 
observed to be more reliable due to the fact the convergence criteria include an eigenvalue condition number. 
The dangers of evaluating algorithms for sparse nonsymmetric eigenvalue problems based only on residuals 
are discussed. And the rewards for balancing a matrix prior to computing the partial eigen- decomposition 
are demonstrated. Theoretical explanations accompany each observation. 

See http//www.cs.sandia.gov/ dday/main.html for an early draft of this work. 
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Direct Linear Solver for Vector and Parallel Computer 

Friedrich Grund 
Weierstrass Institute for Applied Analysis and Stochastics 

Mohrenstrasse 39 
D - 10117 Berlin, Germany 

grundQwias-berlin.de 

Extended Abstract 

For solving the system of linear equations 

A x = b ,  AfRnXn,  x , b f R n ,  

where matrix A is non symmetric and sparse, we use the Gaussian elimination method 

PAQ = LU, Ly  = Pb, UQ-'X = y. 

Only the nonzero elements (NNE) are stored. By the computation of the permutation matrices P and 
Q the determination of a pivot must fulfill several conditions. The strategies of pivoting have to ensure that 
the elimination method is numerical stable and the fill-in is minimal. Pivot elements can become only such 
elements which fulfill the -called p-condition. Let I denote the set {1,2, ..., n} and 

Then a nonzero element ai,j is said to satisfy a P-condition for some P E [0, 11 if 

For the determination of a pivot we use one of the following four strategies. 
Pivot becomes an element with 

1. minimal Markowitz costs in the not yet pivoted part of the matrix, 

2. minimal costa in the first row with minimal NNE, 

3. minimal costs in the first column with minimal NNE, 

4. minimal costs in all columns with minimal NNE. 

To perform several factorizations with one pivot strategy effectively we generate a pseudcxode. This 
code describes the operations necessary to factorize A and can be formulated independently of a computer 
[2]. For the vectorization and parallelization respectively we have to find elements of A that can be computed 
independently of each other. Therefore we assign a matrix A4 = (mi,j) to LU = PAQ and determine the 
levels of independency mi,j using the algorithm of Yamamoto and Takahashi [3]. All matrix elements with 
the same level can be computed independently. 

For a vector computer we must find vector statements in each level. The following statements have been 
proven to be successful: 

Scalarproduct 
A ( K )  = l / A ( K )  
A ( K )  = A ( K )  * A ( L )  
A ( K )  = ( A ( I )  * A ( J )  + A(L)  * A ( M ) )  * A ( K )  

http://grundQwias-berlin.de
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The array elements are addressed indirectly. 
On a parallel computer, for example Cray T3D, we work analogous. 
For four example matrices arising from dynamic process simulation of chemical plants we compared our 

algorithm GSPAR with FRONTAL, the frontal method of SPEEDUP [l]. The computation time (in CPU 
sec.) for a Cray Y-MP is given in the following table: 

example number of NNE fill-in factorizations 

BTX 1 089 4 264 2 791 0.034 0.01 1 
SPA 3 083 23 145 21 597 0.162 0.082 
MPC 6 747 64 130 53097 0.404 0.221 
CSA 13 935 63 679 1% 546 0.683 0.421 

equations FRONTAL GSPAR 

The results for the whole simulation of a distillation columns (DEST) with 13 436 equations and of a 
reactor modell with 3 268 equations (REAK) are given in the following table (Computation time in CPU-sec., 
Cray C90): 

SPEEDUP with 
Plant time interval1 in h FRONTAL GSPAR in % 
DEST (0,2) 380.89 254.75 67 
REAK (0,W 451.71 283.73 63 

References 

[l] Aspen Technology, SPEEDUP, User Manu 
Massachusetts, USA (1995) 

1, Library Manual, Aspen Techno1 , Cambridge, I 

[2] Grund, F., Numerische Liisung von hierarchisch strukturierten Systemen von Algebro-Differential- 
gleichungen. In Intern. Ser. of Num. Math., Vol. 117; Birkhauser Verlag Basel, 1994, 17-31 

[3] Yamamoto, F., Takahashi, S., Vectorized LU decomposition algorithms for largescale circuit simulation, 
IEEE Bans. on Comp.-Aided Des. CAD-4 (1985), 232-239 
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A Comparison of Grid Orderings 

Paul Fischer and Neil Miller 
362 Hope Street, Providence, RI 02906 

nimQcfm. brown.edu 

Extended Abstract 

KEYWORDS: grid orderings, (modified) ILU, aspect ratio, grid-point ratio, PCG iteration. 

Our article analyzes the preconditioned conjugate gradient solution of Au = f .  A is the SPD matrix that 
arises from a discrete approximation to Laplace’s PDE in a rectangular domain R of lengths L, and L, along 
the X and Y axes, respectively. We discretize st into a grid of n columns and m rows of points. 

We explore aeveral parameters that influence the convergence rate of our solution. For example, we 
compare the natural ordering (NAT) with five other orderings. They are the zebra (Z), repeated zebra (RZ), 
red-black (RB), and the two repeated red-black orderings, one (RRB) from an article by Dr. Iain Duff and 
the other (BRAND) from a paper by Dr. Clemens Brand. 

Another factor we compare is the preconditioner A4 which is trivially 1 for the unpreconditioned CG 
iteration. Otherwise it approximates A so that M - l A  is close to the identity matrix I. With each ordering 
we consider the incomplete LU preconditioner ILU(0) (without fill-in) and the modified ILU (MILU(0)) in 
which we subtract all fill-in from the diagonal. The other factors we study are the grid’s aspect ratio L,/L, 
and grid-point ratio n/m.  

Our main recommendations are as follows: 
Grid Orderings: 2 and RZ perform equally well, as do RB and RRB, so using the more complex RZ and 

RRB does not pay. 
When the grid is square, the NAT and BRAND orderings converge in the fewest iterations. If the X-axis 

is longer than the Y-axis, we can suggest only NAT. However, if the Y-axis is longer than the X-axis, then we 
recommend NAT and Z. In addition, preliminary results that consider the factor of time per iteration suggest 
that NAT and the MILU of BRAND converge the fastest. 

Preconditioners: Only in the natural ordering and BRAND does MILU outperform ILU. For the other 
orderings, the ILU beats the MILU. In fact, in RB and RRB our version of MILU does not converge at all. 
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New Parallel Algorithms for Solving Tri-Diagonal Systems 

Anshul Gupta and Red Gustavson 
IBM T. J. Watson Research Center 

P.O. Box 218 
Yorktown Heights, NY 10598 

anshul at watson.ibm.com 
gustav at watmn.ibm.com 

Extended Abstract 

Recently, we produced six parallel tridiagonal codes which are part of the IBM parallel ESSL library, 
PESSL. These algorithms are closely related to tridiagonal algorithms that are planned for the latest release 
of ScaLAPACK. There are three important cases : diagonally dominant, general and positive definite sym- 
metric. For each of these casea there are three routines: 
Solver, Factor, and Multiple Solve. This work is closely related to previous work by Lawrie and Sameh, (LS) 
and Sun, Zhang and Ni, (SZN). SZN used the LS equations to produce three algorithms called PPT, PPH, 
and PPD. PP stands for parallel partition and T, H, and D stand for general with pivoting, Hybrid, and 
Diagonally Dominant. SZN use the method of modified matrices. 
Our codes use a ”direct form” of the method of modified matrices; also, we define a new set of LS equations. 
Our modified LS equations are produced by two factorizations of T, via the so called BABE ( burn at both 
ends ) approach. In fact, there are ’n’ factorization algorithms for which BABE produces two important 
special cases. ( This n factorization result is related to the recent work of Fernando, Partlett, and Dhillon: 
”On a way to Find the Most Redundant Equation in a Tridiagonal System” ). Here are some of the new 
results we present. 
Our diagonally dominant algorithms are stable. We discuss three variations which relate to the solution of 
the -called reduced middle set of LS equations. One has a choice of one communication step and O(p) 
computation, O(log(p)) communication and O(log(p)) computation steps, or O(p) communication steps and 
constant computation. 
We cham to implement the one communication step and O(p) computation choice for our algorithms. For 
many of today’s parallel processors this appears to be best choice. 
For the general tridiagonal algorithm we present a complete singularity analysis. This analysis is quite simple 
when the tridiagonal matrix is irreducible. In fact, we show that the results of individual factorizations some- 
times produce enough information to prove the singularity of the entire system without any communication! 
Our new LS equations for the middle processors give rise to a Reduced Tridiagonal System of order 2(pl )  
(RTS). A corollary to this result is that if the global T is positive definite symmetric tridiagonal, then the 
RTS is positive definite symmetric tridiagonal. 
We present various performance comparisons. We show that when the matrix is irreducible one gains a 
performance advantage because one does NOT have to test for zero pivots. Also, a general purpose library 
like PESSL and ScaLAPACK require extensive error checking which include several synchronizations. Our 
performance results show that error checking time dominates the entire cost of solution for the single right 
hand case. The reason is that tridiagonal is a level one code for a single processor! Also, some of our codes 
have but a single communication stage! These two facts lead to very fast solvers. Finally, we mention that 
for reasonable ’n’ and ’p’ our codes show a speed-up of about p/2 over the best serial code when we neglect 
error checking. 
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Solving Large-scale Linear Programs by Interior-Point Methods 
Under the MATLAB Environment 

Yin Zhang 
Department of Mathematics and Statistics 
University of Maryland Baltimore County 

Baltimore, Maryland 21228-5398 
Email: yzhanghath. umbc . edu 

Extended Abstract 

We describe OUT implementation of a largescale interior-point algorithm under the MATLAB environ- 
ment. The resulting software is called LIPSOL - Linear programming Interior-Point SOLvers. LIPSOL is 
designed to take advantage of MATLAB’s sparse-matrix functions and external interface facility, as well as 
an efficient sparse Cholesky Fortran package from ORNL. Under the MATLAB environment, LIPSOL inher- 
its a high degree of simplicity and versatility in comparison to its counterparts in Fortran or C language. 
More importantly, our extensive computational results demonstrate that LIPSOL also attains an impressive 
performance comparable with the efficient Fortran code OB1 in solving largescale problems. In addition, 
we will discuss a technique for overcoming numerical instability in Cholesky factorization at the end-stage of 
iterations in interior-point algorithms. 



Experiments with Dsets, a New Storage Scheme for Sparse Matrices 

Michel Bercovier and Ami Marowka 
Department of Computer Science 

Institute of Mathematics and Computer Science 
The Hebrew University of Jerusalem 

Jerusalem 91904, Israel 
bercoQcs. huji.ac.il, annimarOcs.huji.ac.il 

Extended Abstract 

Research on sparse matrix techniques has become increasingly complex, and this trend is likely to ac- 
centuate if only because of the growing need to design efficient sparse matrix algorithms for modern parallel 
machines. 

One of the difficulties in sparse matrix computations is the variety of types of matrices that are encountered 
in practical applications. To gain efficiency both in terms of memory utilization and arithmetic operations 
many different ways of storing sparse matrices have been devised. The main goals of these data structures 
to save memory by taking advantage of the structure of the matrices or the specificity of the problem from 
which they arise. Most of the methods introduced up to date have been oriented to serial computation rather 
than parallel computation. This paper experiments with Dsets (Disjoint Data Sets) : a new storage scheme 
for sparse matrices which is tailored for parallel applications. 

The Dset structure is the generalization of the so-called diagonal scheme for banded mattices. It allows 
an optimal parallelisation of the sparse matrix by vector multiplication. We show that there exists perfect 
Dsets. Yet, the matrix reordering that has to be performed to get such Dsets is computation intensive and 
in order to reduce this cost, random algorithms for the creation of these Dsets must be considered. 

We review some random algorithms to approximate the best possible storage. We test the algorithmic 
performance on the KSRl, CM-5 and SP2 parallel machines on large matrices coming from Finite Element 
Method and examine how the result matrices improved the total computation of matrix by vector product. 

Using machines with completely different architectures underlines the critical aspect of portability ( for 
instance memory and processor allocations), we introduce the paradigm of OptimaZ portubizity , discuss i t s  
implementation in our examples and thus explain the performances we obtain. 



The Disjoint Sets (Dsets), A New Optimal Storage Scheme 
for Sparse Matrices in Parallel Applications' 

Arie L. Schlesinger 
Computer Science Institute 

Hebrew University of Jerusalem 
Givat Ram, 91904, Jerusalem 

Israel 
ariesOcs .huji.ac.il 

Extended Abstract 

The paper introduces a new optimal storage scheme for sparse matrices, specialy designed for parallel 
applications. The heaviest computational task in CG, PCGlike iterative algorithms, is the matrix-vector 
product performed on each iteration. The conventional storage schemes used for sparse matrices came from 
traditional serial algorithms, and are not properly tailored for use on parallel machines, where data collisions 
and communication overheads are new and important factors. We study improving performance on reducing 
those factors, by organizing the nonzeros of a sparse matrix into new data schemes which provide optimal 
independence for the parallel product. 

The idea behind the Dsets is to use a natural quality found in the diagonal storage schemes of band 
matrices, which allows very efficient matrix-vector products on both serial and parallel applications, and to 
create diagonal-like vectors of nonzeros, having this diagonal property. Such structures are called Disjoint 
Sets (Dsets). 

A Perfect Dset is a Dset with exactly n elements. Given the nonzeros, creating Perfect Dsets is com- 
putationaly expensive : O(n2).  Two algorithms for that purpose will be presented: serial and parallel. In 
order to reduce this cost, we developed a number of adaptive random linear algorithms for the Dset creation. 
This will create some more Dsets, each with less elements (approx. 0.9n). It will be shown that the product 
performance optimality is the same when using Perfect Dsets or using Maximal Dsets obtained by the random 
algorithms. 

The matrix-vector product is performed termwise between the Dsets and the vector. The b e t s  can be 
stored, according to the specific computer configuration, amongst the CPU's for independent processing. A 
number of variant random algorithms were developed in order to study the Dsets storage for different sparse 
structures. The algorithms were run with large sparse matrices, on two parallel computers KSRl and CM5, 
and the results and performance analysis, are presented. 

Keywords : Sparse Matrices, Matrices Storage Schemes, Iterative methods, Parallel Matrix-Vector prod- 
uct. 

'This work was designed and developed by the author, as part of his Ph.D. Thesis, approved by the Senate of The Hebrew 
I University of Jerusalem, in 1996 
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Correlation Between ILU Ordering and MMD Pre-Ordering 

-- Robert Crone 
Slider Development, Advanced Storage & Retrieval 

International Business Machines Corporation 
Rochester, MN 55901-7829 

rcroneOvnet .ibm.com 

Extended Abstract 

One key component of high-end disk drive design is air bearing design. The air bearing is the surface of 
the slider which generates lift and helps support a constant separation between the magnetic head (mounted 
on the trailing edge of slider) and the magnetic disk. Constant separation is increasingly important due to the 
higher sensitivity of soft error rates to separation at high areal densities (one order of magnitude for every 4 
to 5 nm change in separation) and to the higher required reliability of newer disk drives (i.e.l designs with low 
sensitivity to manufacturing parameters are sought). Currently, two approaches are being used to achieve high 
areal density, both of which have extremely small separations (i.e.? approximately 25 nm for ”quasi-contact” 
thin film heads and 50 nm for MR heads). ”Stateof-the-art” iterative solvers and direct solvers have been in- 
corporated into a finite element package used to design air bearings at IBM. This talk will address the apparent 
correlation seen between ILU ordering which minimizes iterations and MMD pre-ordering which minimizes fill. 

To achieve an optimal air bearing design numerous simulations are required. First, the steady state sep- 
aration between the head and disk must be determined at various radial locations on the magnetic disk. This 
typically involves 4-6 solutions of a 2-D nonlinear PDE (4 RHS per solution) for each radial location. Next 
a complete sensitivity analysis of the design is required at a minimum of 2 (ID and OD) radial conditions. 
If shape sensitivities are used, these results can be obtained in the time required to peform 2 steady state 
calculations. Otherwise, 30-60 steady state calculations are required (i.e., determine nominal separation and 
then systematically change lower level parameters and determine new separation). The expected FH loss that 
will occur as the slider changes its radial location (i.e., accesses) is also required. Steady state approximations 
to access losses can be obtained from 5-10 steady state simulations using ”equivalent” velocity and skew, 
as well as an applied moment due to the radial acceleration. Note that both an ID-teOD access and an 
OD-teID seek is required. Actual transient simulation of the access process is much more laborious due to 
the small timestep required to capture characteristic slider motions. Finally, dynamic characteristics must be 
determined. These characteristics are calculated using either a full-blown transient analysis or a perturbation 
approach, both of which require hundreds if not thousands of FtHS solutions. Another constraint typically 
faced by ”air bearing modelers” is the small cycle time of current disk drives. Typically, the basic file design 
is decided within 2-3 months and the total time from initiating the design process to shipping files in volume 
is 1 year or less. 

Several authors have published results showing the affect of ordering on the quality of ILU precondition- 
ing (most notably Dutto, Int. J. Num. Meth. Eng., Vol. 36, pp 457-497 (1993) and Duff & Meurant, BIT, 
Vol. 29, pp. 645-657,(1987)). In the present study, various algorithms were used to order the adjacency 
list of a 2-D highly graded finite element mesh (linear triangles and bi-linear quadrilaterals). Simulations 
were then performed to determine the steady state separation of the head and disk using an air bearing 
code based upon the QMRsiCGSTAB technique of Chan et al. (SIAM J. Sci. Comput., Vol. 15(2), pp- 
338-347 (1994)). The number of iterations for convergence were then used to rank the quality of ILU order- 
ings. For robustness, the row-bordering scheme and Bank and Smith (SIAM J. Sci. Stat. Comput., Vol. 
8(4), pp. 574,584 (1987)) was modified to generate ILU(1) preconditioners, where 1 is a user-defined level of fill. 
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George & Liu have also reported a reduction in the fill produced by the MMD ordering when the adja- 
cency l i t  ww preordered with the RCM method (SIAM Rev., Vol. 31(1), pp. 1-19 (1989)). In the present 

http://ibm.com


study, the same techniques used to order ILU precoditioning matrices were used to pre-order adjacency lists 
prior to determining MMD orderings. The row and column count algorithm of Gilbert et al. (SIAM J. 
Matrix Anal. Appl., Vol. 15(4), pp. 1075-1091 (1994)) was then applied to rapidly determine the level of 
fill. For purposea of analysis, it was found to be advantageous to define a "characteristic fill" for a given 
type of ordering. In this approach, a given ordering (CM) and its reverse ordering (RCM) are viewed as 
"equivalent". The minimum fill associated with either the ordering or the reverse-ordering is defined to be 
the characteristic fill of the "equivalent" pair (e.g., if RCM results in 500K fill and CM results in 600K fill, 
then the characteristic fill of the RCM/CM pair would be 500K). For each pair of "equivalent" orderings 
studied, the characteristic fill as well as the fill associated with subsequent MMD ordering were recorded. 
Characteristic fill was then used to rank the quality of MMD pre-orderings. The results reported will show a 
noticeable correlation between the quality of an ILU ordering and the quality of an MMD preordering. 
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Extended Abstract 

Key words : Parallel computation, triangular solve, sparse matrix, finite element method 

When iterative method is used to solve simultaneous linear equations in finite element simulations, con- 
jugate gradient method with Jacobi, SSOR and incomplete factorization preconditioned technique are the 
most commonly used methods. The SSOR and incomplete factorization preconditioned technique have better 
convergence rate and less computation time than the Jacobi preconditioned technique in single processor but 
have the disadvantage that they are difficult to be parallelized in parallel computers. This presentation will 
show how to parallelize upper triangular solve and lower triangular solve in finite element calculations which 
is needed in SSOR and incomplete factorization preconditioned technique. 

A cube with one side fixed in the wall subjected to distributed load on the other side is used as exam- 
ple in this presentation. Two, four and eight processors of IBM SP2 parallel computer are used to solve this 
problem in the numerical tests. The domain of the physical problems are divided according to the numbers 
of processors in the parallel computer. All the nodes in the physical problems are designated as internal 
nodes and interface nodes. Since all the internal nodes in the physical domain are disconnected, once the 
interface nodes are solved, the internal nodes can be solved in parallel. We number the internal nodes first 
then the interface nodes. With proper ordering scheme shown in this paper, communication is not needed in 
the upper triangular solve while mme communication between processors is needed in lower triangular solve. 
The overhead in parallel computation including the sequential computation and the communication overhead 
in our implementations for the above typical example are discussed in this paper. 

With proper elements to processors ratio, we can get very high efficiency in parallel triangular solve in 
parallel finite element calculations. 
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Extended Abstract 

The historical connection of numerical linear algebra to FORTRAN, where no data structures other than 
arrays are possible, has led to a tradition of software that is devoid of modern data structures. For dense 
linear algebra, the lack of sophisticated data types has not been a critical issue because the most important 
data objects, namely dense matrices, map well to two dimensional arrays. The lack of abstract data types 
is more problematic for sparse matrix computations, however. Many of the natural abstractions that one 
would like to use in conjunction with sparse matrix representations and manipulations are not realizable in 
FOWRAN. Unnecessary difficulties are thus introduced into the design, implementation, and maintenance of 
sparse matrix libraries. 

On the other hand, languages such as C and C++ which do provide modern data abstraction mechanisms 
are typically not used in numerical linear algebra because of concerns about performance. Recent experience 
with such packages as PETSc from Argonne and PHiPAC from UC Berkeley, however, indicate that properly 
written C and C++ code can achieve performance equal to that of FORTRAN. Moreover, certain mechanisms 
provided by objectroriented technologies (e.g., split-phase construction and persistence) indicate that high- 
level data abstractions can allow even higher performance than FORTRAN. 

In this talk, we carefully examine the role that abstract data types can play in the design and imple- 
mentation of sparse matrix software. The flexibility of having powerful data abstraction mechanisms has 
implications for the development of new matrix algorithms and we discuss these issues as well. As a con- 
crete realization of our discussion, we present the design of several sparse matrix classes in C++, as well as 
the design of classes that are used for supporting tasks such as graph manipulations. We show how these 
matrix classes can be made perform optimally in different stages of their lifetimes (e.g., construction and 
computation). 

Next, we describe the data structures and algorithms used to perform direct factorizations and matrix- 
vector products. Our approach to factorization is based on minimum degree ordering. We propose novel data 
structures and ordering processes that unify the concepts of supernodes, indistinguishable nodes, and mass 
elimination, thus greatly simplifying the ordering algorithm without compromising performance. Similarly, 
in the numerical factorization stage, we find that abstract data types allow for a straightforward realization 
of supernodal and multifrontal methods. Finally, we provide comparisons of our approach with current 
best practice @e., matlab, dist-0.4 from Oak Ridge, and SuperLU from UC Berkeley). We comment on the 
software engineering aspects of the codes (in terms of portability, ease of implementation, and maintainability) 
as well as on their performance. Preliminary results indicate that the C++ code is competitive in terms of 
performance with the current best practice. 

Key Words: Sparse Matrix, Minimum Degree, Abstract Data Type, C++ 
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Extended Abstract 

The use of unstructured grids for spatial discretization has penetrated virtually all disciplines of engineer- 
ing and science because of the ability to treat complex geometry in a general and robust manner. Unlike their 
structured grid counterparts, unstructured grid applications can not rely upon regular geometry or simple 
i - j - k addressing to perform operations such as the specification of boundary conditions, or the assembly 
of a sparse storage scheme for a linear algebra solver. The difficulties in treating unstructured grids with 
variable topology, in geometries that are arbitrarily complex, is exacerbated by the lack of a comprehensive 
description of the algorithms required for performing operations ranging from external surface extraction to 
node-node connectivity. 

This paper is a first attempt at describing a collection of unstructured grid algorithms for exterior surface 
extraction, renumbering for minimum bandwidth and cache memory blocking, generation of dual grids and 
their connectivity, construction of node-node, element-element, and element-face(edge)-element connectivities 
starting from the common element-node connectivity description. Implicit in this effort is the idea that many 
of these algorithms are useful, in fact necesary, for checking the topological consistency of unstructured grids. 

The use of compact data structures for the storage of sparse matrices relies heavily upon the ability to 
generate several forms of connectivity. First, the presence of cell-centered variables in many fluid dynamics 
applications requires the ability to generate the dual gTid from element connectivity, and also to generate 
the concomitant connectivity for the associated sparse linear systems. The interpretation of the connectivity 
data as a Boolean sparse matrix is demonstrated to be a powerful tool for not only the dud-grid problem, 
but a b  the associated problem of generating the nodenode and element-face(edge)-element connectivity. 

The treatment of surface extraction is presented in the context of model verification, the specification of 
boundary conditions, and particle tracking. The algorithm presented has been applied to particle tracking for 
fluid dynamics, and for nonlinear contact mechanics problems where volumetric adaptivity is required. This 
algorithm relies upon the generation of data structures that present spatial coherence in a computationally 
efficient manner. 

Finally, the application of the sparse data structures generated using the Boolean sparse matrix approach 
is demonstrated for applications ranging from spectral domain decomposition to visualization. Domain de- 
composition methods appear to be the method of choice for massively-parallel implementations for a variety 
of unstructured grid discretization methods on distributed memory platforms. Generation of the node-node 
or element-element connectivity from the element-node connectivity is a necessary first step when using this 
method. Once the decomposition is performed, the communication between subdomains must be determined. 
Optimal methods will be demonstrated for this additional step. 

, 
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Extended Abstract 

In this paper we introduce the multiresolution LU factorization of non-standard forms (NSforms) and 
develop fast direct methods for solving systems of linear algebraic equations arising in elliptic problems. 

The NSform has been shown to provide a sparse representation for a wide class of operators, including 
those arising in strictly elliptic problems. For example, Green’s functions of such operators (which are 
ordinarily represented by dense matrices, e.g. of size N by N) may be represented by - log t . N coefficients, 
where E is the desired accuracy. The remarkable feature of the non-standard form is the decoupling it achieves 
among the scales. The NSform is not an ordinary matrix representation and the usual operations such as 
multiplication of a vector by the NSform are different from standard matrix-vector multiplication. 

Although the factorization of NSforms may appear superficially similar to standard LU factorization, 
it is, in fact, distinct in several significant ways. We show that (up to a fixed but arbitrary accuracy) the 
sparsity of the LU factorization is maintained on all scales for strictly elliptic operators and their inverses. 
Also, the condition number of matrices for which we compute the usual LU factorization at different scales 
is 0(1) (less than 5 in our examples). The direct multiresolution solver presents, therefore, an alternative to 
a multigrid approach. 

For a wide class of strictly elliptic operators the multiresolution LU factorization requires only O( (- log 
N) operations. Combined with O ( N )  procedures of multiresolution forward and back substitutions, it yields 
a fast direct multiresolution solver. We also describe direct methods for solving matrix equations, and 
demonstrate how to construct the inverse in O ( N )  operations. We present various numerical examples which 
illustrate the algorithms developed in the paper. 

Finally, we outline several directions for generalization of our algorithms. In particular, we note that 
the multidimensional versions of the multiresolution LU factorization maintain sparsity unlike the usual 
LU factorization. Thus, fast (adaptive) direct methods may be developed for elliptic problems in multiple 
dimensions, but we leave this subject matter for another paper. 
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Extended Abstract 

Let us consider computation of the vector u = f(A)p, where A is a real symmetric n x n matrix with 
eigenvalues A1 5 A2 5 . . . 5 A,, p is a nonzero vector from R" and f is a function analytic on [XI, A,]. Meth- 
ods to approximate ti by an element of a Krylov subspace Km(A, p) = span (9, Ap, . . . , A"-'p} appeared 
in the literature from the mid eighties and it can be now viewed as standard. 

It is sometimes possible to calculate Krylov subspaces, originated by A-'. The simplest example is the 
case of a 1-D elliptic operator A. Further, if A 

is a finite difference approximation of a 2-D elliptic operator (e.g., from the 2.5-D direct current prob- 
lem), LU decomposition of A requires 0 (d5) arithmetical operations (that should be done only once), 
while the computation of each action of A-' on a vector takes only O(n1ogn) operations by the nested 
dissection method; it is not much larger than O(n) operations required for the computation of action of A. 
For some important problems (Maxwell's system, acoustic equations) A can be expressed as the product 
of diagonal and Laplace operators, so A-l can be applied by FFT for O(n1ogn) operations even without 

span {A-k+'cp,. . . ,'A-'p, p, . . . , Am-lp}. 
We obtain an error bound for a family of f (or linear combinations of such functions), which can be 

expressed in the form f(z) = z'f(z) + cxj, f(z) = s-,(z - X)-'dy(X), z > 0, where I and j are integer 
numbers. This family includes functions arising from the elliptic method of lines, i.e. the matrix square 
root and ita stable exponents. The bound shows that, for the same approximation quality, the diagonal 
variant of the extended subspace Kmrm requires about the square root of the dimension of the standard 
Krylov subspaces using only positive or negative matrix powers. We derive an economical Gram-Schmidt 
orthogonalization on Kk*". Its arithmetical and storage requirements (of course, not including additional 
cost of matrix factorization and action of A - l )  do not exceed the ones of m + k steps of standard CG. An 
example of application to the solution of a 2.5-D elliptic problem attests to a computational efficiency of the 
method for largescale problems. 

explicit inversion. This observation has led us to use of "extended" Krylov subspaces Kk?" = Kkvm (A,cp) = 

0 

Key words. Krylov, Lanczos, rational approximations, matrix square root. 
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Extended Abstract 

We deaign and implement a parallel algorithm to solve systems of linear equations Az = b, where A is 
symmetric, sparse, and indefinite. The algorithm is based on the multifrontal approach and uses the MPI 
message passing protocols for distributed-memory machines. Our implementation is portable across parallel 
computers, but we report results on the IBM SP-2. As far as we know, this is the first parallel sparse (or 
dense) indefinite solver reported in the literature. 

The major difficulty in factoring indefinite matrices is that pivoting is necessary to maintain numerical 
stability. The diagonal pivoting strategy used in the serial algorithms preserves symmetry while maintaining 
numerical stability by selecting either a 1 x 1 or block 2 x 2 pivot at each factorization step. 

Three critical issues arise when trying to parallelize the serial multifrontal indefinite factorization alge 
rithm. First, the number of delayed columns that occur at a given frontal matrix due to pivot failures must 
be controlled to reduce the storage and computational work. Second, the pivot search should be localized 
within a processor as far as is possible to reduce communication and synchronization costs. Our pivoting 
strategy in the parallel algorithm is based on an extension of the recent work of Ashcraft, Grimes, and Lewis 
(1995). W e  search for pivots exhaustively in each frontal matrix to reduce the number of delayed columns 
while simultaneously localizing the pivot search. Third, we need to design dynamic symbolic and numeric 
data structures that can accommodate the swapping, sending, and receiving of columns and rows within a 
symmetric storage scheme for the sparse matrix. 

We discuss the design choices that we have made in the pivoting strategy, the data structures, MPI-based 
communication, level-3 BLAS c a b  and loop unrolling, and two-dimensional mapping of the frontal matrices. 
We report results from our implementation on the IBM SP-2 for indefinite problems from structural analysis. 

'This research was supported by NSF, DOE, and a University Research Partnership Award from IBM. 
2The secan&author is also affiliated with ICASE, MS 132 C, NASA Lam, Hampton, VA 23681 (pothenOicasedu). 
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Extended Abstract 

Many natural phenomena are numerically simulated through partial differential equations, whose finite 
element or finite difference approximations yield algebraic linear systems having a large and sparse matrix. 
Among the class of the Krylov subspace method, Bi-CG method is one of the well-known iterative solutions 
of such linear systems with nonsymmetric matrix. CGS, Bi-CGSTAB and GPBi-CG methods have been 
developed to improve the convergence of Bi-CG. The residual vector of an iterative method, like as CGS, Bi- 
CGSTAB or GPBi-CG, is expressed with the residual plynomial of Bi-CG method multipied by each matrix 
polynomial which accelerates the Convergence of Bi-CG method. Therefore, we call such iterative methods 
product-type, while the polynomial corresponding to the matrix one is called the accelerating polynomial. 

Iterative solutions quoted above are easily influenced by rounding errors, and in many computer applica- 
tions the convergence behavior does not follow that the theory indicates. However, through many practical 
applications the methods have been recognized to be very useful. This suggests that the rounding errors in 
the Krylov subspace methods are to be analyzed. 

There are literature analyzing the rounding errors of CG method, but few for those of the Krylov subspace 
methods with nonsymmetric matrix. Moreover, the selection of the method was observed to cause a different 
convergence behaivor even for the same matrix. We suppose that the accelerating polynomial of the specified 
method much influences the stable and fast convergence of the method. That is, the convergence behaivor 
strongly depends on the accelerating polynomial of the method. 

We will investigate the convergence behavior of Bi-CG, CGS, Bi-CGSTAB and GPBi-CG methods through 
numerical experiments. First set of numerical experiments on a model problem having nonsymmetric matrix 
will show that the algorithm of Bi-CGSTAB, GPBi-CG methods actually accelerates and stabilizes the con- 
vergence of the residual vector of Bi-CG method, namely, the product-type iterative methods stabilize the 
construction of the Krylov subspace. 

SecondIy, we will estimate the efficacy of the accelerating polynomial of the product-type methods under 
the influence of rounding errors. For a fair comparison, we will carry out numerical computations of CGS, 
Bi-CGSTAB and GPBi-CG methods having the same Bi-CG part. That is, the Bi-CG part is taken from the 
CGS iteration process, and then multiplied by each accelerating polynomial. We obtain the conclusion that 
the accelerating polynomial of GPBi-CG is most superior, while that of CGS (the Lanczos polynomial itself) 
is most inferior. 

Based on the observed efficacy, we will derive a new algorithm, whose residual vector comes from the 
product of the starting one and the best accelerating polynomial. 
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Extended Abstract 

A popular and often effective preconditioner for the Conjugate Gradient method is that derived from an 
Incomplete Cholesky factorisation of the matrix. However, applying the IC preconditioner requires a sequence 
of 2 coupled triangular solves at every iteration and these are notoriously difficult to implement efficiently on 
a parallel architecture. 

Associated with every sparse, symmetric matrix A there is an undirected graph G which can be viewed 
as a discretised representation of the spatial domain 51 of the physical system being modelled; A being a 
discretised representation of the physics on R or G. Partitioning the matrix is equivalent to decomposing 
this spatial domain. Thus an additive Schwarz i .e. disjoint decomposition of either domain, Cl = U, 51, or 
G = UaGp induces an algebraic domain decomposition of the matrix via orthogonal projection operators 
corresponding to the restriction operators of the spatial decomposition. We use exploit this relationship to 
derive consistent parallel Incomplete Cholesky preconditioners for use with gradient-type iterative solvers. 

Using these projection operators the global problem Az = b can be reduced to a local problem on each 
subdomain which is coupled to the problems on the nearest neighbour subdomains. Specifically, PaAPi, Q # 
/3 is the coupling between the physics occurring on 0, and 51p and computations involving these operators 
will require inter-processor communication. 

In order to apply a preconditioner M during the CG iteration we must solve the system Ma = r where 
M-' is an approximation to A-l, r is the CG residual and z will be the preconditioned residual. In the case of 
a parallel incomplete Cholesky preconditioner there are three stages in this operation namely, computing the 
factorisation M zzt = A, splitting the linear system into a pair of coupled triangular systems Ly = T and 

= y and partitioning the global problem using the projection operators { P , } ~ ~ l .  We consider the three 
cases which arise depending on whether the partitioning occurs before both of the other stages, PUMP;, after 
factorisation but before splitting Puzi tPi  or, after both factorisation and splitting P,zPi. Each ordering 
gives rise to a distinct (global) stationary iteration scheme for solving the preconditioning problem once we 
adopt a fixed point iteration to solve the local coupled problems. 

We assess the relative attractiveness of these formulations with regard to the rate of convergence of the 
stationary iteration, the amount of inter-processor communication required and the efficacy of the implicit 
global CG preconditioner. We show that the "partition first" ordering performs well under all 3 criteria and has 
the further advantage of permitting a completely local factorisation of the partitioned matrix; it builds global 
consistency into the update procedure. This is particularly advantageous in non-linear applications in which 
the matrix is reformed repeatedly and must therefore by refactored to produce an updated preconditioner. 

This procedure is generic and independent of both the physical problem and the continuous mathematical 
mode1 that gave rise to the matrix in the first place. A11 the information that we require to compute the 
domain decomposition and parallel preconditioner is contained in the matrix itself. However, the procedure 
is also applicable in the case where the matrix is generated is a prepartitioned, distributed fashion. We 
emphasis that although the preconditioner is applied via a stationary scheme, the overall iterative solver is 
a holistic gradient process and hence we can expect super-linear convergence. In addition this global nature 
means that we avoid the problem of deteriorating convergence as the number of partitions increases, which 
is inherent in .a classical additive Schwarz DDM, without having to introduce a coarse grid. 

Although this paper focuses exclusively on real, symmetric positive-definite matrices, the procedure may 
be readily generalised to non-Hermitian systems and other gradient solvers. Furthermore these methods are 
suited to both structured and unstructured problems. 
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Extended Abstract 
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Consider a three dimensional convection diffusion equation on a domain Q E IR3, subject to Dirichlet 
type boundary conditions. Standard finite difference discretization of the equation results in a large sparse 
linear system, which may or may not be symmetric, depending on the presence of convection terms. With 
the preeence of such terms, the linear system is nonsymmetric; it is often not symmetrizable by real similarity 
transformations, and it is not necessarily diagonally dominant. 

In this talk we present several aspects of solving the system of equations using cyclic reduction. In essence, 
the process includes ordering the unknowns in red/black fashion, decoupling the red points from the black 
points and eliminating all the unknowns that correspond to one color, and then reordering the unknowns that 
are left. The resulting system, which we call the reduced system, is smaller, as it involves only half of the 
unknowns, and it turns out to have some valuable properties. 

Elman & Golub conducted an extensive investigation for analogous two dimensional elliptic problems, and 
showed that perfotming one step of cyclic reduction, accompanied with reordering of the unknowns, requires 
a small amount of work and the result is a new system of equations that is symmetrizable for a large range 
of the coefficients of the underlying PDE, has block property A, and is faster to converge in comparison to 
the original system. It turns out that the advantages of cyclic reduction carry over to the three dimensional 
non-self-adjoint case. For the constant coefficient case, the set of values of the PDE’s coefficients for which 
the original system can be symmetrized is contained in the set of values for the analogous reduced system; 
careful asymptotic analysis for a mesh size tending to zero, clearly indicates that the associated iteration 
matrix has a spectral radius that is smaller than the cine associated with the original system, and indeed - 
several numerical tests indicate that the performance of the cyclically reduced system is generally better by 
a significant margin than that of the original system. There are cases in which the latter doesn’t converge 
whereas the scheme that uses cyclic reduction does. 

We present an ordering that is unique to three-dimensional problems and is based on gathering unknowns 
from two horizontal lines and two adjacent planes simultaneously. We look at iterative methods for solving 
the reduced system. Two splittings are compared to each other. Roughly speaking, one of them corresponds 
to onedimensional preconditioning, and the other corresponds to twdimensional preconditioning. The 
latter has block property A, thus the classical SOR analysis can be applied to it. The system in this case is 
being solved using inner-outer iterations. However, the amount of computational work required to solve the 
system using this splitting is larger than the work required to solve using a onedimensional preconditioner. 
The latter, as well as being a computationally efficient solver, has a ’near-property-A’ - the matrix can be 
presented as a sum of two matrices, one of which has the property, and the other having fewer nonzeros than 
the rank of the matrix, thus very sparse. The ’near-property-A’ of the matrix can be observed by comparing 
the eigenvalues of the block Jacobi iteration matrix and the eigenvalues of the Gauss Seidel or SOR iteration 
matrices. 
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Extended Abstract 

Accelerated row projection (RP) algorithms for solving linear systems Az = b are a class of iterative 
methods which in theory converge for any nonsingular matrix. RP methods are by definition ones that require 
finding the orthogonal projection of vectors onto the null space of block rows of the matrix. For example, 
Kaczmarz methods have an iteration matrix that is the product of such projectors. Because straightforward 
Kaczmarz method converges slowly for practical problems, typically an outer CG acceleration is applied. 
Definiteness, symmetry, or localization of the eigenvalues of the coefficient matrix is not required. Although 
theoretically robust, RP methods have been limited to structured systems such as block tridiagonal matrices 
because unlike many iterative solvers they cannot be implemented by simply supplying a matrix-vector 
multiplication routine. Finding the orthogonal projection of vectors onto the null space of block rows of the 
matrix in practice requires accessing the actual entries in the matrix. 

Efficient implementation of RP methods has been prevented because of three fundamental problems. 
The first is computing of the action of the orthogonal projectors on vectors, in particular solving subsystems 
with coefficient matrix ATA, where AT is a block row of A. Most practical approachs to date perform a 
Cholesky factorization RTR, of A’Ai and then solve two triangular systems when computing the projection 
w = Pid = Ai(RF&)-’ATd. This is practical only if the Cholesky factor is sparse. Although sparsity can be 
assured by choosing row partitionings that place only a few rows in each block row, this typically causes the 
outer CG accelerator to require many more iterations. 

Another difficulty with RP methods is in choosing row partitions. Other than efficiency in computing 
the projections, there is no theory to guide the practical selection of partitionings from the combinatorially 
large number of possibilities. For structured systems such as matrices from centered difference operators on 
quasi-uniform meshes, tradeoffs in terms of storage and parallelism possible have been thoroughly explored. 
However, the techniques used do not extend to general unstructured meshes. 

The third major problem is that even after CG acceleration, RP methods are often too slow. Standard 
Krylov subspace methods which rely on matrix-vector products with the original matrix A can be made more 
robust by using an incomplete factorization of A as a preconditioner. Increasing the amount of fill-in (and 
thus storage required) in the preconditioner often improves the robustness, since in the limiting case the 
factorization becomes Gaussian elimination. This approach cannot be taken with the RP systems since it is 
impractical to actually form the RP coefficient matrix. 

This talk presents a “partial” Rp algorithm which retains the advantages of Rp methods and solves the 
above three problems. addressed by introducing a new “partial” RP algorithm. When A is partitioned into 
two block rows, the new system leads to the implicit solution of the awillary system 

[AT(I - P1)AzJw = b2 - ATAi(A:Ai)-’bl 

where PI = Al(ATAl)-’AT. A preconditioned CG algorithm is derived, and on each iteration k the approx- 
imate solution vector Z k  exactly satisfies the first block of equations: ATxk = bi. 

The talk shows how a recursive use of graph partitioning algorithms allows effective scalable parallelism 
in all phases of the algorithm, and computation of the required Cholesky factors using O(n)  storage, where A 
is n x n. Furthermore, standard incomplete factorization preconditioners can be used to improve convergence 
of the partial RP method. 
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An Application of Numerical Linear Algebra to 
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Extended Abstract 

The short talk outlined here will describe the application of numerical linear algebra to illuminating 
enginering, where the sparse structure of the matrix depends upon the problem at hand. 

Illuminating engineering focuses on the design and prediction of the visual effect of natural and artificial 
illumination. For instance, computing and displaying on a computer screen the effect of artificial lighting 
systems in a manufacturing plant or in a concert hall before completing the building may save much time 
and money, in comparison with trial and error later. 

As with radiative heat transfer in non-participating media, one of the mathematical methods for the 
computation of the equilibrium flux of light in an environment is called radiosity. Essentially, the method 
of radiaeity consists in decomposing the environment’s surfaces (ceiling, walls, floor, partitions, etc.) into 
finitely many simple elements - usually polygons, especially normal or parallel rectangles - between which 
the fraction K(i, j )  of light reflecting from each element i toward each of the other elements j may be easily 
calculated. Such fractions K(i, j) then form the entries of a so-called radiosity matrix, and the equilibrium 
flux of light corresponds to a k e d  point of the affine map with that radiosity matrix and with a fixed vector 
of light sources. 

Several of the classical iterative methods lend themselves to solve radiosity systems, for instance, Gauss- 
Seidel, Successive Over-relaxation, or Conjugate Gradient, depending upon the final form of the matrix after 
preconditioning. However, the sparse structure of the matrix corresponds to the graph that indicates what 
elements see what other elements, which depends entirely upon the geometry of particular problem. 
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Extended .Abstract 

The numerical solution of ill-posed problems is a challenging task that arises frequently in the context of 
inverse problems. Roughly, inverse problems are concerned with determining causes for a desired or observed 
effect. Many inverse problems in physics and engineering can be formulated as F'redholm integral equations 
of the first kind. As an example, we mention the probllem of restoring an image that has been degraded by 
blur and noise. Other such integral equations arise in computerized tomography, whose applications range 
from medical imaging to geophysics. 

The discretization of hedholm integral equations of the first kind typically yields very ill-conditioned 
linear systems of algebraic equations, 

Ax = b, A E RnXn, X ,  b E R". (0.1) 

For ease of discussion, we assume that the matrix A is symmetric. denote eigenvalue- 
eigenvector pairs of A. The eigenvalues & cluster at the origin, and the matrix A may be singular. The 
linear system (??) may not have a solution, or its solution can be extremely sensitive to perturbations in the 
right-hand side vector b. Such perturbations may be caused by measurement errors. In order to avoid these 
difficulties, regularization is often employed, i.e., the system (??) is replaced by a nearby linear system 

Let 

Ax == b, (0.2) 

which is chosen so that it has a unique solution P, that is not very sensitive to perturbations of the right- 
tand side vector s. PAmibly the most popular regularization method is due to Tikhonov, where one selects 
A = ATA + L and b = ATb. Here L is a suitable linear operator, e.g., the identity matrix, and p > 0 is a 

regularization parameter. Assume that the measurement error in 6 is known to be of norm not larger than 
E. Then Moromv's discrepancy principle chooses the regularization parameter p > 0 as small as possible 
subject to the constraint that the norm of the residual error b - A2 be bounded by e. Another approach to 
regularization is based on replacing the eigenvalues of smallest magnitude by zero, and then computing the 
solution of the modified system (??) of minimal norm. 

Many inverse problems that are of interest in applications, e.g., in image processing and electromagnetism, 
give rise to linear systems of algebraic equations that are so large that direct solution solution methods that 
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require the factorization of the matrix are unfeasible or undesirable. Such problems have to be solved by 
iterative methods. 

Many solution methods for (??) determine an approximate solution 2 that can be written in the form 

The function q5 is referred to as a filter function, and determines the numerical properties of the method. For 
instance for Tikhonov regularization with L = I, we have 

We describe a new approach to developing iterative methods for discretized ill-posed problems based on 

0 first choosing a suitable filter function Cp, and then 

0 approximating +(A) by a polynomial in A. 

In the methods discussed in this talk, we appraximate Cp by a linear combination of Chebyshev polyne 
mi&. In particular, we discuss how to determine polynomial approximants that converge rapidly and can be 
evaluated by short recurrence relations. We pay special attention to an iterative method based on the filter 
function 

~p(t)  = exp(-Pt2), 
where p is a regularization parameter. 
Tikhonov regularization. 

This method conyerges much faster than iterative methods for 
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Extended Abstract 

Keywords: regularization, Toeplitz, Cauchy-like, preconditioner, conjugate gradient 

In fields such as seismography, tomography, and signal processing, the process describing the acquisition of 
data can often be described by an integral equation of the first kind 

where t denotes the kernel, f the input function, and 6 the output. When it is appropriately discretized, 
the equation becomes a system of n linear equations of the form Cy=, t (s j ,  si)f^(s,) = i ( s j )  for the discrete 
values x j ,  si with i ,  j = 1 . . . n. In matrix notation, this equation can be represented as 

Tf = 8. 
In these applications, there are often certain properties of the kernel and/or the discretization process which 
cause T to have a Toeplitz structure; that is, T is given by T = (ti-,)lsi,jsn, and is therefore constant along 
diagonals. 

The discrete inverse problem is to recover f given knowledge of data ij and T. However, if the continuous 
problem is ill-posed ( i .e .  small changes in g cause large changes in f ) ,  the matrix T will be ill-conditioned. 
The recovery of f then becomes a delicate matter since the recorded data will likely have been contaminated 
by noise. In this case, we have 

T f * + v  = i + v  = g. (2) 
The goal is to recover f = f in the presence of (unknown) noise. We are particularly interested in recovering 
f for such systems arising from the discretizations of ill-posed problems for which the matrix T is Toeplitz. 

Due to the ill-conditioning of T and formulation in (2), it can be shown that simple direct methods will not 
lead to a reasonable approximation off. Rather, regularization is needed in order to compute an approximate 
solution f. Of the many types of regularization methods, we are primarily concerned with regularization via 
conjugate gradient iterations and with the development of a preconditioner which can be used to accelerate 
convergence to an approximate solution while filtering noise. 

As n may be large, one must be able to compute and apply the preconditioner quickly. The key to achiev- 
ing both goals is the relation between Toeplitz and Cauchy-like matrices. Consider instead the regularized 
solution to the equivalent system Cs = y, where C and T are related via fast orthogonal transforms and row 
and column permutations. Using a fast, complete pivoting factorization of Cauchy-like matrices described by 
Gu, one can define a preconditioner, M ,  and use conjugate gradients for least squares (CGLS) to solve the 
left preconditioned system M-'Cx = M-ly. Conveniently, M can be computed in at most O(m2) time, with 
m << n in many cases. Using properties of the special matrices relating C and T we design a fast O(n1gn) 
algorithm for computing the product M-lz .  Since the product Cs can also be computed in O(n1gn) time, 
each iteration of CGLS applied to the preconditioned system costs only O(n Ig n) operations. 

The preconditioner is effective in accelerating convergence and filtering noise because the first m singular 
values of M-IC are clustered around one and the small singular values of C, corresponding to the noise 
subspace, remain small after preconditioning. We have been able to demonstrate the effectiveness of the 
preconditioner on several numerical examples. 
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Extended Abstract 

Keywords: unsymmetric sparse matrix problems, minimal residual method, preconditioning, sparse regular- 
ization, image reconstruction. 

This paper discusses the use of the conjugate gradient (CG) algorithm and the minimal residual (MR) al- 
gorithm for solving a sparse unsymmetric matrix problem of the form Ax = b resulting from the reconstruction 
problem in Single Photon Emission Computed Tomography (SPECT). 

In SPECT, a compound labeled with radioactive atoms is injected into a patient. One seeks to determine 
the activity map of sources of emitted photons inside the body. These photons are attenuatted by the 
amount of material along the path through the body from the emitting source to the detector. These 
attenuation effects must be corrected for in order to improve the quantitation of the reconstructed SPECT 
images. Attenuation compensation requires that the attenuation map be known. This map is obtained 
by a preliminary reconstruction from transmission measurements. In our application, we consider a short 
acquisition protocol over 180 degrees. This increases the illposedness of the reconstruction problem due to 
the loss of symmetry as compared to a protocol over 360 degrees. The emission reconstruction problem is 
solved by inverting the attenuated Radon transform of the image, for which there is no analytical inversion 
formula. It can be formulated as follows : given the measurements m corresponding to the attenuated 
projections of the unknown activity map f under different viewing angles, restitute the volume f by inverting 
the system R,,f = m. R,, models the attenuated projection process that produces the measured data. It 
is a very large (typically 643x643), unsymmetric and sparse matrix. The sparsity property comes from the 
fact that a given ray through the object f along which the integration process is performed, intersects only a 
few voxels of the object. Because of the prohibitive size of the matrix R,, a direct inversion cannot be done. 
Hence some iterative methods must be used to reconstruct f .  A number of iterative algorithms have been 
proposed, including the maximum likelihood - expectation maximization algorithm and the least squares - 
conjugate gradient algorithm. An important aspect in selecting the algorithm is its convergence rate. 

This paper presents some recent work on the use of the CG algorithm and the MR algorithm for solving 
unsymmetric sparse matrix problems. The first algorithm is applied to a symmetric system corresponding to 
the normal equations, while the second one is used for solving a system with matrices that have a positive 
definite symmetric part. For an almost symmetric matrix problem, the MR method typically needs N 4- 
iterations while the CG method requires - K ( A )  iterations to reach convergence. Besides, the latter approach 
is not to be recommended in general since the condition number of the matrix gets squared. In the case of 
the CG algorithm, a faster convergence rate can be obtained by preconditioning the system with an operator 
P such that PR, is as close as possible to the identity matrix. This choice of P ensures that the new system 
defined as PR,f = Pn is well-conditioned. P can be any approximate inverse to the attenuated Radon 
transform R,, e.g. the inverse Radon transform. Since PR, is close to identity, we may assume that it can be 
written as the identity matrix perturbed by a small skewsymmetric matrix, which means it is quasi-symmetric. 
Therefore, the MR method can be applied directly to the preconditioned system. Experimentations show that 
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at high iteration numbers, the MR algorithm, and the CG algorithm to a lesser extent, produce an image 
with increased noise in the most attenuated area. This problem is overcome by both applying a spatial 
regularization to the object and lowpass filtering the measured projections. The system to be solved is then 
(PR,  + AD)f = PWm, where W and D denote a lowpass and a highpass filter respectively, and A is a 
regularization parameter. Since the high frequencies of the object f are enhanced by D and the projections 
m are smoothed by W, the reconstructed f has mainly low-frequency components. 

We compare the CG algorithm and the MR algorithm in terms of convergence rate, stability with respect 
to noise and numerical stability. Experimental results obtained on both simulated and real data show that the 
MR algorithm converges in two to four times less iterations than the CG algorithm. They also demonstrate 
that spatial regularization plays an essential role in stabilizing the solution. 

The objective is to 
preserve high contrast and high resolution within the region of interest while smoothing the rest of the 
image. The method consists of segmenting the image reconstructed at the very beginning of the iterative 
process into two regions (the region of interest and the background), and then applying the minimization 
algorithm to the regularized system using the segmentation information. Adaptative filtering is achieved 
through the regularization parameter. The idea is to set this parameter to a high value for the background 
and to a low value for the region of interest. The results show that an adaptative regularization leads to a 
reconstructed image with high contrast and high spatial resolution in the region of interest and low artefacts 
in the background. 

Finally, we propose a method to perform a spatially adaptative regularization. 
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Parallel Supernodal Methods for Sparse Gaussian Elimination 
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Extended Abstract 

In earlier work with Eisenstat and Liu, we developed and released to the public a software library, 
SuperLU, to solve unsymmetric sparse linear systems using Gaussian elimination with partial pivoting. The 
new LU factorization algorithm is left-looking and column-wise blocked. To perform most of the numerical 
computation in dense matrix kernels, we introduced the notion of unsymmetric supernodes. To reuse an 
updating supernode in cache, we introduced unsymmetric supernodepanel updates and two-dimensional 
data partitioning. To speed up symbolic factorization, we used Gilbert and Peierls’s depth-first search with 
Eisenstat and Liu’s symmetric structural reductions. Extensive experiments indicated that SuperLU is among 
the fasteat codes available today, and is the fastest code on a variety of large test matrices. 

In this talk we will present the design, implementation and efficiency of a shared memory parallel algorithm 
based on SuperLU. The algorithm maintains a pool of tasks that are ready to be executed on a processor. The 
basic task in the pool is the computation associated with a panel factorization. We call this a 1D algorithm 
because a column is not split among different processors. Scheduling each panel task on one processor retains 
the good cache behavior of SuperLU. 

A central scheduler uses the information in the column elimination tree of A (or etree of ATA) to 
dynamically assign panel tasks to free processors. First, the scheduler attempts to assign the panel tasks 
from the independent subtrees to different processors. Early in the computation the processor utilization is 
almost perfect as long as there are as many independent tasks as processors. As the computation proceeds we 
will reach a stage where there are more processors than independent tasks. To expose more concurrency in this 
later stage, we pipeline the computations of the dependent panels in the tree. Briefly, a processor working on a 
pipelined panel first performs all the supernode updates from the finished descendant supernodes. Meanwhile, 
it waits for the busy supemodes to be completed by other processors, and then performs the updates from 
those just-finished supernodes. The algorithm is completely asynchronous and good load balance is achieved 
dynamically. 

The code is easily portable to different platforms. We will present numerical results from several SMP 
systems, including the SGI Power Challenge, the DEC AlphaServer and the Sun SPARCcenter 2000. A 
PRAM model is also developed to predict the optimal speedup of the underlying 1D algorithm. We are using 
this model to help identify the inherently sequential problems with bad column orderings for which we cannot 
expect good speedups. This model also helps us identify the 1D algorithm bottleneck and points us toward 
algorithmic improvements like the 2D algorithm discussed below. 

In the second part of the talk, we will discuss design issues and performance models for a more scalable 
algorithm suitable for larger-scale NUMA or distributed memory multiprocessor systems. To enhance scal- 
ability, we will explicitly partition and lay out the matrix in a twedimensional fashion. Unfortunately, the 
globally 2D block cyclic mapping successfully used in dense algorithms can cause serious load imbalance for 
some sparse problems. Again, we will use the column elimination tree to help produce a data partitioning 
with reasonable load distribution among processors. George and Ng described ways to obtain upper bounds 
on the structure of the factors L and U based only on the nonzero structure of the original A. Using this 
upper bound information, we can estimate the number of floating-point operations performed on behalf of 
each column, and annotate each tree node with this work estimate. Then a static scheduling heuristic, such 
as a variant of subtreeta-subprocessor mapping, can be employed to identify independent domains at the 
bottom of the etree. At the higher levels of the tree we apply the 2D block cyclic layout to the rest of the 
submatrix. 

Although. the current symbolic factorization algorithm is highly efficient in the sequential and 1D parallel 
code, it may become a performance bottleneck in the 2D algorithm, because depth-first search and structure 
pruning are very hard to parallelize. We are also investigating alternative algorithms to perform structure 
prediction, and that have more parallelism. 
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Extended Abstract 

We present a hybrid parallel multifrontal algorithm for sparse Cholesky factorization. The work distribu- 
tion is determined in a preprocessing phase, using a heuristic load balancing strategy and detailed estimates 
of the amount of work. The algorithm adheres to the bulk synchronous parallel programming model (Valiant 
1990), which facilitates the design and analysis of parallel algorithms. The algorithm consists of supersteps 
of communication or computation, each followed by global synchronization. 

Since first described, this four-phase algorithm has been modified to use the newly standardized BSP li- 
brary. More importantly, some parts have been simplified so that the naturally dense parts of the algorithm 
use BLAS in their implementation. Using this new code, we show competitive performance for standard test 
problems on the CRAY T3D. 
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Extended Abstract 

Introduction and Background: 
Graph partitioning is an important problem that has extensive applications in many areas, including sci- 
entific computing, VLSI design, geographical information systems, operation research, and task scheduling. 
The problem is to partition the vertices of a graph in p roughly equal parts, such that the number of edges 
connecting vertices in different parts is minimized. For example, the solution of a sparse system of linear 
equations Ax = b via iterative methods on a parallel computer gives rise to a graph partitioning problem. A 
key step in each iteration of these methods is the multiplication of a sparse matrix and a (dense) vector. A 
good partition of the graph corresponding to matrix A can significantly reduce the amount of communication 
in parallel sparse matrix-vector multiplication. 
The graph partitioning problem is NP-complete. However, many algorithms have been developed that find a 
reasonably good partition. Spectral partitioning methods provide good graph partitions, but have very high 
computational complexity. Geometric partition methods are quite fast but they often provide worse partitions 
than those of more expensive methods such as spectral. Furthermore, geometric methods are applicable only 
if coordinate information for the graph is available. Recently, a number of researchers have investigated a 
class of algorithms that are based on multilevel graph partitioning that have moderate computational com- 
plexity. In these schemes, the original graph is successively coarsened down until it has only a small number 
of vertices, a partition of this coarsened graph is computed, and then this initial partition is successively 
refined by using a Kernighan-Lin type heuristic as it is being projected back to the original graph. Some 
of these multilevel schemes provide excellent partitions for a wide variety of graphs. These schemes provide 
significantly better partitions than those provided by spectral quite consistently, and are generally at least an 
order of magnitude faster than even the multilevel spectral bisection. 
Several parallel formulations of multilevel schemes have been developed. With one exception, none of these 
schemes perform refinement during the uncoarsening phases. Developing highly parallel formulations of par- 
tition refinement algorithms, such as those based on Kernighan-Lin and its variants, is particularly difficult 
because of both the apparent serial nature of these algorithms and their small computational requirements. 
Consequently, the quality of the partitions produced by these multilevel schemes has been only moderately 
good. 

Our Contribution: 
In this paper we present a parallel formulation for the multilevel k-way partitioning algorithm. However, 
the developed algorithm is also generally applicable to any multilevel graph partitioning algorithm that does 
coarsening of the graph and refines the partitions during the uncoarsening phase. A key feature of our parallel 
formulation is that it utilizes graph coloring to successively parallelize both the coarsening and the refinement 
phases. Our algorithm is able to achieve high degree of concurrency while it maintains the high quality of 
the partitions produced by the serial partitioning algorithm. This parallel refinement algorithm can also be 
used in conjunction with any other parallel graph partitioning algorithm to improve its quality. We test our 
scheme on a large number of graphs from finite element methods, and transportation domains. Our parallel 
formulation on Cray T3D, produces high quality 128-way partitions on 128 processors in very small amount 
of time. Graphs with under 250,000 vertices are partitioned in less than a second, while graphs with a million 
vertices require a little over two seconds. Furthermore, the quality of the produced partitions are comparable 
to those produced by the serial multilevel k-way algorithm, and are significantly better than those produced 
by multilevel-spectral bisection algorithm. 
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Extended Abstract 

We focus on iterative methods for computing eigenvalues of very large real symmetric matrices which are 
based upon the real symmetric Lanczos recursion and which do not incorporate any reorthogonalization of 
the L a n m  vectors. We construct a parallelization of the single processor real symmetric Lanczos algorithm 
described in [l] for large sparse matrices which is designed for message passing architectures. This eigenvalue 
algorithm has minimal storage requirements and can be used on very large sparse matrices for computing either 
a few or many eigenvalues in user-specified subintervals of the spectrum. We also consider an implementation 
for large dense matrices. 

[l] Jane K. Cullum and Ralph A. Willoughby, Lanczos Algorithms for Large Symmetric Eigenvalue 
3 S. Abarabanel, R. Computations, Vol. 1, Theory, Chapter 4, Progress in Scientific Computing, Vol. 

Glowinski, G. Golub, P. Henrici, H. 0. Kreiss, eds., Birkhauser-Springer, Basel, 1985. 

52 

http://susanneQeng.pko.dec.com
http://cullumjQwatson.ibm.com


Thursday, October 10 

Invited Presentation (IP2) 

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .  

Long Presentation (LP3) 

53 



Sparse Matrix Problems in Total Variation Image Restoration 

Tony F. Chan 
Department of Mathematics 

University of California 
Los Angeles, CA 90024 

Extended Abstract 

Image restoration refers to the process of recovering an image conntaminated by blurring and noise. It has 
many important applications in both the physical and the medical sciences. The problems are computation- 
ally intensive and accurate and efficient methods are needed. 

Standard restoration methods involve computation in the frequency domain, facilitated by efficient FFT 
and wavelet algorithms. Recently, there has been a new movement towards a partial differential equation 
(PDE) based approach, which is motivated by a more systematic approach to restoring images with sharp 
edges, as well as for image segmentation. The image is diffused (denoised) according to a nonlinear anisotropic 
diffusion PDE, designed to diffuse less near edges. Moreover, the PDEs are designed to possess certain desir- 
able geometrical properties such as affine invariance and causality. The total variation approach, originally 
proposed by Rudin, Osher and Fatemi in 1992, is a method in this family. It can be viewed as a specific 
example of Tikhonov regularization using the total variation as a regularization functional. The first order 
Euler-Lagrange optimality condition leads to a nonlinear PDE with a convolution fitting term. 

From a computational standpoint, the PDE formulations calls for new computational techniques which are 
different from the traditional frequency domain and algebraic approaches. Among the computational difficul- 
ties are the highly nonlinear and singular nature of the PDEs that arise and the need to invert ill-conditioned 
nonlinear differential-integral operators efficiently. As yet, the nonlinear diffusion models are considered some 
what expensive compared to traditional methods and much room for improvement exist, including ideas from 
the field of sparse matrix computation. 

In this talk, I will first give an introduction to this field and then I’ll highlight some sparse matrix problems 
that arise and some methods that we have found to be successful. I’ll also try to pose some open problems 
which I think sparse matrix technologies can help to solve. Among the techniques 1’11 discuss are primal- 
dual methods for minimizing the total variation norm and preconditioning techniques for differential-integral 
operators. 
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Extended Abstract 

Recently, there have been a number of research developments in the numerical solution of large scale eigenvalue 
problems The state of the art has advanced considerably and numerical software has begun to emerge for 
the nonsymmetric problem. Although advances have been made, considerable research is still needed on how 
to effectively utilize a preconditioned iterative solver to mimic the shift and invert spectral transformation 
without requiring a highly accurate solution. Usually, the computational cost of obtaining highly accurate 
iterative solutions to the shift-invert equations is prohibitive. In this paper, we introduce a new iteration for 
large scale problems that is in the same spirit as the Implicitly Restarted Arnold Method used in ARPACK 
but is very amenable to acceleration of convergence through an inexact (iterative) solution to a shift-invert 
equation. Moreover, the technique introduced here can take full advantage of an exact solution when it is 
possible to apply a sparse direct method to solve the shift-invert equations. 

We call this new iteration the Truncated RQ Iteration (TRQ). It is based upon a recursion that develops 
in the leading k columns of the implicitly shifted RQ-Iteration for dense matrices. This iteration is similar 
to the well known QR-Iteration but it implicitly factors the shifted Hessenberg matrix into an RQ factoriza- 
tion (triangular times orthogonal) and then multiplies the factors in reverse order rather than using a QR 
factorization for this iteration. The main advantage in the large scale setting is that inverse-iteration like 
convergence occurs in the leading column of the updated basis vectors. Thus, eigenvalues rapidly converge 
in the leading portion of the Hessenberg iteration matrices. The leading terms of a Schur decomposition 
rapidly emerge with desired eigenvalues on the leading diagonal elements of the triangular matrix of the 
Schur decomposition. 

A k-step TRQ iteration is derived by developing a set of equations that define the k + 1-st column of 
the updated set of basis vectors and the updated projected Hessenberg matrix that would occur if a full RQ- 
Iteration were carried out. The resulting equations have a great deal in common with the update equation 
that defines the Rational Krylov Method of Ruhe, and also the projected correction equation that defines the 
Jacobi-Davidson Method of Van der Vorst et. al. The TRQ Iteration is comparable to and quite competitive 
with the Rational Krylov Method when it is possible to factor and solve the shift-invert equations directly. 
With restarting, it is possible to define an inexact TRQ Iteration that compares very favorably with the 
Jacobi-Davidson Method. The TRQ Iterations developed here are derived directly from the RQ-Iteration 
and may take advantage of all that is known about deflation strategies in the dense case. Moreover, the 
convergence behavior follows directly from the convergence properties of the RQ iteration. 

Comparisons are made with the shifted and inverted IRA, the Rational Krylov Method, the Jacobi 
Davidson method and the inverse iteration with Wielandt deflation. The numerical experiments indicate that 
TRQ is competitive with all these methods. 
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New Ordering and Partitioning Algorithms' 

Gary Kumfert and Alex Pothen2 
Computer Science Department 

Old Dominion University 
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Extended Abstract 

We have deecribed recently a new algorithm for reducing the envelope size and wavefront of sparse, 
symmetric matrices. The hybrid algorithm combines an algebraic (spectral) algorithm for envelope reduction 
described by Barnard, Pothen and Simon (1993) and a combinatorial envelope reduction algorithm introduced 
by Sloan. The new algorithm produces currently smaller values for envelope and wavefront sizes than previous 
algorithms. 

One byprduct of our work was a more efficient implementation of the Sloan algorithm. We have provided 
the first implementation of this algorithm whose running time is bounded by the nonzeros in the matrix. Our 
experimental results showed that on a collection of large test problems the accelerated Sloan algorithm took 
on the average three times the time taken by RCM, while producing orderings of much better quality. This 
is an order of magnitude faster than previous implementations (e.g., the Harwell routine MC40). Our results 
show that the hybrid ordering leads to frontal factorizations that are an order of magnitude faster than when 
other orderings are employed. 

The hybrid algorithm produces orderings of better quality but at an order of magnitude greater cmt than 
the accelerated Sloan algorithm. Hence we are involved in extending this work by designing new algorithms 
faster than the hybrid algorithm without sacrificing its quality. A second direction is the development of a 
weighted variant of the Sloan algorithm. We will examine the effectiveness of using the weighted ordering 
algorithms for incomplete factorization preconditioning on anisotropic problems. 

W e  now shift focus to nested dissection orderings. There has been a recent flurry of activity in fast and 
high-quality methods for partitioning graphs, and for computing nested dissection orderings (among others, 
Ashcraft and Liu, 1995; Hendrickson and Rothberg, 1996). We are currently developing a new algorithm for 
nested dissection that has the potential of being faster than existing methods. We expect to complete an 
object-oriented implementation of this algorithm by October 1996 

lThis research was supported by NSF and DOE. 
2The second author is also affiliated with ICASE, MS 132 C, NASA LaRC, Hampton, VA 23681 (pothenQicase.edu). 
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Ordering Sparse Matrices Using Approximate Minimum Local Fill 

Edward Rothberg 
Silicon Graphics, Inc. 

Mountain View, CA 94043 
rothbergQsgi. com 

I Extended Abstract 

The most commonly used heuristic for reducing fill in sparse matrix factorization is the minimum degree 
heuristic. Simply stated, this method always chooses a node of minimum degree to eliminate next. The 
degree of the node provides a coarse upper bound on the amount of fill that can result in the factor matrix 
when the node is eliminated. 

This talk will describe an alternative approach to bounding fill. Our approach takes advantage of the fact 
that the elimination of a node in the graph of the factor matrix creates a clique in the remaining graph. If 
any member of this clique is subsequently eliminated, no fill can occur between other members of the clique 
(since they already belong to a clique). This observation can be used to inexpensively compute better bounds 
on fill. The use of these improved bounds to select nodes for elimination leads to better orderings. The 
resulting method, which we call Approximate Minimum local Fill (AMF), reduces floating-point operation 
counts associated with the sukmquent factorization by roughly 14% while increasing ordering runtimes by 
lees than 25%. 



Minimum Deficiency Ordering 
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Extended Abstract 

Consider the Cholesky factorization of a sparse, symmetric positive definite matrix. It is well known 
that the matrix must be ordered to incur low fill-in (original zeroes becoming nonzero) during factorization. 
Algorithms for this ordering step are typically formulated in terms of the graph model of sparse matrix 
computations. 

The umultiple minimum degree” (MMD) ordering of Joseph Liu (and a more recent variant, the “approx- 
imate minimum degree” of Amestoy et al.) has been very successful as a fast ordering scheme which is very 
effective in reducing fill. The (‘minimum degree” ordering is a greedy scheme which repeatedly selects a vertex 
v in the current “elimination graph,” as the vertex to be eliminated next, and modifies the graph to model 
the elimination of v ;  the selected vertex w is of minimum degree in the “elimination graph.” Eliminating v 
amounts to making the neighbors of v pairwise adjacent and if v has degree d, then the number of fill edges 
(nonzeroes) created is bounded above by (1/2)(d)(d - 1). However, the actual fill-in created is given by a 
quantity called the “deficiency,” which takes into account edges that already exist in the subgraph induced 
by the neighbors of w in the current elimination graph. 

A greedy ordering scheme using the (‘minimum deficiency” criterion has been known to produce somewhat 
lower fill than a “minimum degree” ordering. However, an efficient implementation of a “minimum deficiency” 
scheme does not exist. In fact, several researchers have even ruled out the viability of an efficient minimum 
deficiency ordering scheme. 

We have recently experimented with various aspecta of the “minimum deficiency” heuristic. Our exper- 
iments reveal that a ‘(minimum deficiency” (MDEF) ordering can have as little as one third the fill-in of 
MMD on some problems. We found that on the average, MDEF orderings decreased the fill by ten percent 
over MMD. We can also show that some of the key ideas used in deriving the MMD implementation of the 
“minimum degree” heuristic hold just as well for “minimum deficiency”. For example, “indistinguishable 
vertices”, “mass elimination ”, and “outmatched vertices” can be used to derive an efficient implementation 
of the ‘(minimum deficiency” heuristic. We have also experimented with an approximation to the deficiency 
measure which does not affect the quality of the ordering but can provide significant reduction in ordering 
time. 

We will present results on the quality of MDEF orderings, and efficient implementations of MDEF and a 
variant using an approximation to the deficiency measure. 
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Observations on  Commercial Application of 
Sparse Direct Solver Libraries 

Majdi Baddourah, Giacomo Brussino, Michal A. Heros,  Eugene Poole, Ed Rothberg, Chao Wu Yang 
Silicon Graphics, Inc. 

Extended Abstract 

In the coarse of integrating sparse direct linear system solvers into several commercial applications, we 
have dealt with a variety of issues reIated to the practical use of such solvers. These issues are not typically 
discussed in the sparse solver literature, and in fact several of them came as surprises to the authors. This 
talk will present our observations and experiences. While there are exceptions to each of the items below, we 
have generally found that: 

0 The widespread belief that the sparse solver is typically the dominant consumer of application runtime 
was most likely formed when sparse systems were solved using skyline methods. With a well tuned 
general sparse solver, the factorization rarely consumes more than 30of total runtime. 

0 Despite the previous observation, replacing or optimizing an application’s sparse solver typically im- 
proves application performance significantly. Platform-specific solver tuning is unfortunately often es- 
sential for good performance, and software vendors are rarely interested in doing such tuning. 

0 Direct solvers still have a very strong presence in applications, even though iterative methods continue 
to grow in capability. One obvious reason for this is that direct solvers are more robust. Two other 
somewhat unexpected reasons are: (i) direct solvers are usually faster than iterative solvers, and (ii) 
direct solvers require less memory when implemented out of core. 

0 While the parallel factorization problem has received much attention in the literature, the limited 
fraction of runtime spent in the linear solver significantly restricts the applicability of parallel solvers. 
Modest parallel speedups are sufficient to match the speedups of other phases of the computation (e.g., 
parallel element computations), and such speedups can be obtained with very simple algorithms. For 
larger numbers of processors, a variety of more pressing problems will have to be solved before the 
scalability of the direct solver becomes a major issue. 

0 A lot can be lost when an application is forced to use a general solver interface. The data structures 
required for input rarely match the data structures used within the application. As a result, the cost 
of psssing the matrix into the solver is often aa large as the coat of actually factoring the matrix. In 
addition, different applications take different actions in response to zero diagonals in the factor matrix. 
We have not succeeded in developing a high-level solver interface that provides the performance and 
flexibility necessary to support a wide range of applications. 

0 Finite element applications often generate symmetric indefinite systems. Fortunately, these matrices 
can be reliably solved with a standard LDLT factorization, provided the fill-reducing permutation obeys 
a given partial ordering. Ordering codes must be modified to handle this restriction. 

0 When installing an optimized solver into a particular application we are often replacing a highly opti- 
mized out of core frontal or skyline solver. Although frontal and skyline solvers are easily extended to 
out of core, supernodal/multifrontal solvers are more difficult. In this case it is more difficult to control 
the memory use and the 1/0 access patterns. We have found that a very careful implementation and 
a good 1/0 caching layer is required to retain the advantage of the supernodal/multifrontal approach 
when going to an out of core implementation. 

Overall, we have found that current sparse linear salver technology provides significant benefits for com- 
mercial applications. However, we also found several places where the abilities of the solver did not match 
the needs of the application. It is our hope that by discussing the issues we have confronted and the things 
we have learned about the commercial application of sparse direct solvers, we might provide insight into areas 
for possible future improvement in these solvers. 



ISIS++: Using Objector iented Design for 
Improved Component Integration and Solution Adaptability 

Robert L. Clav Kenneth J. Perano 
Distributed Systems Research Department Sandia National Laboratories 

Sandia National Laboratories Livermore, CA 94550 
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Extended Abstract 

We report on the design of the sparse linear solution package ISIS++ (Iterative, Scalable, Implicit Solver 
in C++). ISIS++ is an object- oriented framework for solving sparse linear systems of equations. Though it 
was developed to solve systems of equations originating from large- scale, 3-D, Finite Element Analyses, it has 
applications in many other fields. While ISIS++ includes a variety of solution components of interest within 
themselves, we report here on the design issues and experience central to the development of the underlying 
system infrastructure. 

A key feature of ISIS++ is the simple interchangability of components - both from within the ISIS++ 
system and from other packages. We report on the issues associated with decomposing the problem space 
into a set of independent, object-oriented functional units, and in particular the decoupling of sparse ma- 
trix data structures and their implementations from their use in Krylov solvers and preconditioners. The 
ISIS++ framework facilitates integrating components from various libraries, and in particular the matrix- 
vector functional units and data structures. Hence, this can be viewed as developing archetypal interfaces 
(access) between matrix-vector objects and solver and preconditioner objects. In this manner, matrix-vector 
objects can be implemented from various libraries while maintaining functional compatibility with the solvers 
and preconditioners. We demonstrate component interchangability using three different matrix- vector im- 
plementations. 

The advantages of this approach include maximizing the ability to leverage existing work, especially in the 
matrix-vector area. This in turn serves to facilitate usage of implementations and data structures well-suited 
to the application and computing platform. The source code for the solver and preconditioner components 
is essentially independent of the matrix-vector implementation. Thus, the library can be built using the 
matrix-vector implementation best suited to the task and compute system at hand, with no changes to the 
solver or preconditioner source. Changing libraries is almost trivial, since no underlying code changes are 
required. Thus, the ISIS++ framework gives users ready access to multiple matrix-vector libraries. 

For this concept to work in practice, the task of including library components must be relatively straight- 
forward and efficient. This design objective was addressed by a policy of ”minimal but sufficient” core 
components. That is, the abstract base classes define the core set of interactions between solvers, precondi- 
tioners, and matrix-vector objects. The functionality in the base classes provides the basic infrastructure for 
this set of objects to interact, regardless of a given implementation. The purpose of keeping the core interface 
requirements minimal is to simplify (i.e., not unduly restrict or complicate) adding new implementations into 
the library. Fhrther, care has been taken to avoid inclusion of any function not deemed scalable. 

Further, it is essential that the performance of the library components incorporated from other libraries be 
comparable to that of their “native” state. That is, the overall performance of a combination of components 
within ISIS++ should be comparable to that observed when those components are run using the source library. 
Our observation is that this can be achieved for the matrix-vector and solver classes, but that a penalty is 
incurred for providing generalized matrix access functions for use in the preconditioners. Specifically, in 
cases where the preconditioner needs an internal representation of the sparse matrix, there is a memory and 
a ”copy” time overhead associated with the translation. However, in practice this overhead is often small 
relative to the total cost of the solution. 

http://peranoOca.sandia.gov
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An Object-Oriented Appraach to a User Interface 
Design for a Sparse Matrix Package 

Alan George 
Department of Computer Science 

University of Waterloo 

Joseph Ciu 
Department of Computer Science 

York University 

SPARSPAK ia a sparse matrix package that was designed and implemented in the late 1970’s. One of the 
important features of the package was a user interface which shielded the user from the complicated calling 
sequences common to most sparse matrix software. The implementation of the package was challenging 
because the relatively primitive but widely available Fortran 66 language was used. Information hiding, 
dynamic storage allocation, and the notion of “problem as object” were required to be handled explicitly by 
the interface. 

Modern programming languages such as C++ and Fortran 90 have important features which facilitate 
the design and implementation of flexible and “user-friendly” interfaces for software packages. In this talk 
we describe the redesign of the SPARSPAK user interface with an object-oriented approach, and describe its 
implementation using C++ and Fortran 90. The main topics addressed include: 

0 Good features and shortcomings of the original design. 

0 Changes to the original design to address shortcomings. 

0 Changes to the original design to provide additional capabilities. 
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0 Features common to C++ and Fortran 90 that facilitate the implementation of the interface, 88 well as 
differences in the capabilities of the two languages as they pertain to sparse matrix software. 



Thursday, October 10 

Session 3C 

Least Squares and Optimization I 
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Extended Abstract 

Key words: parallel algorithms, QR factorization, triangular solution, distributed-memory machines 

Sparse linear least squares problems containing a few relatively dense rows occur frequently in practice. 
Straightforward solution of these problems could cause catastrophic fill and deliver extremely poor perfor- 
mance. We present a new parallel algorithm for solving sparse least squares problems min, llAz - b112 which 
may contain relatively dense rows. Our target machines are distributed-memory multiprocessors. We assume 
that A has full column rank. The key components of our parallel algorithm include (a) partition of the matrix 
A into a sparse submatrix A1 containing the sparse rows of A and a practically dense submatrix A2 containing 
the relatively dense rows of A, (b) parallel sparse QR factorization A1 = QR on distributed-memory ma- 
chines, where Q is an orthogonal matrix and R is a sparse upper triangular matrix, and (c) parallel solution 
of sparse triangular systems of the forms RTv = u and Rv = u on distributed-memory machines. 

In practice, whether a row in A should be classified as dense or sparse is difficult to decide. On the 
one hand, the matrix A1 must contain enough rows from A so that A1 has full column rank and the sparse 
triangular matrix R is reasonably conditioned. On the other hand, the more rows the matrix A1 has, the 
denser the upper triangular matrix R becomes. As a result, increased arithmetic work is required for the 
sparse QR factorization of A I .  Therefore, we must strike a balance between the issue of stability and that of 
efficiency in the partition of A. We have developed an efficient algorithm that produces satisfactory partition 
of a sparse matrix into dense and sparse rows by taking both issues into consideration. 

We describe a new parallel implementation of the multifrontal algorithm for sparse QR factorization on 
distributed-memory machines. We explore the use of block-oriented schemes in parallel sparse QR factoriza- 
tion. Our block-oriented parallel algorithm incurs strictly less communication overhead than the conventional 
non-block algorithm by decreasing the total number of messages and increasing the size of the messages com- 
municated among processors. The parallel numerical kernel of our algorithm is accelerated via increased cache 
utilization. Furthermore, relatively balanced load distribution among processors is maintained. We show that 
our block-oriented algorithm achieves far better performance than the conventional non-block algorithm. 

Our parallel algorithm for solving sparse least squares problems containing dense rows requires solution 
of k sparse triangular systems of the form Rtv = u, where k is the number of rows in A2, and two sparse 
triangular systems of the form Rv = u. Therefore, the efficiency of the parallel sparse triangular solver cannot 
be overlooked. We propose a new block-oriented parallel algorithm for solving the sparse triangular systems. 
Our algorithm does not disturb the storage scheme for. R which is already in place prior to the triangular 
solution and achieves high performance by using highly efficient parallel dense triangular solver within its 
numerical kernel. 

We demonstrate the performance of our overall parallel algorithm through an implementation on an IBM 
SP2 machine using MPI. The problems we have solved so far include largescale sparse least squares problems 
containing dense rows which arise from linear programming setting and image enhancement for removing 
noise and blurring effects from digitized pictures. Many of them have more than one million rows and a 
quarter million columns. Our parallel sparse QR factorization algorithm has achieved over 3.7 gigaflops per 
second on the IBM SP2 machine with 128 processors. 
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Sparse Orthogonal Estimation with Dense Rows 
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Extended Abstract 

Thii paper describes a method for performing efficient sparse least squares estimation by means of or- 
thogonal factorization when some rows of the measurement matrix A are dense or comparably dense. The 
problem with dense rows of the measurement matrix is that the resulting upper triangular matrix R becomes 
quite dense, since the structure of R is bounded by the structure of A'A. The method is based on enlarging 
or stretching the matrix by adding rows and columns. Some of the added rows must be treated as exact 
equality constraints in order for the solution not to be altered. Thus, the method converts a least squares 
problem into a larger least squares problem with equality constraints. The paper illustrates that.in many 
cases the solution of the larger problem is in fact faster than the solution of the original problem. The paper 
also illustrates the use of these ideas for Least Absolute Value estimation. 
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Extended Abstract 

In many applications, especially optimization based problems, large sparse systems arise. These systems 
can be rank deficient and quite often also contain dense rows. There is thus a need for a method to exploit 
the sparsity in the problem, while dealing with the dense rows separately to avoid excessive fill-in. Moreover, 
the rank of the full problem must still be revealed, as well as row or column redundancies in the full problem. 

In this talk we present recent numerical experience with a new method for dealing with dense rows in a 
sparse RRQR factorization. The talk will include a description of the new method but will emphasize the 
computational costs and performance aspects of the method. 

The method has the advantage that it uses orthogonal transformations while preserving sparsity. This comes 
at the cast of performing part of the factorization implicitly. However, it does allow for a natural incorporation 
of condition estimation methods for maintaining an accurate estimate of the rank, as well as approximate 
singular vectors. 
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Extended ,Abstract 

The computational cost of interior-point methods for linear programs is dominated by the solution of 
linear systems of the type 

Ks = b, where K = 

that determine the search direction s at the ith interior-point iteration. Here, A is a fixed m x n matrix 
that describes the constraints of the linear program, m and n is the number of constraints and variables, 
respectively, of the linear program, and D+ is an 7~ x n diagonal matrix with positive diagonal entries that 
change with the interior-point iteration index i .  

For largescale linear programs, both n and m are very large, and the constraint matrix A is usually 
sparse. Consequently, the matrix K is also large and sparse, and it is crucial to use sparse matrix techniques 
for the solution of the linear systems (1). Today, the standard approach to solving these linear systems is 
to use direct methods based on a factorization of some matrix. Usually, this is done by first reducing (1) to 
an m x m linear system with symmetric positive definite coefficient matrix M = AD,'AT. This system is 
then solved using a sparse Cholesky factorization of M. An alternative is to solve the symmetric indefinite 
system (1) directly, using a sparse adaption of the Bunch-Parlett decomposition. In both cases, a substantial 
amount of fill-in in the factorizations may occur, especially when the constraint matrix A has dense columns. 
The problem of fill-in for direct methods is one of the main motivation for the development of interior-point 
algorithms based on iterative solvers for (1). Another advantage of iterative algorithms over direct methods 
is the potential reduction of computational wsts by working with inexact search directions that are obtained 
by solving the linear systems (1) only to a low relative accuracy. 

In this talk, we discuss Krylov-subspace iterations and preconditioners for the efficient solution of linear 
systems of the type (1). First, we show that solving the symmetric indefinite system (1) is usually more 
efficient than solving the reduced symmetric positive definite linear system with matrix M = ADc'AT by 
means of the conjugate gradient algorithm, provided that the Krylov-subspace algorithm for (1) can be 
combined with indefinite preconditioning. Next, we describe a variant of the quasi-minimal residual (QMR) 
algorithm that is tailored to the solution of symmetric indefinite linear systems. The key feature of the 
symmetric QMR algorithm is that it can be combined with indefinite preconditioners, yet it still fully exploits 
the symmetry of the matrix of the linear system. We stress that other existing Krylov-subspace iterations for 
symmetric indefinite systems, such as SYMMLQ and MINRES, require the use of symmetric positive definite 
preconditioners, which is a rather unnatural restriction for the highly indefinite linear systems (1). 

We discus several strategies for constructing suitable preconditioners for symmetric indefinite linear 
systems of the type (1). First, we describe a new generalized block SSOR preconditioner that is tailored to 
the special structure of (1). This block SSOR preconditioner is suitable for nondegenerate linear programs, 
as well as in -the initial iterations of interior-point methods when applied to degenerate linear programs. We 
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also present incomplete factorization preconditioners based on the Bunch-Parlett and Aasen decompositions of 
symmetric indefinite matrices. These preconditioners are more robust than block SSOR, but also considerably 
more expensive. 

We sketch a new version of an interior-point method for solving linear programs. This new version is 
adapted to support the symmetric QMR algorithm for the solution of the linear systems (1). Finally, we 
present results of numerical tests with this QMR-based interior-point method for linear programs from the 
Netlib test set. 

Key words: Iterative method, indefinite symmetric linear system, indefinite preconditioner, interior- 
point method, linear program 
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Multi-level Iterative Methods with 
Minimal Residual Smoothing Acceleration 

for Non-Hermitian Matrices 
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Extended Abstract 

In this talk, we will introduce a minimal residual smoothing (MRS) technique which has been used 
extensively in Conjugate Gradient-type methods and use it to accelerate the convergence of the multi-level 
iterative methods for solving large sparse non-Hermitian linear systems resulted from discretizing partial 
differential equations. The acceleration is achieved by over-smoothing the residuals of the original multigrid- 
level iterative sequence. Unlike in smoothing the sequence from the conjugate gradient-type methods, the 
sequence with the smoothed residuals is re-introduced into the multi-level iterative process. The new sequence 
generated by this acceleration procedure converges much faster than both the sequence generated by the 
original multi-level method and the sequence generated by MRS technique. The cost of this acceleration 
scheme is independent of the original operator and in many cases is negligible. This is particularly important 
when the original coefficient matrix is non-Hermitian or the evaluation of the original matrix is expensive. This 
talk will be focused on the practical implementation of MRS acceleration techniques in the multi-level methods, 
as well as the analysis towards better understanding the MRS acceleration technique. The discussions are 
primarily on the twdevel method because the acceleration scheme is only applied on the finest level of the 
multi-level methods. Numerical experiments using the proposed MRS acceleration scheme to accelerate both 
the two-level and multi-level methods are conducted to show the efficiency and the cost-effectiveness of this 
acceleration scheme. 

Key w o r k  Non-Hermitian matrices and linear systems, minimal residual smoothing, multi-level methods, 
conjugate gradient-type methods. 
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Extended Abstract 

Many problems in scientific computing lead to the task of solving a system of linear equations Az = b with 
a large, sparse, non-Hermitian system matrix A E ( C N x N .  In general, optimal KryIov subspace methods that 
obtain the solution iteratively by minimizing the residual1 over a Krylov subspace cannot be based on a short- 
term recurrence, so that their work and storage requirements grow linearly with the iteration number. On the 
contrary, methods that are related to the Lanczos bi-orthogonalization process, as the Lanczos method and the 
bi-conjugate gradient (BiCG) method, are based on a threeterm recurrence or a coupled two-term recurrence. 
For this reason, they can be implemented with low and roughly constant work and storage requirements and 
therefore, they are among the most efficient solvers for large non-Hermitian systems. However, they are 
susceptible to breakdown and lack a minimization property over the generated Krylov subspace, so that they 
typically have a rather irregular convergence behaviour with wild oscillations in the residual norm. Although 
exact breakdowns are very rare in practice, it has been observed that near-breakdowns can slow down or even 
prevent convergence. Look-ahead techniques allow to avoid breakdowns and help to improve the numerical 
stability of the Lanczos process. On the other hand, B remedy for the irregular convergence behaviour of 
the Lanczos process is the application of a local minimization of the residual (LMR), due to Schonauer and 
Weiss, or a quasi-minimization of the residual (QMR), due to F'reund and Nachtigal. 

An improvement of the Lanczos process in an other direction is the development of Lanczos-type product 
methods (LTPMs). These methods either square the L,anczos polynomial or they combine it with another 
"shadow" polynomial, e.g., for achieving a local minimization of the residual. They have the advantage of 
converging roughly twice as fast as the plain Lanczos process and further, they do not require a routine 
for applying the adjoint system matrix AH to a vector. However, they inherit from the underlying Lanczos 
process still the danger of breakdown. 

In this talk we present look-ahead procedures and QMR smoothing techniques for a variety of LTPMs. 
Starting from the onesided Lanczos bi-orthogonalization process, we construct in a systematic way different 
LTPMs that are based on the Lanczos threeterm recurrence. To visualize the different strategies behind these 
LTPMs we introduce the notation of product vectors, which are arranged in a tu-table. Every LTPM computes 
certain elements of this table by moving from the upper left corner downwards right. The vertical movement 
in this table is based on the Lanczos process, whereas for the horizontal movement the recurrence relation for 
the shadow polynomial is applied. We mainly consider here LTPMs, for which the shadow polynomials are 
local minimal residual polynomials. However, it is also possible to use Chebychev polynomials for the shadow 
polynomials which, yields a combination of the Lanczos process with the Chebychev method. 

Moreover, we combine these LTPMs with the QMR-smoothing technique and show that the iterates can 
be updated by a short-term recurrence. The practical performance of this smoothing is demonstrated in a 
variety of numerical experiments. 

Finally, look-ahead versions of these LTPMs are developed that minimize the number of required matrix- 
vector multiplications. A complete analysis of the computational overhead and of the additional storage 
requirements is presented. In addition, we discuss different look-ahead strategies and investigate their behavior 
in various numerical examples. Further, we indicate how this approach can be extended to derive look-ahead 
versions of LTPMs that are based on the more stable coupled tw-term recurrences. 
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Extended Abstract 

Keywords. Iterative Methods, non-Hermitian Matrices, Truncation, Inner-outer Iterations 

In optimal Krylov subspace methods, like GMRES and GCR, the storage requirements become excessive 
and the iterations too expensive if a large number of iterations is necessary. Therefore, in practice one restarts 
after a given number of iterations, m, (like GMRES(m)), or one truncates the set of Arnoldi vectors, typically 
by keeping only the last m vectors (like GCR(m)). 

However, this often leads to a loss of super-linear convergence or even to stagnation of the convergence. 
More general truncation schemes could offer the possibility of near optimal convergence for reasonable memory 
requirements and low iteration cost, if the appropriate vectors to keep for orthogonalization in future iterations 
can be selected. Recently proposed strategies seem to focus on removing certain parts of the spectrum. 
However, these strategies generally assume that the spectrum is in the positive real half plane, and are 
therefore not generally applicable. Moreover, recent papers by Z. Strakos and A. Greembaum show that 
even for a favourable spectrum the convergence of full GMRES (which is optimal) can still be arbitrarily bad 
(stagnating) depending on the eigenvectors of the matrix; the non-normality plays a large role as well. 

Therefore, we propose a different strategy that is based on the equivalence of orthogonality and optimality. 
We will describe a cheap method that computes exactly what role the orthogonalization on each arbitrary 
subspace of the space spanned by the Arnoldi vectors has played in the convergence so far. The method uses 
a variation of the principle angles between various subspaces of the Krylov space, using the singular value 
decomposition of a small matrix that can be computed from the iteration parameters. For example, in the case 
of GMRES, it is computed from the Hessenberg matrix. A simple function of the singular values defines the 
deterioration from optimal convergence that would have resulted from any possible earlier truncation. This 
information can be used to select the dimension and the basis of the space to be projected out (orthogonalized 
upon) in future iterations. The basis vectors themselves are then given by the singular vectors. Note that for 
truncation we select an arbitrary subspace of the Krylov space generated so far; we do not limit the method 
to the selection of iteration vectors. Preliminary numerical tests indicate that this approach leads to a very 
effective truncation strategy. 
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Algebraic post conditioning by Double factorized sparse approximated 
inverses (DFSAI) 

L i l y  Kolitilina, Andy A. Nikishin, and Alex Yeremin 

Factorized Sparse Approximate Inverses (FSAI) provide a promising approach to construc- 
tion of high-quality two level preconditioners, especially, of incomplete block factorization 
type. The resulting preconditioning quality depends heavily upon the choice of sparsity pat- 
terns of the factors. Empirical approaches to choosing these sparsity patterns yield acceptable 
convergence results for linear systems coming from some specific applications. However, the 
author is not aware about any mathematical approach to  a priori prescription of optimal 
sparsity patterns in the sense of a compromise between the convergence rate and the number 
of nonzero entries in the preconditioner. In practice, the lack of such mathematical approach 
leads to a very fast growth of the number of nonzero entries of the preconditioner (and, hence, 
of the arithmetic costs for the construction) in order to insure a reasonable convergence rate. 
Frequently, this growth cannot be compensated by a reduction of the number of iterations, 
moreover, in some industrial applications this approach is not feasible due to the memory 
constraints. 

In order to overcome the difficulties related to the lack of a mathematical motivation when 
choosing the sparsity pattern, we suggest to exploit an algebraic postconditioning by the 
so-called Double Factorized SA1 preconditionings. 'This approach consists in exploiting the 
factorized approximate inverse preconditioning with a primary sparsity structure to the 
original matrix A,  and then in applying the secondary FSAI preconditioning to the already 
FSAI preconditioned matrix. In the symmetric positive definite case, we can describe this 
approach as follows. 

For a chosen primary block lower triangular sparsity pattern SL such that 

{ ( i ) j )  : i < j }  G SL C { ( i ) j )  : 1 5 i # j 5 n} ,  

set - 
G;j = 0 , (id E S L  

and determine the remaining blocks of G using the equations 



The FSAI preconditioner factor G is set to be 

G = Diag(LF1,. . . , L,')G, 

where 
G;; = L;LT ,  i = 1,. . . ,n,  

are the Cholesky factorizations of the diagonal blocks of G. 
For a chosen secondary block lower triangular sparsity pattern Si, that satisfied conditions 
(11, set 

G!. $3 = 0, ( 2 , j )  E s;, 
and determine the remaining blocks of G' using the equations 

I ,  i = j  { C G A G T ) ~ ~  = { o, + , (3) 

and, finally, assign G' = DIG' so that 

{G'GAG T G I T  } ; ; = I ,  i = 1 ,  ..., n 

and D' is a block diagonal matrix. 
The factor of the DFSAI preconditioner, i.e. product G'G, may contain much larger number 
of nonzero entries than both FSAI factors GI and G together. Thus, one may expect that the 
memory consumptions and the arithmetic costs for multiplying the DFSAI preconditioner by 
a vector may be much smaller than those of the FSAI preconditioner with the same number 
of free parameters of the sparsity pattern Si x SL. Generally speaking, one may expect a 
better preconditioning quality for the FSAI preconditioner with the sparsity pattern 5'; x SL 
than that of the DFSAI preconditioner. However, various numerical experiments show that 
the difference in the preconditioning quality can be compensated by a dramatic reduction 
of the arithmetic costs of one preconditioned iteration. The above arguments provide the 
evident mathematical motivation for choosing S i  so that maximize the number of nonzero 
entries in S i  x SL for a given primary sparsity pattern SL. 
However, it should be emphasized that such a choice of Si may lead to a drastical increase of 
the arithmetic costs for computing GI determined by the arithmetic costs for solving the local 
linear systems (3) with the matrices (GAGT)[SL(")l. In order to keep these costs acceptable 
from the application point of view, we suggest to solve these linear systems iteratively. Since 
GAGT is an already preconditioned matrix one may expect a fast convergence rate even of 
an unpreconditioned iterative method applied to solve local linear systems (3).  An analysis 
of the derived upper estimate of the deterioration of the quality of an iteratively constructed 
FSAI preconditioner G with respect to the corresponding 'exact' FSAI preconditioner G 
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shows that the better quality of the latter the less accuracy required for computing the 
former of approximately the same quality. 
More precisely, 

Theorem. Let H be a Hermitian positive definite matrix and let for invertible matrices G 
and G and a multiplicative matrix norm 11 . 1 1  the inequality 

be satisfied. Then 

(1 + E)-~X;(GHG*) _< A;(GH@) _< (1 - E)-'&(GHG*) (4) 

where the eigenvalues X;(X) of a Hermitian rn x rn matrix X are ordered so that X,(X) 5 
. . . 5 X,(X) and 

Corollary. Under the hypothesis of Theorem 

l + €  
1--E 

cond(GH&) 5 cond(GHG*) [-] = cond(GHG*)(l + 4~ + U ( e 2 ) ) .  

For constructing an approximate FSAI preconditioner of the quality only slightly differing 
from that of the corresponding 'exact' FSAI preconditioner it is sufficient to perform only 
few iterations. 
We present numerical results with large sparse marices coming from some real industrial 
applications. 
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Extended Abstract 

We consider a computational scheme for determining the linear stability of a diffusion model arising from the 
simulation of crystal growth. The process of a needle crystal solidifying into some undercooled liquid can be 
described by the dual diffusion equations 

with appropriate initial and boundary conditions. Here Ut and U., denote the temperature of the liquid and 
solid respectively, and o represents the thermal diffusivity. At the solid-liquid interface, the motion of the 
interface denoted by r' and the temperature field are related by the conservation relation 

dr' 
dt - . ii = a(VU* * ii - vu4 . i i), 

where 5 is the unit outward pointing normal to the interface. A basic stationary solution to this free boundary 
problem can be obtained by writing the equations of motion in a moving frame and transforming the problem 
to parabolic coordinate system. This is known as the Ivantsov parabola solution. Linear stability theory 
applied to this stationary solution gives rise to an eigenvalue problem of the form 

U = W N  at q = 1 .  

The largest real part of the eigenvalue X is proportional to the growth rate of the perturbation, and the 
eigenfunction is related to the perturbation of the temperature field and the interface geometry. Numeri- 
cal solution of the above equations is based on a finite difference discretization. The corresponding large 
scale algebraic eigenvalue problem is solved by ARPACK, a software package that implements the Implicitly 
Restarted Arnoldi Method (IRAM.) 

Accurate computation of these eigenvalues helps to determine interesting unstable modes that involve 
excitation of the interface. Analysis suggests that at least part of the spectrum corresponding to this eigen- 
value problem is continuous and unbounded. In addition computation via standard methods such as QR 
becomes expensive when the mesh size of the discretization becomes small. We find however that IRAM is 
very efficient in extracting eigenvalues and eigenvectors of interest with modest cost. Numerical results will 
be presented to demonstrate the effectiveness this method. 

Key words crystal growth, eigenvalue, Arnoldi 
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Extended Abstract 

Recent research in the use of vector space models for intelligent information retrieval has primarily fo- 
cused on the use of iterative methods to compute derive low-rank approximations to sparse term-by-document 
matrices. Conceptual-based indexing methods such as Latent Semantic Indexing (or LSI) attempt to esti- 
mate the underlying semantic structure of term (keyword) to document associations by producing lower-rank 
approximations to weighted term-by-document sparse matrices A derived by text parsers. As an alternative 
to the use of Lana- or Amoldi-based iterative methods to produce such lower-rank approximations using a 
truncated singular value decomposition of an rn x n sparse matrix, this work exploits the use of sparse direct 
factorizations to produce orthonormal factors for term and document encodings. 

Given an m x m orthogonal matrix Q and suitable permutation matrices P and S, we can produce the 
factorization 

where Rk is k x k and upper-triangular. By using variants of traditional sparse matrix reordering schemes to 
over- or under-determined matrices, we select matrices P and S such that the matrix PAST has a narrow- 
banded (envelope) nonzero structure. Typically, vector space models of dimension k where 0 < k 5 300 
are sufficient to differentiate the semantic content of heterogeneous text collections so that the matrix R k  
is at most 300 x 300. We use the reordered matrix PAST to compute such an Rk using row-oriented 
Householder transforms; columns of Q are computed explicitly as opposed to being implicitly represented by 
the Householder vectors. If the SVD of Rk is determined as 

then the k columns of the m x k matrix (PQ)TVk and n x k matrix Svk can be used to generate the 
k-coordinates for each term and document, respectively, in a k-dimensional vector space model. 

Keywords: sparse direct factorization, information retrieval 
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Extended Abstract 

Several practical situations, such as the design of large space structures, the control of power 
systems, computer networks, and control of partial differential equations, etc., give rise to very 
largescale control problems. Many of these systems are typically modeled by the systems of second-order 
differential equations: 

MX + Dx + KX = 0, 

arising from discretization of the systems using finite element techniques. Here M , K ,  and D are, r e  
spectively, the mass, stEness, and damping matrices. A4 is positive definite and K is positive semidefinite. 
The computing and memory requirements of such largescale control problems is a Grand Challenge level 
problem, similar to those cited in the High Performance Computing and Communications Program. These 
requirements can grow exponentially with the dimension of the state space. Furthermore, as with other large 
practical problems, they are often sparse and structured too. The very high dimensionality of these problems 
also make it essential to use the today’s supercomputers for satisfactory solutions. 

The use of Krylov-subspace methods which have been found to be reasonably effective for large and sparse 
matrix computations, seems to be natural for largescale control problems. 

Indeed, attempts have been made in the last few years in this direction and, as a result, there now ex- 
ist Arnoldi and Lancm methods for most fundamental linear algebra problems in control theory, such as, 
controllability and observability problems, Lyapunov, Sylvester, and Sylvester-observer equations, frequence 
response computations, and model reductions. 

After giving a brief overview of these existing Krylov-subspace methods for control problems, we will 
discuss in details the two new Arnoldftype methods developed in the recent Ph.D. Thesis by C. Hetti at 
Northern Illinois University: one, for the multivariable Sylvester-observer matrix equation and the 
other, for the multi-input eigenvalue assignment problems. 

The basis of both these methods is a new generalization of the classical Arnoldi-scheme. 

A distinct feature of the Sylvester-observer matrix equation algorithm is that it constructs an orthonor- 
mal solution of the equation. This is highly desirable from numerical view point, because, an orthonormal 
matrix is perfectly conditioned. No other existing algorithm has this important feature. 

The new multi-input eigenvalue assignment algorithm seems to have comparable accuracy of the best 
known existing algorithms for the problem, but our experimental results suggest that it is much faster than 
them. Indeed, some of the best known algorithms for the problem seem to be unpractical even for moderately 
large problems. The lecture will conclude with the discussions of future directions of research in 
this area. 
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Extended Abstract 

Solution of large sparse linear systems of equations is of special importance in the implicit formulation 
of finite element (FE) problems. With the advances in both computer hardware and software, the solution of 
systems with millions of equations has become possible today. Of course, the solution of such large problems 
requires considerable computer resources including disk space, memory, and CPU time. An efficient and 
robust solver must take into consideration, the availabitlity and cost associated with each resource. This talk, 
presents the steps we have taken at achieving these qualities in MSC/NASTRAN’s direct solver. 

Supercomputer environments such as CRAY T90 environments, where resources may be shared by hundreds 
of users, are examples of where solver resource requirements might make a tremendous difference in system 
throughput. In such m environment, it is more important to maximize throughput rather than minimize the 
individual job’s CPU time. This means that a solver with a higher CPU time usage which is more frugal 
with other resources could be superior to one with a lower CPU time usage but which uses other resources 
wastefully. 

Actual solver performance data on very large real life applications will be presented and the advantages 
of this solver will be discussed. 
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Extended Abstract 

The look-ahead Lanczos algorithm is a valuable tool for determining eigenvalues of large, sparse nonsym- 
metric matrices. One of the computational tasks that is performed at least twice and perhaps many times in 
a typical Lanczos run is the calculation of all of the eigenvalues of a narrow-band (nearly tridiagonal) upper 
Heasenberg matrix whose dimension m is the number of Lanczos steps that have been taken. As m becomes 
large, this task can become a bottleneck in the overall computation if it is not done efficiently. There is 
no consensus on which algorithm is best for the task. A conservative approach is to use the QR algorithm. 
This preserves the upper Hessenberg form but destroys the band structure above the main diagonal. As a 
consequence its flop count is O(m3), which can cause a significant bottleneck for large m. A less cautious 
approach is the LR algorithm without pivoting. This preserves the band structure and can typically do the 
task in about O(m2) flop but is unstable. 

A new alternative is the BR algorithm, which attempts to keep the band width small (and the flop count 
near O(m2))  but is willing to let the band width grow, if necessary, to maintain stability. The bulge-chasing 
QR algorithm is an iterative application of the algorithm that reduces full matrices to upper Hessenberg form. 
Similarly, the BR algorithm is basically an iterative application of the algorithm BHESS of Geist, Howell 
and Diaa, which reduces a full matrix to a narrow-band upper Hessenberg form by a judicious combination 
of eliminations and pivoting. An important modification was the addition of a balancing step to help keep 
the band width from growing unacceptably large over the course of many iterations. Other enhancements are 
currently under evaluation. 

Not every problem has been solved, but in its current state of development the B R  algorithm can 
usually produce eigenvalues of good quality in something like O(m2.2) flops, thereby saving a great deal 
of computational effort compared with the QR algorithm. 
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The Implicit Application of a Rational Filter in the RKS Method 
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Extended Abstract 

The problem of restarting the subspace seems to be one of the last obetacles to ...e cleared on the way to 
reliable implementations of iterative eigenvalue solvers. For Arnoldi’s method, D.Sorensen proposed a tech- 
nique that is based on the (shifted) QR-method. His Implicitly Restarted Arnoldi algorithm restarts Arnoldi’s 
method by applying implicitly a polynomial filter on the subspace in which the eigenvalues are approximated. 
One can show that, if proper shifts are used and if it is combined with a good deflation strategy, then this 
method is both fast and robust. 

We present a similar result for the Rational Krylov method (RKS). The RKS algorithm, developed by A.Ruhe, 
approximates a limited set of solutions to an eigenvalue problem by constructing a rational Krylov subspace. 
The method can be seen as an extension of the shift-invert Arnoldi method. It mainly differs in the fact that 
the shift that is used in RKS may change, in contrast with shift-invert Arnoldi where it is kept fixed. Given 
a generalid eigenvalue problem 

RKS builds an orthogonal basis Vk+l for a subspace. This basis satisfies 

Ax = XBx,  with A, B E RnXn, 

A V k + l L k + i , k  = B V k + l K k + l , k ,  

where Kk+l,k and L k + l , k  are rectangular Hessenberg matrices. ( K k + l , k ,  Lk+l,k) represents the projection of 
the large eigenvalue problem (A, B) on the subspace V k + l ,  with k << n. The Hessenberg matrices contain the 
orthogonalisation coefficients, the used shifts and the continuation vectors. 

The method that we propose, consists of a mtional filter that is applied on the RKS subspace Vk+l. The 
filter has a pole equal to the last shift that was used in the RKS iteration. The numerator of the filter can 
be chosen during the algorithm. It has a degree that is lower than or equal to the degree of the denominator. 

This filter can be used in two ways. First, it can filter away the unwanted information in the subspace 
and keep only the wanted ( R t z  vectors) in the new, smaller subspace. Indeed, a proper choice of the zeros 
of the numerator, called exact anti-shifts, projects the unwanted part of the approximate spectrum to zero. 
Secondly, the filter is able to delete possible spuriow eigenwalues, which are approximations for an infinite 
eigenvalue. Spurious eigenvalues can interfere with the wanted, finite results. They can give rise to large 
approximation errors on true eigenvalues or they can deceive the algorithm, e.g. in a stability problem where 
the rightmost eigenvalue must be found. If the degree of the denominator is larger that the degree of the 
numerator, then the filter projects infinite eigenvalues to zero. They are then eliminated from the spectrum. 

This work has been done in collaboration with Karl Meerberaen (Dept. of Mathematics, Utrecht Univer- 
sity, P.O. Box 80010, 3508 TA Utrecht, The Netherlands) and Adhemar Bulteel (Dept. Computer Science, 
K.U.Leuven) 
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Extended Abstract 

This work considers sequential direct methods for the tridiagonalization of sparse symmetric matrices 
using sequences of orthogonal similarity transformations. Previously, the best method combined a bandwidth 
reducing preordering with Rutishauser and Schwarz’s 0 ( bn2 ) band-preserving tridiagonalization algorithm. 
This approach places complete reliance upon the preordering to exploit sparsity, but it typically leaves the 
band of the matrix relatively sparse prior to reduction. In the paper A Hybrid Tridiugunolizution Algorithm 
fur Symmetric Sparse Matrices (SIMAX 15(4), 1994) we presented a hybrid tridiagonalization algorithm, 
BANDHYB, that combines Bandwidth Contraction, a diagonally-oriented sparse reduction, with Rutishauser 
and Schwarz’s column-oriented tridiagonalization (or R-S) to more fully exploit matrix sparsity. For a wide 
range of 70 practical sparse problems this algorithm reduces CPU requirements by an average of 31%, with 
reductions as high as 63%. 

In this paper, we describe a new hybrid symmetric tridiagonalization algorithm, HYBSBC. Like BAND- 
HYB, HYBSBC is a two stage reduction scheme, but it rearranges the elimination of nonzeros to take 
additional advantage of band sparsity in a matrix permuted to reduce bandwidth. HYBSBC improves upon 
BANDHYB’s successful techniques by substituting the novel Split Bandwidth Contraction algorithm (or 
SBC) for Bandwidth Contraction. SBC’s bidirectional elimination and bulge chasing techniques reduce the 
CPU requirements of partial bandwidth contractions by 45-50% for many problems. (SBC’s efficient partial 
contractions also make it a valuable preprocessing technique for other banded eigenvalue routines and sparse 
linear systems solvers.) The cost of completing a tridiagonalization with SBC may be unacceptably high 
when the band of the partially reduced matrix suffers from too much fill. Consequently, HYBSBC employs 
the novel A-tmnsitiun strategy to precisely regulate the transition between its SBC and R-S reduction stages. 
By exploiting characteristics of a typical SBC reduction, the A-transition strategy is able to use complexity 
analyses of SBC and R-S to assess the sparsity pattern of a partially reduced problem and select a close to 
optimal transition bandwidth that minimizes tridiagonalization costs. 

The A-transition strategy permits HYBSBC to effectively exploit SBC’s bidirectional elimination tech- 
niques and signifkantly improve upon BANDHYB tridiagonalizations. Relative to BANDHYB, HYBSBC 
Substantially reduces transformation totals and provides additional savings in CPU time of 2040% for many 
sparse problems. Savings of more than 50% were observed for select problems. These additional gains make 
HYBSBC a very impressive alternative to BANDR, EISPACK’s column-oriented reduction code, with one 
problem tridiagonalized in 1/5 of BANDR’s time. 

To demonstrate the relative efficiency of sparse tridiagonalization based eigenvalue methods, we will 
also explore the ability of two well-regarded Lanczos codes, EA15D and HDSEEX, to economically extract 
moderately large subsets of eigenvalues or identify the complete spectrum of sparse symmetric problems. 
EA15D is a double precision implementation of Parlett and Reid’s spurious eigenvalue Lanczos algorithm 
from the Harwell Subroutine Library and HDSEEX is an implementation of a block shift and invert Lanczos 
algorithm in the Boeing Extended Mathematical Subprogram Library (BCSLIB-EXT). In all experiments, 
we compare the resource requirements of the Lanczos codes to the costs of using HYBSBC and EISPACK’s 
TQLRAT to compute a problem’s entire spectrum. 

Experiments with these Lanczos codes clearly demonstrate the efficiency of HYBSBC based eigenvalue 
methods relative to Lanczostype algorithms. In conjunction with TQLRAT, HYBSBC significantly out 
performs either Lannos code when all eigenvalues are requested, and surprisingly maintains its advantage for 
the typical sparse problem until the subset of requested eigenvalues is reduced to 10-20% of the problem’s 
complete spectrum. 
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Extended Abstract 

Lately, we have been challenged by the following eigenvalue problems arising in physics, chemistry and 
computational engineering: 

0 In the transient stability analysis of Navier-Stokes solvers for flows over airfoils, one needs to solve the 
eigenproblem Az = As, where A is real unsymmetwic and of the order 23,560. 

In the modal analysis of dissipative magnetohydrodynamics (MHD) system, which combines Maxwell’s 
and fluid flow equations, one needs to find the -called AlfGen spectra of the generalized eigenproblem 
Ax = XBz, where A is complex unsymmetric and B is Hermitian positive definite. The orders of 
matrices we have solved are up to  4,800. 

0 A number of complex symmetric matrix eigenvalue problems A z  = As have been seen recently in the 
general science and chemical physics literature. The one we have been studied arises in the study Hz 
in an electromagnetic field, where the matrix A is of the order 2,534. 

0 In a study of the dielectric slab waveguide problem, we have been inquired to solve a generalized complex 
symmetric eigenproblem As = XBs, where both A and B are complex symmetric. Although the orders 
of the matrices we have studied are only up to 961, in practice, it could be easily up to a few thousand. 

In these eigenproblems, the matrices involved are typically very sparse (the density ranges from 2% to 20%) 
and of (narrow or wide) banded structure. Only a few of eigenvalues are sought. These practical eigenproblems 
are challenging from the view points of mathematical theory, numerical algorithms, software development and 
availability of computer resources. 

We have been pursuing numerical techniques based on the Lanczos method for these eigenvalue problems. 
In a recent work, we developed an Adaptive Block Lanczos method for large scale non-Hermitian Eigenvalue 
problems (henceforth the ABLE method). In the ABLE method, different numerical techniques are proposed 
to address some difficult issues arising in the practical implementation and applications of the standard 
Lanczos method. Specifically, we propose 
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0 a block version of the Lanczos procedure, which can reduce the data movement to achieve high perfor- 
mance for very large problems. In particular, for general application codes that represent their matrices 
as out-of-core, block algorithms substitute matrix block multiplies and block solvers for matrix vector 
products and simple solvers. In other words, higher level BLAS are used in the inner loop of block 
algorithms. This could significantly decreases the 1/0 costs and increase the performance. 

0 an adaptive scheme which adjusts the blocksize to be at least the order of multiple or clustered eigen- 
values. This could accelerate convergence in the presence of multiple or clustered eigenvalues. 

0 an adaptive blocksize scheme to cure (near) breakdowns and control the conditioning of the generated 
Lanczos base vectors. The adaptive blocking scheme we proposed enjoys the theoretical advantage that 
any exact breakdown can be cured with fixed augmentation vectors. In contrast, the prevalent look- 
ahead techniques require an arbitrary number of augmentation vectors to cure a breakdown, and may 
not be able to cure all breakdowns. 

0 an asymptotic analysis of the second order convergence of the Lanczos method, which is utilized in the 
stopping criteria. 

0 a scheme to monitor the loss of the biorthogonality among the computed Lanczos vectors and to maintain 
semi-biorthogonality at a very low floating point operations and data access cost in the adaptive block 
Lanczos procedure. 

The robustness and effectiveness of the ABLE method and its variations have been tested in the above- 
mentioned eigenvalue problems from different disciplines of computational science and engineering. 

The choice of preconditioner often plays a central role for the success of an iterative method for solving 
large scale non-Hermitian eigenvalue problems in practice. We have been examing the established precondi- 
tioning techniques, such as shift-and-invert and Cayley transform and newly emerged techniques, such as the 
exponential function transform. We try to identify the implementation pitfalls of different preconditioning 
techniques, and lead to practically efficient eigensolvers. 
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Sparsity, Structure, and Separability: Connections with Large-Scale Optimization 

Margaret H. Wright 
Bell Laboratories, Lucent Technologies 

Murray Hill, New Jersey 
Email: mhw Obell-labs .com 

Extended Abstract 

Large-scale optimization is both a major consumer and producer of sparse matrix techniques. This talk 
will focus on three main areas of interaction between these two roles, with special emphasis on recent devel- 
opments. 

(1) Although interior methods for constrained optimization have been widely applied to large prob 
lems since 1984, several important linear algebraic issues remain open and problematic. Even for the simplest 
case of linear programming, the most popular normal-equation formulation of the Newton equations leads to 
matrices that are known to be increasingly ill-conditioned and asymptotically singular. Nonetheless, standard 
Cholesky-based techniques achieve better accuracy than might be expected. The reasons for this anomaly seem 
to depend on known asymptotic structure involving a specific subspace defined by the (unknown) solution. 
Solving an equivalent sparse system in symmetric indefinite form allows a better treatment of ill-conditioning, 
but is much less convenient in terms of matrix processing. 

(2) The general issue of exploiting structure, not necessarily associated with the classical definition 
of sparsity, is of growing importance in largescale optimization. Even when the associated matrices have no 
zero elements, condensed data structures and specialized numerical procedures mean that largescale struc- 
tured problems can be represented and solved in a "sparse" form (much smaller than the total number of 
matrix elements). 

(3) Modeling languages that detect special structure, particularly partial separability, allow optimiz- 
ers to  generate the needed matrices automatically. The uestion then arises of how to create efficient linear 
algebraic techniques to pro- these structures-for example, approximating a large full-rank matrix by a 
suitable combination of small matrices expressing the structure. A related issue is how to capture and exploit 
known "early" sparse structure that varies as the iterations proceed. 
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Preconditioned Iterative Image Restoration 

James G. Nagy 
Department of Mathematics 

Southern Methodist University 
Dallas, Texas 

Extended Abstract 

Modem methods for the improvement in quality of atmospherically blurred images is often attempted 
in two steps. The first step occurs as the image is initially formed. Specially designed deformable mirrors 
operating in a closed-loop adaptive-optics system can partially compensate for the blurring effects of medium 
turbulence. The second stage generally occurs off-line, and consists of the poet-processing step of image 
restoration. Here, the aim is to compute an approximation to a structured, large-scale, ill-conditioned linear 
system. Because the presence of noise in the system makes this especially difficult, regularization is typically 
used to reduce noise sensitivity of the numerical scheme. For structured, largescale problems, an attractive 
approach is to use the conjugate gradient algorithm, where regularization is enforced through early termination 
of the iterations. In some cases, preconditioning can be used to accelerate convergence. However, if not done 
carefully, this can result in a less accurate solution. In addition to discussing aspects of preconditioning 
conjugate gradients for iterative image restoration, a new segmentation-based preconditioning scheme, that 
may be particularly useful with high noise levels, will be presented. Numerical tests on both simulated and 
real image data will be reported. 
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Modified Factorization For Obtaining Good Search Direction in Large Sparse SQP 
based on the Augmented Lagrangian 

Marli de F.G. Hernandez and Mike Bartholomew-Bias 
Department of Applied Mathematics, State University of Campinas, 

CP 6065, Campinas, SP, CEP 13081-970, 
Brazil 

EMail: marli@im e.unicamp.br 

School of Information Science, University of Hertfordshire 
ALlO 9AB,College Lane, Hatfield,Hertfordshire 

England-UK 
Email: matqmh@herts.ac.uk 

Extended Abstract 

Sequential Quadratic Programming based on the Augmented Lagrangian (SQPAL) is applied to solve 
a large sparse nonlinear constrained minimization problem. SQPAL obtains its search direction from a 
Quadratic Programming (QP) subproblem, based on the well-known Augmented Lagrangian function, which 
is related to the classical exterior point penalty function. In order to obtain a descent search direction from 
the QP subproblem, we can force the Hessian of the Lagrangian to be positive definite (PD). But this can 
distort the Hessian matrices uneceasarily, because to get a descent search direction it is necessary only to have 
the reduced Hessian PD, not the Hessian. During the solution of the QP subproblems, we form symmetric 
indefinite matrices (called KKT matrices), which involve the Hessian. There are methods to factorize the 
KKT matrices, during which we can identify whether the reduced of the H d a n  is PD, and, if not, we can 
force it to be PD. During the factorizat! ion of the KKT matrices of the SQP AL is not easy to identify the 
reduced Hessian. This is because the right botton submatrices of the KKT matrices of the SQPAL are of 
diagonal form, while in the usual SQP methods they are zero submatrices. Our work in this paper is how to 
verify if the reduced Hessian matrix of SQPAL is PD. If it is not, we show that we can modify it suitably 
during the factorization. To do this we shall use the Schur Complements and Inertia concepts to verify the 
number of negative and positive eingenvalues through the number of negative and positive pivots during the 
factorization of the KKT matrices. We use the eigenvalues of the sum of two symmetric matrices properties 
to show if the reduced Hessian is PD or not. If the reduced Hessian is not PD, how to force it to be. To 
make the experiments we use the MA27 routine modifying the factorization subroutine. MA27 is a Harwell 
Library code which uses a multifrontal solution techinique to solve sparse symmetric linear systems. 
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Automatic Recognition of Partially Separable Structure 
and its Use in Sparse Hessian Computations 

David M. Gay 
Bell Labs, Room 2C-463 
Murray Hill, N J  07974 

dmgObel1-labs.com 

Extended Abstract 

Many nonlinear optimization problems exhibit a structure known aa partial separability: they involve 
an objective function of the form f(z) = C!==,f.(Uiz), in which Ui E RmCX” has only a few rows. In 
other words, many objective functions are sums of terms fi(Ui(z)) that, after a linear change of variables, 
depend on only a few variables. Griewank and Toint described this structure in 1982 and pointed out that 
one can exploit it to compute a good approximation to the Hessian matrix V2f(z) from differences of the 
component gradients Vfi evaluated at only a few points (recent iterates): a few secant updates give good 
approximations to the component Hessians, V2fi, which one can use to assemble or operate with the overall 

The AMPL modeling system permits expressing nonlinear constrained optimization problems in an alge- 
braic notation “close” to what one writes on paper, but that can be typed on an ordinary keyboard. AMPL 
translates nonlinear objectives and constraints into equivalent directed acyclic graphs (DAGs) that are easily 
walked, e.g., to evaluate the nonlinear expressions they represent, or to arrange to compute their deriva- 
tives by automatic differentiation (AD). By suitably walking these DAGs, we can extract partially separable 
structure automatically - without affecting the notation in which problems are expressed. (This is to be 
contrasted with the cumbersome explicit notations required to express partially separable problems in the 
%IF” notation that is associated with the well-known nonlinear solver LANCELOT of Conn, Gould, and 
Toint.) 

If we regard the necessary conditions for solving a constrained optimization problem (or related interior- 
point homotopy equations) as a system of nonlinear equations, then Newton’s method is an attractive model 
method for computing steps in algorithms for constrained optimization. Computing a Newton step entails 
solving a linear system that involves the Jacobian matrix of the constraints and the Hessian matrix of the 
Lagrangian function. To solve this linear system, we can either use a direct method, which requires forming the 
Hessian matrix explicitly, or an iterative method, which just requires operating with the Hessian matrix, i.e., 
computing Heasian-vector products. Either way, “backward” AD computations of Hessian-vector products 
(V2fiv for component Hessians V2fi) appear reasonable for many partially separable problems. Explicitly 
computing a partially separable Hessian involves summing outer products, and proceeds much like Cholesky 
factorization. Indeed, for unconstrained problems, we could mix assembly of the Hessian with computation 
of its (possibly modified) Cholesky factor. 

When using an iterative method to solve for the Newton step, we can consider the alternative of using a 
finite difference of gradients to approximate a Hessian-vector product. This may gain speed and save memory 
in trade for some loss of accuracy and the possible complexity of choosing a suitable finitedifference step 
length. 

Some problems exhibit more elaborate structure, which the LANCELOT authors call group partial sepa- 
rability. A group partially separable objective has the form f(z) = E!==, &(gTz + fij(Uijz)), in which 
Si is a unary function. The AMPL/solver interface code available from netlib permits automatic recognition 
of this more elaborate structure, which can lead to still faster explicit Hessian computations. 

The novelty in my work is automatic recognition of partially separable structure. I presented much of the 
material in this talk earlier this year at the Second International Workshop on Computational Differentiation. 
I hope the &ammatrix aspects of this work will be of interest to participants of the SIAM Conference on 
Sparse Matrices, and I intend to present some new numerical results. 

Hessian V2f(t) = UzV2fi(Uiz)Vi. 
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Sparse Least Squares Problems with Box Constraints 

A. Bjorck, M. Lundquist, and P. Matstoms 
Department of Mathematics, Linkoping University 

S581 83 Linkoping, Sweden 
email: akbjo,milun,pomat@math.liu.se 

Extended Abstract 

We consider methods for solving sparse least squares problems with box constraints (Problem BLS) 

min llAz - b112, subject to 1 5 z 5 u. 

An application occurs in polishing large optics, where calculating the amount of material to be removed leads 
to a problem with nonnegativity constraints, because material cannot be added to the surface by polishing. 
A typical problem might have about 8,000 to 20,000 equations and the same number of unknowns, with a 
few percent of the matrix elements being nonzero. 

Bjorck [?I has developed an active set method in which a sparse QR decompwition is updated in each 
step. However, this approach is not efficient if used with modem multifrontal QR algorithms such as those 
developed by Matstoms [?, ?, ?I. Portugal et al. [?] have developed a block-pivoting active set algorithm and 
an interior point method for nonegativity constrained least squares problems. Both can easily be adapted 
to handle box constraints, and are more suitable, since they require fewer steps and thus the numerical QR 
decomposition can be recomputed in each step. 

The implementation of these algorithms will be discussed. Numerical results will be.given using the 
MATLAB sparse QR algorithm in [?I. Test problems have been constructed using matrices from the Harwell- 
Boeing set, and k i n g  the number of bound variables at the solution. Accurate reference solutions are 
computed using iterative refinement with a quadrupIe precision residual routine. Convergence, efficiency, 
and accuracy are compared. The possibility of hybrid algorithms combining the two approaches are also 
considered. 
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Threshold Partition of Sparse Matrices and 
Asynchronous Block Iterative Methods 

Daniel B. Szyld 
Department of Mat hematics 
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Extended Abstract 

We discuss certain methods for the parallel asynchronous solution of sparse linear systems of equations. 
We consider the linear system Az = b, where the n x n matrix A is partitioned so that the p square blocks 
along the diagonal are of order w, i = 1, . . . , p ,  with ni = n, possibly after a (symmetric) permutation of 
its rows (and columns), and the vectors 3: and b are partitioned conformally. Classical iterative methods, such 
as block Jacobi, or block Gauss Seidel can then be used, either directly on the (partitioned) linear system, or 
as preconditioners to a Krylov-type method such as GMRES. 

The computational effort at each step of these classical algorithms (or of the preconditioner) consist of 
the solution of p linear systems of order n,, i = 1, . . . , p. Many of these smaller linear systems (or blocks) 
can bs solved simultaneously, in a multiprocessor environment. These linear systems can be solved by an 
(inner) iterative method. The overall solution method is called a two-stage iterative method or an inner/outer 
iterative method. The right hand side in each of these blocks is computed using information from the solution 
of the other blocks, usually computed in the previous (outer) iteration. 

In this talk, asynchronous block methods are considered, Le., methods in which each processor solves one 
of the smaller linear systems, using for its right hand side the most recent information available from the 
other blocks. That is, the processor does not wait for the previous outer iteration to be completed in all other 
blocks, if it is ready to start the computation of the apprcrximation of the linear system assigned to it. 

Several theorems are presented in which it is shown that, under certain hypotheses the asynchronous 
two-stage methods converges. For example, if A is nonsingular and monotone, i.e., A-' 2 0, as is the case 
for many discretizations of differential equations, the hypotheses needed are very mild in addition to the 
obvious one8 that the outer and the inner iterative methods be convergent. We note, however, that there are 
examples of convergent outer and inner methods, in which the overall two-stage method does not converge. 
We also analyze the case of singular matrices, e.g., when A represent a Markov chain, and one is looking for 
an approximation to the corresponding stationary probability distribution. 

Numerical experiments illustrate the efficiency of the asynchronous method. A computational study of 
several inner stopping criteria is presented. For example, a fixed number of inner iterations can be performed. 
Alternatively, the inner method can be stopped when the inner residual has decreased by a given proportion 
of its initial value, or by a given proportion of the outer residual. 

The performance of classical block methods, as well as of the twesage methods described above, depends 
on the partition of A chosen. In particular if, after a symmetric permutation, the blocks in the diagonal have 
more nonzeros and/or if the entries in the diagonal blocks have larger absolute value, block methods have a 
faster asymptotic rate of convergence. We thus present two ordering and partitioning algorithms designed to 
achieve such goals. The algorithms we describe are modifications of PABLO [SIAM J.  Sci. Stat. Computing 
11 (1990) 811-8231. In the new algorithms, in addition to the location of the nonzeros, the values of the 
entries are taken into account. Parameters can be easily adjusted to obtain, for example, denser blocks, or 
blocks with elements of larger magnitude. The complexity of the new algorithms is linear in the number of 
nonzeros and the order of of the matrix, and thus adding little computational effort to the overall calculation. 
Numerical experiments are presented which illustrate the performance of the block iterative methods with 
the new orderings. 

98 

http://th.temple.edu


Parallel CG Preconditioning for Systems of Subsurface Hydrology 
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Extended Abstract 

Our simulations of subsurface hydrology phenomena are based largely on finite element (FE) formulations 
of equations of flow and transport in porous media. The codes use linear solver kernels to treat the resulting 
large spar& systems and spend a large proportion of total computation time doing so. 

The challenge of treating real-world problems such as salt water intrusion or aquifer contamination by 
seeping pollutants has led us to distributed computing. The increased computing capacity - in speed and/or 
memory - of parallel computing can render practicable real-world simulations which are rich in phenomenology 
and large in data requirements. Since the linear solvers are so computationally important to us, we consider 
the adaptation of these kernels to coarsegrain parallel architecture. 

We consider the conjugate gradient (CG) method for solving sparse symmetric positive definite systems 
arising from our FE models, and preconditioners for improving the convergence rate of the method when 
these systems are distributed over the processors of a parallel machine. We are investigating the efficiency of 
preconditioners, adapting them to the distributed computing environment. 

We use the structure of the FE discretization to distribute our linear systems over a multi-processor 
machine, attributing a cluster of finite elements to each processor. The global coeficient matrix is never 
actually calculated; it is stored in locally assembled form. The arithmetic operations which make up the CG 
method are adapted to this data structure so that we retain the global CG method, even with the problem 
distributed over subdomains. Then a natural adaptation of any sequential preconditioner to this distributed 
environment consists of applying it locally on each subsystem and collecting the results additively into a 
global preconditioner. 

Incomplete Cholesky (IC) preconditioning is particularly effective as a sequential algorithm for precondi- 
tioning our systems. Adapted in the above way as a parallel algorithm, however, it becomes terribly vulnerable 
to subdomain geometry, to the point that it can actually degrade convergence rather than enhance it. Al- 
though in some casa it remains almost as efficient as its sequential version, this algorithm is not robust and 
cannot be used as a general-purpose preconditioner. 

In contrast, if we consider a sequential multigrid preconditioner, it can be extended naturally to many 
processors so that the preconditioner remains global. Thus the problem can be distributed over an arbitrary 
number of parallel processors without effecting the properties of the preconditioner. 

We outline in our presentation the coarse grid correction which defines the multigrid preconditioner and 
its use as a parallel algorithm. Using the coarse grid correction on even very few grid levels and a reduced 
number of relaxation steps per level, the conjugate gradient solver is enhanced by multigrid’s convergence 
rate. Examples will illustrate the advantages of this approach as well as the potential problems with our 
parallel IC preconditioning. 
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HyperMatrix: A Hierarchically Parallel Preconditioned Iterative Solver 

Randall Bramlev and Chun-Pernrr Cheah 
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Indiana University 
Bloomington IN 47405 
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Extended Abstract 

An often-neglected but important aspect of distributed computing systems is the htemrchical nature 
of the available parallelism. For example, the newest model of parallel computing for large scale problems 
is that of geographically distributed clusters, each cluster consisting of an array of possibly heterogenous 
multiprocessors. Scalability of these systems can be achieved by increasing the number of elements (arrays, 
multiprocessors, or processors) at any level, by increasing the number of levels in the hierarchy, or by a 
combination of the two approaches. The resulting topology is a tree with individual processors as leaves. 

Current parallel numerical solvers for large sparse linear systems of equations typically have a model of 
flat parallelism; they divide a problem into a large number of tasks which are mapped to the processors of 
the parallel system. Load balancing for hierarchical systems is achieved by assigning proportionately more of 
these fungible tasks to more powerful processors. 

HyperMatrix is a package of preconditioned Krylov solvers for nonsymmetric system designed to map 
naturally to hierarchically parallel computer systems. A large coefficient matrix is represented as a block 
matrix, with a coordinatewise (COO) data structure giving the nonzero blocks. Diagonal blocks are either 
standard sparse matrices (the base case of the recursion) or are themselves block matrices. This recursive 
decomposition is repeated for a diagonal block as long as the computing resource it is mapped to (a cluster, 
an array, or a multiprocessor) has parallel components. This approach is clearly extensible to an arbitrary 
number of levels of parallelism. 

The overall data structure is a C++ construct, and efficiency is achieved by using Fortran for the single 
processor kernels which consist of the standard sparse matrix operations for iterative solvers: sparse matrix- 
vector products, upper/lower triangular solves, etc. Global preconditioning is with block diagonal, block 
SSOR, or an innovative “reduced communication” method based on approximations of off-diagonal blocks. 
The latter allows parallel efficiencies nearly matching that of block diagonal preconditioning. The required 
diagonal block solves in the preconditioners consist of calls to HyperMatrix and so are also recursively im- 
plemented. At the leaf level where blocks are represented as standard sparse matrices, a solve can consist of 
application of a preconditioned iteration, a partial factorization, or a complete sparse direct method. This 
allows a rich variety of preconditioning strategies, and different latencies corresponding to different commu- 
nications costs can be masked by carrying out more complete preconditioning solves on some nodes. 

Testing results are presented for an implementation of HyperMatrix on arrays of SGI Power Challenge 
computers, showing good multilevel parallel efficiencies. 
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Extended Abstract 

The Bunch-Kaufman factorization is widely accepted as the algorithm of choice for the direct solution of 
symmetric indefinite linear equations. It is the algorithm employed in both LINPACK and LAPACK. It has 
also been adapted to sparse symmetric indefinite linear systems by Liu and Duff-Reid. Such systems arise in 
many optimization settings, especially the so called KKT systems. 

While the Bunch-Kaufman factorization is normwise backwards stable, its factors can have unusual 
scaling, with entriea bounded by terms depending both on IlAll and K(A) .  This scaling, combined with the 
block nature of the algorithm, may degrade the accuracy of computed solutions unnecessarily. Overlooking 
the lack of a triangular factor bound leads to a further complication in LAPACK, such that the LAPACK 
Bunch-Kaufman factorization can be unstable. 

We will present a new approach for the sparse case that provides better accuracy than Liu’s sparse variant 
of Bunch-Kaufman. Our new approach is similar to the Dd-Reid algorithm but often times provide higher 
efficiency. 
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Large Block Pivots in a Sparse 
A = PLUQ Factorization 

Cleve Ashcraft 
Boeing Information and Support Services 

P. 0. Box 24346, Mail Stop 7L-22 
Seattle, Washington USA 98124. 

Extended Abstract 

We discuss a true block A = PLUQ factorization (as opposed to a partitioned factorization) of a sparse 
matrix. L is strictly lower triangular and U can be factored as D 8  where D is block diagonal and U is 
strictly upper triangular. The blocks in D range in size from 1 x 1 to 32 x 32. P and Q are permutation 
matrices chosen for stability, i.e., the entries in L and 8 are small in magnitude and the blocks in D are well 
conditioned. 

The advantage of large block pivots is the ability to utilize BLAS3 kernels in a straightforward manner. 
We will discuss performance for a shared memory factorization code - the expense of finding pivots, the 
speed of the computations and the stability of the factorizaton - all as a function of block size. 
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An Alternative Approach to Out-Of-Core Sparse Factorization 

Edward Rothberg Robert Schreiber 
Silicon Graphics, Inc. 

Mountain View, CA 94043 
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rothberg@sgi.com schreiber@hpl.hp.com 

Extended Abstract 

Modern workstations have enough computing throughput to solve very large sparse matrix problems 
(1012 operations can be done in an overnight run) but lack sufficient main memory to store the triangular 
factors. Hence, out of core methods should be available; preferably in the form of portable software. 

Out-of-core sparse matrix factorization is almost always performed using a multifrontal method. The or- 
ganization of the multifrontal method allows for natural out-of-core implementation. The method maintains 
an in-core stack of update matrices, and columns are written to disk as they are completed. This method 
has the advantage that it performs the minimum necessary disk 1/0 - the matrix is written to disk once. 
Unfortunately, the multifrontal method also has one serious disadvantage: the amount of in-core memory 
required to factor a matrix is determined by the size of the update stack. In many cases, the update stack 
consumes a significant fraction of the size of the factor matrix, thus severely limiting the range of problems 
that can be successfully solved. 

This talk explores a simple alternative to the multifrontal method for out-of-core factorization. In this 
approach, the factor matrix is decomposed into a set of large, sparse, rectangular blocks. The factorization 
is then expressed as a series of primitive operations on these large blocks: diagonal block factorization, block 
multiplication, and block triangular solves. The relevant blocks are fetched from disk to perform a particular 
block operation. This approach has the advantage that it imposes no lower bound on the amount of in-core 
memory required to factor a matrix. The amount of disk 1/0 simply increases as available in-core memory 
decreases. Overall, the method performs more disk 1/0 than a multifrontal approach. However, the goal of 
out-of-core factorization is not to minimize disk I/O. Rather, it is to make the most effective use of available 
resources, with memory being an important resource. 

Of course, this method would not be practical if it produced unsustainable 1/0 bandwidth demands. Two 
issues are important for keeping 1/0 requirements manageable. The first is how blocks are chosen. The 
second is how the computation is scheduled. This talk will describe approaches to  addressing these issues. 
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Effective Sparse Approximate Inverse Precondi tioners 

Wei-Pai Tang 
Department of Computer Science, 

University of Waterloo, 
Waterloo, Ontario, 
Canada N2L 3G1, 

wptang@bryce.uwaterloo.ca 

Extended Abstract 

The use of preconditioned Krylov space methods has been proven to be a competitive solution technique 
for wide ranges of large sparse matrix problems. It is commonly acknowledged now that a high quality 
preconditioner is the key to the success. One of the ma& popular choices for the preconditioners is the 
incomplete LU (ILU) preconditioner. The key to the success of this technique is based on the following 
observation: it is possible to obtain an incomplete sparse factorization such that 

A = L U + E ,  

where L and U are sparse and E is small. The more fills are included in the incomplete factorization, the 
smaller the error E is. In most cases, level one fill would be enough to yield a good ILU preconditioner. This 
surprisingly simple technique has provided a robust preconditioner for many rather challenging applications 
such as semiconductor device simulation, groundwater contamination, oil reservoir simulation. However, ILU 
preconditioner still suffers from several issues: 

0 Zero pivoting. 

0 Negative pivoting, if A is a SPD matrix. 

0 Instability, if inverses of L and U are very large. 

0 The quality of the preconditioner are sensitive to the ordering of the matrix. 

0 The parallel implementation of the ILU preconditioner is not a trivial task. 

Recently, the interests in a sparse approximate inverse preconditioner (SAIP) have been merged. The motiva- 
tion of the renewed interests is largely from the parallel processing. Different from the ILU approximation of 
matrix A, a sparse approximation of A-l is sought in this case. The forward and backward solution process 
in the ILU preconditioning step is replaced by a simple (sparse) matrix and vector product operation. Its 
parallel implementation is relatively straightforward. The idea of using a sparse approximation of the inverse 
A-’ as preconditioner was proposed almost the same time when ILU was suggested. The original crude 
approach was far less effective as the latter. It wasn’t got popularized in the past. 
To construct a good, but sparse approximation M m A - l ,  a key issue is the sparsity pattern of M. Previously 
unpopular approaches failed to provide a robust technique to determine the sparsity pattern. To reduce the 
coet of preconditioning, M has to be as sparse as possible. Unfortunately, this goal has to be balanced with 
the quality of the preconditioner. The search of an optimal sparsity pattern would be much more expensive 
proposition than the solution of Ax = b itself. Effective heuristics must be sought. The success of several 
new methods relies on their sophisticated schemes in determining the sparsity pattern and the solution of the 
approximation. Their new insight to thG “old” approach has offered high hopes. Some difficult problems are 
solved using these new techniques. 
In this paper, we discuss some limitations of the current approaches. For the problems derived from 
PDE, several new techniques are proposed to further improve the performance and robustness of the sparse 
approximateinverse preconditioners. 
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MRILU: It's the Preconditioning That Counts 
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Extended Abstract 

Today modern methods and computers make it possible to attack successfully complicated problems as 
for example nonlinear time-dependent applications in fluid dynamics on complex geometries, but the quality 
of the numerical simulations is determined by the limited amount of computer power and memory. For many 
problems the CPU-time is dominated by the time needed for solving a large system of equations at every 
time step. 

Therefore much research has been done on fast iterative methods for solving large sparse systems of linear 
equations Az = b. Gustafsson showed that for several 2D-problems the CPU-time using MICCG is O(N5I4), 
where N is the total number of unknowns. Multigrid methods perform even better, and can have an optima1 
order of convergence: the amount of work and storage is proportional to N. However the implementation of 
multigrid techniques for practical problems is much more complicated than that of MICCG, especially when 
the sparsity pattern of A is strongly irregular. 

In [l] an easy to construct incomplete LU-decomposition is presented such that for many problems the 
preconditioned system (LU)-'Az = (LU)-'b can be solved with the optimal computational complexity O ( N )  
by some conjugate gradient-like method. This technique is referred to as Nested Grids ILU-decomposition 
(NGILU), since the incomplete LU-decomposition is based on a partition of the unknowns as in multigrid: 
coarser grids are used to remove low-frequency errors. Numerical experiments show that for many problems 
NGILU outperforms all other standard iterative methods. Shortcomings of NGILU (and most other methods) 
are: the need for a structured grid, difficulties with convection dominated problems and, for supercomputers, 
the recursion in the LU-part. 

All these difficulties have been overcome in a generalized version of NGILU: the Matrix Renumbering 
ILU-decomposition (MRILU). Here the renumbering is determined during the construction of an incomplete 
block-factorization and based upon the matrix instead of the underlying grid. Apart from the dropping 
strategy, a general step in the factorization can be shortly described as follows: suppose that at step k we 
have obtained the Schur-complement sk. We perform a renumbering of sk in such a way that it obtains the 
block structure 

[ 2 2 ] 
where the inverse of A11 can easily be approximated by a (block-)diagonal matrix D .  Then the next Schur- 
complement sk+l becomes A22 - A21DA12. 

From several applications it appears that a CG-like method combined with this new preconditioning 
technique is much cheaper than the same CG-like method combined with methods as standard (M)ILU. 
The difference is more pronounced for the really difficult problems where other methods may even fail, and 
increases strongly with the dimension N. 

[l] E.F.F. Botta, A. van der Ploeg and F.W. Wubs. Grid-independent convergence based on preconditioning 
techniques. In P.W. Hemker and P. Wesseling, editors, Proc. of European Multi-Grid Conf. EMG '93, 
pages 333-344, 1994. 

[2] E.F.F. Botta and A. van der Ploeg. Preconditioning techniques for matrices with arbitrary sparsity 
patter-. In Pm. of the Ninth Intern. Conf. on Finite Elements in Fluids, pages 989-998, Venice 
1995. 
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Extended Abstract 

Keywords maximum transversal, preconditioning, block triangular form, sparse least-squares 

For the last thirty years, a large proportion of research effort in the direct solution of sparse linear sys- 
tems has been devoted to finding good orderings of the matrix to facilitate the sparse factorization. This 
work has recently received further impetus by the advent of parallel architectures and the need to find order- 
ings to exploit the parallelism. Additionally, reorderings have become important in the parallel solution of 
large sparse systems by iterative methods. 

Historically, the biggest effort has been on a priori orderings based just on the structure of the matrix 
without regard to the numerical values. While this purely combinatorial strategy can be very efficient in the 
solution of problems that do not need numerical pivoting, for example positive definite systems, it can be very 
limiting when numerical pivoting is required. The normal approach is to perform a numerical factorization at 
the same time as the ordering is being found. This can be costly in both time and storage although normally 
any subeequent factorization for a nearby matrix can be performed very cheaply. 

In this work, we examine various means of combining numerical and combinatorial information in order 
to obtain an efficient preordering for general systems. One simple example, which we examine in depth, is to 
permute the matrix to place large entries on its diagonal. We describe an efficient way to do this and indicate 
its usefulness both in the direct solution of unsymmetric systems and when using a partial factorization as a 
preconditioner for an iterative method. 

We also examine the solution of least-squares problems and show how combinatorial methods employed 
on the augmented system can reveal structure that is not always apparent in the original overdetermined 
system. We show how this structure can be used efficiently when solving the least-squares system. 
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Extended Abstract 

Many problems in Applied Mathematics and Engineering give rise to very large linear systems of equations 

Ax = b, A E RnXn, x ,  b E R", (0.1) 

with a sparse matrix A. It is often desirable, and sometimes necessary, to solve these systems by an iterative 
method. Let xo be an initial approximate solution of (??), and let xk denote the kth iterate generated by a 
Krylov subspace iterative method. Then the residual error r k  = b - A r k  associated with xk satisfies 

where the residual polynomial p k  is determined by the iterative method, and satisfies pk(0) = 1. Let 11 11 
denote the Euclidean norm on R", as well as the associated induced matrix norm on RnX". The residual 
polynomial determined by the restarted GMRES(m) method by Saad and Schultz satisfies, for k 5 m, 

where 

of A. Then (??) and (??) yield the bound 

denotes the set of all polynomials p of degree at moat k such that p ( 0 )  = 1. 
Assume that the matrix A has the spectral factorization A = S A S 1 ,  and let A(A) denote the spectrum 

This bound would decrease if we were able to replace X(A) by a subset. We will describe how to determine 
a preconditioner that has roughly this effect. This preconditioner is determined during iterations by the 



restarted GMRES(m) method. Our preconditioner can be combined with other preconditioners, such as a 
preconditioner based on incomplete LU-factorization, or it can be used alone, for instance when no other 
effective preconditioner is known. 

The standard implementation of the GMRES(m) method uses the Arnoldi process to determine a de- 
composition of the form 

where Urn E Pxm, f’ E R”, U:Um = I, U:fm = 0, and H ,  E Rmxm is an upper Hessenberg matrix. The 
vector e, denotes the mth axis vector. If the first column of the matrix Urn lies in an invariant subspace of 
dimension k 5 m, then the Arnoldi process breaks down after IC steps, and the decomposition (??) is replaced 

AUm = UmHm + f’ez, (0.4) 

bY 
Auk = I J k H k ,  (0.5) 

where u k  E Rnxk,  UFUk = I, and Hk f Rkxk is an upper Hessenberg matrix. 
Given a decomposition of the form (??), we apply the recursion formulas of the Implicitly Restarted 

Arnoldi (IRA) method due to Sorensen, using Ritz values of large magnitude as “shifts” in order to determine 
an invariant subspace of dimension k 5 m associated with the k eigenvalues of A of smallest magnitude. We 
then obtain a decomposition of the form (??), and define the preconditioner 

This preconditioner maps eigenvalues in the invariant subspace to s = 1, and leaves other eigenvalues un- 
changed. This mapping is meaningful if most of the eigenvalues of A have positive real part, and the largest 
positive real part is 1. We can scale the linear system (??) during the iterations so that these conditions 
are approximately satisfied. Having determined M ( l ) ,  we replace the linear system of equations (??) by the 
preconditioned linear system 

and proceed by solving (??) by the restarted GMRESIm) method. A new preconditioner M(*) for the matrix 
M ( l ) A  can be determined analogously. We remark that in applications of this method it suffices that the 
cdumns of u k  in (??) are close to a basis of an invariant subspace. 

By combining the restarted GMRES( m) method for iterative solution with the IRA method for eigenvalue 
computation, we are able to extract information from the Arnoldi process and determine a preconditioner 
without evaluating matrix-vector multiplications with the matrix A in addition to those required for the 
restarted GMFtES( rn) method. 

M(1)Az =: M(l)b ,  (0.7) 
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Extended Abstract 
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Incomplete factorizations have proven to be quite efficient preconditioners in a great number of cases. 
Unfortunately those preconditioners do not allow for a large degree of parallelism usually, neither in setting 
up the preconditioner nor in applying the preconditioner. A method to gain parallelism in applying this type 
of preconditioners, i.e. triangular solves, is by explicitly inverting the triangular systems. A big disadvantage 
of explicitly inverting sparse triangular matrices, apart from the extra work involved in this inverting, is that 
the resulting triangular matrix is not necessarily sparse, making also the application of the preconditioner 
more expensive when only looking at  the operation count. The way we propose to  overcome this problem is 
by approximately inverting the triangular matrix. 

Because of the larger number of non-zero entries of the inverse of a triangular matrix, multiplying with 
that matrix is computationally more expensive than performing a triangular solve. Therefore, in general it is 
cheaper (faster) to perform a triangular solve in stead of inverting and performing a matrix-vector multiply. 
Even when the triangular solve needs to be done a lot of times, e.g. because it is used as a preconditioner 
for some iterative solving procedure, it is usually not worth while to invert it explicitly: the gain achieved 
by using a (possibly parallel) matrix vector multiply is annihilated by the extra work caused by the extra 
non-zero entries. However, if the fill can be controlled and the sparsity preserved, explicit inverting can be cost 
effective. Of course, it is impossible to  design an algorithm that computes the exact inverse of the triangular 
matrix, with legs non-zero entries. But on the other hand the exact inverse is not really needed since the 
matrix is only used to precondition the system, and an approximate inverse of it might be (almost) equally 
effective in preconditioning the system as the exact inverse, which is implicitly used when a triangular solve 
is performed. 

There are several ways to come up with an approximate inverse M of a triangular matrix A. All of these 
ways have in common that all rows (or columns) of M can be computed in parallel. The standard approach 
is to compute the matrix M such that 111- MA11 is small in some sense. Much effort must be spent on how to 
extend the sparsity pattern of M, and on calculating the complete sparse approximate row (column) each time 
the sparsity pattern of that row (column) is extended. This problem can be overcome by using the product 
form of the (inverse of) the triangular matrix. Using this form gives rise to  sparse vector updates in which 
the (fill’ is generated in a way very similar to Gaussian elimination. We show how fill drop strategies known 
from incomplete factorization can be adapted for the calculation of an approximate inverse of the triangular 
matrix, The adapted fill drop strategies include numerical dropping, positional dropping, fill level dropping, 
and hybrid dropping strategies. We have tested the resulting preconditioners on a series of test-problems from 
the Harwell-Boeing set. These experiments show that using an approximate inverse with a limited amount of 
extra non-zero entries does increase the number of iterations needed by the iterative solver for convergence, 
but in many cases the number of iterations is only slightly larger than in the case where triangular solves 
were used. 

Using the approximate inverse instead of performing a triangular solve generates more work: the con- 
struction of M, and using M as preconditioner in stead of the triangular matrix. However, both these tasks 
have excellent scalable parallel behavior. Therefore it will depend on the computing platform how much effort 
can be spent on this extra work. We measured performance differences for the triangular solve and the matrix 
vector multiplication on three machines: HP-workstation, CRAY C90, and CM-5. We give heuristic models 
for the performance gains on each of these machines. 
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Extended Abstract 

The calculation of a small number of eigenvalues of a large and sparse nonsymmetric matrix A remains 
an important application. A numerical method that is often used is the shift-invert Arnoldi method. This 
method computes the eigenvalues of the shifted-and-inverted matrix Tsr = (A - u I ) - l  with u called the shift. 
The convergence of this method is easy to explain using the eigenvalues of Tsr. It appears that, if u lies close 
to an eigenvalue, convergence is fast. The shift-invert Arnoldi method requires the solution of a sequence of 
linear systems with A - OB. The use of direct system solvers is very economical since only one factorisation 
is required. However, for many applications, iterative solvers need to be used. 

In order to calculate accurate eigenvalue approximates, the linear systems need to be solved accurately, 
which is often very expensive with an iterative system solver. An alternative to shift-invert Arnoldi is the 
Cayley transform Arnoldi method that uses the Cayley transform Tc = (A - QI)-’(A - T I )  instead of Tsr. 
Both methods have the following properties. 

1. If the linear systems are solved exactly, both Tc and Tsr produce in exact arithmetic exactly the same 
eigenvalue approximations under Amoldi’s method. 

2. Shift-invert Arnoldi stagnates when systems are no longer computed accurately. 

3. If T is a good approximation to the wished eigenvalue, the Cayley transform Arnoldi method can 

4. If TSI (or Tc) is computed exactly, the convergence ratio of Amoldi’s method, p say, decreases when 
u lies near the spectrum and that is why u is usually picked near an eigenvalue in order to improve 
the convergence. If a system solver is used, also the accuracy of this system solver plays a role : the 
convergence ratio is perturbed into p + r  where 7 depends on the accuracy (i.e. the cost) of the iterative 
linear system solver. When 7 strongly depends on u, Q should be selected such that p + 7 is minimal, 
which doea not necessarily imply that u should lie very close to an eigenvalue. 

compute this eigenvalue very accurately, independent of the iterative linear systems solver used. 

W e  explain the theory for these points and give illustrations by numerical examples coming from the 
discretisation of nonlinear systems of ODES [2,1]. 

The study of the inexact Cayley transform Arnoldi method is mainly of theoretical interest. It helps 
in an understanding of the Davidson [3] and the Jacobi-Davidson methods [4]. In the talk, we explain the 
difference between the Davidson method and the Jacobi-Davidson method from the point of view of the 
Cayley transform. 
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Extended Abstract 

The Arnoldi/Lanczos reduction is a procedure for approximating a subset of the eigensystem for a large, 
often sparse, matrix A. The process, sequential in nature, produces an upper Hessenberg matrix H, of order 
rn at the m-th step. The reduction only requires the computation of a matrix vector product w = Av at 
each step. This is in contrast t o  the similar reductions in the EISPACK and LAPACK software packages that 
require storage of and application of dense matrix similarity transformations to  the entire matrix. 

The  eigenvalues of H, are used to approximate a few of the eigenvalues of A. The eigenvalues of H, 
improve as estimates to  those of A as m increases. Unfortunately, so does the cost and storage of the 
reduction. Restarting an Arnoldi/Lanczos reduction is an attempt to alleviate the inordinate computational 
and storage requirements associated with the original method when a large number of steps are required for 
convergence. 

The first part of this talk will present analysis that shows a direct connection between subspace iteration 
and Sorensen’s implicitly restarted Arnoldi method ( IRAM).  This connection is exactly analogous to the 
relationship between subspace iteration and the QR algorithm. This viewpoint provides an alternate approach 
when studying the Arnoldi/Lanczos reductions in which the power of the QR algorithm is utilized. We also 
consider generalizing our results to  block Arnoldi/Lanczos formulations. 

The  second part of the talk considers the numerical stability of the Arnoldi/Lanczos reductions and in 
particular studies the behavior of the IRAM.  Since the IRAM is nothing more than a curtailed QR algorithm, 
we are able to  show that its numerical stability is related to  that of Stewart’s algorithm for reordering 
Schur decompositions. We also give a new result that shows that the forward stability, or sensitivity, of an 
Arnoldi/Lanczos reduction depends upon unwanted perturbations in the starting vector. 

The  final part of the talk presents the numerical techniques designed to make the IRAM as reliable and 
robust as the implicitly shifted QR algorithm. These techniques include deflation and orthogonalization 
schemes as well shifting strategies. These schemes are analyzed with respect t o  numerical stability and 
computational results are presented. 
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Extended Abstract 

There is much debate in the numerical analysis community about the necessity of using block meth- 
ods for large scale eigenvalue computations. This talk addresses the use of both blocked and unblocked 
Arnoldi/Lanczos methods by performing a careful comparison of the two variants. 

There are two main arguments (motivations) for using block methods. The first motive is for reliably 
determining multiple and/or clustered eigenvalues. The  second motive is related to  issues dealing with com- 
putational efficiency. In many instances, the cost of computing a few matrix vector products is commensurate 
with that  of one matrix vector product. However, there remains the issue of how to select the block size and 
the added computational complexity. 

On the other hand, recent work by Lehoucq and Sorensen indicates that  an unblocked Arnoldi/Lanczos 
method coupled with a deflation strategy can be used reliably to compute multiple and/or clustered eigen- 
values. However, an unblocked reduction may prove inefficient for some eigenvalue problems. 

We first consider the careful numerical implementation of block methods. Robust deflation, orthogo- 
nalization and restarting strategies are presented. In particular, we demonstrate how Sorensen’s implicitly 
restarted Arnoldi method may extended to block formulations. 

Finally, we perform a series of careful numerical experiments to assess the differences between the blocked 
and unblocked variants. The goal of our study is to provide the numerical analyst and software developer a 
better understanding of the many issues involved. 
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Extended Abstract 

This study proposes a polynomial acceleration of the projection method to compute a few eigenvalues with 
the largest rea1 parts of a nonsymmetric matrix. We simplify the computation of the least-squares polynomial 
which minimizes its norm on the boundary of the rectangular area enclosing unwanted eigenvalues, using 
the minimum property of the orthogonal polynomials. We show that this method is more stable than the 
Tchebychev accelerated eigensolvers, especially when the eigenvalues are not clustered. 

The Arnoldi method, which has a drawback of the expense of too much memory space, can be improved 
by using the method iteratively. Although the iterative Arnoldi method is quite effective and may excel the 
subspace iteration method in performance, the dimension of the subspace is inevitably large, in particular 
when the wanted eigenvalues are clustered. 

In the Tchebychev acceleration technique for the Arnoldi method proposed by Saad, which is the ex- 
pansion of the similar technique for symmetric matrices, we use the property of the normalized Tchebychev 
function Pn(X) = T n ( e ) / T n ( $ )  where d and d f c are the center and the focal points of the eIIipse which 
encloses the unnecessary eigenvalues. Considering the optimal ellipse obtained by the previous step of the 
Arnoldi method and applying this polynomial to the matrix of the problem, we make the new matrix whose 
necessary eigenvalues are made dominant. 

In this study, we use the convex hull proposed for the solution of the nonsymmetric linear system instead 
of Manteuf€el’s optimal ellipse. The least squares polynomials minimize the Lp norm defined on the boundary 
of the convex hull which encloses the unnecessary eigenvalues. F’rom the maximum modulus principle, the 
abeolute value of the polynomial is guaranteed to take on a maximum on the boundary of the convex hull. The 
polynomials can be generated without any numerical integration, using the orthogonslity of the Tchebychev 
functions. In the eigenvalue problem, we can directly use the ortho-normal polynomial generated by the 
Tchebychev functions as the mini-max polynomial. 

We examine the complexity and the computational stability of several methods by numerical experiments 
and confirm the validity of our method by using the Harwell-Boeing Sparse Matrix Collection. This method 
requires the computation of 2rmnr+Bmr(mr+2r+l)n flops for the block Arnoldi method, r3[10m3+O(m2)] 
for the computation of the eigenvalues of the Hessenberg matrix, and 2krnz + O(n)  for the polynomial 
iteration, denoting by n, nz, m, r, k respectively the order of the matrix, its number of nonzero entries, 
the number of block Arnoldi steps, the number of required eigenvalues, and the degree of the Tchebychev 
polynomial. Numerical results also shows that our method is more stable than Ho’s improved Tchebychev 
acceleration technique, especially when the eigenvalues are not clustered, in which cases the optimal ellipse 
can not enclose all the unnecessary eigenvalues, while the convex hull is determined so that it covers all of 
them. 
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Extended Abstract 
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Direct methods for sparse linear systems require sparsity-preserving pivot orderings. Finding a good 
ordering can dramatically reduce the time and memory required to solve a linear system. This is not a trivial 
task, since the best pivot ordering is usually impossible to find (an NP-complete problem). We must resort 
instead to non-optimal heuristics. Two of the most effective and widely heuristics are the minimum degree 
algorithm and its unsymmetric counterpart based on the Markowitz criterion. The minimum degree algorithm 
(for matrices with symmetric nonzero pattern) selects the diagonal entry that minimizes the degree (number 
of nonzeros minus one) of a row. Markowitz' method for unsymmetric matrices selects the numerically- 
acceptable entry that minimizes the product of the row and column degree, which is an  upper bound on the 
amount of fill-in (new nonzeros) the next step of factorization can create. Both methods spend the bulk of 
their time not in selecting the pivot of minimum degree or cost, but in recomputing these degrees after a 
pivot is selected. 

Over the past three or four decades a great deal of effort has gone into developing very creative algorithms 
and data structures to reduce this degree computation time. I will discuss some of these techniques (the 
quotient graph, mass elimination, element absorption, supervariables or indistinguishable nodes, multiple 
elimination, external degree, and incomplete update), and describe how they improve the ordering or reduce 
the time and memory required to find the ordering. 

Several researchers have considered various approximations to the degree that are faster to compute than 
the exact degree. I will present some of our work in a particular form of degree approximation. Historically, 
the Markowitz criterion (1957) preceded the minimum degree algorithm (1967). Similarly, we first developed 
our degree approximations in the unsymmetric context fan unsymmetric-pattern multifrontal method, UMF- 
PACK or equivalently MA38 in the Harwell Subroutine Library), and then derived its symmetric analog to 
obtain an approximate minimum degree ordering algorithm (AMD, or equivalently MC47 in the Harwell S u b  
routine Library). I will present both degree approximations and their use in UMFPACK and AMD, and show 
how they are based on or relate to prior techniques (such as the quotient graph). The quality of orderings 
are comparable to  those produced by using the exact degree, and the approximate degree update takes much 
less time to compute. 

Software h available on NETLIB (linalg/amd and linalg/umfpack2). For more information, technical 
reports can be obtained on the World Wide Web at http://www.cise.ufl.edu/"davis. 

'This research supported by the NSF. 
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Extended Abstract 
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The sparse partial pivoting method for factorizing unsymmetric matrices relies on a column preordering 
to control fill-in, and on a row ordering (performed during the numerical factorization) to maintain numerical 
accuracy. A purely symbolic pre-analysis phase finds Q so that the numerical factorization of P(AQ) = LU 
will suffer low fill-in, no matter what the choice of P is. Consider the Cholesky factor LC of ATA. It is known 
that the nonzero patterns of the lower triangular factor L and the upper triangular factor U are subsets of 
the nonzero patterns of LC and L;, respectively, no matter what P is (assuming that A is not permutable 
to a block triangular form). Thus we can find Q such that the Cholesky factor of QTATAQ has low fill-in, 
and thus bound the fill-in in L and U for arbitrary row pivoting. This is also the bound on Q and R if we 
were to perform a QR factorization of A. 

Any ordering method for symmetric matrices can be applied by first computing the explicit nonzero 
pattern of ATA. However, the graph of ATA can be represented implicitly. Each row of A creates a clique 
in the graph of ATA. Thus, the matrix A is a quotient graph representation of ATA. The advantage is that 
a column ordering for A can be computed in 0(lAI) memory, which can be much less than the size of ATA. 
Another advantage is the extra time it takes to compute the pattern of ATA. 

I will present our work on a column approximate minimum degree algorithm for computing Q. The first 
phase of the algorithm determines the degrees of each node in ATA, corresponding to the “row degrees” of A. 
The row degree of column j of A is the worst-case number of nonzeros in the pivot row if column j is selected 
as the next pivot. The column degree of column j is the worst-case number of nonzeros in column j of A. The 
first phase also finds a smaller set of cliques for an edgecover of the graph of ATA, by eliminating redundant 
rows of A. The second phase finds the pivot sequence (Q), using this quotient graph representation of ATA 
and updating the row and column degrees as the elimination progresses. 

Results with several heuristics for pivot selection will be presented: 

1. row degiee only. This corresponds to a simple minimum degree ordering of ATA. The row degree of 
column j is the size of the union of the rows i in Schur complement of A such that uij # 0. 

‘Rssearch supported by NSF. 
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2. row degree times column degree (size of the Householder update for QR factorization). 

3. deficiency of the Householder update. 

4. row degree with ties broken by column degree. 

5 .  column degree only. 

Just as in the minimum degree algorithm, the most costly part of this algorithm is the computation of the 
row degrees. These degrees are already upper bounds on the actual fill-in in A. Rather than computing these 
exactly, we compute approximate row degrees (upper bounds on the exact row degree) based on the methods 
used in the Approximate Minimum Degree algorithm (AMD, or MC47) and in the unsymmetric-pattern 
multifrontal method (UMFPACK, or MA38). 
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Extended Abstract 
We consider the solution of linear least squares problems, 

min llAz - b112, 

where A E Rmxn is assumed to be a large and sparse matrix of full column rank with m 2 n. During the 
last decade, multifrontal methods have made numerical methods based on QR factorization, 

5 

attractive and competitive to previously recommended alternatives (see Matstoms [3]). An important ob- 
servation here, made by George and Heath [l], is that a suitable column ordering of A can be obtained, for 
example, by minimum degree analysis on the matrix ATA. Efficient standard methods can thus be used to 
compute orderings that normally give low fill in R. 

In this talk, we discuss how the minimum degree ordering can be modified to produce an equally sparse 
factor R, while trying to minimize the number of operations required in multifrontal QR factorization. 

Given any initial column ordering, presumably a fill-reducing ordering, we show that equivalent orderings, 
defined by Liu [2J, give significant differences in the number of operations required by the factorization. A 
considerable reduction in the operation count is thus possible to achieve by an appropriate reordering. 

Equivalent column orderings preserve the amount of fill, but generally they lead to different non-zero 
patterns in the resulting factor R. It follows that the elimination tree used in the multifrontal factorization 
may differ, and trees more desirable for the multifrontal method can be obtained. The size and structure of 
the resulting frontal matrices are of particular importance for the operation count. Moreover, the occurrence 
of intermediate fill may also vary for different equivalent orderings. 

We study the computational complexity of the problem of finding equivalent orderings that are optimal 
with respect to these criteria. We also suggest heuristics to minimize the number of operations required by 
the factorization. 

The approach used in this intermediate step is combined with the minimum degree idea to produce a 
hybrid minimum degree algorithm, suitable for multifrontal QR factorization. By numerical experiments 
we show that the pro+ column ordering algorithm, for this purpose, gives better results than standard 
minimum degree. 
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Extended Abstract 

Computing a fill-reducing ordering or a row/column permutation of a sparse matrix is an important 
problem in any application that uses a direct method for solving large sparse systems of linear equations. 
Finding an optimal ordering is an NP-hard problem and heuristics must be used to obtain an acceptable non- 
optimal solution. Improving the run time and quality of ordering heuristics has been a subject of research for 
more than two decades. Two main classes of successfd heuristics have evolved over the years: (1) Minimum 
Degree (MD) based heuristics, and (2) Graph Partitioning (GP) based heuristics. The initial success of 
MD based heuristics prompted intense research to improve its run time and quality and they have been the 
methods of choice among practitioners. The MMD algorithm by George and Liu and the AMD algorithm 
by Amestoy, Davis, and Duff represent the state of the att  in MD based heuristics. However, the work being 
presented in this paper, along with recent or ongoing research by at least two teams, namely, Karypis and 
Kumar, and Ashcraft and Liu suggests that GP based heuristics are capable of producing better quality 
orderings than MD based heuristics while staying within a small constant factor of the run time for ordering 
finiteelement matrices. 

Until now, most researchers have focused on sparse matrices arising in finiteelement applications and 
these applications have guided the development of the ordering heuristics. The use of the interior-point method 
for solving linear programming problems is relatively recent. As a result, the linear programming community 
has been using these well established heuristics that were not originally developed for their applications. This 
paper shows that MD based heuristics can be very unsuitable for many linear programming problems. 

In this paper, we present a suite of algorithms and heuristics for computing a GP based ordering. We 
have developed a graph partitioning and sparse matrix ordering package (WGPP)' based on these algorithms. 
We present experimental results of WGPP for ordering sparse matrices arising in two very different types 
of applications: finiteelement analysis and linear programming. The advantage of WGPP over MD based 
heuristics is more pronounced for linear programming matrices and for very large finiteelement matrices. 
Both MMD and AMD algorithms rely heavily on the concept of mass elimination to achieve their run time 
efficiency. Mass elimination works very well for finiteelement graphs, but may fail miserably for many 
relatively unstructured linear programming problems. We have observed that for sparse matrices of similar 
size (in term of number of non-zero entries), the run time of MMD and AMD is a decreasing function of 
the average supernode size in the factor (larger supernodes mean more successful m a s  elimination). Most 
linear programming matrices have much smaller supernodes than the finiteelement matrices. The run time 
of WGPP is independent of the size of the supernodes in the factor and is proportional to the number of 
non-zeros in the original sparse matrix. As a result, WGPP is faster than AMD by a factor of 2 to 100 
and MMD by a factor of 3 to 300 on our set of test matrices arising from linear programming problems. In 
addition, WGPP produces orderings that require about 30% less work in factorization on an average on a 
large suite of randomly selected linear programming matrices. 

While many algorithms in WGPP are adapted or improved versions of those used in a similar package 
METIS by Karypk and Kumar, there are three main new ideas that enable WGPP to compute better 
and faster orderings than METIS. The ordering used in WGPP is based on bisecting the graph of the 
sparse matrii, finding and removing a small node separator, using the same algorithm to order the nodes 
of the two unconnected components of the graph, and numbering the separator nodes after the nodes of the 

IThe package will soon be available for users in the form of a linkable module. 

123 



two components have been numbered. This technique is known as Nested Dissection. We use a multilevel 
algorithm for computing graph partitions. Like most state-of-the-art graph partitioning algorithms, it uses 
graph ooarsening and refining. However, we generate multiple coarsenings of the same graph, find a separator 
from each, partially refine all separators, and select the best one when the refined graph becomes large 
enough. This technique is particularly useful for the linear programming matrices, where the variation among 
different separators tends to be large. The second improvement results from the use of an iterative greedy 
heuristic with hill-climbing capability for determining a small node separator from an edge separator. This 
heuristic produces smaller node separators than the popular Fiduccia-Mattheyses algorithm. Once again, the 
advantage of our heuristic over the Fiduccia-Mattheyses algorithm is more pronounced in linear programming 
matrim. However, our heuristic serves a useful purpose in the case of finite-element problems also. Unlike 
the Fiduccia-Mattheyses algorithm, our heuristic can effectively work on weighted graphs. This allows us to 
run our nested dissection algorithm on a compressed version of the original graph and results in significant 
run time savings. The third technique that we use to improve both the quality and the run time of ordering 
is a preproceasing step. WGPP inspects the matrix and attempts to find a small set of nodes whose removal 
partitions the underlying graph into two or more disconnected or sparsely connected components. Simply 
removing all nodes with a degree greater than a small constant (we found 5 to be most effective) times 
the average node degree of the graph usually does the trick. The resulting subgraph (or set of subgraphs, 
if disconnected) is then ordered using nested dissection. This preprocessing step, if applicable, results in 
a significant improvement in the quality of the ordering produced, which is very often the case in linear 
programming problems. 
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Extended Abstract 

Technology is frequently advanced by the needs of applied scientist. The development of the sparse 
Cholesky factorization has followed this course. Recently, automatic differentiation (both forward and reverse) 
of the Cholesky decomposition has been introduced in a sparse matrix setting. The latest numerical tools 
are very powerful, and their use has become notable in the area of statistics. This presentation describes the 
development and application of these sparsematrix tools in statistics. 

In the area of Quantitative Genetics, scientist have been using tools for sparse matrix factorization 
since 1985. These devices were used to perform maximum likelihood estimation for genetic models that 
describe production traits (e.g., milk yield) in farm animals. Basically, the likelihood or objective function 
was calculated using the Cholesky factorization. The matrix that was subjected to Cholesky decomposition 
was a large and sparse matrix, and it was assembled from the pedigree details and other data on perhaps tens 
of thousands of animals. Unfortunately, many of the early optimization techniques did not use derivatives, 
because automatic differentiation of algorithms was still in its infancy. Moreover, the algebraic identities of 
the day suggested complicated and timeconsuming algorithms for evaluating derivatives. Some workers felt 
compelled to use supercomputers. But better algorithms would be discovered. 

In 1994 automatic differentiation of the Cholesky decomposition became feasible, and highly optimized 
techniques were readily transported to the sparse matrix setting. This was a major breakthrough, not just 
for the genetic models, but for any linear model common to the Analysis of Variance. The estimation of 
variance components by maximum likelihood has become feasible on personal computers. In some situations, 
the calculations are performed in real time. 

The advanced tools are now finding applications with SpatjaJ Models or Lattice Models. Lattice models 
resemble early genetic models, but nearest-neighbor interactions replace pedigree information. In terms of 
maximum likelihood estimation, the same methodology applies with little modification. Yet the methods 
are also useful for other seemingly non-linear models including Nonparametric Regression. Indeed, the cross- 
validation necessary for smoothing data was found to be an immediate by-produce of backward differentiation 
applied to the Cholesky decomposition. New applications are made possible because discretization frequently 
leads to simple linear relationships that can be exploited. This is most apparent with tools developed for 
Time Series Analysis and Kalrnan Filtering. In many cases, the Cholesky decomposition is adapted to treat 
indefinite matrices, as permitted by complex algebra. 

The methodology is still evolving, and may be applicable to large Space-Time Models, such as atmospheric 
models. 
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