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Data Mining 

Kenneth Lee*, Hillol Kargupta, Brian G. Stafford, 
Kevin L. Buescher and Binoy Ravindran 

Abstract 

This is the final report of a one-year, Laboratory Directed Research and 
Development (LDRD) project at the Los Alamos National Laboratory 
(LANL). The objective of this project was to develop and implement data 
mining technology suited to the analysis of large collections of 
unstructured data. This has taken the form of a software tool, PADMA 
(PArallel Data Mining Agents), which incorporates parallel data 
accessing, parallel scalable hierarchical clustering algorithms, and a web- 
based user interface for submitting Structured Query Language (SQL) 
queries and interactive data visualization. We have demonstrated the 
viability and scalability of PADMA by applying it to an unstructured text 
database of 25,000 documents running on an IBM SP2 at Argonne 
National Laboratory. The utility of PADMA for discovering patterns in 
data has also been demonstrated by applying it to laboratory test data for 
Hepatitis C patients and autopsy reports in collaboration with the 
University of New Mexico School of Medicine. 

Background and Research Objectives 
Data mining refers to the process of extracting useful information from 

data. In recent years, it has become apparent that the increasing quantity of data gathered 

by organizations is a resource that must be exploited by computerized analysis in the 

same way that natural resources have traditionally been utilized by chemical and physical 

processing. Such analysis is becoming critical to decision making in business settings. 

Data mining has been routinely employed on moderate quantities (gigabytes) of 

structured data in the 
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commercial sector to predict consumer behavior by associating known conditions with 

known responses. For example, financial institutions may use past account information to 

predict credit card usage and responses to marketing campaigns. The objective of this 

project is to develop and implement data mining technology suited to the exploration and 

analysis of large collections (hundreds of gigabytes, terabytes, etc.) of unstructured data. 

Existing work in the literature has addressed various aspects of mining large 

quantities of unstructured data. The goal of this project was to integrate these pieces for 

the special case of textual data and to perform experiments to investigate the scalability 

of the resulting system. The first element of such a system is the capability to access data 

in a parallel, distributed fashion. There are two reasons for using parallel data access. 

First, the data may be collected and maintained in a variety of locations. For instance, a 

consortium of banks may be willing to have a third party access and analyze their data in 

order to prevent fraud, but each bank would be unwilling to release control of their data. 

Second, it may not be feasible to store and analyze a large collection of data on a single 

computer system. The advantages of accessing data in parallel are discussed in [I]. 

The second element of such a data d n i n g  system is a mechanism for performing 

distributed analysis on the data and coordinating the results. This is a fairly recent line of 

research. Software programs that autonomously perform tasks have come to be known as 

“agents,” and have seen use for tasks such as filtering email and internet bargain hunting 

(see [2] and [3] for further information). Coordinating the efforts of such agents amounts 

to a parallel search and optimization problem. Stochastic search procedures such as 

Genetic Algorithms are well-suited to solving such problems (see, for example, [4]). 

The third element of such a data mining system is the ability for the user to 

interpret the results and provide feedback that guides the analysis (see [3] and [5] for 

examples). This is necessary because data mining on unstructured data often starts with a 

vague inquiry that develops into a more specific search based on patterns that emerge 

during the analysis. Although iteratively performing keyword searches on text data can 

be viewed as a form of user feedback, such probing can prove ineffective because a large 

number of keywords may be needed to distinguish between the various contexts in which 

these words occur. Consider the following two phrases, which might occur in a 

collection of medical records: 
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“...flu shot wound up being critical condition for immunity ...” 
‘‘...gun shot wound, critical condition ...“ 

Although these phrases share several words, the context in which they occur is entirely 

different. This points to the need for more general feedback mechanisms to separate such 

cases according to the user’s interpretation. 

The goal of this project was to select or create methods to satisfy all of the three 

needs listed above. These pieces were integrated to form a new software tool, PArallel 

Data Mining Agents (PADMA), suited to mining large collections of text documents. 

Additionally, we required that the system be robust to spelling errors in the documents. 

Another objective of the research was to test the scalability of PADMA and to 

demonstrate the usefulness of its interface for incorporating the user’s interpretation of 

the data. 

Importance to LANL’s Science and Technology Base and National R&D Needs 

This research and the associated software tools developed in this project impact 

the analysis and assessment aspects of the Laboratory’s nonproliferation and stockpile 

stewardship missions. In addition, these tools have applications in the commercial sector 

for increasing economic competitiveness by enhancing decision-making capabilities. In 
each of these application areas, there exist large, distributed repositories of unstructured 

data from which it is desired to extract summary information or information related to a 

specific topic. Frequently, such data consists of unorganized text documents filled with 

inconsistent terminology, spelling errors, transcription errors, or errors introduced by 

electronic scanning. The PADMA system assembled in this project is ideal for exploring 

such data. The basic PADMA system is designed for text documents; however, the low- 

level operation of its agents could conceivably be adapted to other domains such as still 

images, strip charts, CAD files, audio records, etc. 

As a specific, detailed example, consider the problem of extracting information 

from archived nuclear weapons data. Such data is not only distributed around the DOE 

complex, but resides at and is maintained in scattered locations within each site as well. 

Although the scanned images of documents are retained for reference purposes, a 

character recognition process is performed to produce documents that can be searched 
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electronically. Such documents contain numerous spelling errors Further, the document 

contents span a large time frame and author base, resulting in inconsistent or ambiguous 

terminology. The widely varied uses of such an archive precludes a high-level 

organization suitable to browsing of the information. Novice users will most likely be 

unaware of appropriate keywords to use in searching the database. The ongoing 

experiments, analyses, and simulations associated with Science-Based Stockpile 

Stewardship will further increase the size and variety of nuclear weapons data, making 

tools such as PADMA vital for accessing our corporate memory. 

Other examples of problem domains suitable for PADMA abound. For instance, 

equipment-servicing logs could be examined to determine common failure modes. The 

diagnostic data produced in the course of allocating computer resources could be mined 

to determine bottlenecks . Archives of simulation dumps could be mined to determine 

what types of simulations have been performed previously and which input parameters 

are appropriate for particular situations. Medical records can be explored to help 

determine causes of known diseases (see (4) for an example) or to detect the outbreak of 

new or suspicious health problems (this has application to biological and chemical 

warfare defense). 

Scientific Approach and Accomplishments 
The research approach was to develop and integrate the following elements into 

the PADMA tool: 

(a) parallel data access and query processing; 

(b) distributed analysis by mining agents to perform hierarchical analysis, such as 

clustering, on the data; and 

(c) a user interface to facilitate interpretation of the results and to allow user 

feedback to direct the analysis. 

Each of these areas will be described below, followed by a summary of experimental 

results on PADMA’s performance. Finally, modifications that allow PADMA to mine 

data other than text documents will be described. 

At the most basic level, data mining agents must be able to access data and to 

communicate results to a central location. This is achieved..in PADMA by using PPFS 



(Parallel Portable File System-see [6]) for parallel data access and MPI (iMessage Passing 

Interface) for interprocess communication. Each data-mining agent maintains its own 

disk subsystem to perform input/output operations locally. Using the PPFS library, a 

subset of SQL (Structured Query Language) was implemented for PADMA. This allows 

the user to speed up the analysis by selecting a subset of the entire dataset, such as files 

containing a combination of keywords. Details about these basic functions can be found 

in (1) and (3). 

The real power of PADMA comes from the distributed analysis performed by the 

data mining agents. The primary analysis method used for text data is hierarchical 

clustering (see [7]).  Clustering is a general technique for partitioning data points into 

groups, or clusters, so that all points within a cluster are near each other and far from 

points in other clusters. Hierarchical clustering then groups these low-level clusters 

(which may consist of isolated data points) into larger clusters. This process continues 

until, at the highest level, one cluster contains all data points. Each level compresses 

information by only passing the location of the center of each cluster and the number of 

points in each cluster to the next level. As an illustrative example, suppose that the data 

points consist of the geographical location of all the chairs in the United States. Then the 

lowest-level clusters would consist of individual houses and buildings (and some isolated 

chairs). Clusters in the next level would correspond to towns and cities. The next level 

would consist of metropolitan areas, etc. In PADMA, each agent performs hierarchical 

clustering on its local data and passes the greatly condensed information about its 

highest-level clusters to a central location, where clustering continues. Specific details 

about how this is performed can be found in (1) and (3). 

The preceding discussion suppressed one crucial detail: how does one compute 

“distances” between text documents so they can be clustered? This is accomplished by 

using n-gram vectors (see [SI). An n-gram of text is a pattern consisting of n adjacent 

characters. For example, the 2-grams of the string “It bit” are “it” (twice), “t-”, “-b”, and 

“bi”. For an entire document, one computes a vector consisting of the number of times 

each n-gram appears (n=4 or 5 usually suffices). Thus, documents are mapped to points 

in a high-dimensional space, allowing clustering to be performed. A consequence of 
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representing documents by n-gram vectors is that the representation is robust to spelling 

errors: randomly perturbing words in a document has little impact on its n-gram vector. 

The final element of PADMA is its user interface. Analysis results from the 

agents are fed to a central location where the user can visualize the clusters using a Java- 

sensitive browsing tool that represents the clusters graphically. During the clustering 

operation, the n-gram vectors are also used to associate each cluster with a list of central 

words. These are words which are common to documents within a cluster and which 

differentiate documents from separate clusters. The central words serve two purposes. 

First, they provide summary information to the user about the documents in each cluster. 

By selecting a cluster with the browser, the user can view its central words as well as the 

lower-level clusters that make up that cluster . By navigating down through the 

hierarchy, the user can eventually reach the individual documents. Observing the 

structure of the clusters and their central words gives a sense of how the documents are 

related. The second purpose of the central words is to provide a feedback mechanism 

that allows the user to change the underlying distance measure, which determines the 

clusters. The user can edit the list of central words associated with each cluster to 

remove irrelevant words OF words that serve to falsely distinguish clusters. This 

information is then used to weight the components of the n-gram vectors, changing the 

way in which distances between documents are computed. Upon re-clustering the 

documents, the user obtains more relevant groupings. This process can be iterated as 

many times as desired. Sample results of using this feature of PADMA to analyze 

autopsy reports are presented in (4). 

Experiments were performed with PADMA to assess its scalability [see (1) and 

(3) ] .  In these experiments, the number of agents was increased and the decrease in 

processing time was observed. The experimental data consisted of over 25,000 text 

documents from the TIPSTER database ([9]), each about 1,OOO characters long. Two 

types of experiment were performed. In the fmt, the raw data was clustered. Xn the 

second, a parallel database operation (e.g., selection of a subset with an SQL query) was 

performed and the resulting documents were clustered. The computation was performed 

on a 128-node IBM SP2 at Argonne National Laboratory. In each case, linear scaling 

was observed; the execution time decreased in proportion to the number of agents 
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employed. Thus, PADMA shows promise for mining very large datasets by increasing 

the number of agents and computers. 

The preceding discussion described the mining of text documents using n-gram 

vectors and hierarchical clustering. This is an important, but small, subset of the possible 

range of data types and analysis techniques. Part of our research involved finding ways 

to make PADMA applicable to other data types, such as numeric data in tabular form, 

and other analysis techniques, such as linear classifiers and decision trees. Genetic 

Algorithms (GAS) are a generic technique for performing search and optimization that 

work well in concert with data mining agents. 

A GA performs a search in a manner that is analogous to the selective breeding of 

organisms. The algorithm maintains a population of individuals, each represented by a 

binary gene sequence, and evolves individuals whose fitness increases from generation to 

generation. In each generation, the least fit individuals are eliminated, the most fit 

individuals are duplicated, and a new population is formed by crossbreeding the 

survivors. As an example, suppose that it is desired to locate variables in vector-valued 

data (or columns in a spreadsheet) which are highly correlated with one another. Then 

each individual in the GA would correspond to a fixed group of variables, and this 

information would be encoded in the binary gene by placing a 1 in the positions 

corresponding to those variables and placing Os in the remaining positions of the gene. 

The fitness of each individual could then be evaluated from the data by computing the 

norm of the correlation matrix for that individual’s variables. 

Our research indicates that GAS are ideal for distributed analysis. Each agent 

maintains its own population and, at certain time intervals, broadcasts the gene strings of 

its best individuals so other agents may profit from that agent’s experience. The 

parallelism introduced by the communication of genes can be further extended by 

allowing the agents to also communicate information about which crossbreeding 

strategies are best. Thus, the agents can also transmit information about transformations 

of the underlying space that allow more effective search (see [4] and (2) for more detail). 

In (4), we report the results of applying a modified version of PADMA to the analysis of 
tabular data pertaining to Hepatitis C patients using correlation matrices and decision 

trees in order to determine risk factors for this disease. . 
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As a final note, several corporations have expressed interest in licensing the 

PADMA technology. The Civilian and Industrial Technologies Program Office CIT-PO 

at LANL is currently handling the copyright process and the transfer of this technology. 
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