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1. INTRODUCTION1 
There are three major areas in which economics can contribute to the evaluation of federal R&D: 

assessment of net benefits, ex ante expected as well as expost realized; tailoring of R&D portfolios to policy 
goals; and guiding the contractual organization of R&D production. Additionally, evaluation of R&D and 
scientific activity tend to be distinctly retrospective, principally because of the long lags between the initial 
production activity and the observability of consequences. Extending the purview of economic evaluation 
of R&D, we find ample opportunity for evaluation that can inform current R&D management practice. 

Traditionally, only the first area, net benefit assessment, has been considered within the scope of the 
economics of R&D, and the widely accepted difficulty of assessing the net benefits of scientific activity has 
led to near abdication of cost-benefit frameworks in favor of such evaluation methodologies as peer review 
and bibliometrics. The hrther R&D activities are from market applications, the less amenable to cost-benefit 
evaluation they have been considered. We consider the scope for household production theory to assist in 
the identification of the benefits of R&D prior to market penetration. 

The financial portfolio model has had striking success in guiding the construction of portfolios of 
assets that return income each time period. R&D’s empirical counterparts to the theoretical constructs of 
portfolio theory are incomplete, but R&D projects do bear some structural analogies to financial assets, 
particularly in the covariance structure of their social returns, the risk-expected rate of return relationship, 
and goal-orientation of a group of assets combined in a portfolio. We explore the capacity of portfolio theory 
to offer practical guidance in the incremental modification of R&D portfolios-ex ante-as well as the 
ability of that model to supplement cost-benefit evaluation of previous R&D experiences-ex post. The 
portfolio analogy helps understand the role not infrequently played by R&D judged after the fact to have 
been unsuccessful. Considering the proportion of private R&D projects that make it all the way to market, 
such an understanding is important in judging the effectiveness of government participation in R&D and in 

‘More detailed supporting argumentation for this paper can be found in our report: D. W. Jones and I. K. Paik, 
“Evaluating Federal R&D Programs,” Energy Division, Oak Ridge National Laboratory and Office of Policy, US.  Department of 
Energy, February 1998. 



science in general. The Department of Energy’s synthetic fuels program of the 1970s and early 1980s is a 
clear case of a difference in ex ante projections of states of the world and expost realizations. 

The portfolio approach to an R&D program leads naturally to consideration of R&D projects as 
options, with the program being a portfolio of options. Examination of energy R&D as an option has already 
begun to appear in the literature ED. Schimmelpfennig, Energy Economics 17 (1995)], but option pricing 
models have not yet been applied to study funding levels. 

The conduct of R&D is organized through a series of explicit and implicit contracts designed to elicit 
long-term commitments by some agents while attempting to limit the commitment by others. It is natural 
to consider the efficiency with which R&D is conducted as a subject for economic inquiry, although in 
practice such inquiries generally are restricted to accounting exercises. In evaluating the efficiency with 
which R&D is done, the current ordinary practice is to look at labor rates and equipment and materials prices 
while considering quantities of those items as the principal instrument variables in an optimization problem 
(our conceptualization, not that of the typical review of an R&D project). We recommend the contractual 
structure and other elements of the incentive structure (pay and promotion) of R&D production as prime 
focal points for managerially useful economic evaluation. 

Non-economic motivations for funding public R&D, including energy R&D, are well known. The 
United States will consider spending several billion dollars on an international space station, partly if not 
largely, to fund the peaceful employment of scientists from the Former Soviet Union. Nonetheless, it will 
be useful to understand the economics of our R&D programs even if other considerations play important 
roles in funding. 

2. DIFFICULTIES IN EVALUATING R&D: PROBLEMS AND REASONS 
2.1 R&D and science as information 

The economic consequences of R&D are notoriously difficult to assess accurately, even after the 
fact. The direct output of R&D, and of scientific endeavor in general, is new information on how various 
parts of the world work. Economically speaking, information itself is not a garden variety commodity. Even 
when it is supplied (produced at a cost) by private agents, it is subject to information problems of its own 
that impede the production of the socially optimal amount of it. The “information problem of information” 
can be seen clearly in an example. We “produce” some information that we believe would be valuable to 
you. We offer it to you-tell you how important it is, how good it’s going to make your life. You’ve heard 
good sales efforts before, so you’d like to check out this information before you pay us good money for it. 
You ask us to tell you what it is, so you can decide for yourself how valuable it would be to you. We’re 
naive and tell you. Now you have the information, so why buy it? We’re out of a sale-sadder but wiser, 
as they say-and we sure won’t do that again. So down goes the supply of information in the future, and 
neither you nor we will benefit from it. An exaggerated example? Possibly, but it shows the elements that 
lead to the under-supply of information in the market. 

Why does this characteristic of information complicate the evaluation of its benefits? First, this 
elusive characteristic of information-its ease of escape in one sense coexists with difficulties in deeper 
“transfer” of new understanding-leaves it without a clearly defined market in the economy. It frequently 
is produced in conjunction with other activities that are expected to benefit directly, so the amount of it 
produced is hard to measure. Second, despite efforts to keep information proprietary, it has a habit of 
escaping from bottles, so it is difficult to track down who possessed it when and what they did with it. Third, 
new information can become old information fairly quickly. Calculus was developed in the 16h century, and 
its contributions to understanding the scientific world have been and continue to be enormous, but now it’s 
“common knowledge” and makes what economists call inframarginal contributions. While this characteristic 
of information may retard its supply, if complicates evaluation also because it is difficult to measure changes 
in values contributed by older information. 



Several less subtle problems exist in evaluating the results of R&D. First, R&D has “long and 
variable” lags in its effects, like Milton Friedman’s description of monetary policy. Some R&D has early 
payoffs, while other results lie on a shelf for years until, for one reason or another, ways to use them become 
apparent. Second and related, the targets of R&D can range from very near-term and applied problems to 
more basic issues with few immediate applications in mind. There is not a one-to-one mapping from the 
applied-basic scale of intended application time to the early or late actual application-the long and variable 
lags of effect. Some highly applied R&D results find little application, even in their intended uses, for one 
reason or another, while some R&D planned as basic finds economically rewarding applications quite soon. 
Third, how would you measure the output of R&D? The scholarly literature on the economics of patent data 
and bibliometrics (use of citations of scientific publications to assess their influence) probabIy has devoted 
more space to discussing the problems of using these types of indicators as results of R&D than to actual 
evaluation of the worth of the R&D so measured. If economists could obtain reliable measures of the output 
of R&D, they undoubtedly could use any of a number of well-known techniques to estimate its value. 

2.2 Little real-time guidance to R&D investment decisions 
In the current state of economic evaluation of R&D, it is not uncommon to have to wait twenty or 

thirty years to get a satisfactory (or at least usable) data series. It is from such retrospective analyses that we 
have come to accept that the rate of return on dollars invested in R&D, both private and public, is at least 
competitive with ordinary financial investments. While it is comforting to know that past public investment 
decisions particularly, but also private ones, have turned out to be beneficial as a whole, this kind of 
information offers virtually nothing in the way of guidance for current R&D investment decisions. There 
is no assurance that the subject areas that gave 10-20% rates of return thirty or forty years ago will still yield 
competitive rates of return now and in the next ten or twenty years. Forecasting the values of potential R&D 
investments in ways similar to projecting the values of new highway and airport construction with cost- 
benefit techniques has not been popular as a method of providing such ex ante guidance to public R&D 
management. Possibly the weaknesses in any data base assembled to use in such an analysis would be unable 
to bear the weight of concerted attacks by reviewers with large financial interests in the outcome of the 
investment decision. 

2.3 Peer review is the predominant R&D evaluation methodology 
In this near vacuum of reasonably objective, “real-time” measures of the value of R&D, evaluation 

of R&D has fallen to various forms of the peer review, which is essentially a fox-in-charge-of-the-henhouse 
strategy. As the rubric of evaluation has become more difficult to ignore in public circles, it is becoming 
well-considered for R&D program and project managers to “build in” evaluation as part of public R&D 
execution plans. Internally controlled evaluations, by peer review or other methods more closely related to 
economic valuation, are unlikely to produce reliable assessments. Requiring public program managers to 
incorporate such reviews that are intended to tell the public whether or not what they accomplished with 
several million of their tax dollars cuts directly against their personal and professional incentives to guard 
their programs, and in that sense is unfair to them, as well as likely being a waste of taxpayers’ money. 

“External” peer review of R&D activities can have a real-time character inasmuch as they may occur 
at intervals during a program, and they may even lead to some mid-course changes and occasionally even 
terminations. Post-execution peer review of R&D activities may be accomplished much more quickly than 
expost economic evaluations using long time series of data, and for that reason may be better able to 
influence the content or conduct of subsequent R&D activities. Nonetheless, the current peer review system 
of public science and R&D is able to use any review outcome as justification for further funding-either 
because success deserves reward or because lack of success requires greater effort (more money). The 
targets of evaluation are inherent quality of research and scientific significance, neither of which is tied 



particularly closely by current evaluation techniques to value to society. “Value” to scientists is closer to 
the measuring rod of current R&D evaluation methodology than is “willingness to pay” by the people who 
are paying. 

2.4 R&D evaluation in the public sector versus the private sector 
Private firms conduct considerable R&D themselves, and although most of their work is closer to 

the applied end of the basic-applied spectrum than is public R&D, they do not find it particularly easy to 
forecast the economic value to themselves of R&D. Fortunately for their shareholders, they have a more 
reliable grip on the money spigot than does the public sector. Their typically shorter time horizons and 
responsibility for only private benefits simplifies their task-or  at least provides a convenient truncation 
mechanism. 

Public science administrators frequently find themselves as advocates for their programs rather than 
investors looking for private (much less social) rate of return. (The supporting argument is that all-around 
advocacy will “bring out the truth,” much as it does in courtrooms; the truth of this argument is not obvious.) 
Economic evaluation is a double-edged sword that has the capability to give answers that administrators 
would rather not hear. After the fact, the finding out how well you did has more public relations value than 
investment-guidance value, but the usefulness of ex ante projections of (net) benefits and expost evaluations 
of realized (net) benefits are of different orders, the latter falling somewhere into the subjects of economic 
history and test cases for improving evaluation methodologies that will be used again on thirty-year-dead 
activities. Administrative careers ride on previous managerial successes, so the incentive to let people 
outside the administrative chain of command take long, cold, hard, objective looks at actions that are no 
longer reversible is close to zero. Learning of the economic value of proposed actions may be a 
professionally safer action than exposing to scrutiny the value-added of actions already completed, even in 
the best of faith. Additionally, there probably is better pay-back to evaluating a course of action before the 
fact than after. 

3. THE SCOPE FOR ECONOMICS IN EVALUATING PUBLIC R&D 
Having offered ample criticism of the currently preferred R&D evaluation paradigm, as well as 

relating ample reason why doing something better is so difficult, it would seem to any reasonable observer 
that the burden is on us, at the very least, to point to some ways to offer improvements. We concur fully with 
this criticism. 
3.1 Cost-benefit analysis 

Why use cost-benefit analysis to project the value of R&D? First, it provides a consistent accounting 
framework that permits comparison across diverse projects. Second, it focuses attention on outputs as well 
as inputs-in fact the difference between the value of outputs and the cost of inputs. It is common to find 
inputs used as indicators of how beneficial R&D activities are, as if the more you spent on a project, the 
better it must be. Third, it offers a precise way to take account of the differential value of benefits and costs 
that arrive at different times, on the principle that, all other things being the same, it is better to have good 
things (benefits) earlier rather than later, and vice versa for bad things (costs). Fourth, it helps distinguish 
between transfers of existing benefits and creation of genuinely new ones. Fifth, cost-benefit analysis was 
developed originally as a device for assessing the value of potential public-sector investments for which 
either markets do not exist or markets had to be created by the public sector. While construction of the 
demand curves for R&D products long has been the sticking point for conventional, cost-benefit evaluation 
of R&D, there is a long tradition within cost-benefit analysis of estimating values outside of conventional 
markets. And sixth, the alternative investment decision criteria (majority vote, command decision, political 
calculation) remain inferior mechanisms for obtaining the best value for public investments. In other words, 



cost-benefit analysis is less bad than the next-worst alternative, and it can serve as a viable alternative, or at 
least supplement, if used with creativity and judgment.. 

The fact that there are not conventionally identified and measurable markets for R&D results is a 
weak objection to exploring the use of cost-benefit analysis for ex ante projection (estimation) of net benefits 
of an R&D project or program. For example, R&D on hydroelectric turbines that killed fewer fish going 
through them produces a benefit that does not pass through markets-at least not directly. Valuation of 
recreational fish-via recreational fishing as an activity-can be accomplished by several techniques, all of 
which estimate how much more money recreational fisherman would be willing to pay for an increase in fish 
populations in the streams they fish. If this were the only benefit to the hydro turbine R&D-and it may well 
not be-its social value coufd be assessed, or at least estimated. The valuation of many other “things” that 
do not have direct markets can be conducted and their benefit values used in a cost-benefit assessment. Even 
the results of some of the Army Research Laboratory’s more combat-oriented R&D projects could have their 
monetary valuation estimated indirectly by assessing various agents’ willingness to pay to prevent their 
absence. Such an assessment would have to take care to ensure that the agents involved in the valuation 
exercise had to trade their own institutional resources rather than simply access an open tap on taxpayer 
resources. 

Household production (value of time) theory, for which Gary Becker was recently awarded the Nobel 
Prize in economics, is an ideal analytical vehicle to study the shadow values of projected R&D outputs-r 
the shadow costs of not having those outputs. How much is a new nonlinear programming (NP) solution 
algorithm worth? What does it cost the NP solution community to conduct their business now? What can 
they not solve reliably now that they would be able to solve reliably with a new algorithm with particular 
properties? What kinds of new business would come their way? Reasonable bounds on value estimates 
based on this line of inquiry do not seem out of the question. 

3.2 Apply genuine portfolio planning principles to R&D portfolios 
In the public R&D management community, the term portfolio is used as a synonym for the word 

array. In a linguistic sense that is acceptable, but in any other sense it fails to use any of the information that 
i s  available in the understanding of risk-return relationships in the theory of financial portfolios. Some 
efforts are underway to add “risk considerations” to the planning of R&D portfolios, particularly in the 
PNGV program area, but they risk being relegated to “add-on” considerations after the basic, desired mix 
of activities is determined as well as vitiated by the simultaneous incorporation of a fudge-factor mechanism 
to let the R&D manager come up with whatever mix of activities he really wanted in the first place. 

R&D is known as a risky endeavor, and government is commonly accepted as a social risk-acceptor 
of last resort, making a natural marriage between the two-o r  at least a long-term and serious, if non- 
exclusive, relationship. The risks are of the sort that maybe what seemed like a good concept at a distance, 
proves less useful or more difficult to implement up close. Solutions may be elusive. Results may prove to 
be less robust than anticipated or slightly different from what the market is able to use. Conditions in the 
world at large that were thought imminent at the beginning of a research program fail to materialize 
($100/bbl oil and synthetic fuels). The risks of incompetent or dishonest behavior upending a project are 
pretty low in most contemporary R&D, but the consequences of a project that doesn’t yield a payoff can be 
just about as damning. A good deal of R&D planning and management is designed to ensure that virtually 
nothing in the incompetence and dishonesty categories of events could ever happen, but eliminating that 
source of R&D risk leaves only the types of risk that really are peculiar to R&D. 

The notions of “successy~ and “failure” in R&D are popular, only no R&D manager wants any 
association with the latter. Only about 20% of private R&D projects result in a product that makes it to the 
market. Now, considering that some groups of government R&D projects begin with risks that the private 
sector won’t touch and another group of them has an insurance-like character such that, by definition, not 

. 



all of them can have a “payoff,” what kind of   success'^ rate ought to be expected of government R&D 
projects? Alternatively, what project “failure” rate should qualifL a public R&D program for a golden fleece 
award? Before cranking out a number that everyone would attack anyway, we need to think about how we 
define “success” and “failure.” In setting the definitions, we need to identify the goal of the R&D before we 
can measure the extent to which it was satisfied. Suppose we satisfied the goal 100%. What then? Was it 
because we threw three times as much money at it as we originally intended, just to pull it out of the fire? 
Or did everything go pretty much as planned (for once!)--on schedule and within budget? If the latter, could 
we have done as well for less money? What if’? Can we define how much the goal is worth? What was it 
worth to achieve it, not in terms of performance evaluations but in terms of value to society? 

An important concept contained in portfolio reasoning involves the types of risk that are important 
to consider when selecting a portfolio. One of the most common focal points of risk in R&D project 
selection is the project itself: What is the likelihood that it can be completed “on time and within budget”? 
What is the technical likelihood of the key research questions being solved? The distinguishing feature of 
the portfolio approach to risk is what is called “covariance risk”: how the risks of one project are related to 
risks in another project and to the aggregate of other projects. If we can count on project B doing very well 
when project A also does very well, we could think of our portfolio as a gang-busters combination. However, 
the symmetric down-side of this positive covariance between project outcomes is that if one goes bust, the 
whole portfolio probably will go bust. A negative covariance between projects is a desirable characteristic 
from the portfolio perspective. This is not to say that for every successful project, we want one that is likely 
to be unsuccessful. Rather, the point is that each project is geared in one way or another to circumstances 
in the future, but those circumstances are not known with perfect certainty. When the future that is relevant 
to each R&D program is actually characterized by an array of outcomes (or “states of the world”), it is 
desirable that the individual projects that comprise a program not all be aimed at being especially successful 
or valuable in the same future state of the world, because only one of them will occur. In other words, the 
projects comprising a program should not all be directed at the same future state of the world; it’s putting 
all one’s eggs in a single basket despite the appearance of different baskets. The alternative baskets in the 
old chestnut about the eggs and baskets can involve the different states of the world as well as different 
projects. 

The inter-project covariance is a key concept for controlling the riskiness of an entire portfolio of 
R&D projects. Expressed intuitively, we can expect some correlation between the degree of technical 
success of various projects, or of the utility or value otherwise of the results of successfully completed 
projects @e., economic success). In some instances individual projects may be directed at particular future 
states of the world, either similar or dissimilar states. For instance, several projects may be expected to have 
especially high payoffs if oil prices are 30% higher in real terms ten years from now. Assuming that the 
degrees of skill in their technical execution are independent, we would expect all of these projects to have 
high payoffs in the same state of the world; conversely, if oil prices are the same in real terms in ten years 
as they are now, all three projects would be expected to have lower payoffs. These projects would have 
positive covariances-when one of them did well, all three of them would; when one of them did poorly, they 
all would- in an economic benefit sense, not necessarily a technical sense. Possibly some projects have 
intended outcomes that would have high payoffs in roughly opposing future states of the world-say, one 
will have a very high payoff if the Mississippi Valley region of the United States is 1 So C warmer and 10% 
less humid in twenty-five years than it is now, while another one will have a high payoff if that region is 1 So 
C warmer but 10% more humid in twenty-five years. It will be impossible for both states of the world to 
occur, so one or neither of the projects can have a high payoff, but not both. The expected covariance 
between these projects would be negative, with a correlation approaching minus one. There are two possible 
foundations for present uncertainty about these future states of the world: either the science is insufficiently 
well known to yield the prediction, or very mature science on the subject informs us that there are too many 



~ variables at work to predict their net outcome with any better degree of confidence than our forecasts above 
have. 

Both of these causes for correlation between R&D project outcomes could be anticipated by either 
R&D or forecasting program managers. They may be unable to affect the correlations, but they could 
anticipate them prior to either creating the research program or adding or deleting projects from an existing 
one. In anticipating them, the R&D program manager could select projects so as to affect the overall risk 
of an R&D program. Combining projects with negative anticipated covariances will reduce the risk of a 
program containing them. Similarly with projects whose benefits are expected to have essentially zero 
covariance. This rule of thumb is not an admonition to select projects that are expected to be unproductive 
to counter projects that are expected to be productive. Rather it says that if the value of projects in an R&D 
program are expected to be higher under particular future states of the world, and there is some present 
uncertainty about what that future state of the world will be, the risk of the overall R&D program will be 
reduced, for a given expected rate of return on the R&D funds invested, if not all projects are designed to 
obtain their greatest values in any one of the possible states of the world. Analogously when the source of 
uncertainty in the performance of technologies under development resides primarily in their 
scientifidtechnical foundations rather than in their performance in alternative states of the world. 

Using the portfolio concept as a planning device can help an R&D manager allocate R&D 
investments to achieve a particular goal that involves a trade-off between risk and bang-for-the-buck. Not 
uncommonly, one of the goals of a federal R&D undertaking will be to deal with a particular set of 
circumstances that may arise in the future-or that may not. When R&D is intended to meet contingent 
conditions in the future, different present projects may prepare best for different circumstances that may 
emerge. A portfolio approach to planning current R&D for such uncertainties would allocate funds to 
different R&D projects that would be especially beneficial under distinct outcomes. Clearly, not all projects 
in such a portfolio will produce results that turn out to be useful, from an expost perspective-but some of 
them might have had the world turned out differently! What could characterize these kinds of “future 
circumstances?” Global climate change certainly is one such example: say, a 20-year future that is 1 degree 
warmer and 14% wetter versus one that is 3 degrees warmer and 10% drier. But many, more mundane 
aspects of the future are contingent as well. 

Consider another example. If another research program, say one sponsored by the Japanese 
government, yields a particular set of findings five years hence, some of the future results of the U.S. 
Department of Energy’s current R&D efforts will be more valuable, others less so. Could the Japanese 
projects’ findings have been predicted before we started our own R&D (Le., now)? The natural answer is 
“no,” or at least “probably not,” but further consideration could focus on the alternative outcomes associated 
with possible results of the Japanese R&D. Alternative results for the Japanese R&D could be predicted, 
and each possible outcome would make different R&D projects of our own more valuable, but we can’t tell 
which ones will occur. Do we try to second-guess which outcome will occur? Reasonable scientific 
assessment could narrow the range of alternatives, but generally still will leave scope for significantly 
different results (otherwise it wouldn’t be research). Preparation of one’s R&D program to meet a range of 
possible future conditions of scientific knowledge can raise the likelihood that the entire program will 
produce results that will be beneficial when they emerge, even if not every project turns out to be useful. 

A new interpretation of the “failed” R&D project emerges from a portfolio view of R&D programs. 
The U.S. Synthetic Fuels Corporation of the late 1970s and early ‘80s makes a handy example. Arising from 
the fright over disappearing oil supplies following the 1973-74 oil price shock and predictions of real oil 
prices ranging from $60-120/bblY oil shale, tar sands, etc. looked like excellent resources to develop. Despite 
the subsequent oil price shock of 1979-80, associated with the Iranian Revolution and the opening of the Iran- 
Iraq War, and continued high oil prices through 1986, it became apparent (or at least plausible enough to 
deter private investment) by the early 1980s that the world was not running out of oil, and the USSFC was 



shut down. The Corporation was decried as a boondoggle, Congress complained of wasting the taxpayers’ 
money, etc.* 

Currently there are limits to the analogy between financial and R&D portfolios. The covariances 
among the rates of return of assets in a financial portfolio can be studied over considerable lengths of time, 
and with many observations, so a portfolio manager can have a very clear idea of how different assets will 
behave together in a portfolio when they are assembling a portfolio. This is a luxury that is not available in 
applying the portfolio analogy to projects in an R&D program or to R&D programs in an overall 
Departmental portfolio of programs. R&D projects do not yield continuous observations on their rates of 
return, but rather a single observation per project, that unfolds gradually over some time period of variable 
length, beginning at some poorly predictable time in the future. No coherent data base exists to which an 
R&D program manager can go to find out how an R&D project of type X can be expected to behave with 
another of type Y. In the first place, by their very nature, R&D projects tend to be unique-if they’ve already 
been done, there is no point to doing them again; the work would cease to be R&D. The assessment of the 
covariances among projects in an R&D program, at least in the current state of systematic knowledge about 
the relative technical and economic success of R&D projects with particular characteristics, will have to be 
considerably more informal that would be the case for assets in a financial portfolio. 

The financial option concept can go some way to reconciling R&D “failures” within an R&D 
portfolio. The USSFC was one of a number of investments the Department of Energy made to protect the 
nation’s energy security ten to thirty years in the future. The predictions of continually rising oil prices were 
widely believed-whether they should have been or not is another question-and formed the cornerstone 
of the future state of the world for which the federal government believed it needed to prepare the nation. 
Other elements in the portfolio of R&D responses the DOE made during that time proved more useful in the 
circumstances which did emerge-energy efficiency research, other alternative energy sources (many of 
which have yet to reach their potential value, at least in part because of state-of-the-world characteristics), 
energy conservation, and the Strategic Petroleum Reserve. Synthetic fuels research served as an insurance 
policy of sorts; expressed alternatively, it purchased the United States the option to move more fully into 
synthetic petroleum fuels should that have proven desirable. Its valuation should take the form of the value 
of that option, evaluated at its purchase time, not its call time. The valuation of an option (e.g., a financial 
option) is well understood, although the value of the Synfuels Corporation as an option would be an 
independent research problem. The present lesson however is that its value-its contribution to 
society-need not have been the contributions of its research findings to GNP some time in the future, but 
the value to the nation of preserving that energy development option for a few years. This would shine the 
light in a different corner from those that students of R&D evaluation are accustomed to searching and 
altogether puts a new light on “golden fleece  award^."^ 

The Energy-Related Inventions Program (ERIP) has the structure of an applied R&D portfolio, 
possibly even a portfolio of options. The projects it supports run the gamut of energy technology 
applications, yielding a particularly wide diversification of its “assets.” Some guidance as to the covariance 
of expected rates of return on investments in individual invention projects could be derived from financial 
data on the industries relevant to each invention, although considerable idiosyncratic variation necessarily 
would remain in a program such as this, which relies to a considerable extent on individual inventors. A 

*M. L. Weitzman, with W. Newey and M. Rabin, “Sequential R&D Strategy for Synfuels,” Bell Journal of Economics 
12 (1981), 574-590 studied the synthetic fuels R&D program from the perspective of an information-collecting effort, with 
sequential decisions rather than a once-and-for-all effort. 

3 D. Schimmelpfennig, “The Option Value of Renewable Energy; The Case of Climate Change,” Energy Economics 17 
(1995), 31 1-3 17 uses the option concept to evaluate the value of information facing climatic uncertainties. 



program evaluation strategy could adopt a “pick-a-winner” strategy and bury those in which the technology 
failed in one sense or another. This approach could report a high rate of return on individual project-in fact, 
that approach primes the pump-but would not tell program managers what rate of return their entire 
program was making. Evaluation as an entire portfolio could give managers a more comprehensive sense of 
the return on their investment as well as permit a comparison of the riskiness of their portfolio relative to the 
return they are getting. If the return is too low relative to the risk accepted by the program-a measure of 
the ERIP portfolio risk could be derived-project selection strategy could be revised. 

3.3 Thinking about the cost side of costs and benefits 
Managerially relevant economic evaluation of individual projects would focus less on the economic 

value of R&D results than on how the incentive system implemented by managers is affecting planned or 
potential execution of the R&D project. Peer reviews or external expert reviews sometimes touch on whether 
a project seems to be keeping to its planned schedule or, regardless of plans, whether management could get 
more results out of the resources devoted to the project. Usually, however, these types of reviews focus on 
the quality of the technical and scientific results rather than on the relationship between effort (input) and 
output. In some sense, such reviewers have little incentive to draw attention to level-of-effort issues, since 
all concerned are aware that “extra” resources on a project can be put to productive uses, from writing 
scientific papers to the next research proposal, activities which tend to be funded by retrieving resources from 
bureaucratic cracks rather than through direct authorizations. 

The topic of evaluating the efficiency with which R&D projects are conducted is not well developed. 
Where evaluative light is shined on the subject, it tends to focus on such obvious issues as wagehalary levels 
and support expenditures rather than on the incentive systems that the R&D institutions offer, frequently 
implicitly rather than explicitly, the scientists and technicians. Since the golden rule of incentive systems 
is that, “What gets measured gets done,” care is needed in choice of what to measure. As a corollary, what 
gets rewarded will get measured, so reward structures must be aligned properly too: Because much of 
DOE’S R&D is contracted or subcontracted, the structure (terms) of those contracts will influence how much 
the government has to pay for R&D results as well as when it can expect to get them. These are elusive 
topics, but the federal R&D laboratory system in particular, in its current period of adjustment to a post-Cold 
War economic and research environment, would do well to look more deeply at how its administrative 
structures affect productivity in R&D, not just the productivity of its R&D results. 

4Joseph Stiglitz, of the Council of Economic Advisors, made this point independently at the RAND/Critical 
Technologies Institute Workshop on the Metrics of Fundamental Science” in November 1994: summarized as, “Good metrics may 
have a beneficial impact on resource allocation, incentive structures and program justification, but bad metrics set up perverse 
incentives and may be worse than no metrics at all” (C. Wagner and A. Flanagan, Workshop on the Metrics of Fundamental 
Science: A Summary PM-379-OSTP, Washington, D.C., RAND, February 1995, p. 10). 


