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Abstract* 

Information warfare and system surety’ 
have many mechanisms in common. 
Sandia’s experience has shown that an 
information system must be assessed from a 
system perspective in order to adequately 
identify and mitigate the risks present in the 
system. While some tools are available to 
help in this work, the process is largely 
manual. An integrated, extensible set of 
assessment tools would help the surety 
analyst. This paper describes one approach 
to surety assessment used at Sandia, 

assets and then safeguarding these assets 
within given constraints. 

At the heart of both forms are many mechanisms 
in use today in the system surety discipline. 
Because of its primary mission2, Sandia National 
Labs has extensive experience in this arena. 

The goals of this paper are to: 
describe an approach to information 
surety3 
show its relevance to both forms of IW 

0 point out the difficult aspects of this 
process 
describe the concepts for a tool being 

identifies the difficulties in this processye& discussed at Sandia to make this process 
proposes a set of features that would be 
desired in an automated environment to 
support this process, -e 
e l  to 
be S- 57 the 
i?. 

1 Introduction 

Information warfare (rw) assumes two distinct 
forms: 

offensive warfare, aimed at planning and 
realizing given operational objectives 
within specific constraints 
defensive warfare, aimed at determining 
how an adversary can attack our own 

* This work was supported by the United States Department 
of Energy under Contract DE-ACW94AL85000 ’ The term “system surety” is used within Sandia Labs to 
connote those aspects of system engineering dealing with tradeoffs 
between system functionality, security, safety, reliability, cost, and 
usability. 

more usable by a wider audience 

2 The Surety Engineering Process 

System surety at Sandia National Labs is an 
interrelated set of processes and engineering 
specialties that work together to ensure that, from 
product inception to retirement, the delivered 
product is safe, secure, reliable, and usable by the 
customer. Because Sandia’s surety engineering 
community is divided into specialized disciplines 
along technology and product lifecycle lines, there 
is no one process that can be called the surety 
engineering process at Sandia. In addition, in 

For better than 40 years, Sandia National Labs has been 
responsible for the engineering aspects of nuclear weapons. Given 
the catastrophic consequences that would result from accidental or 
unauthorized b e t  intentional) detonation of these weapons and the 
need to assure military commanders that the weapons will work 
when needed, Sandia National Labs has actively engineered safety, 
security, and reliability into these “systems”. 

“Information surety” is the application of surety principles 
to information systems. 





many ways, surety work is still more art than this system”), then the information gathered is 
science and its successful application relies on the much more extensive. Note, too, that not every 
skill of the surety expert. Even so, there are sets viewpoint will be used for every problem. For 
of procedures that are brought to bear on a given instance, in some systems, the surety engineer’s 
product during its lifetime and, taken in aggregate, guidance may dictate that he is only allowed to 
these could be viewed as constituting such a consider attacks which can be launched from a 
process. network. In this case, how the system elements 

relate to each other in space is unimportant. 
Describing this notional, aggregate process is the 
goal of this section of the paper. The steps in this 
process should be familiar to those who actively 
work in the safety and security fields. These steps 
are described here to provide context for the 
remaining points to be made in this paper. 

2.1 An Overview of the Process 
A central tenet of system surety is that, in a 

typical system, a given adversarial objective can 
be realized in multiple ways and by a range of 
agents; therefore, the system must be viewed as “a 
system” in order to effectively assess its 
vulnerabilities and to safeguard against these. 
This is realized through a series of process steps: 

understand the system 
define the surety objectives 
profile the threat agents 
assess and rank the system’s 
vulnerabilities 
evaluate and rank the potential safeguards 

Note that although these are described in a 
particular order, the actual order used depends on 
the nature of the task at hand. 

2.2 Understand the System 

from four different, yet interrelated, viewpoints: 
Understanding the system involves studying it 

the functional viewpoint 
the physical viewpoint 
the spatial viewpoint 
the temporal viewpoint 

The thoroughness with which this is done 
depends on the nature of the surety engineer’s 
task. If the task is offensive in nature (e.g., “fmd 
out if the password mechanism can be 
subverted’,), then the understanding gained is 
limited in scope. If the task is defensive (e.g., 
“determine how an adversary could compromise 

2.2.1 The Functional Viewpoint 
In the functional viewpoint, the surety 

engineer documents what functions the system 
performs. Without identifying the specific 
mechanisms, the functional view also describes 
how the functions are performed. For instance, in 
a monitoring system, the diagrams that constitute 
the functional viewpoint would show that 
information from various sensors is collected and 
processed to detect the phenomena of interest but 
would not show the specific devices used to carry 
out the processing. Even the sensors in these 
diagrams would be treated as units of functionality 
rather than physical devices because the purpose 
of developing the functional viewpoint is to 
understand how the system behaves, not how it is 
constructed. 

The approaches used to define the functional 
viewpoint are the same as those used in standard 
systems analysis. Process (or “data flow”) 
diagrams show how information is transformed. 
Entity-relationship diagrams or similar techniques 
are used to describe the information content of 
various system elements and to show how these 
information elements relate to one another. State 
transition diagrams describe the various 
operational states in which each system entity can 
exist and the events that cause these entities to 
move from state to state. 

From an attack assessment perspective, this 
information is important because it helps the 
surety engineer decide what to consider subverting 
in the system. It is also the perspective that 
system owners or users will employ in describing 
what they want to prevent or assure. For instance, 
while a system owner may say, “I don’t want a 



hacker to get into my computer” further probing 
will reveal that what they really care about is that 
the information on their computer remain private 
or uncorrupted. 

2.2.2 The Physical Viewpoint 
The physical viewpoint captures information 

about the elements that make up the system. This 
can include computers, software, people, and 
communications. Whereas functional viewpoint 
diagrams show how the system behaves, physical 
viewpoint diagrams show how this behavior is 
embodied in real-world entities. 

Diagram formats in the physical viewpoint 
include: 

0 

0 

0 

0 

system schematics or “block diagrams” 
that show how functionality is aggregated 
in the system 
network topology diagrams that show what 
computers exist in the system and how 
they are interconnected 
process diagrams that depict the how the 
software running on each computer is 
organized and how these processes 
interoperate 
data structure diagrams and protocol 
specifications that document the exact 
format of information handled and how it 
is communicated within the system 

While the functional viewpoint helps the 
surety engineer decide what effects can be 
achieved by attacking the system, the physical 
viewpoint shows the surety engineer where to 
attack to achieve these affects. For example, from 
the functional viewpoint, the surety engineer 
learns that he wants to attack the sensor data 
processing function; from the physical viewpoint, 
he determines that he must attack a given 
computer and its backup in order to achieve this 
goal. 

2.2.3 The Spatial Viewpoint 
The spatial viewpoint extends the surety 

engineer’s understanding of the physical system 
by documenting how system elements relate to 

each other in space. If the physical viewpoint can 
be thought of as a specification for how the 
system is designed, then the spatial viewpoint 
describes how the system is implemented. 

Diagrams used in documenting the spatial 

maps (for system elements dispersed 
across a geographic region) 
blueprints / floor plans (for system 
elements housed in buildings of various 
sorts) 
mechanical drawings (for system elements 
housed in a common chassis) 

viewpoint include: 

One of the key issues in assessing the 
vulnerabilities of a system is identifyhg access 
opportunities given to an attacker. The spatial 
viewpoint gives the surety engineer an 
understanding of what physical access 
opportunities are available, to whom, and to what 
physical system elements. So, for example, in 
developing the physical viewpoint of the system, 
the attacker may learn that the monitoring 
computer the processes sensor data is several 
miles away from its backup computer and that 
both are housed in hardened underground 
facilities. 

2.2.4 The Temporal Viewpoint 
The temporal viewpoint captures two types of 

lifecycle information about each element of the 
system. In the first type of information, temporal 
viewpoint diagrams document how different 
system elements behave and relate to each other as 
a function of time. For example, a security guard 
may come on duty at a given time, perform 
several regularly scheduled patrols of the facility, 
and then go off duty. This guard’s relationship to 
different locations in the facility (and, hence, the 
security postures of these locations) varies over 
time. In the second type of lifecycle information, 
the temporal viewpoint diagrams document the 
“cradle-to-grave” lifecycle of each system 
element. For example, a phone switch is first 
designed and then implemented. It then goes 
through some sort of logistics stage where it may 



be warehoused, transported to the field, and then 
stored on site prior to installation. The phone 
switch is then installed, tested, and placed into 
operation. Once in operation, the switch will be 
maintained and may be upgraded. Finally, it will 
be retiredfrom service. 

In the temporal viewpoint, the first type of 
lifecycle diagram is couched in the context of the 
second; in other words, the first type describes 
how an entity’s relationships to other entities 
varies with time within a given stage of the 
entity’s “cradle-to-grave” lifecycle. Another way 
of looking at this relationship is that the second 
type describes broad periods of time whereas the 
first focuses on a moment-by-moment 
understanding of time. 

In documenting the temporal viewpoint, state 
transition diagrams are a useful tool -- particularly 
for the second (“cradle-to-grave”) lifecycle view. 
While these static diagrams do give some insight 
into the first type of lifecycle, active simulations 
offer greater potential for understanding. 

The assessment value of the temporal 
viewpoint is two-fold. First, because of system 
dynamics, a system’s security posture is rarely 
uniform. Changes in relationships that occur over 
time between system entities mean that certain 
times may be better suited for launching an attack 
on the system. Second, each stage in an entity’s 
“cradle-to-grave” lifecycle presents a different set 
of access opportunities. While a given objective 
may not be achievable in one stage, it may be 
easily achieved in another. For instance, even 
though it may be extremely difficult to install 
malicious code in the monitoring system computer 
and its backup during the operational stage of 
their lifecycles, it may be quite easy to accomplish 
this during the logistics stage or even during 
design and implementation. 

2.2.5 Some Final Words on Understanding the 
System 

In developing each of these viewpoints, the 
surety engineer can create multiple diagrams 

representing varying degrees of detail. For 
example, a block that represents a data processing 
center on one schematic may be decomposed into 
computers, networks, and personnel on another 
diagram. Throughout this process of documenting 
and understanding the system, the surety 
engineer’s most important task is to 
understand how things relate each other. This 
is true not only within specific viewpoints but also 
across viewpoints. For instance, in the physical 
viewpoint, it is important for the surety engineer 
to understand that a given process in a software 
process diagram resides on a given computer in 
one of the network diagrams. Similarly, it is 
important for the surety engineer to understand 
that a given set of behavior represented in a data 
flow diagram in the functional viewpoint is 
embodied in a given software process in one of 
the physical viewpoint diagrams. Without this 
understanding, vulnerability assessment can be 
hampered. 

2.3 Define the Surety Objectives 
Surety objectives supplement the system’s 

behavioral requirements by specifying what must 
be guaranteed and what must be prevented. These 
are typically stated in tenns of system operations 
( eg ,  “Data item X must be known only to the 
following entities’ and under the following 
conditions...”) and will typically be ranked with 
respect to importance. If the surety engineer’s job 
is offensive in nature, then the surety objectives 
will typically be well-defined and narrowly 
focused (e.g., “determine if this unit’s- tamper 
prevention mechanisms can be bypassed”). If the 
surety engineer’s job is to determine how to 
defend the system, then there might not be any 
specific objectives that have been defined when 
the surety engineer starts to work. 

If the surety objectives have not been defined, 
then the surety engineer begins the definition 
process by reviewing the functional viewpoint 
with the system’s stakeholders (i.e., anyone who 
has a legitimate interest in how the system 
performs). For each unique element represented 
in the functional viewpoint, the surety engineer 



asks a set of questions appropriate to that element. 
For example: 

What entity can read this piece of 
information and under what 
circumstances? 
What entity has the right to change this 
information and under what 
circumstances? 
Does this operation have to complete in a 
given amount of time? 
How much loss of value can you stand? 

Two points about defining the surety 
objectives are important to note. First, the kinds 
of objectives that might be set are a function of 
the types of entities that exist in the functional 
viewpoint. Target acquisition systems will have a 
different set of objectives (e.g., “must locate and 
identify in less than 2 seconds”) than systems for 
commerce (“forgery of the financial instrument 
must not be possible”). Second, the set of 
objectives and their relative importance will vary 
across a system’s set of stakeholders. For 
instance, in a point-of-sale system, the vendor’s 
primary concerns may be the security of the 
transaction (Le., he gets his money) and the 
availability of the service (i.e., that the system 
always works and is never slow). While the 
customer certainly cares about the security of the 
transaction, his concern is slightly different -- that 
only the money authorized in the transaction is 
taken and no more. In addition, the customer may 
desire for the transaction to be anonymous such 
that the customer’s identity is not associated with 
the transaction records. 

2.4 Profile the Threat Agents 
In profiling the threat agents, the surety 

engineer and his customer catalog the agents that 
can exploit specified system vulnerabilities4. 
Depending on the nature of the system, these 
agents can be active human adversaries, passive 
system users, or environmental factors This 
cataloging includes an estimate of each agent’s 

A vulnerability is an implementation artifact that makes it 
possible for one or more specific attacks to be carried out. 

capabilities and, as appropriate, level of 
motivation. 

An assessment of an agent’s capabilities is 
based on four factors: 

how much the agent knows about the 
system 
the agent’s skill set 
the resources available to the agent 
opportunity 

How much a threat agent knows about the 
system is typically a function of the agent’s 
relationship to the system. Designers, 
implementors, and maintainers typically have the 
greatest knowledge of the system. System 
managers and system have less. Outsiders 
typically have the least knowledge of all, but 
“typically77 is an important caveat. In certain 
realms, such as military intelligence, the outsider 
may be quite knowledgeable of the system. This 
knowledge is gained through open sources as well 
as through various other means of collection. 

The second factor, the agent’s skill set, 
addresses the agent’s training and ability to make 
use of the available knowledge of the system. For 
example, it is one thing for the agent to know that 
a given communications protocol is used to 
transfer information between two system 
elements. It is another altogether for the threat 
agent to know how to exploit this knowledge in 
order to “hijack” the communications link. 

The third factor, available resources, indicates 
the threat agent’s potential strength and 
endurance. Clearly, a terrorist team equipped with 
chemical or biological weapons is a greater threat 
than a set of rioters equipped with rocks and signs. 
Similarly, a well-funded national intelligence 
agency is probably a more capable and enduring 
threat to an information system than a 14 year-old 
hacker with a PC and a paper route. 

The fourth factor, opportunity, is largely 
addressed by the temporal viewpoint discussed 
above. Whereas the temporal viewpoint 



determines what entities (agents) have access to a 
given entity and when, in considering opportunity, 
the threat agent profile turns the question around 
to determine to what system entities a given agent 
has access and when. 

The final element of the threat agent profile is 
the estimation of motivation. Clearly, this 
element does not apply to natural phenomena 
(e.g., lightening) that could be included in a 
system’s catalog threat agents. While assessment 
of motivation is not an exact science, thinking 
through the reasons why one threat agent might be 
more highly motivated than another is a revealing 
exercise for the surety engineer. In addition, in 
certain environments, there are intelligence bodies 
capable of gathering this kind of information 
(thereby removing a lot of the guess work of the 
surety engineer). 

2.5 Assess and Rank System Vulnerabilities 
The goal of vulnerability assessment is to 

identify vulnerabilities introduced by the design, 
implementation, installation, or operation of the 
system. For each such vulnerability, the 
assessment process documents one or more 
potential attacks that exploit the vulnerability. In 
performing a vulnerability assessment, either of 
two approaches may be used fault tree analysis or 
event tree analysis. If the analysis is focused on 
determining how a given surety objective can be 
subverted, then the top-down approach of fault 
tree analysis is used. Event tree analysis is 
indicated if the goal of the analysis is to determine 
what objectives can be subverted. In either case, 
the issues to be considered are: 

an attack against (or event related to) a 
given system element 

the threat agent initiating the action (or 
event) 
the place and time of the action (event) 

the attendant consequence(s) 

2.5.1 Fault Tree and Event Tree Analysis 
Fault trees (also referred to as “threat trees” in 

the security world) are a deductive approach to 
identifying problems in a system. Starting with a 

given god, such as “Stop this node in the system 
from operating”, fault tree analysis determines 
what conditions could be realized to achieve that 
goal (note that these goals are expressed as ways 
in which the system surety objectives are to be 
compromised). Possible conditions supporting 
this goal would include “Destroy the node” or 
“Deny the node its ability to communicate”. Each 
of these conditions, in turn, becomes a new goal 
which is then analyzed in the same fashion. This 
process stops when a viable set of “attacks” is 
realized at some level in the resulting tree (in this 
context, an attack is a specific action taken to 
exploit a given vulnerability in a particular 
element of the system). 

In developing a fault tree, branches in the tree 
can be independent or logically connected. In 
independent branching (sometimes referred to as 
“disjunctive”), any of the branches associated with 
a given goal can achieve that goal. For example, 
destroying the node will cause it to cease from 
operating; so will denying it communications. If 
the branches are logically connected (or 
c‘conjunctive77), then each of the connected 
branches must be realized in order for the 
associated‘goal to be achieved. For instance, 
breaking into a user account on a computer may 
require both knowing the account password and 
having login access to the computer. Having one 
or the other, but not both, is insufficient. 

Event trees are an inductive approach to 
identifying problems. Rather than starting with an - 
objective and determining what set of actions 
could be taken on system elements to achieve this 
goal, event tree analysis starts by identifying 
actions that could be taken on a system element 
and determining what the consequences are at a 
system level (i.e., what system surety objectives, if 
any, are subverted). For example, in a monitoring 
system, the question might be asked, ‘What 
happens if the voltage reference for a given sensor 
is lowered?” The immediate effect is that signals 
output by the sensor are attenuated. Depending on 
the nature of the system, an attenuated signal 
could be interpreted as having coming from a 



smaller source or from a source located a greater 
distance away from the sensor. If the source is 
smaller, then it may be discarded as 
inconsequential. If the source is considered to be 
located at a greater distance from the sensor than 
it actually is, then the system may fail to react in 
the necessary time frame. 

While fault tree analysis is the primary tool of 
“offensive” assessment and event tree the primary 
tool of “defensive” assessment, in practice both 
are used in any given analysis. Each action 
identified in a fault tree does more than support a 
goal; it can also have other side effects. For 
instance, while destroying the node may meet the 
goal of keeping it from operating, it may also cut 
off an information source that was being used in 
intelligence operations. Similarly, one of the 
challenges of event tree analysis is to unify the 
event trees at appropriate locations so as to 
minimize redundant information in the 
assessments. 

Though the discussions in this section seem to 
focus on faults and events in a single system 
lifecycle state, it should be noted that the trees 
developed can span the “cradle-to-grave” 
lifecycles discussed earlier. For instance, another 
approach to stopping the targeted node from 
working is to disable its key computer. This can 
be accomplished through the insertion of 
malicious code, which can be done in design, 
implementation, or a number of other lifecycle 
steps. Lifecycle issues become particularly 
significant in event tree analysis because the 
consequences of an event vary significantly from 
stage to stage. For instance, altering a sensor’s 
voltage reference during implementation may only 
have the effect that a manufacturing verification 
test is failed. Achieving the same effects in 
implementation as are achieved by altering the 
voltage reference while the sensor is in the field 
would require somehow subverting the human or 
machine testing the sensor during implementation. 

2.5.2 Folding Attacks into the Big Picture 
As noted in the introduction to this section, the 

vulnerability assessment addresses four questions. 
Threat tree and fault tree analyses answer the first 
three: 

What attacks could be launched against 
each system element? 
What are the attendant consequences? 
At what point in each element’s lifecycle 
could each attack be realized? 

These analyses also create an association between 
the consequences (the compromise of specific 
surety objectives), the attacks, and the lifecycle 
stages of system elements. The balance of the 
vulnerability assessment deals with the remaining 
question: “What threat agent(s) could launch the 
attack?”. 

The approach taken to answering this question 
is to consider each attack identified in each tree 
and to identify which entities are capable of the 
attack. This analysis is supported by the lifecycle 
analysis done earlier in understanding the 
temporal viewpoint and by the profiles developed 
for threat agents. 

When this analysis is complete, the surety 
engineer has sufficient information to start 
studying the system’s surety from a number of 
viewpoints. For instance, the surety engineer can 
now ask 

What are all the ways in which a given 
threat agent can attack the system? 
What system element is associated with 
the greatest number of identified attacks? 
At what point in its lifecycle does a given 
element appear to be most vulnerable? 
What surety objective seems to be at 
greatest risk? 
What single action reaps the greatest set of 
adverse consequences? 

2.5.3 Ranking the Risks 
The final step in the vulnerability assessment 

is to rank the relative risk associated with each 



attack scenario5. In this context, “risk” is an 
assessment of the impact of an attack scenario 
relative to its likelihood of occurring. A number 
of approaches to this are possible. One approach 
is to rank an attack’s likelihood of occurrence as 
“low” (=l), “medium” (=2), or “high” (4) and to 
do the same with the attack’s impact. Defining 
risk as the product of impact and likelihood 
results in attacks being grouped into five 
categories: 

Medium Risk 
High: Medium 
LOW- High 

Medium Low Risk 

Low Risk 

2.5.4 Attacks Versus Natural Events 
While the concepts in this section has been 

expressed in terms of active threats, the “attacks” 
discussed need not be initiated by determined 
adversaries. Careless or accidental actions on the 
part of a system user can adversely affect system 
surety, as can naturally occurring events. For 
instance, fire at the operating location of a 
network’s routing hub could completely disable 
the network. Similarly, fatigue can lead to an 

Medium-Medium 

Low- Medium 
Medium- Low 
Low-Low 

High- LOW 

’ The phrase “attack scenario” is used to connote the full set 
of actions required to realize the compromise of a given system 
surety objective. 

equipment operator incorrectly setting the 
equipment’ s controls. 

2.6 Evaluate and Rank Potential Safeguards 
If the surety engineer’s task is to defend a 

system against attack, the fmal step is to propose 
and evaluate safeguards that address specific 
system vulnerabilities. In performing this work, 
the surety engineer: 

identifies safeguards to address specific 
vulnerabilities 
evaluates the mitigation effects of each 
safeguard 
determines whether any new risks are 
introduced into the system by the 
safeguards 

In identifying safeguards, the surety engineer 
has two kinds from which to choose: procedural 
and technical. Procedural Safeguards are the rules 
of operation that are put into place and rely wholly 
on humans to implement. Technical safeguards 
are components (including software) installed in 
the system that increase surety without human 
intervention. In practice, most systems employ a 
mix of both types. 

As is true for surety objectives, the safeguards 
that may be applied to a given vulnerability are 
highly dependent on the system element to be 
safeguarded. While any given element may have 
multiple safeguards that may be applied, each 
possible choice is not necessarily equivalent. 
Different choices will have different aggregate 
mitigation effects, different “costs”, and different 
operational implications. 

Selection of safeguards is driven by the 
ranking of risks with the highest risk attacks being 
mitigated first. While a safeguard may be selected 
for a given risk, it may also have the effect of 
mitigating other risks. Normally, no one 
safeguard will meet all of the needs of the system, 
so a suite of safeguards is selected to provide the 
best combined coverage possible. 



To assess the mitigation effects of a safeguard, 
it functions and structure are incorporated into the 
models developed for vulnerability assessment. 
The fault and threat trees are then reviewed to 
assess how the safeguard’s presence affects the 
treats. While the incorporation may eliminate or 
reduce the impact or likelihood of certain attacks, 
the safeguard can also introduce new 
vulnerabilities. Cryptographic applications are a 
good example of this. The application of 
encryption may eliminate certain attacks on a 
network but introduces new vulnerabilities in the 
arena of key management. Because of this need to 
reassess, the defensive side of system surety tends 
to be iterative. The process continues until an 
acceptable level of “residual risk‘, is realized. 

Other than cost, one of the key issues in 
selecting the suite of safeguards to be applied to 
the system is the effect that the safeguards have on 
the usability of the system. Those measures 
which strengthen the system’s surety often have 
the disadvantage of making the system more 
difficult to operate. If the added burden is 
perceived to be excessive by the system’s users, 
then there is a chance that these safeguards will be 
bypassed. For this reason, the final selection of 
safeguards needs to factor out usability into the 
decision process. 

3 The Process Applied to IW 
The order in which the above steps (understand 
the system, define the surety objectives, profile 
the threat agents, assess and rank the system’s 
vulnerabilities, and evaluate and rank the potential 
safeguards) are applied depends on the form of IW 
being employed. For offensive IW, the process 
begins with a statement of the surety objectives. 
Based on these objectives, the analyst collects 
only as much information about the system as is 
needed to identify means of reaching these 
objectives. In practice, this step will be performed 
concurrently with the vulnerability assessment 
step with each feeding the other. The analyst 
gains enough information about the system to 
postulate ways in which it could be attacked. This 
leads to the start of the development of a fault 

Offensive 
Motivation Find one (or a 

small set of) 
way(s) to 
achieve a given 
operational 
objective 

Data 
Collection 

Focused 
Data may be 
inaccessible 
Better defined 
at the start 
Threats well 
understood 
Fault tree 

Surety 
Objectives 
Threat 
Profiling 

Assessment 
Tools 

Primary 

I scenario 

Defensive 
Find all of the 
ways in which i 
system can be 
attacked and 
determine the 
operational 
significance of 
these 
Broad 
Data readily 
accessible 

@Less defined at 
the start 
Threats less 

Event trees 
certain 

Implemented 
On reaching 
acceptable 
“residual risk” 

Table 2. Differences in Offensive and Defensive 
IW Approaches 

tree. Growing the. tree requires that the analyst 
learn some more about the system, and the process 
continues in this fashion until a credible attack 
scenario is developed. As noted earlier, the major 
difficulty in this effort is the collection of 
information about the system. This is mitigated to 
some extent by the fact that offensive IW is much 
more narrowly focused in its information 
gathering requirements that defensive IW. As the 
threat agents in offensive IW are offensive forces, 
no real analysis work is done in this step; rather, it 
is knowledge of these forces’ capabilities that 
determines when a given attack scenario is 
sufficiently defined and requires no additional 
definition. Finally, in offensive IW, identification 
and evaluation of safeguards is not an issue. 

For defensive IW, the process begins with 
developing a thorough understanding of the 



system to be protected and, potentially, a 
statement of the threats. Given this information, 
the system is assessed for vulnerabilities. System- 
level consequences are thereby identified and their 
relative importance ranked by the system’s owners 
and users. If the assessment is not constrained by 
an existing threat profile, this analysis will also 
indicate those agents that represent potential 
threats. Based on the rankings, safeguards are 
evaluated and selected and the safeguarded system 
is reassessed as needed. 

Table 2 summarizes the differences in these two 
approaches. 

4 Difficulties in the Process 

The two dominant issues faced in this process are 
management of the information collected about a 
system and the breadth and depth of technical 
knowledge needed to effectively assess viable 
attacks and safeguards for a system. With respect 
to the first issue, much of the process is performed 
manually today. Consequently, the individual 
details needed to understand specific aspects of a 
system’s surety can often obscure the bigger 
picture. Answering questions like ‘ m a t  are all 
the things that happen in the system if this 
element fails in this way?” can become laborious 
in systems of reasonable size. 

With respect to the second issue, the diversity 
of technologies that make up modem systems 
requires a breadth of technical expertise not 
normally resident in one person. For this reason, 
teams of specialists are often employed to assess a 
system. In addition to this, the requisite expertise 
in any given specialty is often gained only through 
years of experience in that discipline. 
Consequently, while good technologists desiring 
to safeguard their systems may understand the 
surety engineering process, they lack the 
knowledge base required by the task. 

While automated tools do exist that provide 
some real benefit to the surety engineer, they only 
address specific points in the process and even 
then often do not adequately do that. Many of the 

automated risk assessment tools available today 
are little more than computerized checklists. For 
this reason, they fail to adequately address the 
system perspective. In addition, some tools 
require expert knowledge of the tool in order to 
really benefit from the support provided by the 
tool. 

What would help is a set of interoperable tools 
that addresses all aspects of the surety process. 
Even better would be a user-extensible automation 
environment that permitted relevant off-the-shelf 
tools, like computer-aided systems engineering 
(CASE) products, to be used along side custom 
surety engineering tools. The balance of this 
paper outlines the nature of this desired 
environment. 

5 A Tool Set For Assessment Support 

The tool needed by both the IW and system surety 
communities embodies a combination of the 
capabilities CASE, computer-aided design (CAD), 
and geographic information systems (GIs) tools in 
existence today. On top of this, the tool needs to 
incorporate simulation capabilities and make 
expert knowledge available to users through 
decision support aids. 

Key features of ‘the tool are that it should: 
Permit capture of system information in 
the four viewpoints described above 
e 

e 

e 

e 

In each viewpoint, the user should be 
able to create multiple diagrams that 
represent distinct portions of the 
system or that depict the same portion 
at differing levels of detail 
The user should be able‘ to easily 
specify associations between elements 
in the various diagrams within a 
viewpoint 
The user should be able to do the same 
for elements in diagrams in different 
viewpoints 
The tool should also provide 
composite views that permit a user to 
study the ways in which a given system 



element is manifested in the various 
viewpoints 

Permit construction of these diagrams by 
means of libraries of icons 
0 

a 

a 
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The drawing interface should be 
visually oriented with a drag-and-drop 
approach to selecting and connecting 
these icons 
The icons used on this interface should 
embody significant knowledge 
regarding the kinds of relationships 
supported by the object represented by 
the icon (e.g., computers know about 
power and cables and processes) 
To the degree possible, a user’s 
instruction to associate two objects 
should automatically establish the 
appropriate inter-object connections 
(e.g., dragging a computer onto a room 
should establish multiple relationships 
-- the computer is contained in the 
room, the computer is powered by the 
room, the computer contributes heat to 
the room and the computer’s ambient 
temperature is governed by the room) 
The knowledge embodied by the icons 
should also include how the objects 
behave in response to various events 
(e.g., removing power from the 
computer causes the processes that it 
hosts to cease and the communications 
to halt) 

Permit the user to decide how much 
information is to be captured (rather than 
forcing the collection of extraneous 
information) and, at the same time, assist 
the user in determining what information 
might be useful 
Allow the user to capture surety objectives 
and to relate these to elements in the 
various viewpoints 

The collection of surety objectives 
should permit the user to associate 
each objective with one or more 
system stakeholders 

and 

The user should also be able to rank 
the surety objectives by order of 
importance 

Support the identification 
characterization of threat agents 

When threat agents have been 
associated with attacks, the tool should 
permit the user to view all of the 
attacks with which a given agent is 
associated and the associated surety 
objectives that are subverted by these 
attacks 

Develop fault and event trees associated 
with the system elements and surety 
objectives that have been defined 
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For each attack specified in the tree, 
the user should be able to identify one 
or more threat agents capable of 
accomplishing the attack 
The tool should permit the user to 
selectively view the trees by selecting 
lifecycle stages or threat agents or 
system elements as the central focus of 
the view 
The tool should support assessment 
through the use of simulation (e.g., 
destroying the electrical substation that 
powers a computer causes the 
processes running on that computer to 
halt) 
Varying levels of simulation fidelity 
should be employable as needed for 
specific elements without requiring 
that these other elements operate at 
equivalent levels of fidelity (i.e., if the 
user wishes to simulate with great 
fidelity the RF propagation model for a 
given communications link, the system 
should not force the user to model the 
entire system with the same level of 
fidelity if this detail is not needed) 
The user must also be able to rank the 
relative risk of attack scenarios and the 
aggregate risks imposed by system 
elements and threat agents. 
Each system element should embody 
expert knowledge regarding the ways 



in which an entity may fail or be 
attacked. 
This knowledge should be organized 
by levels of abstraction so as to be 
useful in the various levels of diagrams 
used in the system (e.g., at one level 
the system should talk identify the 
attacks that can be launched against a 
broadcast network and at the next level 
be able to do the same for Ethernet) 
The tool should permit the library of 
icons to be extended by the user 
community and permit this expert 
knowledge base to be extended based 
on lessons learned by the user 

Allow the user to evaluate the effects of 
different suites of safeguards 

This requires that the system provide 
version control capabilities such that 
various “what if” scenarios can be 
evaluated while maintaining the 
integrity of the data collected for the 
initial system 
The tool should provide methods 
similar to “cut set analysis” to guide 
the user in the selection of attack 
scenarios to mitigate 
The attacks knowledge base should 
also include suggested mitigators for 
each attack and considerations for the 
use of each mitigator 

Permit the user to flexibly manipulate 
captured data to view it in ways other than 
those in which it was entered 
Support multiple simultaneous users 
operating of the same information 
repository 
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