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Abstract 

We propose a genetic algorithm that evolves families of rules from a set of 
examples. Inputs and outputs of the problem are discrete and nominal values 
which makes it difficult to use alternative learning methods that implicitly 
regard a metric space. A way how to encode sets of rules is presented together 
with special variants of genetic operators suitable for this encoding. The 
soulution found by means of this process can be used as a core of a rule- 
based expert system. 



I Introduction 
In this paper, we deal with a classification task where the goal is to classify 
an object according to several attributes (inputs of the problem) to a certain 
category (output). The category can be just binary (e.g. ill/healthy) or it 
can posses more values. Moreover, the input domains are only discrete sets- 
each input can have a limited number of values. There is no metrics imposed 
on the domain, and terms like distance or neighborhood do not make a good 
sense here. Many usual methods used in classification regard metric space 
to operate well. Thus, we can either create some kind of metrics (usually 
implicitly by encoding, or by a more sophisticated way) or try to cope with 
the raw data by a technique that does not regard a metric space. 

Logical if-then rules seem to be a promising alternative. Consider a set 
of rules with the condition in a conjunctive normal form and the conclu- 
sion describing a category. The terms in a condition are the equalities of 
a variable and some of its possible values. Such a set (where the rules are 
acting in disjunction) is strong enough to express any relationship in data. 
Also, the form of rules is relatively descriptive, and one can easily under- 
stand their meaning. Rules of this form are used in expert systems, so a 
well-defined framework for providing inferences, explanation of conclusions, 
even evaluating a conclusion confidence exists. 

A genetic algorithm is used to infer the rules from a set of examples 
(training patterns, example inferences). This modern search technique in- 
spired by a natural evolution processes, has been proven to  work well in 
many real-world applications. ([2,33) Genetic algorithm works with the p o p  
ulation of individuals that represent possible solutions of the problem. Given 
a population, the goal is to create a new one by the means of basic genetic 
operators: selection, crossover and mutation. This process is repeated until 
an individual that satisfies a condition for suitable solution is found. For 
our purpose, we encode the set of rules in a specific way and propose new 
variants of genetic operators. 

The organization of this paper is as follows: in section 2 we discuss the 
form of rules and possible alternatives, section 3 shows how the rules are 
encoded in an individual, genetic operators are described in section 4, while 
section 5 contains conclusions and a discussion. 
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2 Form of the rules 

2.1 The proposed form 
A solution of a problem can be characterized by a set of rules that act in 
disjunction. One rule has the form 

. if <condition> then <conclusion> 

where (condition) is the conjunction of blocks B;. 
Each block is the disjunction of terms: (xi = vjj), where 5; is a particular 

variable and vij is one of its possible values. Thus, each block represents 
conditions for one variable. In fact, it defines a subset of values of this 
variable. It immediately follows that the number of building blocks equals 
the number of variables and that the number of disjunction terms in Bi is 
not fixed but is limited by the cardinality (;.e, number of elements) of the 
domain of xi. The <conclusion> represents one particular value from a 
discrete domain. Usually it will be only a boolean value. 

if [(XI = 011) v [(SI = 0 1 2 )  v - - . v (51 = v1*,)] & 
[ ( 5 2  = v 2 * )  v [(Q = 0 2 2 )  v . . . v ( 5 2  = v2nz) ]  &. . . 

. . . & [(zk = vkl) v [(Q = vk2) v . . . v (zk = vknk)] then C 

Figure 1: Scheme of the rule. 

This form of rule is more general than the one described in [l] as prime 
events (see also bellow). Still, the prime events, since they represent a more 
specific rules can be straightforwadly translated to our form and used for 
example as a starting point for genetic sear+ (cf section 4. 

2.2 Possible alternatives 
2.2.1 Prime events 

if (21 = qj)&. . . &(+)& ...( zk = vkj) then C 
The prime event-type of rules is more specific than the proposed form. 

One rule is also a conjunction of terms corresponding to variables, but each 
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term can only represent either a concrete value or all possible values (“wild- 
card”). But, the prime events (found by another methods) can serve as a 
starting point for our genetic search and provide much better starting point 
in comparison to a random initialization. 

2.2.2 Genetic programming 

The genetic programming approach uses a special form of genetic algorithm 
to find a “program” that solves a given problem. The program is usually 
encoded in a LISP-like expression. Such an expression is represented as 
a tree, thus all genetic operations are modified to work with trees. (e.g. 
crossover swaps subtrees, etc.) 

3 Encoding of the rules 
We will call a set of rules that represents a suitable solution of our problem 
an individual. The number of d e s  in an individual is not known in advance, 
but some initial reasonable number has to be chosen for implementation 
purposes. During the learning process the number of rules can either be 
fixed or it can vary (which results in a variable length of an individual). 

Encoding the individual is straightforward-the code of individual con- 
sists of codes of its rules. Each rule is then encoded as a concatenation of 
the building block’s codes followed by a conclusion code. Number of building 
blocks is fixed for a given task (it is equal to the number of input variables) 
but their lengths are not uniform. The length of a building block depends 
on the cardinality of the domain of the corresponding variable. Because each 
building block represents a subset of the domain (it is the disjunction of in- 
dividual values), its convenient representation is a bit map where each value 
is associated with a bit (corresponding to the number of this value). If a bit 
is set (=l), it means that a given value is included in the set, thus it is a 
part of the disjunction) 

Figure 2 shows an example of encoding a subset { 0,3,4} of the domain 
with 7 values (0, 1,2,3,4,5,6} by a bitmap. Suppose that we deal with the 
variable q, so this subset represents a building block Bl which, in this case, 
has the form of the disjunction: (zl = 0) V (xl = 3) V (51 = 4). 
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The set: {0,3,4) c {0,1,2,3,4,5,6) 
is encoded as: 
and represents a block: 

001 100 1 
[(sl = 0) V (51 = 3) V (51 = 4)] 

Figure 2: ExampIe of set encoding. 

Usualy an individual in a genetic algorithm is represented as a one- 
dimensional vector. In our case, it is useful to look at an encoded individual 
as a two dimensional array where rows corresponding to  different rules and 
columns create the building blocks. Building block columns generally consist 
of more binary digits and their widths depend on the domain. Last column 
represents the conclusions of the rules and it is an integer (or boolean) value. 
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Figure 3: Encoded individual. (B;j building blocks, Ci conclusions) 

Genetic operators 
Genetic algorithm works with the population of encoded individuals. In 
the beginning, an initial population is generated. It can be done either 
at random or by a more sophisticated method; it is possible to use prime 
events, for example. The tranlsation of prime event into our rule is quite 
straightforward: we translate the corresponding building blocks. A building 
block is translated either as a one-element subset or as the whole domain set, 
if it  is a wildcard. 

Afterwards, several genetic operators are used to compute a new genera- 
tion of individuals. Traditionally these operators are selection, crossover and 
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mutation. In our case, the inner structure of one individual is more compli- 
cated and our operators should take this into account. It means that we are 
not going to treat our individual as a long binary string with usual genetic 
operations. Rather we propose special modifications of the operators. In 
the following we discuss the selection, two types of crossover and a mutation 
operator suitabIe to operate within our individual-a family of rules. 

4.1 Selection 
The selection operator Y e models darwinian natural selection by randomly 
choosing individuals according to their fitness. Suppose that we have some 
objective function that expresses the fitness of an individual. The bigger 
the objective function value is, the better is the solution represented by an 
individual. There are two basic ways how to perform a selection once we 
have a suitable objective function: roulette wheel selection and tournament. 

In the roulette wheel selection we normalize the objective function and 
thus obtain values between 0 and 1. One particular value represents the 
probability with which the individual is selected. The selection is done at 
random with respect to these probabilities. 

In our case there are more possibilities how to define the objective func- 
tion. The only information we have about the fitness of an individual is the 
training set which contains a concrete combination of inputs together with 
the output value. If we compare a rule with a training example, we arrive at 
three possible alternatives: The rule is consistent with the example, Le. the 
inputs fulfill the rule condition and the output equals the rule conclusion. 
Or, the rule can contradict the example-the inputs fulfill the condition but 
the output value does not equal the conclusion. The third case is that the 
rule does not apply for a given examplethe input is not an element of the 
subset of the input defined by the rule condition. 

By running through the whole training set we can compute the relative 
number of “catches” (the consistencies), “misses” (the inconsistencies) and 
“don’t knows” (the cases where the rule or individual is not applicable) for 
each rule and consequently for an individual. (Note that one cannot simply 
add the rules’ values to obtain the evaluation of an individual because the 
rules in an individual can overlap-more precisely, the sets defined by their 
conditions can have non-empty intersections.) The objective function is then 
computed by the means of these three values. The exact way how. to do this 
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depends on what we are trying to achieve. Generally, this is a multi-objective 
optimization since one tries to maximize the number of correct answers and 
minimize the number of incorrect ones. There are more possibilities how to 
treat the number of cases where the individual is not appliable. By maxi- 
mizing it we prefer good overall performance, while ignoring it can provide 
better local results (Le, we may not be able to encompass the whole space, 
but our results for the subset can be more crisp). Other finer considerations 
can be done to  tune the ratio between the number of catches (determining 
the performance) and .number of misses (effecting thr exactness or purity). 

4.2 High-level crossover 
The crossover operator is responsible for exchanging an information between 
two individuals. The combining of parts of the individuals (chosen by the 
selection operator) provides new (possibly better) combinations of their ge- 
netic material. In our case the crossover operator should preserve the logical 
structure of the individual. That is why we propose two levels of crossover. 

On a high level the crossover operates with rules as units, i.e it exchanges 
rules between individuals. There are more possibilities how to realize the 
crossover. It can exchange only a single rule chosen at random, or it can 
perform a usual one-point crossover. Yet another alternative is the uniform 
crossover in which the rules are chosen at random from both of the parents. 

4.3 Low-level crossover 
The high-level crossover searches for new combinations of existing rules, it 
does not generate new rules. It is still important since, because of the con- 
dition ovelaping, the performance of a rule depends strongly on the context 
of other rules in the individual. In order to generate new rules a low-level 
crossover is introduced. It combines two rules in an individual to create 
two new offsprings that replace the original rules. It is important that the 
crossing points are always on the block boundaries, thus this operator pre- 
serves the logical structure of the rule-it exchanges the whole building bloks. 
There are the same alternatives of the crossover as before, but this time on a 
lower level, i.e. exchanging one building block, one-point crossover of rules, 
or uniform random mixture of parents blocks. 
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4.4 Mutation 
Mutation operator is designed to come up with new sets of values. It operates 
on blocks and by randomly changing their bits. It either adds or removes 
an element of the set. To perform mutation, first a rule in an individual 
is selected, then a block in this rule is selected and finally a particular bit 
is chosen. All these selections are done at random. By flipping a bit we 
introduce a simple random change in the selected set. We can also think 
of mutation variants that always set a bit (i.e. adding an element) or reset 
it. Even more general mutation that sets all bits in a given block can be 
considered. This form of mutation introduces a change that resembles the 
prime-event wildcard. It tells us not to care about a given variable which 
can be useful. 

5 Discussion 
We have presented a genetic algorithm that can extract rules from a set 
of examples. This algortithm is especially designed to operate on discrete 
domains where the values are isolated nominals without a ordering or metrics. 
Thus, this approach can provide a solution for various classification tasks in 
the cases where other methods that depend on a metric space (including e.g. 
the neural networks) fail. One can encode the variables into binary or integer 
values so that it is possible to use the above mentioned methods, but such 
encoding always means a dramatic reformulation of the original problem. 

Our approach works with the original form of data so it does not have to 
cope with the intricances drawn implicitly by encoding. It uses a rnodication 
of genetic learning that have been proven to be a vital searching method. 
We expect it to behave well in the practcal applications, one of which is in 
progress. 
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