
P . 

UCRLJC-118942 
PREPRINT 

Use of Genetic Algorithms and Neural Networks to Optimize 
Well Locations and Reduce Well Requirements 

Virginia M. Johnson 
Leah L, Rogers 

This was prepared for submittal to 
Advances in Resevoir Technology 

London, England 
November 74,2994 

S ~ D  tember 1994 

Thisisapreprintofapaper intended forpublication ina journalorproceedings. Since 
changes may be made before publication, this preprint is made available with the 
understanding that it will not be cited oz reproduced without the permission of the 
author. 

---. 



DISCLAIMER 

Portions of this document may be illegible 
in electronic image products. Images are 
produced from the best available original 
document. 



Use of  Genetic Algorithms and Neural Networks to Optimize Well Locations 
and Reduce Well Requirements 

selected model outcomes 

Virginia M. Johnson, Leah L. Rogers 
Lawrence Livermore National Laboratory 

Livermore, California 9455 1 

via the GA - 
Evaluate with ANNs 

Introduction 

A goal common to both the environmental and petroleum indusmes is the reduction of 
costs and/or enhancement of profits by the optimal placement of extrwtion/production and 
injection wells. Formal optimization techniques facilitate this goal by searching among the 
potentially infinite number of possible well patterns for ones that best meet engineering and 
economic objectives. However, if a flow and transport model or reservoir simulator is being 
used to evaluate the effectiveness of each network of wells, the computational resources required 
to apply most optimization techniques to real field problems become prohibitively expensive. 
This paper describes a new approach to field-scale, nonlinear optimization of well patterns that is 
intended to make such searches tractable on conventional computer equipment. Artificial neural 
networks (ANNs) are trained to predict selected information that would normally be calculated 
by the simulator. The ANNs are then embedded in a variant of the genetic algorithm (GA), 
which drives the search for increasingly effective well patterns and uses the ANNs, rather than 
the original simulator, to evaluate the effectiveness of each pattern. Once the search is complete, 
the ANNs are reused in sensitivity studies to give additional information on the pexformance of 
individual or clusters of wells. Detailed treatments of the approach, including comparisons to 
other search techniques, can be found in Rogers (1992), Rogers and Dowla (1994), and Rogers, 
Dowla, and Johnson (1994). An outline of major steps is presented in Figure 1. 

Create knowledge base of 
representative model tuns 

I 

Verify the highest 
scoring patterns 

Conduct followup 
analyses 

Figure 1. Major steps in the ANN-GA approach to optimization. 



A Groundwater Remediation Example 

We analyzed 28 potential extraction and injection well locations which had been selected 
by hydrogeologists as capable of containing and, under some assumptions, cleaning up the 
groundwater contamination at a western Superfund site within a management timeframe of 50 
years. Extraction wells were selected either for their proximity to contaminated areas or €or 
purposes of hydraulic control. Injection wells were intended to prevent dewatering of the aquifer 
and increase the efficiency of the extractors. Only the efficiency function of the injectors was 
examined in this version of the problem. The locations are overlaid on a 2-D contour map of the 
site's total volatile organic compound (VOC) contamination in Figure 2. The management 
question was phrased as follows: What is the lowest cost subset of these 28 wells that can conklin 
the contamination behind its current boundaries and remve QS much contamination over SO 
years as them1 28-well strategy? 

Figure 2. 28 extraction and injection well locations designed to clean up groundwater 
contaminated by VOCs at a Superfund site. 

The 2-D hybrid finite-elementlfinitedifference model SUTRA (Voss, 1984) served as the 
underlying submodel for the optimization, solving the governing equations for confmed areal 
groundwater flow and areal solute transport. Referring to Figure 2, flow boundaries were no- 
flow fault zones to the northeast and southeast, with flux boundaries directly east and more 
distantly downgradient to the west. Several influent and effluent streams, municipal and 
irrigation wells, and constant annual recharge from rainfall were included. Four hydraulic 
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conductivity values represented four main hydrogeologic units with a typical value king 3 
meters/day. A steady flow model was originally calibrated to the piezometric surface, which has 
had fairly constant topology over time. Pumping rates were fiixed for each well, reasonable 
values having been determined from long-term pump-test and Iithological data gathered at or 
near the well. The hydrogeologic characteristics of the site are treated in detail in Thorpe et al. 
(1gm* 

Establishing the knowledge base. 325 well patterns, mostly drawn at random from the 
set of 28 wells but also including patterns incorporating hydrogeological knowledge of effective 
pumping, were evaluated using SUTRA. Results of these simulations formed the knowledge base 
from which training and testing examples for the ANNs wee drawn. A key feature of this 
approach is that the time-consuming simulations are mined for the maximum amount of 
information they can yield. Various ANNs can be trained and used in separate searches having 
different objectives without repeating this initial step. 

Training the ANNs. 275 patterns were used to train ANNs pertaining to each of three 
objectives implied in the management question: 1) containing the contamination behind current 
boundaries, 2) maximizing total solute mass extracted over 50 years, and 3) minimizing cost. The 
cost function included calculations of facilities, piping, operating, and water treatment. Capital 
costs associated with injection wells were higher than those of extraction wells ($75,000 vs. 
$63,000 per well). The cost of treating groundwater pumped to the surface was averaged over 
several treatment methods to .25 cents per liter. Fixed overhead costs were not included. 

Backpropagation, a supervised learning algorithm, was used to train the ANNs 
(Rumelhart et al, 1986), with the conjugate gradient variation on this algorithm (Johansson, 
Dowla, Goodman, 1992) used to speed convergence. Obtaining an ANN with an acceptable 
level of predictive accuracy required the systematic variation of two network training parameters: 
1) the number of nodes in the hidden layer required to capture the nonlinearity of the attributes 
being predicted, and 2) the number of training iterations needed to learn the features of the 
attributes without losing the ability to generalize to new patterns. Containment was the most 
nonlinear attribute, requiring 7 hidden nodes; mass extraction followed, with 4 hidden nodes; and 
cost was linear. Mass extraction was the attribute most vulnerable to "overfitting". That is, in 
the more advanced stages of training, the ANN was merely memorizing the 275 examples, 
reducing its predictive accuracy on the 50 runs held in reserve for testing generalization. 
Experimentation continued until no further improvements in generalization (98.2% c o m t  
prediction for containment; correlation coefficients of .965 for mass, and .999 for cost) could be 
found. 

Searching for optimal patterns. Once trained, the three ANNs were linked to a GA. 
The GA represents a well pattern as a string of 28 bits, each bit indicating whether or not the 
corresponding well location is on or off. A constant population of 239 well patterns (Le. strings) 
was cycled through 20,000 generations of the GA using the three basic operators (reproduction, 
crossover, and mutation) to generate over 4 million well patterns. 

The reproduction operator ranks strings according to their objective function values. The 
higher a string's fitness, the greater the likelihood that it will be reproduced in the next 
generation. In this example, fitness was defined as a sum of three pieces of information: 1) 
whether the contamination was contained (yes=l, n d ) ,  2) the normalized and scaled (between 
.I and .9) amount of mass extracted, and 3) 1 - the normalized and sealed (.l - .9) cost of 
implementing the pattern over 50 years. Total fitness could range as high as 2.8. However, a 2.8 
would only be obtained if a pattern was found which extracted as much mass as the best extractor 
in the original 325 runs, contained the contamination, and yet magically cost nothing. 
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The crossover operator determines how surviving strings will pair for mating. The 
randomly-selected crossover site between two mated smngs is the point at which both strings 
are split into two parts. The first part of string #1 is joined to the second part of string #2 (and 
vice versa) to form two new strings. 

The mutation operator serves to keep the characteristics of highly fit strings from 
completely dominating the mating pool, leaving no morn for the introduction of novelty. In this 
simple GA, mutation was defined as the random switching of bits in a string and was used at a 
rate of 1 mutation per 1,OOO bits. 

In the GA, search continues until some arbitrary criterion is met. In this example, the 
algorithm was allowed to run for 20,000 generations. Anytime a pattern having a fitness score 
above 2.45 appeared in the population, it was saved for later analysis. The highest score ever 
achieved was 2.486. The corresponding well pattern is shown in Figure 3. Using only 8 wells, 
this pattern extracts 97% of the mass removed by the full 28-well pattern. Its installation, 
maintenance, and treatment costs over 50 years are only 26% of the original pattern. If the cost 
of installing and operating the original pattern were $155 million, then the pattern in Figure 3 
produces a savings of $1 14.7 million. 

Figure 3. Highest-scoring well pattern found during optimization. 

Using a GA had several advantages. First, the search begins from a population of well 
patterns, not from a single pattern. Second, GAS use probabilistic, rather than deterministic, 
rules to generate new patterns. Third, the objective function information is used directly. It is 
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not necessary to employ function derivatives or other secondary descriptors, as is the case in 
classical optimization techniques (Goldberg, 1989; Michdewicz, 1992). 

Verification of optimal patterns. Since the fitness information driving the search is 
being estimated by the ANNs rather than calculated directly by the model, it is necessary to 
verify each optimal pattern. Results of SUTRA runs on the top 10 patterns confirmed that all 
successfully contained the contamination. The correlation coefiicient between the ANN and 
model predictions of total extracted mass was 0.97. 

Followup anaiyses. Although the customary outcome of an optimization exercise is one 
or a handful of best solutions to a problem, it can also produce a large set of good solutions. The 
advantage of working with sets of solutions is that it gives planners more latitude in matching 
model-based solutions with the inevitable additional constraints of an actual engineering project. 
The 250 highest-ranking well patterns out of the 4 million generated by the GA were saved and 
analyzed for common themes. Their fitness scores ranged from 2.455 to 2.486, indicating that 
there are many roughly equivalent solutions to this remediation problem. 

A simple way to start looking for themes is to ask how kquently each well occurred in 
the top patterns. Table 1 sorts the 28 wells into three groups based on the proportion of patterns 
in which they appeared. Members of the top group appeared in 90% or more of the patterns and 
probably make a strong positive conmbution (either alone or in combination with others ) to a 
good solution. Members of the bottom group appeared in 10% of fewer of the patterns and are 
not positive contributors to the solution. Whether they are actually harmful or not is determined 
later. The remaining wells fall somewhere in between. Because of their conspicuous presence or 
absence, the wells in the top and bottom groups together form the basic structure describing a 
"good" solution. They are referred to from now on as key wells. 

As was suggested above, a well's lack of prominance in Table 1 does not indicate whether 
it is actually harmfui or merely not helpful. This is an especially important distinction for the 
injection wells (#24 - #28), since they can serve an important role in preventing dewatering of 
the aquifer even if they are not actively contributing to the efficiency of mass extraction. 
Similarly, a well's popularity in Table 1 may not be so much a function of its own performance 
characteristics as an artifact of its proximity (in the bit string representation of the well patterns) 
to other important wells. Making a more precise determination of the contributions of individual 
wells requires a form of sensitivity analysis. 

Sensitivity Analyses of Individual Wells 

Planners who use models to evaluate the effectiveness of well scenarios on a case-by- 
case basis are engaging in an informal type of hypothesis-testing. With the help of the ANNs, it 
is easy to translate this case-by-case approach into Monte Carlo style simulation experiments 
(Kalos and Whitlock, 1986). In an experimental framework, the influence of a particular well, 
alone or in combination with others, is averaged over a large number of cases in which the other 
wells are allowed to vary at random. As a result, it becomes possible to distinguish wells whose 
contributions are robust to variations in the other wells from those whose contributions are 
dependent on highly specific combinations of wells. Information on the relative robustness of 
wells' performance' gives guidance to designers that can be used as a supplement to or 
independently of the results of optimization. 

In the experiments described below, the sensitivity of patterns' total fitness to the 
presence/absence of individual wells is systematically tested This is accomplished by means of 
the laborious but flexible "traditional" approach in which sensitivity is simply defined as the 
deviation in some output in response to systematic manipulation of the inputs (Henderson- 
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Sellers, 1993). In the current application, the ANNs solve the time-consuming aspects of the 
traditional approach, leaving the benefits of its robustness and simplicity of interpretation. 

1,000 well patterns were randomly generated within the following constraints: 1) each 
well had an equal probability of Occurrence and 2) the number of wells tumed on per pattern was 
uniformly distributed across a range of 5-20 wells. This set of 1,OOO patterns formed the basis for 
the sensitivity experiments. 

Table 1. 
Each Well's Frequency of Occurrence in the Top 250 Patterns 

Well Frequency proportion 

4 
3 
5 

19 
2 

250 
248 
247 
238 
235 

1.000 
992 
.988 
.952 
940 

11 
10 
7 

15 
8 

18 
1 
9 

14 . 

17 
20 
16 
12 
26 

221 
207 
200 
196 
153 
15 1 
150 
117 
115 
94 
84 
80 
66 
61 

384 
328 
.800 
.784 
.612 
,604 
.600 
.468 
.460 
.376 
.336 
,320 
.264 
.244 

21 
13 
6 

22 
23 
24 
25 
27 
28 

10 
9 
0 
0 
0 
0 
0 
0 
0 

,040 
.036 
.Ooo 
.OOO 
.Ooo 
.Ooo 
.Ooo 
.Ooo 
.Ooo 

Experiment 1: Individual Influence of Each Well. The first type of experiment is 
depicted in Figure 4. Each row represents one well pattern, with 1's indicating that the 
corresponding well's pump is on. The top group of patterns are examples from the base set of 
1,OOO. To test a well's effect, two copies of the base set were made, as shown in the second and 
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third groups. The only difference between the two copies is that in one set the target well is 
always ON and in the second set it is always OFF. This process was repeated for each of the 28 
wells, yielding a total of 56,000 patterns to be tested. 

------..---------- 1 ,OOO Random1 y-generated Well Patterns -------------- 
Well # 

Pattern # 1 .. .. 28 
1 1000000010000011000000000000 
2 0011100000000110010010110010 
3 0100000000001110000000001111 
4 0100000100100001000000001000 

1OOO' 0000001001100000000000100000 

------------------ Same Patterns with Well #2 Always ON ------------------ 
Well # 

Pattern # 1 .. .. 28 

1 1100000010000011000000000000 
2 0111100000000110010010110010 
3 0100000000001110000000001111 
4 0100000100100001000000001000 

lo00 0100001001100000000000100000 

------y------*---- Same Patterns with Well #2 Always OFF ----------------- 

Pattern ## 1 .. Well # .. 28 

1 1000000010000011000000000000 
2 0011100000000110010010110010 
3 0000000000001110000000001111 
4 0000000100100001000000001000 

lo00 0000001001100000000000100000 

Figure 4. Examples of pattern generation for experiment 1 (l=ON, @OFF). 

Both the ON and OFF sets of patterns were run through the ANNs for cost, containment, 
and mass-extraction to obtain the same combined total fitness score that was used in the GA. The 
difference in average fitness scores between the ON and OFF sets was calculated for each of the 
28 wells. In other words, the average of the fitness scores obtained for the 1,OOO patterns in a 
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particular well's OFF set was subtracted from the average of the fitness scores obtained for the 
1,OOO patterns in its ON set. A plot of the results is shown in Figwe 5(a). To be above the 0-line, 
a well's wntribution to containment and mawextraction had to exceed the costs associated with 
pumping it for 50 years. 

0.4 
0.3 
0.2 

0.1 
0.0 8 s -0.1 

g -0.2 
-0.3 
-0.4 
-0.5 
-0.6 
-0.7 

1 

Figure 5. Influence of individual wells on average pattern fitness scores. (a) Experiment 1: 
Influence when all wells except the ONlOFF target are allowed to vary at random. (b) 
Experiment 2: Shift in influence of key wells when other key wells are held constant. (The 
vertical axis is the difference in average fitness when the target well is ON vs OFF; 
italicized well #s are from the bottom group of Tablel; underlined well #s are from the top 
groupqf Table 1.) 

The most interesting aspects of Figure 5(a) axe the relative positions of the key wells. The 
italicized numbers are the 9 wells conspicuous by their absence from the top 250 patterns. 
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Unsurprisingly, 7 of them have negative influence, meaning that, on average, they WWG actually 
detrimental to the patterns' overall fitness. But two wells, #13 and #21, look like relatively 
strong performers, at least as measured by their average individual influence. 

The underlined numbers are the 5 wells that were always or almost always present in the 
top 250 patterns. Again, although one of them (#) is the strongest individual performer, the 
others are intermixed with less prevalent wells and one (#2) is quite weak. Clearly, individual 
influence, averaged over random patterns, is not enough by itself to explain the results of the GA. 

Experiment 2: Individuai Influence, Fixing Other Key Wells. Since one would expect 
a particular well's hydraulic influence to be affwted by the other wells in a particular pamm, the 
influence experiments were repeated for the key wells. In this second experiment, each well's 
ON/OFF influence was evaluated using the same two pattern sets as in the fmt experiment but 
with the other key wells' presence/absence also fixed. For example, when #2 was the weli whose 
influence was being evaluated, both the ON and OFF pattern sets for well #2 had wells #3 - #5, 
and #19 fixed ON and wells #6, #13, #21 - #25, #27, and #28 fmed OFF. When well #6 was the 
target, wells #2, #3 - #5, and #19 were fixed ON and #13, #21 - #25, #27, and #28 fixed OFF. 
Testing the influence of all key wells in this fashion required the generation of 28,OOO additional 
well patterns. 

The arrows in Figure 5(b) indicate how a particular key well's influence, still defined as 
the difference in average fitness scores between the ON and OFF pattern sets, was changed by 
the fixed presencelabsence of the other key wells. The 7 wells which appeared to be detrimental 
in the first experiment became even more so, to varying degrees. There are also some indications 
why #13 and #21 ranked near the bottom in the top 250 patterns. Although strong as individuals, 
their influence drops markedly in the presence of the other key wells. 

Regarding the positive contributors, two of the strong individual wells (#4 and #19) 
became markedly more influential, while two others (#3 and #5) improved only slightly. One 
(#2) actually showed a slight decrease. In fact, #2's influence, even when other elements of the 
basic schema are fixed, is still lower than the influences of #13 and #21. 

After further experimentation (detailed in Johnson and Rogers, 1994), it was found that 
#2 was, indeed, a weaker location than two other wells, #10 and #11, which rank below it in 
Table 1. It was further discovered that combining #2, #lo, and #11 produced an 1 1-well pattern 
with a total fitness score of 2.495, beating Figure 3's fitness score of 2.486. 

Conclusions 

Optimization and sensitivity analysis serve two different but complementary purposes. 
Optimization seeks to locate the best set of well patterns for meeting design objectives, while 
sensitivity analysis seeks to pinpoint the contributions of individual of clusters of wells. Far the 
remediation problem presented here, the optimization phase yielded hundreds of well patterns 
with roughly comparable cost, containment, and mass-extraction performance characteristics. 
These patterns could have been simply accepted at face value and sifted for particular ones that 
met engineering design needs. But by following up with sensitivity analyses, insight into the 
remediation problem is gained which can be used independently of the optimization results. The 
poor pezformance of all but one of the injection wells, for example, suggests that the reinjection 
plan for the site should be reconsidered. 

The sensitivity analyses also provide a means for evaluating the optimization results. 
Since the genetic algorithm does not guarantee that the best possible solution to a problem will 
necessarily be located, sensitivity analysis provides tools for additional experimentation which 
can lead to the discovery of even better solutions, as occurred in the example remediation 
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problem. This does not imply that the optimization phase can be dispensed with, however. 
Without the clues provided by the optimization results in Table 1, the idea of combining wells 
#2, #lo, and #11 might never have occurred to the designers. 

There are two caveats in the application of the ANN-GA approach, both involving the 
creation of the initial knowledge base of model runs. First, the ANNs can only generate 
meaningful predictions over the problem space defined by the initial model runs. That is, if a 
major change in the definition of the problem is ma& (such as increasing the time-frame or 
changing the locations of the wells in the original set), the knowledge base of model runs must 
be augmented or recreated. Short of that redefinition of the problem, however, and assuming that 
foresight has been employed in saving the maximum amount of information from each run, the 
same knowledge base can be reused to train new ANNs for different purposes. 

The second caveat concerns the degree of discrimination the ANNs can display. If the 
original sampling of model runs is too sparse over a region in the problem space that later turns 
out in the course of the optimization to hold promising patterns, the ANNs will be unable to 
distinguish subtle differences among the patterns in this region. They will all be seen as 
comparable and no further improvement or refinement to the patterns will be made. The best 
guard against this pitfall is iterative development of the knowledge base. The first three steps of 
Figure 1 are carried out based on a crude sampling of the problem space. Once regions of special 
interest are identified, the knowledge base is augmented with additional model runs sampled 
more intensively from these regions. 

The payoff in the application of the ANN-GA approach is speed improvement on the 
order of 1,OOO,ooO:1. In the remediation example, the initial investment of 325 SUTRA runs, 
each averaging 2.5 hours, required approximately 800 hours of CPU time. Since the model runs 
are independent of each other, it was accomplished by farming them out in parallel to 10 
different workstations. The return on that investment was as follows. By greatly speeding the 
process of evaluating each pattern, it was possible to employ the highly flexible but slow GA as 
the optimization search strategy. Over 4 million patterns were evaluated in three days on a Sun 
Sparcstation 11. Lest this be dismissed as overkill, the &well pattern shown in Figure 3 was not 
located until after 2 million patterns had been generated and evaluated. Furthermore, the 
sensitivity analyses reported here required the evaluation of 84,OOO additional patterns. This task 
would have required about 210,000 CPU hours using SUTRA but was completed by the ANNs 
in under 15 minutes. 

Acknowledgments 

We are grateful for permission to use the backpropagation code of Erik Johansson and Sean 
Lehman of Lawrence Livermore National Labomtory (L.LNL). The paper benefited ftom -critical 
review by Andrew Tompson and Kenneth Jackson of LLNL and Eric Nichols of Weiss 
Associates. This work was made possible by support from the LLNL Environmental Restoration 
Division under the auspices of the U. S. Department of Energy, contract W-7405-Eng-48. 

References 

Goldberg, D. E. 1989. Genetic Algorithms in Search, Optimization and Machine Learning. 
Reading, MS: Addison-Wesley. 

Henderson-Sellers, B. 1993. Sensitivity of the thermal stratification model eddy diffusion 
dimension 1 using a factorial experimental design. Water Resources Research, v. 29, no. 10, pp. 
3589-3597. 

ANN-GA Approach Page 10 



Johansson, E. M., F. U. Dowla, and D. M. Goodman. 1992. Backpropagation learning for multi- 
layer feed-forward neural networks using the conjugate gradient method. Int. J. of Neural 
Systems, 2,291-301. 

Johnson, V.  M. and L. L. Rogers. 1994. Location Analysis in Ground Water Remediation Using 
Artificial Neural Networks in Monte Carlo Simulations. UCRL-JC- 1 17289, Lawrence 
Livermore National Laboratory, Livermore, CA. 

Kalos, M. H. and P. A. Whitlock. 1986. Monte Carlo Methods. New Yo&: Wiley. 

Michalewicz, Z 1992. Genetic Algorithms + Data Structures = Evolution Programs. New Y& 
S pringer-Verlag . 
Rogers, L. L. 1992. Optimal groundwater remediation using artificial neural networks and the 
genetic algorithm. Ph.D. thesis, Stanford University, Palo Alto, CA. 

Rogers, L. L. and F. U. Dowla. 1994. Optimal groundwater remediation using artificial ne& 
networks With parallel solute transport. Water Resources Research, v. 30, no. 2, pp. 458-481. 

Rogers, L. L., F. U. Dowla, and V. M. Johnson. 1994. Optimal Field-Scale Groundwater 
Remediation using Neural Networks and the Genetic Algorithm. UCRL-JC-113773, Lawrence 
Livennore National Laboratory, Livermore, CA. 

Rumelhart, D. E., J. L. McClelland, and the PDP Research Group. 1986. Parallel Distributed 
Processing: Explorations in the Microstructure of Cognition, vol. 1, Boston: MI" Press. 

Thorpe, R. K., W. F. Isherwood, M. D. Dresen, C. P. Webster-Scholten (e&.) 1990. CERCLA 
Remedial Investigations Report for the LLNL Livennore Site. UCAR-10299. Lawrence 
Livermore National Laboratory, Livermore, CA. 

ANN-GA Approach Page 11 


