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ABSTRACT 
The DOE Knowledge Base is a library of detailed information whose purpose is to improve the capability of the 

United States National Data Center (USNDC) to monitor compliance with the Comprehensive Test Ban Treaty 
(CTBT). Much of the data contained by the Knowledge Base is spatial in nature, and some of it is used to improve the 
accuracy with which seismic locations are determined while maintaining or improving current calculational perfor- 
mance. 

In this presentation, we define and describe the methodology used to create spatial tessellations of seismic data 
which are utilized with a gradient-modified natural-neighbor interpolation method to evaluate travel-time corrections. 
The goal is to interpolate a specified correction surface, or a group of them, with prescribed accuracy and surface 
smoothness requirements, while minimizing the number of data points necessary to represent the surface. Maintain- 
ing accuracy is crucial toward improving the precision of seismic origin location. Minimizing the number of nodes in 
the tessellation improves calculational and data access efficiency and performance. 

The process requires two initialization steps and an iterated 7 step algorithm for inserting new tessellation nodes. 
First, all residual data from ground truth events are included in the tessellation. These data remain fixed throughout 
the creation of the triangular tessellation. Next, a coarse grid of nodes is laid over the region to be tessellated. The 
coarse grid is necessary to define the boundary of the region to be tessellated. Next the 7 step iterated algorithm is 
performed to add new nodes to the tessellation to ensure that accuracy and smoothness requirements are met. These 
steps include: 1) all data points in the tessellation are linked together to form a trianguIar tessellation using 3 standard 
Delaunay tessellation technique; 2) all of the data points, excluding the original data and boundary nodes, are 
smoothed using a length-weighted Laplacian smoother to remove poorly formed triangles; 3) all new data points are 
assigned corrections by performing a Non-stationary Bayesian Kriging calculation for each new triangle node; 4) all 
nodes that exceed surface roughness requirements are split by inserting a new node at the mid-points of the edges that 
share the rough node; 5)  all remaining triangle edge midpoints and centers are interpolated using gradient-modified 
natural-neighbor interpolation and kriged using the Bayesian Kriging a l g o r i k ,  6)  new nodes are inserted into the 
tessellation at all edge and triangle mid-points that exceed the specified relative error tolerance between the interpo- 
lated and kriged values, and 7) all new insertion nodes are added to the tessellations node list. Steps 1 through 7 are 
repeated until all relative error and surface smoothness requirements are satisfied. 

Results indicate that node densities in the tessellation are largest in regions of high surface curvature as expected. 
Generally, gradient modified natural-neighbor interpolation methods do a better job than linear natural-neighbor 
methods at meeting accuracy requirements which translates to fewer nodes necessary to represent the surface. 
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To improve the U.S. national capability to monitor a Comprehensive Test Ban Treaty (CTBT), researchers at the 
U.S. national laboratories are collaborating to develop a product known as the Knowledge Base. The Knowledge 
Base, or KBase, will consist of many types of information which will improve the performance of the four principle 
monitoring technologies (seismic, hydroacoustic, infrasonic, and radionucleic) at various regions of interest around 
the world. Viewed from a data perspective, the KBase consists of 4 basic types of data (Shepherd et al., 1998): event 
information, parametric grid information, contextual information, and supporting information. The parametric grid 
information is created using several data processing steps which include kriging the raw data and producing a suffi- 
cient interpolatory tessellation. These processes are performed iteratively to arrive at a tessellation that represents the 
surface of the dataset being modeled and does so with a prescribed accuracy. This report focuses on the iterative pro- 
cedure necessary to produce this tessellation. 

The tessellation refinement process begins by first collecting the raw data that forms the empirical basis of the 
dataset for which an accurate surface representation is sought. Once the raw data set has been gathered, it must be 
processed before insertion into the KBase. Data Processing is required because for many data sets it is not possible to 
quickly produce interpolated values with high quality error estimates directly from the raw data points. Fast interpola- 
tion methods such as natural-neighbor interpolation can provide interpolated values quickly but have no robust mech- 
anism for error estimation. Error l i t s  can be interpolated just like the values, but unless the spacing of the raw data 
is very small and/or the gradient of the underlying process is small, these linear estimates will be poor. Kriging meth- 
ods provide a convenient means to interpolate at any point and get a high-quality error estimate reflecting the spatial 
correlation characteristics of the underlying process, but they are too slow to be used in real-time to serve data 
requests to the KBase. To meet both the robust error and speed requirements, we use a hybrid technique in which we 
employ a modified kriging technique to produce a densified set of points with value and error estimates which then 
serves as a basis for natural neighbor interpolation, a basis which is sufficiently dense where needed to insure good 
error estimates. 

In this report we will detail the interpolatory tessellation refinement process. In the first part of the report, we out- 
line the method in detail, describing how nodes are inserted in an iterative fashion and subsequently tessellated, 
smoothed, kriged, checked for roughness requirements, interpolated, and then checked for accuracy requirements. In 
the second part we illustrate this process by way of a synthetic example that depicts the tessellation refinement steps 
more clearly. 

RESEARCH ACCOMPLISHED 

Mesh Refinement: Iterative Model 

As mentioned previously, the goal of mesh refinement is to produce a minimal basis for performing fast natural- 
neighbor interpolations that produce values within a prescribed error bound of the kriged dataset surface.This is 
accomplished by first defining a minimal nodal distribution that defines the boundary of the tessellation and includes 
all of the dataset locations where known values exist. Once the initial tessellation is defined an iterative seven step 
refinement loop is entered that successively adds nodes to the tessellation until the interpolation error is less than the 
prescribed accuracy everywhere on the dataset surface. This section of the paper describes this refinement model. 

Mesh Initialization 
Before the main tessellation refinement iteration loop is entered an initial mesh must be defined. This initial mesh 

is comprised of two nodal components. The first is a very coarse regular grid that effectively defines the boundary of 
the region to be tessellated and prescribes the minimum nodal density to be used throughout the tessellation. All inte- 
rior nodes (those not on the region boundary) in the coarse mesh are allowed to move throughout the refinement pro- 
cess. The tessellation regions boundary is generally defined as a rectangle and the nodes that define the corners of that 
rectangle are always fixed. All other bound+.node<&e free,,to float along their respective boundary axis but are 
restricted from moving orthogonal to them. , : 
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The second nodal component added to the initial tessellation is the actual data locations used as the basis for cre- 
ating the KJ3ase dataset. These nodal locations remain fixed throughout the mesh refinement process. Figure 1, below, 
shows a typical initial nodal distribution before a tessellation is generated to connect the nodes. Once an initial mesh 
has been defined the algorithm enters the main refinement loop. The first step in this loop is to tessellate the nodes 
which creates the triangles establishing the mesh connectivity. 

0 
0 

QD 

6 Boundary Nodes 
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FIGURE 1. Diagram of a typical initial mesh. Corner nodes are restricted from movement during the 
refinement process. Boundary nodes are free to move along their defining axis. Interior nodes are free to 
move everywhere. Data nodes are fixed and never move throughout the refinement process. 

Step I )  Tessellating 
Proper implementation of a natural-neighbor interpolator requires that a Delaunay tessellation be used to form 

the node-to-node connectivity information (Delaunay, 1934). Delaunay tessellations, which are triangles on 2-D or 3- 
D surfaces, are of particular interest because they minimize the maximum angles (or inversely maximize the mini- 
mum angles) of the triangles created in the tessellation. Fortune (1992) refers to this property as the maximum-mini- 
mum angle property. This property tends to form equilateral triangles and leads to configurations where the average 
node valence (the number of edges connected to a node) is approximately six. Generally speaking, well proportioned 
triangles fair better with regard to minimizing local data variability and numerical errors accumulated during the 
interpolation calculation. 

In addition to forming well-shaped triangles, Delaunay triangle sizes are largely determined by the density of the 
nodal distribution from which they are created. This makes the Delaunay tessellation an ideal selection for tessellat- 
ing sparse and scattered data where nodal density is proportional to the surface curvature of the data set. 

Step 2 )  Smoothing 
Although Delaunay tessellations form the best shaped triangles possible they are formed under the constraint of a 

prescribed nodal distribution. By modifying the nodal distribution through the use of smoothing techniques, the trian- 
gle shape can be improved upon further and the transition in triangle sizes through regions of changing nodal density 
can be made much smoother. The smoothing process can be accomplished in many ways but the most common is 
some form of Laplacian smoothing. Laplacian smoothing modifies the coordinates of a particular node by assigning 
the coordinates to a normalized-weighted linear combination of it's nearest neighbors coordinates. The weight func- 
tion used to multiply the neighbor coordinates can be almost any quantity and for standard Laplacian smoothing the 
weight function is simply 1 (the average of the neighbors coordinates). Unfortunately, simple weighting is not always 
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robust (convex boundaries are handled improperly) and other weighting forms exist that, in general, do a better job. 
Typical robust weight functions include node-to-node neighbor length or triangle areas. In this paper the length- 
weighted Laplacian Smoothing technique (Jones, 1979) is used exclusively in the smoothing process. The length- 
weighted Laplacian smooth for node, hi , is defined as 

where the nodes 2 are nearest neighbors of node Ai and the lengths (or weights), Lij , are defined by 

L.. 1J = pi-”/ , 
which are simply the distances between the i’th node and it’s j neighbors. The superscript (*) implies that this is an 
update over the original position used in the weight length calculations (the Lij). The Figure below illustrates the 
movement of a single node based on a length-weighted Laplacian smooth. 

Initial Mesh Smoothed Mesh 

ni = smooth node 

FTGURE 2. Length-Weighted Laplacian Smoothing-- (left) A set of unsmoothed nodes, (right) the same set 
of nodes after the center node is smoothed. 

Smoothing is generally a Gauss-Side1 iterative process where each node is updated sequentially using previous 
smoothing updates of its neighbors. The neighbors themselves may also be recently inserted nodes in need of smooth- 
ing. The list of nodes requiring smoothing is looped over several times until the difference between the new and old 
positions of each node is less than some tolerance. Mathematically we can write 
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iterate over i until h . - hi I E , for all i. (EQ 3) L* I 
Once the new nodes have been smoothed we are ready to krig those nodes to obtain correction and error values at 

each new location, 

Step 3) Kriging 
Kriging is a way of calculating values from a dataset at an arbitrary location that also yields an accompanying 

error estimate. Since the natural-neighbor interpolator requires these values at all tessellation node points every new 
node added during the previous iteration must be kriged during the current iteration. Also, since the goal of mesh 
refinement is to produce a tessellated mesh that provides a relative error which is less than some prescribed tolerance 
between the kriged surface and the natural-neighbor interpolated surface, we must krig at locations where the differ- 
ence in the two methods is generally maximum. Generally, these locations are at the tessellation edge mid-points and 
triangle centroids. These positions are located far away from the nodes themselves, which interpolate exactly, and 
will generally possess the largest interpolation errors over a monotonic triangular patch. 

To perform the kriging we use a non-stationary Bayesian modified kriging technique that uses the raw data 
(which are fixed nodes in the tessellation) to evaluate the residual surface and its associated error. This method, like 
standard kriging methods (e.g. Wackernagel, 1995), is a weighted-average linear interpolation that seeks to find a 
value on the data sets surface at some arbitrary location. This method assumes the value can be found as a weighted 
linear combination of the known data values in the data set and can be written as 

n 1 

i =  I 

where 2 is the value being sought at the unknown arbitrary point 2,, & are the known data values defined at the 
data locations 8i, and Oi are the weights. 

Kriging differs from other linear interpolation techniques in two important ways, however, which make it well- 
suited to our needs. First, it is by definition the linear interpolation whose coefficient weights have been determined 
specifically to minimize the variance of the error. Second, along with the interpolated value at a hypothetical point, 
kriging produces a robust error estimate. In its standard form, kriging assumes mat the underlying processes are spa- 
tially invariant and that the non-spatially correlated error (i.e. measurement error) associated with each data point is 
the same, Both constraints are problematic for our purposes and so we use a modified version of the algorithm which 
allows them to be removed (Schultz et al., 1998). In the modified version, each point can have a unique measurement 
error and the modeled processes can be spatially variant. 

Step 4) Surface Roughness ReJinement 
At this point in the refinement iteration we are ready to consider new locations to insert nodes. This involves 

interpolating the tessellation at the edge mid-points and triangle centroids and finding all locations that exceed the 
prescribed relative error bounds between the kriged and interpolated surfaces. However, to minimize the number of 
points that must be interpolated, which can be computationally expensive, we look for areas in the surface that are 
highly peaked (rough) relative to their surrounding neighbors. These areas are generally likely to exceed the relative 
error requirements since a substantial second derivative change occurs on the rough nodes (the nodes that lie at the 
peak). If any rough nodes are discovered we subdivide each edge shared by the rough node and save those locations 
as new points to be inserted into the mesh in the next refinement iteration. At the same time we remove those edges 
and triangles from consideration in the next step (the interpolation step). This method is fast, and by selecting the 
roughness requirement properly, we can reduce the number of edges and triangles that must be interpolated prior to 
performing the accuracy requirement checks. 
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Surface roughness is a method of prescribing the local variability of the data. The roughness is determined by 
examining the peakedness of a data point relative to it’s natural neighbors in the tessellation. Specifically, the rough- 
ness ri for node i is given by 

ri = 1 -A ip /A i ,  @Q 5)  

where Ai is the sum of the areas of the triangles that share node ni and Ab is the area of those triangles projected 
parallel to the vector sum of the cross products of each triangle (i.e. the area of the triangles projected onto the aver- 
age gradient plane through node ni). The roughness is zero for a node if all of its shared triangles lie in the same plane 
and approaches one for a triangle group with a high peakedness at their shared node (i.e. the plane of each triangle is 
nearly perpendicular to the average gradient). The Figure below depicts a typical shallow peak (low r) and high peak 
(large r) commonly found in generic tessellations. 

Shallow Peak (low roughness) Steep Peak (high roughness) 

I Ave. Grad. Normal 4 4  
U - 4c A -TriangleGroup\ 

\ Projected Triangles \ . -/ 
neighbor nodes 
rough node 

FIGURE 3. Triangle Group Roughness- (left) A triangle group that lies essentially in the plane of the 
groups average gradient, (right) A triangle group that lies largely out of the plane of its average gradient. 

Step 5) Natural-Neighbor Interpolation 
The next step in the refinement process is to determine if the current tessellation approximates the kriged surface 

within a prescribed accuracy requirement. In order to make this determination we must interpolate at each of the 
remaining locations that we previously kriged (i.e. those edge mid-points and triangle centroids where surface rough- 
ness requirements were not exceeded). To perform this interpolation we use a gradient-modified natural-neighbor 
interpolation scheme. This method, like many other interpolation techniques, uses a weighted linear combination of 
the values at a subset of nodes in the tessellation. This is the same method as employed by kriging as defined in equa- 
tion 4 above, however, the weights are determined using only a local subset of neighbors and do not include any 
accompanying error information as found with the kriging method. Since only a local subset of neighbors is required 
to perform the interpolation it is well suited for use by the KBase which uses spatial indexing to access data. By using 
spatial indexing, data can be retrieved from the KBase using optimized queries. For instance, to obtain the natural 
neighbors for performing a seismic time correction for a particular location, all of the nodes, triangles, and values 



within a specified radius of that location can be fetched. This method works well if the KBase contains too much data 
to be loaded in a single access and is precisely the method used to support seismic location codes such as EvLoc and 
Lo c S a t . 

The subset of neighbor nodes used to perform the interpolation is defined as the voronoi set of nodes (nearest 
neighbors) that connects to the interpolation point if the interpolation point were inserted into the tessellation. The 
weights that modify the values at each node are simply the ratio of the voronoi polygons (polygons formed for each 
node by connecting the triangle circum-centers of each triangle that shares the node) formed with and without the 
interpolation point inserted as a new node (Sambridge, et. al., 1995). 

Natural-neighbor interpolation produces surfaces that are continuous but not differentiable at the node points 
(Note: the surface produced by kriging has similar properties if the measurement error prescribed for a data point is 
zero). Since differentiability is a requirement for many of the data sets produced for the KBase we use a modified ver- 
sion of natural neighbor interpolation that uses the slope of the average gradient (Watson, 1992) at each node of the 
tessellation to enforce first and second order differentiability. This method forces a slope that is equal to the gradient 
of the kriged surface at each of the tessellations nodes. 

Step 6) Accuracy Rejnement 
The last analysis step in the refinement iteration loop is to compare the kriged results with the interpolated results 

at all remaining edge mid-points and triangle centroids. Recall, that some edges and triangles may have been removed 
from the comparison if the surface roughness was high enough to split the edges first. Generally, if the remaining 
laiged and interpolated positions differ by a prescribed relative error then they are split and added to the new node list 
for processing during the next iteration. This requirement is defined by 

krig 
where 2,"" is the interpolated value at the k'th location, z k  

& is the prescribed accuracy tolerance. 
is the kriged value at the k'th location, and 

Step 7) New Node Insertion 
This is the last step in the refinement process loop. Here, all new locations that were found to be excessively 

rough or inaccurate are added to the tessellation node list. If no new nodes were added the loop exits. Otherwise, con- 
trol is passed back to step 1 to re-tessellate the existing mesh with the new nodes inserted. 

Mesh Refinement: Example 

The previous section outlined the tessellation refinement method and discussed each step in the iterative loop. In 
this section we will present a simple example with figures to illustrate the method more clearly. This example uses a 
synthetic dataset of 89 raw data points modeled for a fictitious station. The travel-time corrections for each of the 89 
data points were generated using spherical harmonic surfaces with perturbations less than t 2 seconds in magnitude. 
Standard kriging parameters were used to generate the kriged surface. which is depicted below in Figure 4. The mesh 
relative error accuracy requirement was set to 5% (i.e. the interpolation will duplicate the kriged surface to within 5% 
everywhere) and the roughness criteria was set to 0.2 (i.e. no triangle group will have a surface roughness > 0.2). 

The initial mesh was developed with a minimum density of approximately 1 node per 13 d e 2  of Earths surface. 
The extent of the initial mesh was -15 deg x 55 deg longitude by -15 deg x 55 deg latitude. The kriging range was set 
as 0 deg x 40 deg longitude by 0 deg x 40 deg latitude. The extent of the initial grid was set larger than the kriged area 
to insure that the kriged surface was completely covered with nodes that were free to move (interior nodes). 



Figure 5 shows the initial tessellation with boundary, interior, and data nodes connected. The total number of 
nodes in the initial tessellation is 124. This figure was developed using data taken immediately after evaluating the 
first tessellation (the first pass through step 1). 

Figure 6 demonstrates the effects of smoothing. Data were taken immediately before the second pass through 
step 2 (left) and immediately after (right). 218 nodes were added at the end of the 1st pass for a total of 324 nodes. 
Finally, Figure 7 shows the final tessellation after 8 iteration steps. The final tessellation has 739 nodes and 1456 tri- 
angles. 
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FIGURE 4. Kriged Surface used in the Mesh Refinement Example --- (left) top down view, (right) 3D view. 
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FIG= 5. Initial Tessellation (Before entering the mesh refinement iteration loop). 
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FIGURE 6. The tessellation after a 2nd pass through step 1 of the iteration loop (left) and following the 
smoothing step (right). 
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FIGURE 7. The final tessellation with 739 nodes after processing 8 tessellation refinement steps. 



CONCLUSIONS 
By using a tessellation refinement algorithm we can produce optimal tessellations for each parametric data set in 

the KBase. The tessellations are relatively coarse in areas of little surface curvature and sufficiently dense in regions 
of high curvature to maintain a relative error differential with the kriged surface that is everywhere less than some 
prescribed value. In this paper we have defined the methodology by which the optimal tessellation is produced and 
have demonstrated the usage of the method on a synthetic data set. The resulting tessellation is composed of essen- 
tially well shaped equilateral triangles whose size decreases in regions of high curvature and increases in regions of 
little surface variability. 
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