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Natural language is inherently ambiguous. For example, the word "bank" can 

mean a financial institution or a river shore. Finding the correct meaning of a word in a 

particular context is a task known as word sense disambiguation (WSD), which is 

essential for many natural language processing applications such as machine 

translation, information retrieval, and others. 

While most current WSD methods try to disambiguate a small number of words 

for which enough annotated examples are available, the method proposed in this thesis 

attempts to address all words in unrestricted text. The method is based on constraints 

imposed by syntactic dependencies and concept generalizations drawn from an 

external dictionary. The method was tested on standard benchmarks as used during the 

SENSEVAL-2 and SENSEVAL-3 WSD international evaluation exercises, and was 

found to be competitive.  
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CHAPTER 1

INTRODUCTION

Natural language is inherently ambiguous with many words having di�erent meanings

depending on the context where they occur. For example, the word bank can mean \a

�nancial institution" (deposit money into the bank) or \a river shore" (catch salmon from

the bank of the river ). Similarly, the word bill can mean \statement of money owed for

goods or services" (telephone bill) or \a bird's beak" (the duck's bill). While determining

the appropriate meaning of such words in context is intuitive to humans, creating computer

algorithms to simulate this process has proved to be one of the most di�cult task in natural

language processing (NLP). The task of �nding the correct meaning of a word in a particular

context is known as word sense disambiguation (WSD).

The meanings (senses) of a word can have various levels of ambiguity. For instance, a

word can have di�erent meanings across di�erent parts-of-speech. To illustrate, the word

book when used as a noun can mean \a printed work" (paperback books), and when used as

a verb can mean \order in advance" (book a ight). Further, the ambiguity of words with the

same part-of-speech can be divided into homonymy and polysemy. Two senses of a word are

said to be homonyms if their meanings have no clear relations. For example, the two senses

of the word bank mentioned above are homonyms as it is hard to �nd any obvious relation

between a �nancial institution and a river shore. In contrast, when the meanings of a word

are related, this ambiguity is known as polysemy. For example, the two senses of the word

lady, meaning \woman" and \the title of a woman of nobel rank", are examples of polysemy

since the two senses are closely related.
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1.1. Application of WSD

WSD is a task considered essential in many other NLP tasks, such as machine translation,

information retrieval, speech processing, grammatical analysis, commonsense reasoning, and

others.

One of the most important applications of WSD is machine translation (MT), which is the

task of translating one natural language to another. Typically, a bilingual dictionary is used

to translate a word from the source language to the target language. WSD can be an useful

element in two phases of this process. First, when a word in the source language is ambiguous,

WSD can help the MT system determine the correct meaning in the source language and

generate the appropriate translation. Second, when the word is not ambiguous in the source

language but has more than one possible translation in the target language, WSD can help

determine the appropriate translation in the target language based on its context. Brown

et al. (1991) experiments the impact of WSD in a English-French MT system and �nds that

the use of WSD signi�cantly improves the performance of the system than when it is not

used (45% as opposed to 37%). More recently, Vickrey et al. (2005) show how WSD can

improve the current state-of-the-art statistical MT systems.

WSD can also improve the performance of an information retrieval(IR) system. For

example, users frequently use short queries in internet searches, which makes it di�cult to

retrieve relevant documents (Lu and Keefer, 1994). This can be addressed by using a WSD

system to detect the correct senses of the words in the query. The search engine can then

expand the query with semantically related words to get more relevant documents (Mihalcea,

1999). Further, the terms an IR system uses for indexing can also be ambiguous; one way

to address this is to use word senses for indexing purpose. To accomplish this, WSD can

be used to add semantic annotations to the words in the documents. Nevertheless, some

research shows that WSD may not always produce a signi�cant performance boost in IR. For

example, Krovetz and Croft (1992) semantically disambiguates all the words in a test corpus
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and reports only a 2% performance increase in document retrieval with the use of a perfect

WSD system. Despite this, more recent researches, such as Sch�utze and Pedersen (1995),

conclude that the use of WSD can signi�cantly increase (7% to 14%) the performance of an

IR system.

WSD can also be helpful in speech processing applications. For instance, a speech syn-

thesis application must recognize the di�erence between words that are spelled the same but

pronounced di�erently. To illustrate, the word live is pronounced one way when used to mean

\to be alive" and pronounced a di�erent way when used to mean \live broadcast". WSD can

help the speech synthesizer distinguish these di�erences and produce correct pronunciation.

Similarly, a speech recognition system needs to discern homophones, words that sound the

same but have di�erent spelling. For example, the words plane and plain have the same

pronunciation although their spellings and meanings are di�erent. Again, a speech recognizer

can use WSD to distinguish which one of the homophones is currently being used.

Based on the discussion above, various NLP tasks are likely to be bene�tted from WSD.

However, in some cases, due to the absence of broad-coverage WSD systems, there is not

enough empirical evidence to ague for or against this. Thus, a broad-coverage and accurate

WSD method would also reveal the usefulness of WSD in various NLP tasks.

1.2. Levels of Disambiguation

There are a wide range of WSD methods that varies from each other in many ways. For

example, some of the methods target a small set of words, whereas others target a larger set.

They also vary in the annotations used to disambiguate words. For example, some methods

assign general semantic annotations, such as animate or inanimate, human or animal, whereas

other methods use the speci�c senses corresponding to the word as found in an external lexical

resource, such as a dictionary or a thesaurus. Based on the type of semantic annotation used

and the number of words being disambiguated, Stevenson (2002) divides various WSD tasks
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roughly in four categories. While these boundaries are by no means rigid, it gives an idea of

di�erent levels of WSD tasks:

(i) Semantic disambiguation: this is the most general WSD task that does not impose

any restriction on the number of words to be disambiguated or on the type of

semantic annotations.

(ii) Semantic tagging: this task demands that all words in a text are disambiguated;

however, it does not impose any restriction on the type of sematic annotations to

be used.

(iii) Sense disambiguation: this task does not require all words to be disambiguated but

it requires that the annotation of the ambiguous words be senses taken from a lexical

resource.

(iv) Sense tagging: this is the most speci�c task that requires all words to be disam-

biguated and the annotations to be taken from a lexical resource.

Among the categories of WSD tasks discussed above, sense tagging is the most speci�c

task which implies that solving the problem of sense tagging would essentially solve all the

other more general problems. Moreover, a WSD system addressing a few words or generating

arbitrary semantic annotations may not be useful for the applications such as those discussed

earlier in the chapter. Most of them, however, are likely to bene�t from a broad coverage

sense tagger, which is the problem addressed in this thesis.

1.3. Method Proposed in this Thesis

Most of the current WSD methods target the disambiguation of a small number of words,

based on a large number of previously seen examples manually annotated with their appropri-

ate meanings. The limitations of such methods are twofold. First, the process of annotating

these examples by humans is known to be very expensive. Second, since these methods use a

separate knowledge source for each word, it becomes infeasible to use them for disambiguat-

ing all words.
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The method proposed in this thesis attempts to disambiguate all words in unrestricted

text and at the same time, uses a minimal amount of annotated data. The method is based

on constraints imposed by syntactic dependencies (for example, "dog" is-subject-of "bark" in

the text the dog barks), and concept generalizations drawn from an external dictionary (for

example, a "dog" is-a-kind-of "animal"). By using syntactic dependencies between known

words and their semantic generalizations, the algorithm is able to disambiguate words that

were never seen before in the training corpus. For instance, the known verb-object relation

in "drink water" can help disambiguate an unknown word X in a similar context, "drink X",

to be a type of drink. Similarly, the generalization of concepts can extend the knowledge

of "drink water" to "consume liquid", which in turn can help disambiguate more speci�c

concepts such as "take tea".

The method was tested on standard benchmarks as used during the SENSEVAL-2 and

SENSEVAL-3 WSD international evaluation exercises. It receives an accuracy of 66.43%

on SENSEVAL-2 and 64.11% on SENSEVAL-3, which is competitive with state-of-the-art

systems participating in these evaluations.

1.4. Organization of the Thesis

The rest of the thesis is organized as follows:

� Chapter 2 (State of the Art in Word Sense Disambiguation): this chapter gives an

overview of di�erent WSD methods and the accuracy reported by them. It also

points out the limitations of current methods and discusses necessary elements for

a broad coverage WSD method.

� Chapter 3 (A Minimally Supervised Method for Sense Tagging): this chapter de-

scribes the algorithm for the method proposed in this thesis. It begins with a dis-

cussion of the resources used to implement the method. This is followed by a

description of the di�erent phases of the algorithm in detail.
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� Chapter 4 (Experiments and Results): this chapter discusses the data on which the

proposed method is tested and reports the accuracy obtained by the method. It also

analyzes the results and discusses some of the limitations of the proposed method.

� Chapter 5 (Conclusion): this chapter gives a brief summary and the contributions

of the proposed method. It concludes with a discussion of some of the future work

that can be based on the proposed method.
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CHAPTER 2

STATE-OF-THE-ART IN WORD SENSE DISAMBIGUATION

This chapter gives an overview of di�erent knowledge source for word sense disambigua-

tion (WSD) and current WSD methods. It also discusses the limitations of the current

methods and points out the basic characteristics for a broad coverage WSD method.

As described in chapter 1, WSD involves assigning the most appropriate sense to a word

in a particular context. The source of information needed to accomplish this task can be

either (a) external knowledge sources such as dictionaries, thesauri, etc. or (b) informa-

tion contained in the text of the target word, such as part-of-speech of neighboring words,

syntactic relations with other words, etc. Based on the knowledge source used to acquire

disambiguation information, WSD methods can be divided into the following categories:

(i) Dictionary based methods: gather information from an external knowledge source.

(ii) Corpus based methods: gather information from local contexts of the target word.

(a) Supervised methods: require semantically annotated corpus.

(b) Unsupervised methods: use raw text with no semantic annotations.

(c) Bootstrapping methods: use both external knowledge source and local context

with a self-improvement mechanism.

Following is a detailed account of each of these methods.

2.1. Dictionary Based Methods

WSD methods prior to 1980s su�ered from knowledge acquisition bottleneck (Gale et al.,

1993) due to the lack of a broad-coverage knowledge source about words. Most of these

methods dealt with very small fraction of the language and could not be tested on real text (Ide

and V�eronis, 1998). The advent of machine readable dictionaries (MRD) in 1980s gave the
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researchers access to large-scale lexical resources compiled by professional lexicographers.

Thus, MRDs equipped the researchers to build general purpose WSD systems for the �rst

time. It also facilitated di�erent WSD methods to be compared with a standard sense

inventory.

Lesk (1986) proposes one of the earliest dictionary based approaches to WSD. Lesk's

algorithm assigns a signature to each sense of a word, where the signature is comprised of

the words used to de�ne the sense. Lesk suggests that the correct sense of a word in a given

context is the one whose signature has the highest number of overlaps with the signatures

of its neighboring words. The disambiguation process in Lesk's algorithm can be divided into

three main steps:

(i) retrieve the de�nition for all senses of a word.

(ii) compare the de�nition of each sense with that of neighboring words in the context.

(iii) select the sense whose de�nition has the highest overlap with the de�nitions of the

neighboring words .

To illustrate the algorithm, Lesk uses the example of disambiguating cone in the context

of pine cone given the de�nitions of pine and cone in Oxford Advance Learner's Dictionary

(OALD), shown in �gure 1. In this example, Lesk's algorithm selects sense 3 to be correct

The word "pine" has 2 senses:

1. kind of evergreen tree with needleshaped leaves
2. waste away through sorrow or illness.

The word "cone" has 3 senses:

1. solid body which narrows to a point
2. something of this shape whether solid or hollow
3. fruit of certain evergreen tree

Figure 1. De�nition of pine and cone in OALD.

sense of cone since the words evergreen and tree in its de�nition overlaps with words in sense

1 of pine while none of the other senses have overlaps with any senses of pine. Lesk reports
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accuracies of 50-70% on short samples of text taken form Jane Austen's Pride and Prejudice

and Associated Press news articles.

One of the limitations of the dictionary based approach is that the dictionary de�nitions are

relatively short and may not be su�cient to provide information for disambiguation. Attempts

has been made to address this issue by augmenting de�nitions with other relevant informa-

tion about words. For example, Banerjee and Pedersen (2002) adapts Lesk's algorithm to

WordNet R1 database (discussed in section 3.1.1). In addition to word de�nitions, Banerjee

and Pedersen make use of various semantic features available in WordNet and report an im-

provement of 83% over the standard Lesk algorithm. Another limitation of Lesk's algorithm

is that it is known to be biased to longer de�nitions. This can be addressed by dividing

number of matches by the number of words in the de�nition (Wilks and Stevenson, 1998).

Furthermore, depending on the size of a context, the process of �nding overlaps among sense

de�nitions in the context can be computationally too expensive. In order to overcome this

issue, Cowie et al. (1992) proposes a variation of Lesk's algorithm based on simulated an-

nealing. The method uses Longman Dictionary of Contemporary English (LDOCE) as lexical

resource and attempts to disambiguate a sentence at a time. It begins the disambiguation

process by assigning each word in a sentence to its �rst sense in LDOCE. For each word, it

stores the de�nitions corresponding to the �rst sense. The method then applies simulated

annealing to select the appropriate senses of all words in the sentence in a way that it op-

timizes the overlap between the information stored for each word. Cowie et al. reports an

accuracy of 47% in the case of �ne sense distinction and 72% in the case of coarse sense

distinction.

1Princeton University, http://wordnet.princeton.edu/
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2.2. Corpus Based Methods

2.2.1. Supervised Methods

Supervised method uses previous occurrences of a word in a corpus as disambiguation

information. Thus it requires the instances of the target words in the corpus to be semantically

disambiguated.

A typical supervised method has two phases: training phase and test phase. In the training

phase, the method obtains a set of features relevant to the words along with its labeled class

from the annotated data. A classi�er (such as a decision tree, a decision list, a neural network,

etc2) is then built based on these training examples. In the test phase, it obtains the same

set of relevant features as the training phase, and uses the classi�er to predict the sense of

the target word. Therefore, the main characteristics that distinguish one supervised method

from another is the kind of features it uses for disambiguation.

Ng and Lee (1996) proposes a supervised method using an instance based learning

algorithm (discussed in section 3.1.4) that acquires a relatively large number of features

as disambiguation information; the features include: part of speech of neighboring words,

morphological form of the target word, unordered list of neighboring words, local collocations,

verb-object syntactic relations, etc.

Similar to other supervised methods, Ng and Lee extract the above mentioned features

to train the instance based classi�er, which is then used to assign the appropriate sense to

the words in the test data. Ng and Lee test their method on the corpus interest and report

an average accuracy of 87.4%, which is a signi�cant improvement over previously reported

results on the same corpus by Bruce and Wiebe (1994).

The major drawback of a supervised WSD method is that it requires large sets of an-

notated text in order to build a moderately good classi�er. For example, Ng and Lee use

2A detailed description of these classi�ers can be found in Mitchell (1997).
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192,800 annotated examples to disambiguate 191 words, which is approximately 1,000 train-

ing examples for each word. However, annotation of such large corpora with human tagger

is known to be very expensive. Another drawback of supervised method is that the classi�er

is speci�c to training instances, thus it is unable to resolve usage of a word not encountered

in the training data. Lastly, most supervised methods need to build separate classi�ers for

each word. Considering the large number of words in real text, having a separate classi�er

for each word would quickly prove to be unscalable.

2.2.2. Unsupervised Methods

Unsupervised method does not require semantically annotated text; rather it gathers

disambiguation information from raw text. Most unsupervised methods cluster word senses

into classes of similar meanings, known as sense clustering. Agglomerative clustering is a

commonly used technique to accomplish this task. The major steps involved in agglomerative

clustering are:

(i) assign each occurrence of the word in the training data to an individual cluster.

(ii) merge two clusters that are the most similar.

(iii) repeat the process of merging clusters until a prede�ned number of clusters or a

certain threshold is reached.

Sch�utze (1998), Pedersen and Bruce (1997) are examples of unsupervised clustering in WSD.

One of the drawbacks of clustering is that the number of clusters usually does not correlate

to the number of senses of the word; so it may not be possible to know the actual sense of

a word by looking at the cluster it belongs to.

Lin (1997) introduces an unsupervised method which (unlike most unsupervised methods)

is able to tag test data with appropriate senses from an MRD. He uses syntactic dependency

and semantic similarity as disambiguation information. The basic principle of this method is

the observation that two occurrences of the same word has identical meaning if their local

context is the same. Lin then extends this assumption one step further and proposes an
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algorithm based on the intuition that two di�erent words are likely to have similar meanings

if they occur in identical local context. The disambiguation process in Lin's method can be

divided into the following steps:

(i) parse input text and get the local contexts of each word.

(ii) �nd all the words appearing in the same context in the corpus.

(iii) select the sense N that maximizes the similarity between the target word and the

words used in the same context.

(iv) assign sense N to all occurrences of the word in the same discourse suggested by

one sense per discourse property. (Gale et al., 1992)(discussed in section 2.2.3).

Lin gives the example of disambiguating a proper noun DreamLand in the context of

DreamLand employed 20 programmers, where DreamLand has 3 possible meaningfperson,

organization,locationg. In order to disambiguate DreamLand, the algorithm �nds other words,

such as company, industry, corporation, etc, in the text that appears as the subject of the verb

employ. It then selects the organization sense of DreamLand that maximizes its similarity

with the aforementioned words. Lin tests his method on nouns only and reports an accuracy

of 56% on the press reportage part of SEMCOR, a semantically annotated corpus (discussed

in section 3.1.2).

Lin's method, unlike most supervised method, is able to disambiguate words even if it is

very infrequent in the corpus. However, Lin's method is limited to nouns only. Another draw-

back of Lin's approach is that the method treats all local context equally for disambiguation

purpose; whereas some local contexts may prove insu�cient to restrict the meaning of a word.

For example, the verb get, have, etc can take objects with variety of di�erent meanings.

2.2.3. Bootstrapping Methods

Bootstrapping method uses a small set of labeled data as seeds in order to train an initial

classi�er, which improves itself by means of gradually growing the seeds at each iterations

on the rest of the unlabeled data. The key feature of this method is the ability to create a
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larger training set from a small set of seeds, which eliminates the need for large amounts of

labeled data.

Yarowsky (1995) introduces a bootstrapping approach to WSD. The method is based on

the following basic principles:

� One sense per collocation Yarowsky (1993): suggests that in a given collocation,

an ambiguous word has only one sense with a very high (90-99%) probability. This

means that nearby words provide strong evidence of the sense of a target word.

� One sense per discourse (Gale et al., 1992): suggests that in an well-written dis-

course, an ambiguous word is extremely likely (98%) to have only one sense. This

means that multiple occurrences of an ambiguous word in a discourse can be dis-

ambiguated globally instead of handling each one of them individually. Yarowsky

reports that applying one sense per discourse property to its algorithm produces

better results than when it is not used.

The disambiguation process, described in this method, takes place in the following major

steps:

(i) Identify the examples of the target words in the untagged corpus.

(ii) select a few examples that are good representatives of each sense of the word and

annotate them with appropriate senses.

(iii) train an initial classi�er based on the seed examples.

(iv) apply the resulting classi�er to the rest of the untagged corpus and add the instances

classi�ed with high con�dence to the training set.

(v) repeat step (iv) until no more training data can be added or a certain threshold is

reached.

(vi) Apply the �nal classi�er to tag the untagged instances of the words in the corpus.

The annotation of the initial seed examples, in step (ii) above, can be accomplished either

by hand or through automated processes, such as using collocational statistics (Jurafsky and
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Martin, 2000), deriving from de�nitions in an MRD, etc. Yarowsky uses automated approach

to select the initial seeds.

To illustrate the method, Yarowsky uses the example of plant having two meanings in

a corpus: (1) living organism, (2) manufacturing factory. The method starts with the seed

examples of plant life and manufacturing plant representative of sense 1 and 2 respectively.

Over the several iterations, the decision list classi�er automatically generates more accurate

and general collocations for each sense, such as fplant height, plant species, etcg indicative

of sense 1 and fassembly plant, nuclear plant, etcg indicative of sense 2. Yarowsky reports

an accuracy of 96.5% on 12 words, each with coarse binary senses.

Yarowsky's method has the unique advantage of eliminating the need for large-scale

annotated corpora for disambiguation; it also reports high degree of accuracy for words with

2-3 distinct senses. However, the algorithm does not provide the same level of precision for

words with more �ne-grained senses as seen in real texts. Moreover, the method needs a

word to appear several times in the corpus in order to build a moderately good classi�er.

Thus it is unable to disambiguate words that are infrequent in the corpus. Additionally, the

principle of one sense per discourse also does not hold for words with �ne grained meanings

like the ones in WordNet. For example, Krovetz (1998) analyzes a corpus annotated with

WordNet senses (SEMCOR) to determine whether or not an ambiguous word appears with

di�erent senses in the same discourse of the corpus. Krovetz �nds 33% of the ambiguous

word appearing with multiple senses in the same discourse.

2.3. Review of the WSD Methods

Most of the WSD methods discussed in this chapter su�ers from one or more of the

following shortcomings:

� need large annotated data: the supervised methods need thousands of occurrences

of each word in order to build a relatively good classi�er. Therefore to have broad
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range of coverage, these methods would require an enormous amount of annotated

data.

� separate classi�ers needed for each word: this means the information learnt for one

word is not useful to disambiguate other words, which misses generality. Moreover,

having separate classi�ers for each word is not scalable for a WSD system that

attempts to consider wide range of words.

� tested on limited context: most of the methods are tested on a speci�c class of

words (such as only nouns) or on a small number of words ranging from a dozen to

a few hundred. The most extensive test, reported by Ng and Lee (1996), include

112 nouns and 70 verbs, which is signi�cantly smaller than the number of words

covered in standard MRD's such as LDOCE, WordNet, etc.

� tested on coarse grain sense: although methods similar to Yarowsky (1995) report

promising results, they are only tested on words with binary coarse grain senses;

some of their underlying principles(such as one sense per discourse) do not hold for

�ne-grained word senses in practice.

Based on the above discussion, scalability and generality seem to be the most crucial

features to have for a successful WSD method. Therefore, a viable disambiguation method

would be less dependent on annotated data (similar to unsupervised or bootstrapping method),

but general enough to use the same knowledge source to disambiguate all open class words

(similar to a dictionary based method). This thesis proposes a WSD method that meets

these criteria.

2.4. Summary

This chapter describes two main categories of WSD methods based on the source of

disambiguation information: dictionary based method, where the de�nitions of the words are

the source of information and corpus based methods, where the disambiguation knowledge is
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obtained from the context of words. Corpus based method can be further divided into super-

vised, unsupervised and bootstrapping method based on the need for semantically annotated

data. A supervised method obtains knowledge from a semantically annotated data whereas

an unsupervised method obtains disambiguation knowledge frow raw text. A bootstrapping

method uses a small amount of annotated data and improves itself over several iterations on

training data. We conclude our discussion by observing that a successful WSD method has

to be scalable and general enough to disambiguate all open class words, the approach taken

for the method proposed in this thesis.
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CHAPTER 3

A MINIMALLY SUPERVISED METHOD FOR SENSE TAGGING

This chapter describes the proposed method for disambiguating all content words in unre-

stricted text using minimal amount of training data. The chapter begins with a description of

the resources used to implement the proposed method. It then gives an overview of the basic

principle of the proposed method followed by a step-by-step description of the algorithm.

3.1. Resources Used

The word sense disambiguation (WSD) method proposed in this thesis uses the following

resources:

(i) WordNet R1 database, a machine readable lexical resource2.

(ii) SEMCOR, a semantic tagged corpus.

(iii) Link parser, a parser based on link grammar.

(iv) TiMBL, a machine learning tool based on memory based learning algorithm3.

Following is a detailed description of each of the resources.

3.1.1. WordNet

WordNet is an electronic lexical database for English Language (Miller et al., 1990; Miller,

1995). It includes content words (noun, verb, adjective and adverb) and omits function words.

WordNet groups a word into a set of closely related words called synset (SYNonym SET),

where each synset represents a unique sense or a concept. These synsets are the building

blocks of WordNet. WordNet has a total of 146,350 words grouped into 111,223 synsets.

Table 1 shows the number of words and synsets for each part of speech (POS) in WordNet.

1Princeton University, http://wordnet.princeton.edu/
2WordNet version 1.7.1 is referred to throughout the thesis.
3TiMBL version 3.0.1 is referred to throughout the thesis.

17



POS Number of Words Number of Synsets
Noun 109195 75804
Verb 11088 13214
Adjective 21460 18576
Adverb 4607 3629

Table 1. Number of words and synsets for each part-of-speech in WordNet.

Words in WordNet can have single sense or multiple senses. Words with only one sense

are known as monosemous, and words with multiple senses are known as polysemous. As

shown in �gure 2, the word cider has only one sense in WordNet whereas the word tea has

5 senses. Out of 146,350 words in WordNet, 25,944 are polysemous. Table 2 shows the

number of polysemous words and average polysemy for each part of speech.

The noun cider has 1 sense

1. cider, cyder - (a beverage made from juice pressed from apples)

The noun tea has 5 senses

1. tea - (a beverage made by steeping tea leaves in water;
"iced tea is a cooling drink")

2. tea, afternoon tea, teatime - ((British) a light midafternoon
meal of tea and sandwiches or cakes; "an Englishman
would interrupt a war to have his afternoon tea")

3. tea, tea leaf - (dried leaves of the tea shrub; used to make tea;
"the store shelves held many different kinds of tea";
"they threw the tea into Boston harbor")

4. tea - (a reception or party at which tea is served; "we met at
the Dean's tea for newcomers")

5. tea, Camellia sinensis - (a tropical evergreen shrub or small
tree extensively cultivated in e.g. China and Japan and India;
source of tea leaves; "tea has fragrant white flowers")

Figure 2. Example of monosemy and polysemy.

Synsets in WordNet are connected to each other via a series of relations. The relations

depend on the type of the word. Table 3 illustrates some important relations for noun,

verb, and adjective/adverb. The relations can be of two kinds: semantic relations and lexical

relations. A semantic relation is said to be a relation between two synsets, such as hypernymy,

holonymy, etc. Alternatively, a lexical relation is between two words, such as antonymy. For
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POS Monosemous Polysemous Polysemous Average Polysemy
words words senses (excluding monose-

mous words)
Noun 94685 14510 40002 2.75
Verb 5920 5168 18221 3.52
Adjective 15981 5479 15175 2.76
Adverb 3820 787 1900 2.41

Table 2. Polysemy for each part-of-speech in WordNet.

Noun relations
Relation(type) De�nition Example
Hypernym(s) From concepts to more generic con-

cepts
tea ) beverage

Hyponym(s) From concepts to more speci�c con-
cepts

tea ) iced tea

Meronym(s) From parts to whole bumper ) car
Holonym(s) From wholes to parts car ) window
Antonym(l) Opposite words winner ) loser

Verb relations
Hypernym(s) From events to more general events drink ) consume
Hyponym(s) From events to more speci�c events dance ) tap dance
Entails(s) From events to the ones they entails survive ) live
Cause(s) From events to their e�ects drop ) fall
Antonym(l) Opposite words depart ) stay

Adjective/Adverb relations
similar to(s) From concepts to other similar con-

cepts
beautiful ) lovely,
pretty, stunning

attribute(s) From adjectives to their noun attributes beautiful ) beauty
antonym(l) Opposite words beautiful ) ugly

Table 3. Semantic and lexical relations in WordNet.

instance, the antonym of depart is stay. However, other members of the synsetdepart,

take leave, quit) do not necessarily have the same antonym.

Nouns and verbs in WordNet forms an hierarchical structure via hypernymy relation. As

shown in table 3, a hypernym is an immediately more general synsets, or superordinate.

Hypernymy relation is transitive; thus following the hypernymy relation recursively generates
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a series of higher order superordinate or a semantic hierarchy. Figure 3 shows the hypernym

chains for two senses of tea. For sense 1, the hypernym chain starts with beverage, and goes

to more general terms such as food, substance, etc. For sense 5, on the other hand, the

hypernym chain starts with shrub, and goes to more general terms such as plant, organism,

etc. Eventually, both sense 1 and 5 join at the synset entity, which is one of the top level

placeholder in the hierarchy. WordNet has 25 of such placeholders for nouns and 10 for verbs.

Sense 1 tea
=> beverage, drink, drinkable, potable

=> food, nutrient
=> substance, matter

=> entity, physical thing
=> liquid

=> fluid
=> substance, matter

=> entity, physical thing

Sense 5 tea, Camellia sinensis
=> shrub, bush

=> woody plant, ligneous plant
=> vascular plant, tracheophyte

=> plant, flora, plant life
=> organism, being

=> living thing, animate thing
=> object, physical object

=> entity, physical thing

Figure 3. Hypernymy relation in WordNet.

Adjective and adverbs, however, are not organized in a hierarchical structure in WordNet.

Rather, they are organized around antonym pairs/triplets (Miller et al., 1993b). The opposite

words in an antonymy relation are known as head synsets. Each head synset has a set of

synonyms clustered around it, via synonymy relation, known as satellite synsets.

In short, various semantic and lexical relations among synsets in WordNet facilitates

navigation from one concept to other related concepts, thus enabling one to search words

conceptually rather than alphabetically. This is the feature that makes WordNet more than

an ordinary lexical resource. Section 3.2 describes how these relations can be used to disam-

biguate words in a certain context.
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3.1.2. SEMCOR

The WSD method proposed in this thesis uses SEMCOR as training data. SEMCOR is a

corpus where each content word is annotated with appropriate senses from WordNet (Miller

et al., 1993a; Miller, 1994). In addition to word senses, it also has syntactic information such

as parts-of-speech for each lexical item. SEMCOR is created from Brown Corpus, which is

considered to be a balanced corpus with texts drawn from wide variety of areas.

SEMCOR is the only corpus where all content words are annotated. Other annotated

corpus such as interest, DSO, line have instances of the same word. However, the drawback

of SEMCOR is that it may not have adequate occurrences of the same word for training

purposes. For example, the number of words that occur more than 100 times in SEMCOR is

only 83 (Stevenson, 2002). Thus, SEMCOR would be inadequate for supervised algorithms

that need thousands of instances of a word in training corpus.

<s snum=56>
<wf cmd=done rdf=person pos=NNP lemma=person wnsn=1 lexsn=1:03:00::

pn=person>Wilson</wf>
<wf cmd=done pos=VB lemma=inquire wnsn=2 lexsn=2:31:00::>inquired</wf>
<wf cmd=ignore pos=IN>about</wf>
<wf cmd=ignore pos=PRP>it</wf>
<punc>.</punc>
</s>

Figure 4. A sample sentence from SEMCOR.

SEMCOR is represented in SGML, where each sentence begins with a s tag, and each

content word begins with a wf tag. A wf tag has additional attributes that reveals more

information about the word. For example, the attribute pos gives the part-of-speech, wnsn

gives the WordNet sense number, and lemma gives the lemmatized form of the word. Figure 4

shows a sentence from SEMCOR.

In conclusion, SEMCOR has been used as the training corpus, because (a) it is the only

corpus with all content words annotated, (b) words are annotated with senses from WordNet,
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which is the lexical resource used for this method, and (c) SEMCOR text is well-balanced

and is not speci�c to a particular area.

3.1.3. Link Parser

The proposed method uses the Link parser to get the syntactic relations between words in a

sentence. Link parser is a syntactic parser based on link grammar: a collection of syntagmatic

patterns specifying how words associates with their neighbors (Sleator and Temperley, 1993).

A link grammar is comprised of a set of words or terminal symbols. Each word in a link

grammar has a linking requirement. For example, consider a dictionary containing the words

along with their linking requirements as shown in table 4.

words linking requirement Explanation
the, a D+ needs a noun on the right
man, car D- and (O- or S+) needs a determiner on the left and needs either an

object on the left or subject on the right
rented S- and O+ needs a subject on the left and an object on the right

Table 4. Linking requirements of words in link grammar.

A sequence of words in table 4 is considered to be a valid sentence, if it satis�es the

following:

� planarity: the arcs/links connecting related words must not cross. For example, the

sequence shown in �gure 5 is invalid since the arcs cross each other.

+---D----+
| +---|---S---+
| | | |
the man car rented

Figure 5. Violation of planarity property of link grammar.

� Connectivity: the links must connect all words together. For example, in �gure 6,

words are disconnected and therefore is invalid.

� satisfaction: the links must satisfy the linking requirement of individual words as

shown in table 4.
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+-D--+ +-D-+
| | | |
the man a car

Figure 6. Violation of connectivity property of link grammar.

The sequence in �gure 7 satis�es all of the above requirements and therefore comprises a

valid sentence.

+---O----+
+-D--+--S---+ +-D-+
| | | | |
the man rented a car

Figure 7. Parsing a sentence using the Link parser.

The process of parsing using the Link parser involves �nding a linkage of the input sen-

tence, which satis�es the requirements of link grammar. The output is a syntactic structure

comprised of binary links between pairs of words as seen in �gure 7.

The method proposed in this thesis uses a perl implementation of link grammar, Lin-

gua::LinkParser to parse sentences (Brian, 2000). The perl module makes the original link

parser API's accessible via an object oriented interface in perl.

3.1.4. TiMBL

TiMBL is a program that implements several memory based learning algorithms (Daele-

mans et al., 2000). It takes a set of examples as training data. Based on the training data,

it produces a classi�er that can predict classes for new unseen instances.

Number Feature Vector Classi�cation
Sky Temperature Humidity (Will rain?)

1 Sunny warm high no
2 Sunny cool normal no
3 cloudy cold low yes
4 cloudy cool normal ?

Table 5. An example of training and test data in memory based learning.
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A memory based learner (also known as instance based learner) �nds the closest match

of an unseen instance in training data in order to predict its classi�cation (Mitchell, 1997).

For example, consider the classi�cation problem of whether or not it will rain in a particular

weather condition, shown in table 5. Rows 1-3 in table 5, provides training examples for which

the classi�cation is known. The set of attributes (sky, temperature, humidity) that describes

the weather condition is known as Feature Vector. When a new instance is encountered for

which the classi�cation is not known, the memory based learner compares its feature vector

with those in training data and depicts the classi�cation based on the match(es) found.

TiMBL supports a wide variety of formats for training and test data; the simplest one

of these is a comma separated feature set with the class as the last value, such as fsunny,

warm, high, nog. TiMBL requires the length of the feature vector in training and test data be

the same. If the rows 1-3 in table 5 is saved in a �le called, training�le as comma separated

lines and row 4 in test�le, then TiMBL can be started by issuing:

Timbl -f trainingfile -t testfile

At the end of execution, TiMBL produces an output �le, which is identical to test�le except

for an additional column at the end with the predicted classi�cation.

TiMBL has numerous applications in di�erent areas of Natural Language Processing. For

example, it has been applied in part-of-speech tagging (Daelemans et al., 1996), word sense

disambiguation (Veenstra et al., 2000), shallow parsing (Daelemans et al., 1999), etc.

3.2. Basic Principle

The goal of this method is to disambiguate all content words in a text using minimal

amount of annotated data. The method extracts syntactic dependencies between words

in sentences in the training data using the Link parser and then expands the knowledge

learnt from the training data by intelligently selecting semantic features for each word us-

ing WordNet. Therefore, unlike traditional supervised methods, it can take advantage of
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the same knowledge source to disambiguate all words. In addition, by means of generaliza-

tion/expansion of the training data, it is able to disambiguate a word even if it does not

appear in the training corpus.

For training purpose, the method uses the annotated data available in SEMCOR. The

extraction of knowledge from the training data takes place in two phases: parse phase and

generalization phase. First, in the parse phase, the method determines the syntactic de-

pendencies (for example, \dog" is-subject-of \bark" in the text the dog barks) between the

words in training data using the Link parser. Second, in the generalization phase, the method

expands the concepts learnt in the parse phase by obtaining their semantic features using

WordNet. The features depend on the part-of-speech of the word:

� Noun/verb: For nouns and verbs, the method generalizes the concepts learnt from

training data by means of the semantic hierarchical structure provided by hypernym

relation.

� Adjective/adverb: Adjective and adverbs in WordNet, however, do not have a similar

hierarchical structure as nouns and verbs. In the case of adjective/adverb, the

method expands the concepts learnt from training data by manipulating synonymy,

and antonymy relations in WordNet.

To illustrate the basic principle, consider the following sentence in the training data, where

words are tagged with their appropriate senses and parts-of-speech4:

The boy#n#1 drank#v#1 water#n#1.

In the parse phase, the method obtains the syntactic relations5 between the words in the above

sentence, such as, the subject-verb relation between boy and drink, the verb-object relation

between drink and water, as shown in �gure 8. In the generalization phase, considering only

the verb-object relation between drink and water, the method generalizes the concept of

4The letter followed by the �rst '#' represents the part-of-speech and the number followed by the second '#'
represents WordNet sense number.
5The terms syntactic dependency and syntactic relation are used interchangeably.
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+---D---+---S---+---O---+
| | | |
The boy drank water

Figure 8. Obtaining syntactic dependencies using the Link parser.

drink water to more general concepts of consume liquid, consume uid and so on. This is

done by extracting WordNet features (provided by hypernymy relation) for drink and water

as shown in �gure 9.

+---drink {drink, imbibe}
| => consume, ingest, take in, take, have
O
|
+---water {water, H2O}

=> liquid
=> fluid

=> substance, matter
=> entity, physical thing

Figure 9. An example of generalizing concepts in training data.

Now, consider the following sentence in the test data for which the word senses are

unknown:They sip tea for relaxation. In the parse phase of the test data, the method detects

a verb-object relation between sip and tea. In this case, neither sip nor tea occur in the

training data. Therefore, the words (drink and water ) in the training data by themselves are

unable to provide su�cient information for the disambiguation of sip or tea in the test data.

However, the disambiguation information can be expanded by means of generalization of the

concepts in the training and the test data. In the generalization phase of the test data, the

algorithm extracts the semantic features corresponding to each of the senses of sip and tea

from WordNet. In this step, the pair fsip#v#1 tea#n#1g for instance, is generalized to

concepts, such as drink liquid, consume uid, which enable the algorithm to �nd a direct

match with the more general concepts of fdrink#v#1 water#n#1g in the training data.

Figures 9 and 10 illustrate the generalizations of drink water and sip tea.
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+---sip {sip}
| => drink, imbibe
| => consume, ingest, take in, take, have
O
|
|
+---tea {tea}

=> beverage, drink, drinkable, potable
=> liquid

=> fluid
=> substance, matter

=> entity, physical thing

Figure 10. An example of generalizing concepts in test data.

Thus the method successfully disambiguates tea as a beverage as opposed to a tea-leaf

(sense #2) or a tea-plant (sense #5) (see �gure 2), even though the instance of sip tea was

not in the training data. This is accomplished by detecting that sip tea and drink water have

similar syntactic dependencies and by inferring consume liquid to be a general term for both

drink water and sip tea. Hence syntactic relation obtained from the Link parser together with

semantic features obtained from WordNet helps disambiguate words in this method.

3.3. The Algorithm

The algorithm for the proposed method is divided into two phases: training phase and

test phase.

3.3.1. Training Phase

In this phase a set of positive and negative examples are generated for training purpose.

It is divided into four major steps.

Step 1: Format SEMCOR sentences to be used by the Link parser. The step:

(i) combines 186 documents from brown1 and brown2 concordances into a single

�le.

(ii) collapses SEMCOR lines, comprising one sentence, into a single line (Approxi-

mately 20,000 lines in total)

(iii) drops the SGML tags associated with each words in the sentences.
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For example, at the end of step 1, the SEMCOR sentence in �gure 4 will look like:

\Wilson inquired about it."

Step 2: Get syntactic relations between words. This step takes sentences from the

previous step and pass them to link parser. The step:

(i) extracts all syntactic relations given by the parser.

(ii) saves only the relations between content words.

(iii) adds the original sense numbers and part-of-speech information from SEMCOR

to the words.

For example, �gure 11 shows the syntactic relations between the words in the

sentence in step 1, Wilson inquired about it. The method ignores all the relations

involving two function words, such as the 'J' relation between about and it, since

the method attempts to disambiguate content words only. Further, the method also

ignores all relations involving a content word and a function word, such as the 'MV'

relation between inquire and about. The rationale behind this is that a function word

usually fails to impose any constraint on the meaning of a content word. Thus, this

step stores only the subject-verb relation ('Ss') between the content words, Wilson

and inquire.

+---S---+---MV---+---J---+
| | | |

Wilson inquired about it

Figure 11. Parsing a sentence in training data.

Step 3: Obtain feature vectors for word senses. This is the most important step in

the training phase, where a set of features for each word sense is obtained from

WordNet6. These features depend on the type of the word:

6A perl interface, WordNet::QueryData, has been used to access the WordNet database �le in this method (Ren-
nie, 2000).
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(i) For nouns and verbs, the feature vector include the synset of the word sense

followed by the chain of inherited hypernyms7 (up to six levels) of the word

sense in WordNet. Suppose, W represents the current word sense; then the

feature vector corresponding to W can be expressed by:

Sw ; H1
w ; H

2
w ; H

3
w ; H

4
w ; H

5
w ; H

6
w

Where,

Sw = synset(W ),

and

Hiw =





hypernym (W ) if i = 1:

hypernym (H(i�1)
w ) if 2 <= i <= 6:

0 if no hypernym available for W:

(ii) For adjective and adverbs, the feature vector include the synset of the word

sense followed by the antonyms(if any) of the word8 in WordNet. If the number

of the antonyms is greater than six, the method takes the �rst six antonyms

of the word returned by WordNet. If the number of antonyms is less than six,

then the method �lls the missing �elds of the six allocated spaces for antonyms

by zeros ('0').

Step 4: Creates training data for TiMBL. As described in section 3.1.4, TiMBL needs

a set of training examples to classify new instances. This step generates a set of

positive and negative training instances for TiMBL by:

(i) obtaining feature vectors for all possible combinations of senses of the words

in a relation,

7In the case of a word sense having multiple hypernyms, the method chooses only the �rst hypernym provided
by WordNet.
8As mentioned in Section 3.1.1, antonymy is a lexical relation between word forms.
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(ii) classifying the instance in step 3 as positive, and

(iii) classifying all other pair as negative, for which the immediate hypernym(in case

of nouns and verbs) or antonym (in case of adjectives and adverbs) of both

words are di�erent than the same in the positive example. Suppose, W1m and

W2n are the �rst and second word senses in a syntactic relation in the training

data9. Then, the set of instances classi�ed as negative can be given by:

W1i ; fCorresponding Feature Vectorg;W2j ; fCorresponding Feature Vectorg; no
Where,

(a) i 6= m,

(b) j 6= n,

(c) Hypernym (W1i) 6= Hypernym (W1m),

(d) Hypernym (W2j) 6= Hypernym (W2n)

(e) i = total number of senses for the word W1, and

(f) j = total number of senses for the word W2

In short, the negetive examples are chosen so that they do not share the same

hypernym/antonym as the positive example in order to maintain a clear distinction

between the positive and negative examples in the training data.

3.3.2. Test Phase

Test phase is where the actual disambiguation process takes place. It can be divided into

four major steps.

Step 1: Parse sentences and get syntactic relations between content words.

Step 2: Extract feature vector for each sense of a word. This step:

(i) Gets the part-of-speech of each word 10.

9The subscripts represent the sense numbers of the words.
10The algorithm assumes that the words in test data are annotated with their appropriate POS's. Making such
assumption reasonable since POS tagger with a very high level of accuracy (96%) are readily available (Brill,
1992).
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(ii) Obtains the number of senses for each word in WordNet.

(iii) Extracts feature vectors, as described in step 3 in training phase, for each senses

of the word.

Step 3: Invoke TiMBL to predict word senses. In this step, TiMBL predicts the

appropriate sense number for each pair of words. There are 3 possibilities:

(i) If TiMBL predicts a single sense of a word as positive, then the word is assigned

to the predicted sense.

(ii) If TiMBL predicts multiple senses of a word as positive, then the word sense

is determined by majority voting. In case of a tie, the word sense with lower

sense number in WordNet is selected.

(iii) If TiMBL does not predict any of the word senses to be positive, then the sense

of the word is left unassigned.

Step 4: Upon completion of the above steps, there may be words for which the ap-

propriate sense may be unknown due to one of the following reasons:

(i) The sentence containing the word is not parse-able by the Link parser.

(ii) The word is not connected to any other content words in the sentence via a

syntactic relation (see Section 4.5).

(iii) TiMBL, the memory based learner (discussed in Section 3.1.4) is unable to

assign a sense to the word.

In this case, the method applies the heuristic of assigning the most frequent sense to

the words for which the appropriate senses are unknown. This can be accomplished

by selecting sense number one for the unassigned words since WordNet organizes

the senses of a word in order of their frequency of usage in the text.

3.4. Summary

This chapter describes the algorithm behind a semi-supervised all words sense tagger.

It uses annotated words in SEMCOR as training data. It also uses WordNet as a lexical
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resource, TiMBL as a machine learning tool, and the Link parser to get syntactic relations

among words.

The algorithm for the proposed method is divided into training phase and test phase.

Training phase involves getting syntactic relation among words, obtaining semantic features

for each word using WordNet, and creating a set of negative and positive examples for

training purpose. The actual disambiguation takes place in the test phase, where the senses

of unknown words are predicted by TiMBL based on the examples produced in training phase.
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CHAPTER 4

RESULTS AND DISCUSSION

This chapter begins with a description of the metrics frequently used for the evaluation of

WSD methods. It then discusses the lack of a general standard in word sense disambiguation

(WSD) evaluations and how SENSEVAL attempts to address this issue. Finally, it reports

the result obtained by the proposed method on SENSEVAL-2 and SENSEVAL-3 followed by

an analysis of the results and some of the limitations of the method.

4.1. Evaluation Metrics for WSD

The results described in this chapter are expressed in terms of precision, recall, and F-

measure. This section briey explains these evaluation metrics.

The terms precision and recall have originally been used in the context of Information

Retrieval (IR) in order to express the text retrieval quality of the system (Baeza-Yates and

Ribeiro-Neto, 1999). For an IR system, precision is the fraction of retrieved document that

are relevant to the query; whereas, recall is the fraction of the relevant documents retrieved

by the system. In the context of WSD, precision and recall can be given by formulas 1 and 2.

(1) Precision(P) =
Number of correctly disambiguated words

Total number of words disambiguated

(2) Recall(R) =
Number of correctly disambiguated words

Number of words that should have been disambiguated

Both precision and recall assume values in the interval [0,1]. A value of 1 for precision

means all the words disambiguated by the system are correct while a value of 1 for recall

means the system has correctly disambiguated all the words. However, these metrics can be

misleading if both precision and recall are not considered together. For example, a system
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with a very high precision of 1 but a low recall of 0.05 means the system covered only 5%

of all words although all the disambiguated words are correct. In order to have a balance

between precision and recall, a third metric called F-measure is used. F-measure can be

expressed by the formula 3.

(3) F =
1

�
1
P

+ (1� �)
1
R

In formula 3, the constant � allows precision and recall to be weighted di�erently. For

example, to put more emphasis on precision than recall, the value of � is chosen to be greater

than 0.5; conversely, to put more emphasis on recall over precision, the value of � is chosen

to be less than 0.5. Precision and recall are weighted equally when the value of � is 0.5.

Assuming � equals 0.5 in formula 3, F-measure becomes the harmonic mean of precision and

recall, given by formula 4.

(4) F =
2

1
P

+
1
R

=
2(P � R)
P + R

In this thesis, formula 4 is used for calculating F-measure. Similar to precision and recall,

F-measure also assumes values in the interval [0,1]. A value of 0 for F-measure means no

correct words have been disambiguated, while a value of 1 for F-measure indicates that all

words have been disambiguated correctly.

4.2. Standards in WSD Evaluation

One of the challenges in comparing di�erent WSD methods is the lack of a general stan-

dard. For instance, WSD methods using di�erent lexical resources are subject to di�erent

sets of word senses. Moreover, the results reported by the methods are usually based on
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di�erent test data. Thus, it is di�cult to compare, for example, Yarowsky's bootstrap-

ping method (Section 2.2.3) that uses coarse-grained senses with Lin's unsupervised method

(Section 2.2.2) that uses �ne-grained senses in WordNet R1 database.

In order to address this issue, SENSEVAL, a framework for WSD evaluation, was intro-

duced (Kilgarri�, 1998). It consists of a sample of lexical tasks for di�erent languages. For

each task, it provides a gold standard of correct answers, which is used for the evaluation of

the participating WSD systems. In this thesis, we use data available for The English all-words

task in SENSEVAL-2 and SENSEVAL-3 to report the result of our method.

The test data for the English all-words task in SENSEVAL-2, which took place in the

summer of 2001, consisted of 5000 words in running text taken from three Wall Street

Journal articles selected from the Penn Treebank II (Palmer et al., 2001). WordNet 1.7

was used as the sense inventory for annotations. All annotations were conducted by two

independent annotators, which was refereed and corrected by a third annotator. A total of

22 WSD systems participated in the English all-words task and the best performing system

reported a precision and a recall of 0.690. Table 6 shows the top 10 system performances

for the English all-words tasks in SENSEVAL-2 (Palmer et al., 2001).

System Precision Recall
SMUaw- 0.690 0.690
AVe-Antwerp 0.636 0.636
LIA-Sinequa-AllWords 0.618 0.618
david-fa-UNED-AW-T 0.575 0.569
david-fa-UNED-AW-U 0.556 0.550
gchao2- 0.475 0.454
gchao3- 0.474 0.453
Ken-Litkowsky-clr-aw* 0.451 0.451
Ken-Litkowsky-clr-aw 0.416 0.451
gchao- 0.500 0.449

Table 6. Top 10 system performances on English all-words task in SENSEVAL-2.

1Princeton University, http://wordnet.princeton.edu/
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SENSEVAL-3, which took place in March-April of 2004, had a similar task for all-words

in English. The test data consisted of approximately 5,000 words in running text taken from

two Wall Street Journal articles and one excerpt from Brown Corpus in the Penn Treebank

II (Snyder and Palmer, 2004). WordNet 1.7.1 was used as the sense inventory and annotations

of test data were conducted the same way as SENSEVAL-2. A total of 26 WSD systems

participated in the English all-words task and the best performing system reported a precision

and a recall of 0.652. Table 7 shows the top 10 system performances for the English all-words

task in SENSEVAL-3 (Snyder and Palmer, 2004).

System Precision/Recall
GAMBL-AW-S 0.652
SenseLearner-S 0.646
Koc University-S 0.641
R2D2: English-all-words 0.626
Meaning-allwords-S 0.624
Meaning-simple-S 0.610
upv-shmm-eaw-S 0.609
LCCaw 0.607
UJAEN-S 0.590
IRST-DDD-00-U 0.583

Table 7. Top 10 system performances on English all-words task in SENSEVAL-3.

4.3. Results

As previously mentioned, the method proposed in this thesis uses the data made available

in SENSEVAL-2 and SENSEVAL-3 for the English all-words task. This section reports the

results obtained on the test data and compares them with two other baseline algorithms:

� Random baseline: this method selects the sense of a word at random form the

possible senses of the word. For example, if the word has �ve possible senses, the

probability of choosing the correct sense using this method is 0.2.

� Most frequent sense (MFS) baseline: this method assigns the most frequent sense

of a word in the text. It accomplishes this by selecting sense number 1 for each
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word since WordNet organizes the senses of a word in order of their frequency of

usage in the text.

The results are expressed in terms of precision, recall, and F-measure as described in Sec-

tion 4.1.

Table 8 shows the precision, recall, and F-measure2 obtained by the proposed method on

SENSEVAL-2 and SENSEVAL-33. In each case, the result of the proposed method is also

compared to the results obtained by the random baseline method.

SENSEVAL
File

Class Size
(words)

Proposed
Method(%)
(P/R/F)

Random
Baseline(%)
(P/R/F)

Nouns 1079 71.46 44.67
Verbs 576 47.57 25.17

SENSEVAL-2 Adjectives 434 68.20 47.93
Adverbs 285 82.81 60.00
All classes 2374 64.43 42.38
Nouns 892 69.28 40.36
Verbs 731 54.17 21.20

SENSEVAL-3 Adjectives 350 70.29 46.86
Adverbs 14 100.00 92.86
All classes 1987 64.12 34.83

Table 8. Results on SENSEVAL-2 and SENSEVAL-3.

Note that the precision, recall and F-measure in table 8 are identical because, for each

method, the total number of words disambiguated is equal to the number of words that

should have been disambiguated (formulas 1 and 2 in Section 4.1). Table 8 also shows

the total number of words in each class (noun, verb, adjective, adverb) in SENSEVAL-2

and SENSEVAL-3 along with the results obtained for the same. From these results, it

is evident that the verbs represent the most di�cult class to disambiguate; this can be

supported by the fact that verbs in WordNet has the highest degree of polysemy (table 2,

Section 3.1.1). Further, SENSEVAL-3 contains only a total of 14 adverbs, most of which are

2The words that could not be found in WordNet 1.7.1 has been ignored in all methods reported.
3For results on individual �les in SENSEVAL-2 and SENSEVAL-3, refer to tables 10 and 12.
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monosemous. This explains the high precision value reported by all the methods on adverbs

in SENSEVAL-3. Overall, the proposed method receives an average precision of 64.43% on

SENSEVAL-2, which is an improvement of 32.22% over the random baseline method and

7.81% over the MFS baseline method 4. For SENSEVAL-3, the proposed method receives an

average precision of 64.12%, which is an improvement of 45.68% over the random baseline

method and 5.02% over MFS baseline method 5. The close proximity of the precision value

between the proposed method and the MFS baseline method is discussed later in the chapter

in Section 4.4. Furthermore, when compared to the state-of-the-art WSD systems reported

in SENSEVAL-2 and SENSEVAL-3 (tables 6 and 7), the precisions obtained by the proposed

method (64.43% and 64.12%, respectively) are also competitive.

As described in Section 3.3.2, the last step of the test phase of the proposed method

uses the heuristic of assigning most frequent sense (that is, sense number 1 in WordNet)

to all words that are left unassigned in the previous steps. Table 9 shows the e�ect of ap-

plying the heuristic on the values of precision, recall, and F-measure for SENSEVAL-2 and

SENSEVAL-36. The average precisions obtained by the proposed method on SENSEVAL-2

and SENSEVAL-3 before applying the heuristic are 68.23% and 67.11%, respectively. No-

tice that the precisions obtained before applying the heuristic are higher than the precisions

obtained after applying the heuristic. However, since all words are not addressed before ap-

plying the heuristic, the corresponding recall and F-measure are smaller than the recall and

F-measure after applying the heuristic.

4.4. Discussion of Results

The results obtained by the proposed method on both SENSEVAL-2 and SENSEVAL-3

are signi�cantly higher than the random baseline method. However, when compared to the

MFS baseline, the result obtained is an improvement of only 5-7%. This close proximity of

4Assuming a precision of 59.4% using MFS baseline method reported by Fernandez-Amoros et al. (2001)
5Assuming a precision of 60.9% using MFS baseline method reported by Snyder and Palmer (2004).
6For results on individual �les in SENSEVAL-2 and SENSEVAL-3, refer to tables 11 and 13.
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SENSEVAL
File

Class Size
(words)

Before Heuristic (%) After Heuristic (%)

P R F P/R/F
Nouns 1079 73.20 62.28 67.30 71.46
Verbs 576 47.54 38.54 42.57 47.57

SENSEVAL-2 Adjectives 434 69.77 56.91 62.69 68.20
Adverbs 285 85.83 76.49 80.89 82.81
All classes 2374 68.23 57.54 62.43 64.43
Nouns 892 71.97 55.27 62.52 69.28
Verbs 731 56.96 42.54 48.71 54.17

SENSEVAL-3 Adjectives 350 74.19 52.57 61.54 70.29
Adverbs 14 100.00 100.00 100.00 100.00
All classes 1987 67.11 50.43 57.59 64.12

Table 9. Results on SENSEVAL-2 and SENSEVAL-3 before and after applying heuristic.

results can be explained by the fact that the sense frequency distributions tend to decrease

exponentially for less frequent senses (Mihalcea et al., 2004). As a result, MFS baseline

method often outperforms other methods that consider all senses of words. For example,

methods such as Pedersen and Bruce (1997) and Lin (1997) reports results worse than MFS

baseline due to this phenomena.

Further, Snyder and Palmer (2004) points out that the WSD methods participating in

SENSEVAL-3 hit a wall of 70-75% for the English all-words task. This is explained by the

fact that the human annotators for this task agreed with each other approximately 72.5%

of the time due to the �ne-grained nature of WordNet. Following is the inter-annotators

agreement rate as reported by Snyder and Palmer for each part-of-speech:

� Noun: 74.9%

� Verb: 67.8%

� Adjective/Adverb: 78.5%

The above inter-annotators agreement rates puts an approximate upper-bound on WSD sys-

tems using WordNet. For example, the verbs have the lowest inter-annotators agreement

39



rate, which is reected in the relatively low performance of the proposed method in disam-

biguating verbs. Snyder and Palmer concludes that a coarse-grained dictionary is required to

obtain better results in WSD.

4.5. Limitations of the Proposed Method

As described in chapter 3, the method proposed in this thesis uses the constraint imposed

by syntactic dependencies between words in order to disambiguate their meanings. As a

result, the method can not resolve (without the help of a heuristic) the senses of the words

in a sentence for which the Link parser is unable to provide a valid linkage. However, even

if the Link parser provides a valid linkage for a sentence, the method is unable to resolve

certain words in the sentence. This is because the proposed method ignores any syntactic

relations involving a content word and a function word in the parse phase. Consequently,

the senses of content words that are not connected to any other content words are initially

left unassigned by the proposed method. To illustrate, consider the sentence in �gure 12,

where the content word guess is connected to the word I and the word he via Sp*i and Ce

relations, respectively. However, since both I and he are function words, these relations are

ignored and the sense of guess is left unassigned. To address this limitation, the heuristic of

most frequent sense is applied to resolve all the previously unassigned senses in the �nal step

of disambiguation (Section 3.3.2).

+-Sp*i+--Ce-+-Ss-+--MVp-+--Js--+
| | | | | |
I guess he knows about this

Figure 12. A sentence with no relation between content words.

4.6. Summary

This chapter reports the results obtained by the minimally supervised method proposed

in this thesis on the data available for the English all-words task in SENSEVAL-2 and
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SENSEVAL-3. The method obtains an overall precision of 64.43% and 64.12% on SENSEVAL-

2 and SENSEVAL-3 data respectively, which is approximately 32%-45% improvement over

the random baseline method and 5-7% improvement over the MFS baseline method. The

results also are competitive with the highest performing WSD systems in SENSEVAL-2 and

SENSEVAL-3.

SENSEVAL-2
File

Class Size
(words)

Proposed
Method(%)
(P/R/F)

Random
Baseline(%)
(P/R/F)

Nouns 318 66.98 38.05
Verbs 165 44.24 25.45

d00 Adjectives 98 66.33 55.10
Adverbs 86 76.74 51.16
All Classes 667 62.52 39.13
Nouns 479 76.62 49.90
Verbs 259 47.88 24.32

d01 Adjectives 155 60.00 37.42
Adverbs 94 88.30 61.70
All classes 987 67.58 42.35
Nouns 282 67.73 43.26
Verbs 152 50.66 26.32

d02 Adjectives 181 76.24 53.04
Adverbs 105 82.86 65.71
All classes 720 68.47 45.42
Nouns 1079 71.46 44.67
Verbs 576 47.57 25.17

All Files Adjectives 434 68.20 47.93
Adverbs 285 82.81 60.00
All classes 2374 64.43 42.38

Table 10. Detailed results on SENSEVAL-2.
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SENSEVAL-2
File

Class Size
(words)

Before Heuristic (%) After
Heuris-
tic(%)

P R F P/R/F
Nouns 318 69.05 54.72 61.06 66.98
Verbs 165 45.97 34.55 39.45 44.24

d00 Adjectives 98 74.32 56.12 63.95 66.33
Adverbs 86 83.58 65.12 73.20 76.74
All classes 667 66.15 51.27 57.77 62.52
Nouns 479 78.39 71.19 74.62 76.62
Verbs 259 47.95 40.54 43.93 47.88

d01 Adjectives 155 59.38 49.03 53.71 60.00
Adverbs 94 87.91 85.11 86.49 88.30
All classes 987 68.96 61.00 64.74 67.58

Nouns 282 67.97 55.67 61.21 67.73
Verbs 152 48.39 39.47 43.48 50.66

d02 Adjectives 181 76.32 64.09 69.67 76.24
Adverbs 105 85.42 78.10 81.60 82.86
All classes 720 68.82 57.64 62.74 68.47

Nouns 1079 73.20 62.28 67.30 71.46
Verbs 576 47.54 38.54 42.57 47.57

All Files Adjectives 434 69.77 56.91 62.69 68.20
Adverbs 285 85.83 76.49 80.89 82.81
All classes 2374 68.23 57.54 62.43 64.43

Table 11. Detailed results on SENSEVAL-2 before and after applying heuristic.
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SENSEVAL-3
File

Class Size
(words)

Proposed
Method(%)
(P/R/F)

Random
Baseline(%)
(P/R/F)

Nouns 315 70.48 38.41
Verbs 356 52.25 21.91

d000 Adjective 99 62.63 41.41
Adverbs 10 100.00 90.00
All classes 780 61.54 31.92
Nouns 304 65.79 39.80
Verbs 148 58.11 21.62

d001 Adjective 166 73.49 45.78
Adverbs 1 100.00 100.00
All classes 619 66.07 37.16
Nouns 273 71.79 43.22
Verbs 227 54.63 19.82

d002 Adjective 85 72.94 55.29
Adverbs 3 100.00 100.00
All classes 588 65.48 36.22
Nouns 892 69.28 40.36
Verbs 731 54.17 21.20

All Files Adjectives 350 70.29 46.86
Adverbs 14 100.00 92.86
All classes 1987 64.12 34.83

Table 12. Detailed results on SENSEVAL-3.
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SENSEVAL-3
File

Class Size
(words)

Before Heuristic (%) After
Heuris-
tic(%)

P R F P/R/F
Nouns 315 69.85 60.32 69.54 70.48
Verbs 356 55.25 45.79 50.08 52.25

d000 Adjectives 99 63.29 55.56 59.17 62.63
Adverbs 10 100.00 100.00 100.00 100.00
All Classes 780 62.96 52.95 57.52 61.54
Nouns 304 70.83 44.74 54.84 65.79
Verbs 148 60.44 37.16 46.02 58.11

d001 Adjectives 166 81.19 49.40 61.43 73.49
Adverbs 1 100.00 100.00 100.00 100.00
All Classes 619 71.17 44.26 54.58 66.07
Nouns 273 75.57 61.17 67.61 72.53
Verbs 227 58.13 40.97 48.06 53.30

d002 Adjectives 85 76.47 61.18 68.00 71.76
Adverbs 3 100.00 100.00 100.00 100.00
All Classes 588 69.69 53.57 60.58 65.14
Nouns 892 71.97 55.27 62.52 69.28
Verbs 731 56.96 42.54 48.71 54.17

All Files Adjectives 350 74.19 52.57 61.54 70.29
Adverbs 14 100.00 100.00 100.00 100.00
All classes 1987 67.11 50.43 57.59 64.12

Table 13. Detailed results on SENSEVAL-3 before and after applying heuristic.
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CHAPTER 5

CONCLUSIONS

Many natural language processing tasks are likely to be bene�tted from a broad-coverage

and accurate word sense disambiguation (WSD) system. In this thesis, we propose a minimally

supervised WSD method for all words in unrestricted text.

The method proposed in this thesis is based on constraints imposed by syntactic depen-

dencies and concept generalizations drawn from an external dictionary, WordNet R1 database.

The method has been tested on the data used for the English all-words task in SENSEVAL-2

and SENSEVAL-3 and obtains a precision of 64.43% and 64.12% respectively; these results

are competitive with the state-of-the art WSD systems participating in these evaluations.

The major signi�cance of this method can be summarized as follows:

� It introduces a method to disambiguate all words in unrestricted text.

� It uses minimal amount of annotated training examples.

� It is able to disambiguate words that were never seen before in the training data by

means of semantic generalizations.

� It obtains precisions that are a signi�cant improvements (32%-45%) over random

baseline.

5.1. Future Work

Followings are some of the ways in which the method presented in this thesis can be

improved:

� Selectively discount the weak relations: The proposed method considers all the

syntactic relations between the content words in a sentence. However, some of

1Princeton University, http://wordnet.princeton.edu/
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the syntactic relations do not impose enough constraint on the meanings. For

example, the relations between the word \only" and other content words (such as

the relation between \only" and \serve" in servers only the employees) are usually

not very constrictive. This kind of weak relations can be manually identi�ed before

hand, and be excluded from the training and test set.

� Include neighboring words in the set of features: As mentioned above, the current

method considers only the relations between the content words in a sentence. This

is based on the observation that a function word hardly puts any constraints on

the meaning of a content word (as discussed in Section 4.5). However, certain

function words, such as \about" (talk about), \into" (look into), \out" (look out)

may provide clues about the meaning of content words, such as verbs. This can be

addressed by including the neighboring words (for example, three words to the left

and three words to the right of the current word) in the feature vector.
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