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This software is aimed at providing user-friendly, easy-to-use environment for the 

user to scrub (de-identify/modify) the DICOM header information. Some tools either 

anonymize or default the values without the user interaction. The user doesn’t have the 

flexibility to edit the header information. One cannot scrub set of images simultaneously 

(batch scrubbing). This motivated to develop a tool/utility that can scrub a set of images 

in a single step more efficiently. This document also addresses security issues of the 

patient confidentiality to achieve protection of patient identifying information and some 

technical requirements. Use cases in which a selective usage of this tool may be 

desirable include: 

♦ 

♦ 

♦ 

Clinical trials 

Image databases for case based reasoning, teaching cases  

Remote service applications 
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DEFINITIONS 

Acronyms 

ACR  -  American College of Radiology.  

AE (Application Entity)  - A DICOM term for defining a particular user at an IP address. 

ANSI -  American National Standards Institute. 

DICOM – Digital Medical Imaging Team  

HIPAA – Health Insurance Portability and Accountability Act 

IOD – Information Object Definition 

LUT - Lookup Table. 

NEMA - National Electrical Manufacturers Association.  

PDU (Protocol Data Unit) - A data object which is exchanged by software protocol 
devices (entities, machines) within a given layer of the protocol stack. 

SOP – Service Object Pair Classes (refer the DICOM standard document in references) 

TCP/IP - Transmission Control Protocol / Internet Protocol. 

UID (Unique Identifier) - A globally unique identifier (based on the structure defined by 
ISO 8824 for OSI Object Identifiers) which is assigned to every DICOM information 
object as specified by the DICOM Standard (see Section 2.1.1.4) and which guarantees 
global unique identification for objects across multiple countries, sites, vendors and 
equipment.  

VR (Value Representation) - A VR is the defined format of a particular data element. 

Definitions 

Association  - A DICOM term for a communication context which is used by two 
Application Entities that communicate to one another.  

Association negotiation - The software handshaking that occurs between two DICOM 
Application Entities to set up an Association.  

Attribute - Each DICOM information object has its own set of characteristics or 
attributes. Each attribute has a name and may have a value (see IOD), depending on its 
category.  
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Big Endian - A term for encoding data where the most-significant byte appears first and 
remaining bytes follow in descending order of significance; sometimes known as 
"Motorola" format (see Little Endian). (The term is used because of an analogy with the 
story Gulliver's Travels, in which Jonathan Swift imagined a never-ending fight between 
the kingdoms of the Big-Endians and the Little-Endians, whose only difference is in 
where they crack open a hard-boiled egg.)  

Calling (requesting) AE title - The name used by the receiver in a DICOM association to 
indicate which application entity it received the data from. It is the AE title of the AE that 
is initiating the transfer.  

Called (receiving) AE title - The name used by the sender in a DICOM association to 
indicate which application entity it wants to transmit its data to. It is the AE title of the AE 
that is receiving the transfer.  

Composite information object - A DICOM information object (see IOD) whose attributes 
contain multiple real world objects.  

Conformance - Conformance in the DICOM sense means to be in compliance with the 
parts of the DICOM Standard.  

Conformance statement - A document whose organization and content are mandated 
by the DICOM Standard, which allows users to communicate how they have chosen to 
comply with the Standard in their implementations (see Section 8).  

Data dictionary - A registry of DICOM data elements which assigns a unique tag, a 
name, value characteristics, and semantics to each data element (see the DICOM Data 
Element Dictionary in DICOM PS 3.6-1999).  

Data element - A unit of information as defined by a single entry in the data dictionary. 
An encoded information object definition (IOD) attribute that is composed of, at a 
minimum, three fields: a data element tag, a value length, and a value field. For some 
specific transfer syntaxes, a data element also contains a VR field where the value 
representation of that data element is specified explicitly.  

Data set - Exchanged information consisting of a structured set of attribute values 
directly or indirectly related to information objects. The value of each attribute in a data 
set is expressed as a data element.  

Data stream - The result of encoding a data set using the DICOM encoding scheme 
(data element numbers and representations as specified by the data dictionary).  

DICOM file - A DICOM file is a file with a content formatted according to the 
requirements of DICOM PS 3.10-1999.  

DICOM file format - The DICOM file format provides a means to encapsulate in a file the 
data set representing an SOP instance related to a DICOM information object.  
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Information object class or information object (IOD) - A software representation of a real 
object (e.g., CT image, study, etc.). An information object is generally a list of 
characteristics (attributes) which completely describe the object as far as the software is 
concerned. The formal description of an information object generally includes a 
description of its purpose and the attributes it possesses.  

Information object instance or instance (of an IOD) - A software representation of a 
specific occurrence of a real object or entity, including values for the attributes of the 
information object class to which the entity belongs.  

Little Endian - A term for encoding data where the least-significant byte appears first 
and remaining bytes follow in ascending order of significance; sometimes known as 
"Intel" format (see Big Endian).  

Message - A data unit of the message exchange protocol exchanged between two 
cooperating DICOM application entities. A message is composed of a command stream 
followed by an optional data stream.  

Meta SOP class - A collection or group of related SOP classes identified by a single 
abstract syntax UID, which, when taken together, represent a logical grouping and 
which are used together to provide a high-level functionality, e.g., for the purpose of 
negotiating the use of the set with a single item.  

Module - A logical group of the valid attributes of DICOM information objects.  

Normalized information object - A DICOM information object (see IOD) whose attributes 
contain a single real world object. Note: the differentiation of normalized versus 
composite information object definitions is not strongly enforced in DICOM 3.0.  

Presentation context - A presentation context consists of an abstract syntax plus a list of 
acceptable transfer syntaxes. The presentation context defines both what data will be 
sent (abstract syntax) and how the data are encoded to be sent (transfer syntax).  

Real-world activity - Something which exists in the real world and which pertains to 
specific area of information processing within the area of interest of the DICOM 
Standard. A real-world activity may be represented by one or more SOP classes.  

Real-world object - Something which exists in the real world and upon which operations 
may be performed which are within the area of interest of the DICOM Standard. A real-
world object may be represented through an SOP instance.  

Service class - A group of operations that a user might want to perform on particular 
information objects. Formally, a structured description of a service which is supported 
by cooperating DICOM application entities using specific DICOM commands acting on a 
specific class of information object.  
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Service class provider (SCP, provider, server) - A device which provides the services of 
a DICOM service class or classes which are utilized by another device (SCU) and which 
performs operations and invokes notifications on a specific association.  

Service class user (SCU, user, client) - A device which utilizes the DICOM service class 
or classes which are provided by another device (SCP) and which invokes operations 
and performs notifications on a specific association.  

Service-object pair (SOP) - The combination of a DICOM information object and the 
service class which operates upon that object.  

SOP class - A DICOM term which is identical to an abstract syntax; it identifies a set of 
SOPs which, when taken together, represent a logical grouping (see meta SOP class).  

Tag - A unique identifier for an element of information composed of an ordered pair of 
numbers (a group number followed by an element number), which is used to identify 
attributes and corresponding data elements.  

Transfer syntax - A part of the DICOM presentation context which specifies a set of 
encoding rules that allow application entities to unambiguously negotiate the encoding 
techniques (e.g., data element structure, byte ordering, compression) they are able to 
support, thereby allowing these application entities to communicate.  

Scrubbing – The process of editing the DICOM header information  

Sequences - A sequence allows to regroup one or several Items to provide a flexible 
encoding for simple structures of repeating sets of data elements (called items) up the 
encoding of more complex "folder" information objects and the value representation is 
"SQ." 
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SCOPE AND APPLICABILITY 

This software is aimed at providing user-friendly, easy-to-use environment for the 

user to scrub (de-identify/modify) the DICOM header information. There are many 

public-domain tools that will scrub the header information in a DICOM image. But each 

of these either anonymize or default the values without the user interaction. All one has 

to do is to give the image file and the software will blank out the values of some 

necessary tags, so the user doesn’t have the flexibility to edit the header information. 

Even if one of the tools does, we cannot scrub for a set of images simultaneously (batch 

scrubbing). This motivated the team at University of North Texas to develop a tool/utility 

that can scrub a set of images in a single step (explained in detail later) more efficiently. 

This document also addresses security issues of the patient confidentiality at 

application level to achieve protection of patient identifying information like patient 

name, patient age, sex etc. In addition to DICOM standard requirements, technical 

requirements are also covered in this document. Use cases in which a selective usage 

of this tool may be desirable include: 

• Clinical trials, where an authorized entity can view the original data, while other 

participants  in the trial would still be "blind" to the identification of the patient. 

• Image databases for case based reasoning, teaching cases or epidemiologic 

registry. 

• Remote service applications, where objects need to be made available to service 

personnel that have no need of the identification information 
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INTRODUCTION 

What is DICOM File Format? 

The Digital Imaging and Communications in Medicine (DICOM) standard was 

created by the National Electrical Manufacturers Association (NEMA) to aid the 

distribution and viewing of medical images, such as computed tomography imaging (CT 

scan), magnetic resonance imaging (MRIs), and ultrasound. DICOM is the most 

common standard for receiving scans from a hospital.  The DICOM 3.0 standard [1,2] 

allows one to move, display, and store images between a variety of systems in a non-

proprietary, portable (non-vendor specific) manner [3,4,5].  

A single DICOM file contains both a header (which stores information about the 

patient's name, the type of scan, image dimensions, etc), as well as all of the image 

data (which can contain information in three dimensions). This is different from the 

popular Analyze format, which stores the image data in one file (*.img) and the header 

data in another file (*.hdr). Another difference between DICOM and Analyze is that the 

DICOM image data can be compressed (encapsulated) to reduce the image size. Files 

can be compressed using lossy or lossless variants of the JPEG format, as well as a 

lossless run-length encoding format (which is identical to the packed-bits compression 

found in some TIFF format images). 

The DICOM Header 

The image on the left in figure 1 shows a hypothetical DICOM image file. In this 

example, the first 794 bytes are used for a DICOM format header, which describes the 

image dimensions and retains other text information about the scan. The size of this 

header varies depending on how much header information is stored. Here, the header 
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defines an image which has the dimensions 109x91x2 voxels, with a data resolution of 

1 byte per voxel (so the total image size will be 19838). The image data follows the 

header information (the header and the image data are stored in the same file). 

 

 

 

 

(a) 
 

(b) 

Figure 1  Example of DICOM image file and header  

Further down, I show a more detailed list of the DICOM header as displayed by 

my software. Note that DICOM requires a 128-byte preamble (these 128 bytes are 

usually all set to zero), followed by the letters 'D', 'I', 'C', 'M'. This is followed by the 

header information, which is organized in 'groups'. For example, the group 0002hex is 

the file meta information group, and (in the example on the left) contains 3 elements: 

one defines the group length, one stores the file version and the third stores the transfer 

syntax. 
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The DICOM elements required depend on the image type, and are listed in Part 

3 of the DICOM standard. For example, this image modality is 'MR' (see element 

0008,0060), so it should have elements to describe the MRI echo time. The absence of 

this information in this image is a violation of the DICOM standard. In practice, most 

DICOM format viewers (including MRIcro and ezDICOM) do not check for the presence 

of most of these elements, extracting only the header information that describes the 

image size. 

The NEMA standard preceded DICOM, and the structure is very similar, with 

many of the same elements. The main difference is that the NEMA format does not 

have the 128-byte data offset buffer or the lead characters 'DICM'. In addition, NEMA 

did not explicitly define multi-frame (3D) images, so element 0028,0008 was not 

present. 

A message consists of a series of "data elements" each of which contains a 

piece of information. Each element is described by an "element name" consisting of a 

pair of 16 bit unsigned integers ("group number", "data element number"). The data 

stream is ordered by ascending group number, and within each group by ascending 

data element number. Each element may occur only once in a message. Even 

numbered groups describe elements defined by the standard. Odd numbered groups 

are available for use by vendors or users, but must conform to the same structure as 

standard elements. Following the (group number, data element number) pair is a length 

field that is a 32 bit unsigned even integer that describes the number of bytes from the 

end of the length field to the beginning of the next data element.  
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The last part of a data element is its value, which is defined by the data dictionary 

to be an ascii (numeric AN or text AT) or binary value (BI 16 bit or BD 32 bit). The 

values may be single or multiple. Multiple ascii values are delimited by the backslash 

(05CH) character. Odd length ascii values are padded with a space (020H). 
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SYSTEM REQUIREMENTS 

Hardware ♦ 

♦ 

♦ 

Pentium II 400 MHz, 128 MB RAM 

Software 

MIR DICOM Central Test Node (CTN) Software (DICOM routines) 

Microsoft Visual C++ 6  (Compiling DICOM routines) 

Tomcat Server (for Java Servlets) 

Java Native Interface  

Implementation 

C, Java, Servlets 
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Functional Diagram 
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Figure 2  Functional diagram of MDIT scrubbing tool 

 

 7



Data Flow Diagram 

The first step in scrubbing, if using a database that is stored on a hard disk in the 

form of Windows file structure like Directories, sub-directories etc., one has to segregate 

and group the database into a hierarchical directory structure as in the figure below. 

 

                                                                   Patient ID 
Patient 

 

 
CT MR US 

Study 

                                           

 

                            Series 

 

         Images/SOP ID 

 

                              

                   

      

S1 S2 S1 S2 S1 

                        

Figure 3 Heirarchy structure of grouping the images based on patient-series-study information 
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Figure 4  Single image level scrubbing 
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Figure 5 Series level scrubbing 
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SCREENSHOTS AND WALKTHROUGH OF THE SCRUBBING TOOL 

Image Level Scrubbing 

This section will take through with all the necessary steps one has to take to capitalize 

the usage of the tool with the aid of the screenshots.  

 

 

 

 

 

 

 

 

 

Figure 6  Image level scrubbing screen 

This interface allows users to select a DICOM image file from any directory that 

has DICOM images.  Once a file is selected, there are three options: 

a. Display: This option displays all the header information of the selected file 

with the information like tag, for example, (0010,0020), length of the value of 

the tag in bytes, description of the tag and the value. When in “display” 

options, the user cannot modify/change the header information. 

b. Save2Default: This option takes the selected DICOM image file and runs an 

automated script on this image with the default values that have been 

identified as required. This script automatically saves the modified image 
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header into a different file (complies with the DICOM standard1). In this option, 

the default values are the values that HIPAA2 recommends to preserve the 

patient privacy. The default values are stored in a “configurable” flat file. At 

any point of time one can add new tags and their default values into this file.  

c. Copy & Modify: This option takes the selected image and displays the header 

information that can be modified. Here the user can enter any values to any of 

the tags of the image. Once the new changes are made, this tool will prompt 

the user if the values entered are complying with the data type of each of the 

tags changed with the DICOM standard. The tool has a good interactive error 

handling mechanism. For the user to find the tag(s) that have been not in 

place with the syntax of the data type, the column containing the tag number 

is highlighted with “Red”. Another feature of this tool is, it also tells the user 

about the HIPAA regulated tags. These tags are one whose columns are 

highlighted with “Green”. For the list of the HIPAA regulated tags, see the 

document – SUP55_LB.doc (Table X.1-1 Basic Application Level 

Confidentiality Profile Attributes, Page 14). If there were no changes done, 

but the “Save” is pressed/clicked, then it prompts out with a message that no 

changes were made and gives an option to either go back or to the first 

screen to select a different image file. 
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Series Level Scrubbing 

 

Figure 7 Series level scrubbing screen 

This interface is aimed at automating the scrubbing process to a set of images at 

a “series level” (refer diagram). All one has to enter in this screen are patient ID, study 

number, series number. Basically these values are the directory names that we grouped 

in a hierarchical directory fashion using a script (Grouping Script described previously). 

Once you have entered the corresponding values, the user has two options to proceed. 

a. Modify: This process is the same as the one we did for the “copy & modify” in 

the “imagescrub.html” except that the file that is modified is the first image file 

in the series selected, once the “Save” button is clicked the modified file is 

saved to a different file and this process is automatically repeated to each file 

in the series with the modified values from the first image file gets reflected to 

each of the file. The error handling is same as in “Copy & Modify” (Red 
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highlighting) and is done only for the first file. After the errors are rectified, 

these values are reflected to other files in the series. If there were no changes 

done, but the “Save” is pressed/clicked, then it prompts out with a message 

that no changes were made and gives an option to either go back or to the 

first screen to select a different image file. If everything goes perfect, it returns 

out with a “success” message that the task has been accomplished. 

b. SaveDefault: This step is same as the one in the “Save2Default” with the 

“imagescrub.html” with an additional facility; it also repeats this process of 

saving the default values to all the files in the series with the same edited 

values made in the first file. 
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HIPAA REGULATED DICOM TAGS 

There are certain tags in DICOM header that need to be protected to provide a 

minimal level of confidentiality from identification (de-identification) according to the 

HIPAA Regulation [document reference]. To do the same, the team has come up with a 

convention to facilitate efficient usage of the standard. 

There are two aspects: 

1. There are those tags that have a VR equal to UI (unique ID) that needs to be 

scrubbed and some UIs that need to be deleted.  

2. Assigning some dummy values to these tags  

 

For the UID part, the general syntax of an UID is:  <root>.<suffix>. 

x.xx.xxxx.xxxxxx.xxx.x  =  root 

z.zz.zzzzzz.zzzzzz or z.zzzzzzz.zzzzzzz or z.zzzzzzzzz.zzzzzz = suffix 

appended value to the root, which is usually “study ID” followed by “Series Number” and 

the “Study Date or Series Date”. However, the length of the UID shouldn’t exceed 64 

characters. 

Roots are assigned to companies by DICOM standard organization. For example 

Philips would be assigned a root. Every instance that is created by Philips would be 

assigned a unique suffix automatically. This rule helps ensure that all medical instances 

are unique globally.  
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CONCLUSION AND FUTURE WORK 

This software tool skips the handling of the sequence elements. A good 

enhancement of this software would be scrubbing the sequence elements. One more 

thing, it just checks to see whether the tags are HIPAA compliant, one modification to 

this would be making the modifications of HIPAA compliant tags mandatory. This 

document gives the specification or the background for handling private tags, it always 

good to implement this feature.  
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JAVA NATIVE INTERFACE (JNI) – PORTABILITY ISSUES 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 17



The Java Native Interface (JNI) provides interoperation between Java code 

running on a Java Virtual Machine and code written in other programming languages 

(e.g., C assembly). The JNI is useful when existing libraries need to be integrated into 

Java code, or when portions of the code are implemented in other languages for 

improved performance. The Java Native Interface is extremely flexible, allowing Java 

methods to invoke native methods and vice versa, as well as allowing native functions 

to manipulate Java objects. However, this flexibility comes at the expense of extra effort 

for the native language programmer, who has to explicitly specify how to connect to 

various Java objects (and later to disconnect from them, to avoid resource leak).  

In this document, I will explain the two common applications of JNI: calling C 

code from Java programs, and calling Java code from C programs and cover both the 

essentials of the Java Native Interface and some of the programming challenges that 

can arise. To end with, I will discuss some portability issues of JNI. 

 

JNI Introduction 

 

The Java Native Interface is a powerful framework for seamless integration 

between Java and other programming languages (called "native languages" in the JNI 

terminology). The JNI renders native applications with much of the functionality of Java, 

allowing them to call Java methods, access and modify Java variables, manipulate Java 

exceptions, ensure thread-safety through Java thread synchronization mechanisms, 

and ultimately to directly invoke the Java Virtual Machine.  

This functional wealth is provided through a rather complex interface between the 

native code and the Java programming environment. For example, accessing an integer 
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Java member variable from the native code is a multi-step process, which involves first 

querying the class type whose variable is to be retrieved (using the JNI function 

GetObjectClass), obtaining the field identifier (using GetFieldID), and finally retrieving 

the field per se (using GetIntField). The latter function is a representative of a set of 

functions (Get<type>Field), each corresponding to a different variable type; thus, 

accessing a variable requires explicit specification of the appropriate function. There are 

a number of JNI API functions, which are complementary in their nature. For example, if 

a native function has a parameter of type jstring, it should first convert this parameter 

into a conventional string of chars using GetStringChars (or GetStringUTFChars), and 

subsequently explicitly release this temporary representation using the corresponding 

function ReleaseStringChars (or ReleaseStringUTFChars).  

The standard JNI has two purposes:  

1. Source code compatibility between different platforms. 

2. Binary code compatibility between different JVMs on the same platform 

 

Prerequisites 

All the examples use Java, C, and are written to be portable to both Windows 

and UNIX-based platforms. To follow the examples, one must have some experience 

programming in the Java language. In addition, you will also need some experience 

programming in C.  

System Requirements 

You will need JavaScript enabled on your browser.  To run the examples in this 

document, you will need the following tools and components:  

• Java compiler: javac.exe ships with the SDK.  
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• Java virtual machine (JVM): java.exe ships with the SDK.  

• Native method C file generator: javah.exe ships with the SDK.  

• Library files and native header files that define JNI. The jni.h C header file, 

jvm.lib, and jvm.dll or jvm.so files all ship with the SDK.  

• C and compiler that can create a shared library. The two most common C 

compilers are Visual for Windows and cc for UNIX-based systems.  

Additional Considerations 

In the Java 2 SDK, the JVM and run-time support are located in the shared 

library file named jvm.dll (Windows) or libjvm.so (UNIX). In the Java 1.1 JDK, the JVM 

and run-time support were located in the shared library file named javai.dll (Windows) or 

libjava.so (UNIX). The version 1.1 shared libraries contained the runtime and some 

native methods for the class libraries, but in version 1.2, the runtime is removed and the 

native methods are in java.dll and libjava.so. This change is important in Java code that: 

• Is written using non-JNI native methods (as with the old native method interface 

from the JDK 1.0 JDK) 

• Uses an embedded JVM through the JNI Invocation Interface 

In both cases, you'll need to relink your native libraries before they can be used 

with version 1.2. Note that this change should not affect JNI programmers implementing 

native methods -- only JNI code that invokes a JVM through the Invocation API. 

If you use the jni.h file that comes with the SDK/JDK, that header file will use the 

default JVM in the Java SDK installation directory (jvm.dll or libjvm.so). Any 

implementation of a Java platform that supports JNI should do the same thing, or allow 

you to specify a JVM shared library; however the details of how this is done may be 
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specific to that Java Platform/JVM implementation. Indeed, many implementations of 

JVMs do not support JNI at all. 

 

CALLING ‘C’ CODE FROM JAVA PROGRAM 

Six steps to call C from Java code 

The process of calling C from Java programs consists of six steps. We'll go over 

each step in depth later, but let's start with a quick look at each one. 

1. Write the Java code. Write Java classes to perform three tasks: declare the 

native method we'll be calling; load the shared library containing the native code; 

and call the native method. 

2. Compile the Java code. We must successfully compile the Java class or classes 

to bytecode before we can use them. 

3. Create the C header file. The C header file will declare the native function 

signature that we want to call. This header will then be used with the C function 

implementation (see Step 4) to create the shared library (see Step 5). 

4. Write the C code. This step consists of implementing the function in a C or 

source code file. The C source file must include the header file we created in 

Step 3. 

5. Create the shared library file. Create a shared library file from the C source code 

file we created in Step 4. 

6. Run the Java program. Run the code and see if it works.  
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Step 1: Write the Java code. 

Write the Java source code file, which will declare the native method, load the 

shared library containing the native code, and actually call the native method. 

Here's the example of Java source code file, called Sample1.java: 

 1. public class Sample1 

 2. { 

 3.   public native String stringMethod(String text); 

 4.    

 5.   public static void main(String[] args) 

 6.   { 

 7.      System.loadLibrary("Sample1"); 

 8.      Sample1 sample = new Sample1(); 

 9.      String  text   = sample.stringMethod("JAVA"); 

10.      

11.     System.out.println("stringMethod: " + text); 

12.   } 

13. } 

 

What's happening in this code? 

First of all, note the use of the native keyword, which can be used only with 

methods. The native keyword tells the Java compiler that a method is implemented in 

native code outside of the Java class in which it is being declared. Native methods can 

only be declared in Java classes, not implemented, so a native method cannot have a 

body. 
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Now, let's look at the code line by line: In line 3 we declared a native method. On 

line 7 we load the shared library file containing the implementation for the native 

method. (We'll create the shared library file when we come to Step 5.) 

Finally, in line 9 we call the native method. Note that this operation is no different 

from the operation of calling non-native Java methods. 

Note: Shared library files on UNIX-based platforms are usually prefixed with "lib". 

In this case, line 7 would be System.loadLibrary("libSample1");  

 

Step 2: Compile the Java code. 

Next, we need to compile the Java code down to bytecode. One way to do this is 

to use the Java compiler, javac, which comes with the SDK. The command we use to 

compile our Java code to bytecode is: 

   javac Sample1.java 

 

Step 3: Create the C header file. 

The third step is to create a C header file that defines native function signatures. 

One way to do this is to use the native method C stub generator tool, javah.exe, which 

comes with the SDK. This tool is designed to create a header file that defines C-style 

functions for each native method it finds in a Java source code file. The command to 

use here is: 

javah Sample1  
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Results of running javah.exe on Sample1.java 

Sample1.h, below, is the C header file generated by running the javah tool on our 

Java code: 

 1. /* DO NOT EDIT THIS FILE - it is machine generated */ 

 2. #include <jni.h> 

 3. /* Header for class Sample1 */ 

 4.  

 5. #ifndef _Included_Sample1 

 6. #define _Included_Sample1 

 7. #ifdef __cplusplus 

 8. extern "C" { 

 9. #endif 

10. 

11. JNIEXPORT jstring JNICALL Java_Sample1_stringMethod 

12.  (JNIEnv *, jobject, jstring); 

13. 

14.   

15. #ifdef __cplusplus 

16. } 

17. #endif 

18. #endif 

 

About the C header file 

 As you've probably noticed, the C function signatures in Sample1.h are quite 

different from the Java native method declarations in Sample1.java. JNIEXPORT and 

JNICALL are compiler-dependent specifiers for export functions. The return types are C 
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types that map to Java types. These types are fully explained towards the end of the 

document. 

The parameter lists of all these functions have a pointer to a JNIEnv and a 

jobject, in addition to normal parameters in the Java declaration. The pointer to JNIEnv 

is in fact a pointer to a table of function pointers.  

The jobject parameter refers to the current object. Thus, if the C code needs to 

refer back to the Java side, this jobject acts as a reference, or pointer, back to the 

calling Java object. The function name itself is made by the "Java_" prefix, followed by 

the fully qualified class name, followed by an underscore and the method name. 

 

Step 4: Write the C code. 

When it comes to writing the C function implementation, the important thing to 

keep in mind is that our signatures must be exactly like the function declarations from 

Sample1.h.  

The C function implementation 

Here is Sample1.c, an implementation written in C:  

 1. #include "Sample1.h" 

 2. #include <string.h> 

 3.  

 4. JNIEXPORT jstring JNICALL Java_Sample1_stringMethod 

 5.   (JNIEnv *env, jobject obj, jstring string) { 

 6.     const char *str = (*env)->GetStringUTFChars(env, string, 0); 

 7.     char cap[128]; 

 8.     strcpy(cap, str); 

 9.     (*env)->ReleaseStringUTFChars(env, string, str); 
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10.     return (*env)->NewStringUTF(env, strupr(cap)); 

11. } 

12.  

13. void main(){} 

 

Step 5: Create the shared library file. 

Next, create a shared library file that contains the native code. Most C compilers 

can create shared library files in addition to machine code executables. The command 

you use to create the shared library file depends on the compiler you're using. Below 

are the commands that will work on Windows and Solaris systems. 

Windows


: cl -Ic:\jdk\include -Ic:\jdk\include\win32 -LD Sample1.c -FeSample1.dll 

Solaris: 
cc -G -I/usr/local/jdk/include -I/user/local/jdk/include/solaris Sample1.c -o 

Sample1.so 

 

 

Step 6: Run the Java program. 

The last step is to run the Java program and make sure that the code works 

correctly. Because all Java code must be executed in a Java virtual machine, we need 

to use a Java runtime environment. One way to do this is to use the Java interpreter, 

“java.exe” which comes with the SDK. The command to use is: 

java Sample1 

When we run the Sample1.class program, we should get the following result: 

PROMPT>java Sample1 

stringMethod: JAVA 
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Troubleshooting 

You can run into many problems when using JNI to access native code from 

Java programs. The three most common errors you'll encounter are: 

1. A dynamic link cannot be found. This results in the error message: 

java.lang.UnsatisfiedLinkError. This usually means that either the shared library 

cannot be found, or a specific native method inside the shared library cannot be 

found. 

2. The shared library file cannot be found. When you load the library file using the 

file name with the System.loadLibrary(String libname) method, make sure that 

the file name is spelled correctly and that you do not specify the extension. Also, 

make sure that the library file is accessible to the JVM by ensuring that the library 

file's location is in the classpath. 

3. A method with the specified signature cannot be found. Make sure that your C 

function implementation has a signature that is identical to the function signature 

in the header file. 
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CALLING JAVA CODE FROM A ‘C’ PROGRAM 

 

Four steps to call Java code from a C program 
 

The four steps in the process of calling Java methods from C are as follows: 

1. Write the Java code. This step consists of writing the Java class that implements (or call 

other methods that implement) the functionality you want to access. 

2. Compile the Java code. The Java class must be successfully compiled to bytecode 

before they can be used. 

3. Write the C code. This code will create and instantiate a JVM and call the correct Java 

methods. 

4. Run the native C application. Run the application to see if it works. We'll also go over 

some tips for dealing with common errors.  

 

Step 1: Write the Java code 
 

We start by writing the Java source code file, which will implement the passing the string 

functionality which we want to make available to the native C code. 

 

Our Java code example, Sample2.java, is shown below:  

 

1. public class Sample2 { 

2. public static void main(String[] args) { 

a. System.out.println("Hello World " + args[0]); 

3. } 

4. } 

 

 

Note that Sample2.java implements one static Java method, main (String[] args)(lines 2). 

Static methods are class methods that are not associated with object instances. It is easier to 

call static methods because we do not have to instantiate an object to invoke them. 
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Step 2: Compile the Java code 
 

Next, we compile the Java code down to bytecode. One way to do this is to use the Java 

compiler, javac, which comes with the SDK. The command to use is: 

     

javac Sample2.java 

Or, see the instructions in the Makefile shown below. 

 

Step 3: Write the C code 
 

All Java bytecode must be executed in a JVM, even when running in a native 

application. So our C application must include calls to create a JVM and to initialize it. To assist 

us, the SDK includes a JVM as a shared library file (jvm.dll or jvm.so), which can be embedded 

into native applications. 

 

We'll start with a look at the complete code for C. 

 

A C application with embedded JVM 
 

Sample2.c is a simple C application with an embedded JVM: 

 

1. #include <jni.h> 

2.  

3. #define PATH_SEPARATOR ';' /* define it to be ':' on Solaris */ 

4. #define USER_CLASSPATH "." /* where Sample2.class is residing */ 

5.  

6. int main() { 

7. JNIEnv *env; 

8. JavaVM *jvm; 

9. jint res; 

10. jclass cls; 

11. jmethodID mid; 
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12. jstring jstr; 

13. jclass stringClass; 

14. jobjectArray args; 

15.  

16. #ifdef JNI_VERSION_1_2 

17. JavaVMInitArgs vm_args; 

18. JavaVMOption options[1]; 

19. options[0].optionString ="-Djava.class.path=" USER_CLASSPATH; 

20. vm_args.version = 0x00010002; 

21. vm_args.options = options; 

22. vm_args.nOptions = 1; 

23. vm_args.ignoreUnrecognized = JNI_TRUE; 

24.  

25. /* Create the Java VM */ 

26. res = JNI_CreateJavaVM(&jvm, (void**)&env, &vm_args); 

27. #else 

28. JDK1_1InitArgs vm_args; 

29. char classpath[1024]; 

30. vm_args.version = 0x00010001; 

31. JNI_GetDefaultJavaVMInitArgs(&vm_args); 

32.  

33. /* Append USER_CLASSPATH to the default system class path */ 

34. sprintf(classpath, "%s%c%s",vm_args.classpath, PATH_SEPARATOR, 

USER_CLASSPATH); 

35. vm_args.classpath = classpath; 

36.  

37. /* Create the Java VM */ 

38. res = JNI_CreateJavaVM(&jvm, &env, &vm_args); 

39.  
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40. #endif /* JNI_VERSION_1_2 */ 

41.  

42. if (res < 0) { 

43. fprintf(stderr, "Can't create Java VM\n"); 

44. exit(1); 

45. } 

46.  

47. cls = (*env)->FindClass(env, "Sample2"); 

48. if (cls == 0) { 

49. goto destroy; 

50. } 

51.  

52. mid = (*env)->GetStaticMethodID(env, cls, "main", 

"([Ljava/lang/String;)V"); 

53.  

54. if (mid == 0) { 

55. goto destroy; 

56. } 

57.  

58. /*jstr = (*env)->NewStringUTF(env, " from C!"); 

59. if (jstr == 0) { 

60. goto destroy; 

61. }*/ 

62.  

63. stringClass = (*env)->FindClass(env, "java/lang/String"); 

64. args = (*env)->NewObjectArray(env, 1, stringClass, jstr); 

65. if (args == 0) { 

66. goto destroy; 

67. } 
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68.  

69. (*env)->CallStaticVoidMethod(env, cls, mid, args); 

70. destroy: 

71.  

72. if ((*env)->ExceptionOccurred(env)) { 

73. (*env)->ExceptionDescribe(env); 

74. } 

75.  

76. (*jvm)->DestroyJavaVM(jvm); 

77. return 0; 

78. } 

 

Include the jni.h file 
 

We start by including the jni.h C header file in the C application, as shown in the code 

sample below. 

     

#include <jni.h> 

 

The jni.h file contains all the type and function definitions we need for JNI on the C side. 

 

Declare the variables 
 

Next, we declare all the variables we want to use in the program. The JavaVMOption 

options[] holds various optional settings for the JVM. When declaring variables, be sure that you 

declare the JavaVMOption options[] array large enough to hold all the options you want to use. 

In this case, the only option we're using is the classpath option. We set the classpath to the 

current directory because in this example all of our files are in the same directory. You can set 

the classpath to point to any directory structure you would like to use. 

 

Here's the code to declare the variables for Sample2.c: 
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JavaVMOption options[1]; 

JNIEnv *env; 

JavaVM *jvm; 

JavaVMInitArgs vm_args; 

 

Notes: 

JNIEnv *env - represents JNI execution environment. 

JavaVM jvm - a pointer to the JVM. We use this primarily to create, initialize, and destroy the 

JVM. 

JavaVMInitArgs vm_args - represents various JVM arguments that we can use to initialize our 

JVM. 

 

Set the initialization arguments 
 

Different Java VM implementation will likely require different initialization arguments. It is 

difficult to come up with a standard initialization structure suitable for all present and future Java 

VMs. Native applications embedding JDK 1.1.2 must set the version field to 0x00010001. The 

JavaVMInitArgs structure represents initialization arguments for the JVM. You can use these 

arguments to customize the runtime environment before you execute your Java code. As you 

can see, the options are one argument and the Java version is another. We set these 

arguments as follows: 

 

vm_args.version = JNI_VERSION_1_2 (0x00010002) or 0x00010001 (for JDK1.1) 

vm_args.nOptions = 1; 

vm_args.options = options; 

Set the classpath 
 

Next, we set the classpath for the JVM, to enable it to find the required Java classes. In 

this particular case, we set the classpath to the current directory, because the Sample2.class 

and Sample2.exe are located in the same directory. The code we use to set the classpath for 

Sample2.c is shown below: 
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options[0].optionString = "-Djava.class.path=.";  

// same text as command-line options for the java.exe JVM 

 

Set aside memory for vm_args 
 

Before we can use vm_args we need to set aside some memory for it. Once we've set 

the memory, we can set the version and option arguments, as shown below:  

 

memset(&vm_args, 0, sizeof(vm_args));  // set aside enough memory for vm_args 

vm_args.version = JNI_VERSION_1_2;         // version of Java platform 

vm_args.nOptions = 1;                      // same as size of options[1] 

vm_args.options = options; 

 

Create the JVM 
 

With all the setup taken care of, we're ready to create a JVM. We start with a call to the 

method: 

     

JNI_CreateJavaVM(JavaVM **jvm, void** env, JavaVMInitArgs **vm_args) 

 

This method returns zero if successful or JNI_ERR if the JVM could not be created. 

 

Find and load the Java classes 
 

Once we've created our JVM, we're ready to begin running Java code in the native 

application. First, we need to find and load our Java class, using the FindClass() function, 

shown here: 

     

cls = (*env)->FindClass(env, "Sample2"); 

 

The cls variable stores the result of the FindClass() function. If the class is found, the cls 

variable represents a handle to the Java class. If the class cannot be found, cls will be zero. 
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Find a Java method 
 

Next, we want to find a method inside of the class using the GetStaticMethodID() 

function. We want to find the method stringMethod, which takes a String parameter and returns 

a String. Here is the code to find StringMethod: 

     

mid = (*env)->GetStaticMethodID(env, cls, "main", "([Ljava/lang/String;)V"); 

 

The mid variable stores the result of the GetStaticMethodID() function. If the method is 

found, the mid variable represents a handle to the method. If the method cannot be found, mid 

will be zero. 

 

Remember that in this example, we are calling static Java methods. That is why we're 

using the GetStaticMethodID() function. The GetMethodID() function does the same thing, but it 

is used to find instance methods. 

If we were calling a constructor, the name of the method would have been "<init>".  

 

Call a Java method 
 

Finally, we call the Java method, as shown below: 

 

(*env)->CallStaticVoidMethod(env, cls, mid, args); 

 

The CallStaticVoidMethod method takes cls (representing our class), mid (representing 

our method), and the parameter or parameters for the method. In this case the parameter is 

args (which is “HELLO_FROM_C”). 

 

Step 4: Run the application 
 

Now we're ready to run the C application and make sure that the code works correctly.  

For an easy compiling and execution of the code, I used the help of a Makefile. Here are the 

commands used in the Makefile  
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Makefile 
 

1. JAVA_HOME=/usr/local/jdk 

2. # this is can be overriden on the command line, e.g.  

3. # 'make JAVA_HOME=/home/kreilede/local/jdk1.2.2' 

4.  

5. archExpr = case "`uname -m`" in  \ 

i[3-6]86 | ia32) \ 

echo i386 \ 

;; \ 

sparc*)  \ 

echo sparc \ 

;; \ 

*) \ 

uname -m  \ 

;; \ 

esac 

 

6. ARCH = $(shell $(archExpr) ) 

7.  

8. # The java tools: 

9. JAVAC=$(JAVA_HOME)/bin/javac 

10. JAVA=$(JAVA_HOME)/bin/java 

11. JAVAH=$(JAVA_HOME)/bin/javah 

12.  

13. INCLUDES=-I$(JAVA_HOME)/include -I$(JAVA_HOME)/include/linux 

 36



14. LIBS=-L$(JAVA_HOME)/jre/lib/$(ARCH)/client -

L$(JAVA_HOME)/jre/lib/$(ARCH)/native_threads -

L$(JAVA_HOME)/jre/lib/$(ARCH) -ljvm -lhpi 

15. #-llibjvm.so -llibhpi.so 

16.  

17. # The recommended c compiler flags 

18. CFLAGS=-D_REENTRANT -D_GNU_SOURCE 

19. CC = gcc 

20.  

21. # The java source code 

22. JAVA_SRC = Sample2.java 

23. # The java class files 

24. JAVA_CLASSES = $(JAVA_SRC:%.java=%.class) 

25.  

26. all: invokeJVM $(JAVA_CLASSES) run 

27.  

28. invokeJVM: invokeJVM.o  

29. $(CC) -o $@ $? $(LIBS) 

30.  

31.  

32. invokeJVM.o: invokeJVM.c 

33. $(CC) $(CFLAGS) $(INCLUDES) -c -o $@ $< 

34.  

35.  

36. run: invokeJVM $(JAVA_CLASSES) 

37. LD_LIBRARY_PATH=$(JAVA_HOME)/jre/lib/$(ARCH)/client:$(JAVA_HOME)/jre/li

b/$(ARCH)/native_threads:$(JAVA_HOME)/jre/lib/$(ARCH) \ 

38. ./invokeJVM HELLO_FROM_C (This is a comment don’t include this in the 

Makefile – “HELLO_FROM_C” is the command line argument that we give) 

 37



39.  

40. %.class: %.java 

41. ${JAVA_HOME}/bin/javac $< 

42.  

43. clean: 

44. rm -f Sample2.class invokeJVM.o invokeJVM  

45. # $(RM) Sample2.class *~ core *.o *.so *~ ./invokeJVM 

 

 

When you run Makefile you should get a result like the following: 

 

PROMPT>make 

Hello World + HELLO_FROM_C 

 

PROMPT> 

 

 

Troubleshooting 
 

JNI's Invocation API is somewhat cumbersome because it is defined in C, a language 

with minimal object-oriented programming support. As a result, it is easy to run into problems. 

Below is a checklist that may help you avoid some of the more common errors. 

 

• Always ensure that references are properly set. For example, when creating a JVM with 

the JNI_CreateJavaVM() method, make sure it returns a zero. Also make sure that 

references set with the FindClass() and GetMethodID() methods are not zero before you 

use them. 

• Check to see that your method names are spelled correctly and that you properly 

mangled the method signature. Also be sure that you use CallStaticXXXMethod() for 

static methods and CallXXXMethod() for member methods. 
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• Make sure you initialize the JVM with any special arguments or options your Java class 

may need. For example, if your Java class requires a great deal of memory, you may 

need to increase the maximum heap size option. 

• Always be sure to set the classpath properly. A native application using an embedded 

JVM must be able to find the jvm.dll or jvm.so shared library. 

 

 

 

 

 

 

Java strings versus C strings 

 

Java strings are stored as sequences of 16-bit Unicode characters, while C strings are 

stored as sequences of 8-bit null-terminated characters. JNI provides several useful functions 

for converting between and manipulating Java strings and C strings. The code snippet below 

demonstrates how to convert C strings to Java strings: 

 

 1. /* Convert a C string to a Java String. */ 

 2. char[]  str  = "To be or not to be.\n"; 

 3. jstring jstr = (*env)->NewStringUTF(env, str); 

 

Next, we'll look at the code to convert Java strings to C strings. Note the call to the 

ReleaseStringUTFChars() function on line 5. You should use this function to release Java 

strings when you're no longer using them. Be sure you always release your strings when the 

native code no longer needs to reference them. Failure to do so could cause a memory leak. 

 

 1. /* Convert a Java String into a C string. */ 

 2. char buf[128;  

 3. const char *newString = (*env)->GetStringUTFChars(env, jstr, 0); 

 4. ... 

 5. (*env)->ReleaseStringUTFChars(env, jstr, newString); 
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PORTABILITY 

 

Code Portability is essential. While optimized programs written in native languages such 

as C still maintain a significant performance advantage over just-in-time(JIT) execution of Java 

code, they can not exhibit the degree of portability attributable to Java programs through Java’s 

platform-independent bytecode representation. Nonetheless, Java’s JNI provides programmers 

the ability to mix the speed and functionality of native codes with the rapid prototyping of Java. 

Thus, JNI-wrapped codes provide a programmer with the robustness, speed, and functionality 

of native methods along with the rapid prototyping of Java at the expense of maintaining total 

portability and platform independence. 

 

In terms of the portability issue, the VM is still considered a 'black box' with clearly 

defined boundaries. However, there was an issue with the native interface in JDK 1.0.x, which 

exposed the programmer to some of the internals of the VM. This was clearly a mistake, since it 

could then lead to portability issues since native methods would not work on different VMs. This 

is why the native interface was changed in JDK 1.1.x to the new JNI standard. The JNI interface 

clearly defines the boundary of the VM (wrt native methods) thus ensuring that the VM remains 

a pluggable black box. This allows the same native code to execute on different vendors VM 

implementations without recompilation. Since the JNI spec is now in place, portability should not 

be an issue moving forward, and code running on today's 'classic VM' will run on the upcoming 

hotspot VM (this assumes that all native methods are done using JNI). To be safe, it is 

recommended that people coding native methods use JNI now (beware of other native interface 

standards such as RNI) and they will be ready for the hotspot VM when it arrives (in addition to 

having the choice of using other vendors VMs). 

 

You might think that once a program uses JNI, portability is lost, and hence it doesn't 

matter if vendors diverge from the JNI standard. Not so. Code that accesses a native library 

using JNI can run on any VM that supports JNI, so it's portable across VMs on the same 

platform. Further, you can port a native library to all platforms Java supports (indeed, this is how 

Sun implements the Java Platform), so JNI _enables_ cross-platform development where it's 

necessary to use platform-specific idioms for certain functionality.  
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CONCLUSION 

 

 

As is generally the case when it comes to application development, the only way to 

really determine if Java native compilation is the answer to your particular set of circumstances 

is to run through a problem-solving cycle:  

• Determine exactly what problem (or problems) you are hoping to solve with native 

compilation. 

 

• Take a look at the available native compilers and come up with a handful that looks like 

they could solve your problem. 

 

• Try all the compilers you've selected with your application and see what happens.  
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JNI TYPES 
 

JNI uses several natively defined C types that map to Java types. These types can be 

divided into two categories: primitive types and pseudo-classes. The pseudo-classes are 

implemented as structures in C, but they are real classes in. 

The Java primitive types map directly to C platform-dependent types, as shown here: 

 

 

 

 

 

 

The C type jarray represents a generic array. In C, all of the array types are really just 

type synonyms of jobject. The following table shows how the Java array types map to JNI C 

array types. 
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Here is an object tree that shows how the JNI pseudo-classes are related. 
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