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Abstract 

The University of North Texas (UNT) Libraries has implemented a 
simple transport neutral digital object replication strategy in its 
production digital repository infrastructure.  This strategy is built 
with the same ideals as other Curation Micro-Services, in respect 
to lightweight, software independent specifications coupled to 
provide a set of services for digital repositories, this approach to 
replication has allowed the UNT Libraries the flexibility of 
multiple storage infrastructures and the reassurance that objects 
are being fully validated as they are replicated throughout the 
repository.  Building on standard Web technologies and 
methodologies like the Atom Publishing Protocol and REST, 
coupled with digital library technologies such as Checkm and 
BagIt, a transport neutral replication strategy allows institutions 
to meet the increasing demands on their services while keeping the 
overall costs low by allowing the use of a variety of storage 
platforms. 

Background  
 
 
Replication of digital objects within a repository infrastructure is a 
widely accepted practice in the digital library community. Based 
on the idea that if there are more copies of a resource, there is a 
greater likelihood that the resource will be available and valid in 
the future. Most modern preservation repositories practice some 
level of replication within their own environment. All too often, 
this replication implementation is left to specific software 
solutions, both for scheduling and for monitoring multiple copies 
of these resources.  Some solutions in place are based on Open 
Source tool sets, while others are proprietary in nature.  Both 
approaches typically use protocols and methodologies that are not 
widely adopted and create a level of risk and increased costs in 
long-term management of content due to the possibility of vendor 
or technology lock-in.  Some examples of solutions being used in 
repositories around the world include systems like iRODS, and 
LOCKSS, as well as proprietary systems for replication from 
vendors such as NetApp and ECM.  Additional methods for 
replication use tape-based systems, which are scheduled with 
different management software packages, such as those from IBM 
and Oracle.  The authors acknowledge that these are highly tested 
and reliable solutions to the replication problem, but suggest that 
repositories should be investing energy into an abstraction of the 
process which still allows for various software and protocol based 
solutions to be used as transport layers.  Using this approach, the 
authors have developed a set of methodologies and conventions 
that supply the necessary components to replicate digital objects in 
a transport and software neutral way. 

The University of North Texas (UNT) Libraries have developed a 
transport neutral digital object replication model for use in its 

digital library infrastructure to maintain copies of digital objects in 
various storage locations to safeguard against disaster, negligence 
and accidental loss of data. The process employed for this 
replication is novel in its approach as all replication activities are 
carried out with standard Web technologies and a complete system 
using this approach can be implemented in various programming 
languages.  The replication model is based on the ability for a 
digital repository to provide programmatic access to the following 
information: 

 
• List of items in a repository to harvest, the size on disk and 

number of files, link to an object  
• Object manifest listing all files for a given digital object 
• Standard way of verifying an object after harvesting.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

 

 

 

 
Figure 1. Three components in replication model.  

Methods 

Digital Object Replication Model 

The methodology for the transport neutral digital object replication 
strategy is based on the notion that standard Web technologies and 
programming paradigms could be used together to create a process 
for replicating large amounts of content from one instance of a 
digital repository to another. The methodology used in the 
development of an implementation at UNT did not take into 
account some concerns such as security, data encryption or certain 



 

 

kinds of object versioning that which would need to be addressed 
if this work is to proceed to a wider audience.  

 

Chosen Technology and Function 

 
What Atom Publishing Protocol Objects to replicate 
Where Checkm Manifest for object 
How BagIt Object serialization 

with validation 
 

Each of these technologies was chosen for its ease of use, wide 
adoption, or appropriateness for the job.  It is expected that, as 
technology moves forward, different implements will make use of 
different tools.   

The Atom Publishing Protocol [1] provides a straightforward 
interface to retrieve files and metadata related to a given object; 
likewise common protocols in the digital library space such as 
OAI-PMH would be appropriate. Another reason for choosing this 
technology is that there are tools available in most programming 
languages for creating and consuming Atom feeds.  The Atom feed 
includes information about the size in bytes and the number of files 
that constitute the object using the oxum format where these two 
numbers are concatenated with a period.  Finally, a link to the 
manifest for each object is include in the Atom feed to provide the 
necessary components for replication to occur.  

The Checkm [2] format was developed by the California Digital 
Library to serve as a generic manifest format, which can be used in 
a variety of settings.  The most basic implementation of this 
manifest format is simply a list of URLs with more complex 
implementations including fixity values and alternate filenames for 
each file.  The implementation currently makes use of the most 
basic implementation of one url to a file per line.  This is an area 
where future improvements are expected to support more of the 
functionality inherent in the Checkm format. 

The BagIt [3] format is used by the UNT Libraries to serialize its 
objects to a file system and was found to be an appropriate 
container for encapsulating and verifying a digital object.  Other 
formats considered were D-Flat, which is being developed by the 
California Digital Library UC3 team. The authors feel that this is 
another area where future formats for encapsulating and serializing 
digital objects contents to disk are likely to evolve and, as time 
changes, this may change the implementation.   

 

Reference Implementation 

 
The UNT Libraries has developed a basic implementation of a 
system around the principles outlined in the above methodology.  
This system is currently in production and has successfully 

replicated 170,000 digital objects comprised of 37 million files, 
which occupy 53 TB of storage.  The replication system in place at 
the UNT Libraries is developed using the Python programming 
language and both the Web framework Django [4] as well as 
simple command-line tools.  The design principles of REST [5] 
were used whenever possible in the development of the Web based 
portions of the system. The following section outlines the basic 
layout of this implementation. 
 
To give an overview of the details of the replication process, let us 
imagine that we have two independent archive instances, for our 
purposes named "Master" and "Backup". Both Master and Backup 
are running the exact same software, and differ only in that they 
have a different set of contained objects, and that they have 
different Web access endpoints. Aside from this, there is no 
difference in the way that the repositories behave. In our example, 
Backup will pull data from Master, but nothing prevents Backup 
from acting as a source repository, should we decide to treat it as 
such. 
 
In order to explain the replication process, we identify five 
different components that come into play in the system. There is 
the index of the Master system, the Index of the Backup system, 
the Replication Queue, the Populator and the Harvester. 
 
The first two components, the index components of the Master and 
Backup system are responsible for knowing which objects are 
stored in a particular system. They can provide lookup for a single 
object, based on a unique object identifier, and they can also 
provide a full listing of the objects that they contain. Additionally, 
for each object it stores, it can provide a listing of URLs that allow 
for access to the data contained therein. These pieces of 
functionality are critical to the backup process. 
 
The next component is the Replication Queue. The Replication 
Queue takes the form of a Web API front end to a database, in 
which entries pertaining to objects to be "harvested" may be 
stored. For each object that we plan to duplicate from one system 
to the next, we make an entry into the Queue. The Queue can then 
provide entries to the harvesting system, and can be updated as 
objects are successfully (or unsuccessfully) brought over.  
Additionally, in each entry, we store the information required to 
download a given object. 
 
The Populator is a program that speaks to three different Web 
APIs: The Master Index, the Backup Index and the Replication 
Queue. The Web endpoints for all three are provided to it at 
runtime. The Populator is responsible for retrieving a list of objects 
from the Master Index, determining which of these objects is not 
up-to-date in the Backup Index, and then creating entries in the 
Replication Queue. 
 
The final component, the Harvester, is a program that runs with 
direct access to the storage system of the Backup system. It also is 
able to talk with the Web API for the Replication Queue. The 
Harvester requests entries from the Queue, downloads and ingests 
them into the Backup archive instance and then updates the 
Replication Queue entries with the new status of the object. 



 

 

 
To begin the backup process, we run the Populator program. The 
Populator program accesses the Master Index API and requests the 
listing of all of the objects that the Master Archive contains. For 
efficiency, this is just provided as a text file in "Checkm" format 
that can be downloaded and processed on disk. Each line in the file 
contains three fields: the object identifier, the object's "oxum" 
value, and a link to a list of URLs that provide download access for 
the object. The identifier is guaranteed to be globally unique, and 
is maintained across all of our systems. With this identifier, we can 
request the information for a particular object from a particular 
archive. When we replicate an object across archives, the identifier 
stays intact, allowing us to, say, compare versions of the same 
object across systems. 
 
The oxum is a string value that we get by combining the total 
number of bytes across all of the files in an object's "payload", and 
the total number of files contained, separated with a period. While 
it is not a checksum, it is inexpensive to generate and provides a 
quick way to compare object versions across systems. Actual 
object integrity checking is done independently. 
 
For each line in the manifest, the Populator reads the fields and 
then contacts the Backup Index (that is, the index to which we are 
copying our objects), and inquires of the Index whether or not it 
contains the object in question. If it contains the object, the 
Populator checks to see if the oxum value for the object matches 
the one in the manifest. If they match, no action is taken. If they 
don't match, or, if the object is not in the Backup system at all, a 
new entry is made into the Replication Queue by way of formatted 
XML upload to the Queue's Web API. The fields entered into the 
new entry are the object identifier, the object's oxum, and the link 
to the listing of URLs for the object. 
 
The Replication Queue maintains a status field for each entry. The 
initial status of a newly received entry is "Ready to Harvest", but 
there are also status flags for "Currently Harvesting", "Completed", 
as well as error statuses. 
 
Once the Populator runs through the entire object manifest and 
uploads Queue entries for each object that needs to be replicated, 
the Populator's task is finished. Obviously, if the Master index is 
updated with new objects, the Populator will need to be run again 
in order to pick up any new objects that might need to be added to 
the queue. 
 
Once the Replication Queue is populated, the Harvester is run, 
with the Web API location for the Queue provided. The Harvester 
requests from the Queue, an entry, and is provided the first entry 
flagged as "Ready to Harvest." The first thing that the Harvester 
does is to upload a new version of the same entry to the Queue, 
with the status flagged changed to "Currently Harvesting." This 
lets the administrator know which entry is being processed, and 
also prevents the same entry from being harvested concurrently, in 
the event of a potentially multi-threaded harvest. 
 
Because the Harvester is integrated with the destination digital 
object archive, its actual implementation is dependent upon what 

sort of file storage system that the system happens to use. Because 
the functionality that relates to interfacing with the Replication 
Queue remains static, however, it is a fairly simple task to provide 
differing back-ends for the Harvester for various storage 
architectures. As such, some of the storage negotiation will be 
abstracted in this example. 
 
The Harvester then accesses the File-URL-list URL from within 
the information in the current Queue entry, and compiles a list of 
files to be downloaded, which are simply retrieved over HTTP. If 
anything goes wrong in the file download, the Harvester will, after 
a number of retries, upload a new version of the current entry with 
the status changed to "Transfer Error" and request a new entry 
from the Queue. 
 
The files are downloaded to a local staging area, where the object 
is checked for integrity. As the objects are packaged in BagIt 
format, this is done by calculating the hash values for the 
downloaded files and comparing them to the included manifests. 
This process is simplified by using a standard tool for working 
with Bags, such as those provided by the Library of Congress [6]. 
If a given object does not pass validation, the Queue entry is 
flagged as "Bag Verification Failed." 
 
Upon successful validation, the object is moved to its final location 
within the digital storage system, and the Harvester makes a call to 
the indexing component of the digital object store to complete the 
ingestion process. Again, the specifics of this step can vary, 
depending upon the structure of the destination system. 
 
Once the object is successfully ingested into the Backup Index, the 
Harvester changes the status in the Queue to "Completed" and 
requests the new entry. 
 
When all of the entries have been processed without error, we 
consider a given replication to be complete. (1) 
 
 

 
Figure 2. Abstracted model of replication implementation. 

 



 

 

Closing 
Reliable, and scalable digital object replication is a required feature 
of modern digital repository infrastructures.  While there are many 
methods available for implementing this process in a repository, 
the authors believe that a simple approach based on standard Web 
protocols and simple decoupled components provides a 
straightforward and flexible method for implementing this feature.  
The UNT Libraries has put this method of digital object replication 
into practice with its own repository infrastructure and has found 
its implementation to meet all expected replication needs.  By 
using standard Web protocols and methodologies, there is the 
possibility of others implementing similar systems with a different 
set of tools, or radically different systems using the same 
underlying data feeds. Future work in this area will address 
concerns of security, encryption and several types of object 
versioning, which have not been implemented at this time. 
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