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CHAPTER 1

INTRODUCTION

Overview

A new method for the general application of quadratic spatial/spatial frequency

domain filtering to imagery is presented in this dissertation. A collection of algorithms is

described and demonstrated for the forward transformation, filtering, and inverse transfor-

mation of two-dimensional (2-D) digital signals using the discrete pseudo-Wigner distribu-

tion (DPWD). The major contribution of this research is the development of an original

algorithm for approximating the inverse pseudo Wigner distribution through synthesis of

an image in the spatial domain which approximates the result of filtering an original image

in the DPWD domain. The synthesis of the filtered image can be characterized as finding

the optimal solution to an overdetermined system of quadratic equations in which bound-

ary effects manifested in visualization of the image can be significant. Previous research

into synthesis of the inverse pseudo Wigner signal to date has been restricted to one-dimen-

sional (1-D) signals with closed form generating functions, and none has satisfactorily

addressed the problem of bootstrapping the synthesis algorithm. Derivation of the algo-

rithm is presented, accompanied by examples of imagery at successive stages and quanti-

fied measures of performance.

12



13

The development of the synthesis algorithm enables new studies in the application

of Wigner-domain filtering for image enhancement. Two such applications are demon-

strated using the synthesis algorithm: isolation of microcalcifications in digitized mam-

mography data and the enhancement of edges in aerial survey imagery as a pre-processing

step to edge extraction.

The remainder of this chapter discusses the problem addressed by the dissertation

research and states the objectives of that research.

Chapter 2 provides background on the definition and properties of the Wigner dis-

tribution. The pseudo Wigner distribution and its important characteristics relative to

image processing are discussed. Chapter 2 concludes with a summary of previous work in

applications of the pseudo Wigner distribution to image processing.

Chapter 3 presents a step-by-step overview of the computational method for filter-

ing in the Wigner domain, setting the stage for the introduction of the synthesis algorithm

in chapter 4.

Chapter 4 introduces an original algorithm for approximating, through an image

synthesis procedure, the inverse of an image filtered in the pseudo Wigner domain. The

performance of the algorithm is characterized. Examples of imagery processed by the algo-

rithm are presented, including the results of applying both lowpass and highpass Butter-

worth filters in the Wigner domain.

Chapter 5 presents the results of two studies of Wigner domain filtering for real-

world applications. The first study shows how digitized mammograms can be enhanced

using Wigner domain filtering to increase visualization of pre-cancerous microcalcifica-
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tions. A comparison of the results of Wigner domain filtering with results from conven-

tional Fourier filtering is presented. The second study provides preliminary results on the

pre-processing of image data using a novel Wigner domain filter to promote cohesive

extraction of major edges.

Chapter 6 presents conclusions and directions for future research.

Statement of the Problem

The frequency manifested by surfaces of natural textures in images is typically

nonstationary, i.e., the power spectra at specific frequency bands varies nondeterministi-

cally depending upon where in the image or texture the sample is derived. A conjoint spa-

tial/frequency representation of an image represents the frequency content as planes at

specific spatial locations, and is hence a four-dimensional (4-D) representation of informa-

tion in the image (i.e., in two spatial variables and two frequency variables). Conjoint time/

frequency representations, especially the Wigner distribution, have long been a mainstay of

1-D signal analysis, filtering, and synthesis.

Extension of these concepts to the case of 2-D imagery has been sparse due to two

closely related factors. Since conjoint spatial/frequency representations are 4-D, they are

less amenable to conventional visualization techniques which can readily be applied to the

2-D conjoint representations of 1-D signals. This inability to visualize the 4-D representa-

tion has been compounded by a second factor, namely the lack of a computationally trac-

table algorithm for computing the inverse of an image which has been filtered in the

conjoint domain. The use of conjoint representations for image analysis has thus been pri-

marily limited to operations such as moment calculation that can be carried out in the con-
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joint domain, collapsing the 4-D information into one or more statistical measures. Very

little work to date has been done in terms of filtering arbitrary images in the conjoint

domain in order to enhance the image for human review or for subsequent automated pro-

cessing which may require input in the 2-D spatial domain.

Objectives

The objectives of this dissertation are threefold:

1. To develop an algorithm to approximate the inverse pseudo Wigner distribu-

tion of a 2-D image in order to support Wigner domain filtering of images.

2. To provide an analysis of the effectiveness of Wigner domain filtering for

image enhancement by using highpass filtering to increase the visibility of pre-cancerous

microcalcifications in mammography data.

3. To provide an analysis of the effectiveness of Wigner domain filtering to boost

the robustness of edge extraction through a novel, maximum energy filter.

The rationale behind these objectives is based on the autocorrelative properties of

the Wigner distribution which are explained in chapter 2. The autocorrelative properties

suggest that, for a particular application, it may be possible through selective filtering in the

Wigner domain to suppress areas which are of no interest in an image and enhance impor-

tant areas, even for complex textures which exhibit non-stationary frequency content. The

particular challenge of these objectives lies in formulating a computational procedure that

can adapt the Wigner distribution, which is defined as a continuous quadratic integral over

infinity, to treatment of finite discrete images.



CHAPTER 2

THE WIGNER DISTRIBUTION AND ITS APPLICATION

TO IMAGE PROCESSING

Introduction

For computational purposes, images are typically defined as a discrete function of

two spatial variables whose value is intensity. What is not apparent when viewing most nat-

ural images is any kind of a mathematical representation of the image "function" in the

form of a model that can be used to arbitrarily generate the image. Much of the work in

computer vision over the past fifteen years has focused on formulating models which can

represent a given class of images. Such models include random fields (Kashyap 1981),

attributed grammars (Fu 1983), co-occurrence matrices (Zucker 1981), and many others.

Yet the human viewer, in extracting information from an image, does not consciously for-

mulate and parameterize these kinds of models. In contrast, the viewer looks for both local-

ity of information in the image (spatial content) and how that information changes over the

extent of the image (frequency content). Spatial/spatial frequency representations, such as

the Wigner distribution, provide a means for conjointly representing both the spatial and

frequency behavior of an image by representing local frequency content as planes at each

spatial location. Conjoint spatial/frequency representations are four-dimensional, being a

function of two spatial variables (i.e., each pixel location) and two frequency variables

(i.e., the horizontal and vertical frequency content at each pixel location). This kind of con-

16



17

joint representation is similar to the way a musical score shows a musical "function",

where the horizontal, left-to-right flow of musical notes corresponds to progression

through time and the vertical lines and spaces of the staff correspond to the frequency of

notes to be played at each time sample (Hlawatsch and Boudreaux-Bartels 1992).

In addition to the Wigner distribution, the class of spatial/spatial frequency repre-

sentations include 2-D analogs of the wavelet transform, the windowed Fourier transform

or spectrogram, and members of the Cohen class of shift-invariant time-frequency repre-

sentations. Recent articles by Hlawatsch and Boudreaux-Bartels (1992) and by Rioul and

Flandrin (1991) provide excellent tutorials on these and other types of conjoint representa-

tions. The focus of this chapter is on the Wigner distribution: its definition; a synopsis of its

important properties; its relationship to other conjoint representations; and how it has been

adapted from a continuous integral defined over infinity to a computationally tractable dis-

crete form which has proven to be a useful tool in several areas of image processing.

The Wigner Distribution

Definition of the Wigner Distribution

The Wigner distribution was formulated by Eugene Wigner in the late 1920s and

early 1930s in the context of quantum mechanics (Wigner 1932). Wigner sought a joint

probability representation over the position and momentum of a particle, with the corre-

sponding correct marginal probability distributions. Wigner showed that of the many pos-

sible representations which satisfied this requirement, the Wigner distribution was the

simplest (Wechsler 1990). The Wigner distribution was later applied by Ville for signal

analysis (Ville 1948), but did not receive widespread use until the 1970s when it was used
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for several applications in optics. In 1980, Claasen and Mecklenbrauker collaborated on a

classic trilogy of papers which provided a thorough discourse on the Wigner distribution

and how it is particularly suited for the analysis of non-stationary 1-D signals, i.e., signals

for which the spectral properties (frequency content) vary with time (Claasen and Meck-

lenbrauker 1980a, 1980b, 1980c). Their papers sparked renewed interest and investigation

in the Wigner distribution and its applications to signal analysis. Much of the information

in this section is derived from the Claasen and Mecklenbrauker papers.

The cross-Wigner distribution of two 1-D signalsf and g is defined as follows:

(2.1) Wzg(t, o) = Je f(t+t/2)g*(t-t/2)dt

where the asterisk ("*") indicates complex conjugation.

The auto-Wigner distribution of a 1-D signalf is then given by:

(2.2) W(t, w) = je 2  tf(t +t/2)f* (t-t/2) d

An analogous definition of the Wigner distribution exists in the frequency domain

for the spectra F and G, as follows:

(2.3) WF, G(2,tt)=F (co+4/2) G* ((n- 4/2) d
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The research in this dissertation is based upon the two-dimensional auto-Wigner

distribution, which is a straightforward extension of eq. [2.2] as follows:

(2.4) Wl(x,y,u,v) = -+ ,y+ f*x -,y-dtdC

wherelf(x,y) is a two-dimensional function in the spatial domain.

Properties of the Wigner Distribution

A comprehensive discussion of "desirable" mathematical properties of quadratic

time-frequency representations and the adherence by the Wigner distribution to those prop-

erties is provided in the excellent survey paper by Hlawatsch and Boudreaux-Bartels on

time-frequency representations (Hlawatsch and Boudreaux-Bartels 1992). Many of the

properties do not immediately extend to the objectives of this research in terms of image

processing and so are not recounted here. Proofs either follow directly from the definition

or are available in several of the references and are also not recounted here (see Claasen

and Mecklenbrauker 1980a, Boudreaux-Bartels 1983). The following properties of the

Wigner distribution are particularly germane to the computational methods devised in this

research.

P1. The auto-Wigner distribution is real-valued:

Wf(x,y,u,v) = W*f(x,y,u,v)(2.5)
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P2. The auto-Wigner distribution of a real function is an even function of

frequency:

(2.6) f (x, y, u, v) = f* (x, y, u,v) => Wf(x, y, u, v) = Wf(x, y, -u,-v)

P3. A spatial shift in the functionf corresponds to a spatial shift of the Wigner

distribution, so that if f (x, y) = f(x - x0 , y - YO) ,

(2.7) W (x, y, u, v) = Wf(x - x 0 , y - y0 , u, v)f

P4. Modulation off in the spatial domain with e2 "iuoXe 2ivyo' results in a

frequency shift of the Wigner distribution:

2rTiuox 27tivoy
(2.8) f(x,y) =f(x,y)e e =W-(x,y,u,v) = Wf(x,y,u-u 0,v-v 0 )ff

P5. The Wigner distribution preserves the spatial extent off:

(2.9) f(x, y) = 0 for x outside [x1, x2 ] and y outside [y1, y2 ]

= Wf(x, y, u, v) = 0 for x outside [x 1, x2 ] and y outside [y1, y2]

P6. The Wigner distribution preserves the frequency bandwidth off.-

(2.10) F (u, v) = 0 for u outside [u1 , u2] and v outside [v1, v2]

=> Wf(x, y, u, v) = 0 for u outside [u1, u2] and v outside [v1, v2]
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P7. The Wigner distribution is particularly attractive in its interpretation as an

energy distribution. As will be described later, many of the applications in image

processing have been based upon moments of the Wigner distribution. The energetic inter-

pretation derives from the following characteristics. The instantaneous power at a point

(x, y) is defined as [f(x, y) 2, and the spectral energy density at a frequency (u, v) is

defined as IF (u, v)|1 . By integrating Wf over the frequency plane at a given point

(x0, yo), the instantaneous power at that point is obtained. Likewise, by integrating Wf

over the spatial plane at a given frequency (u0 , vo), the spectral energy density at that

frequency is obtained. This interpretation is expressed by the marginal properties

(Hlawatsch and Boudreaux-Bartels 1992):

(2.11) JJWf(x0 ,yo, u, v) = If(xo, yo)l2
uv

(2.12) JJWF (x' y, u0, v0) = IF (uo, vo)12
xy

P8. From eqs. [2.11] and [2.12], it can be shown by integrating W over the

entire spatial/spatial frequency space that the Wigner distribution satisfies Moyal's

formula, the counterpart of Parseval's relation for Wigner distributions (Claasen and

Mecklenbrauker 1980a):
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(2.13) JJ J (x, y, u, v) dxdydudv = If|114

Properties P7 and P8 do not imply that the Wigner distribution can be interpreted as

a pointwise spatial/spatial frequency energy density. Such an interpretation is in violation

of the uncertainty principle, and the Wigner distribution may locally assume negative val-

ues. As Wigner proved, no bilinear conjoint representation can be nonnegative definite and

satisfy the marginal properties (Wigner 1971). Typically, the instantaneous power and

spectral energy density are evaluated using local first-order moments (i.e., averaging) of

the Wigner distribution (Hlawatsch and Boudreaux-Bartels 1992).

P9. The Wigner distribution bears an important relationship to the ambiguity

function, which is used in radar to determine the best "match" between the transmitted

signal and a received signal in order to estimate the range and velocity of a moving target:

the Wigner distribution and the ambiguity function are a Fourier transform pair. Whereas

the Wigner distribution is interpreted as an energy representation, the ambiguity function

is considered to be a "correlative" representation: when evaluated along its axes, it simpli-

fies to either the time-domain or frequency-domain correlation function, just as the

Wigner distribution simplifies to the marginal energy densities (Hlawatsch and

Boudreaux-Bartels 1992). In addition, the maximum value of an auto-ambiguity function

occurs at the origin and is equal to the signal's energy (Hlawatsch and Boudreaux-Bartels

1992).
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In image processing, the magnitude at low frequencies is typical of slowly chang-

ing spatial intensities: likewise, the magnitude at higher frequencies is considered to be a

measure of the "busyness" or degree of rapid textural change in an image. The relationship

between the Wigner distribution and the ambiguity function leads to the speculation that

the magnitude at lower frequencies of the auto-Wigner representation may be indicative of

local spatial homogeneity (i.e., slow changes in autocorrelation values) whereas the mag-

nitude at higher frequencies is indicative of local spatial inhomogeneities. Appropriate fil-

tering in the Wigner domain could thus isolate local "singularities" such as edges and small

regions of discontinuities, or, vice versa, suppress such singularities with another choice of

filter. This point will be revisited in chapters 4 and 5 when results of filtering in the Wigner

domain are presented.

P10. The Wigner distribution exhibits excellent spatial/spatial frequency resolu-

tion, as demonstrated in the series of applications covered in (Hlawatsch and Boudreaux-

Bartels 1992). However, as a quadratic representation, the Wigner distribution also

contains significant cross-terms in frequency space, making direct visual interpretation of

even the Wigner distribution of 1-D signals difficult. In general, the interference terms,

some of which are negative, must be present or the marginal properties (shown in eqs.

[2.11] and [2.12]) and Moyal's formula (shown in eq. [2.13]) cannot be satisfied

(Hlawatsch and Boudreaux-Bartels 1992). The presence of the interference terms is

another motivating factor behind devising an algorithm to re-map the filtered Wigner

representation of an image back into the spatial domain for visualization and/or automated

processing.
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P11. The Wigner distribution of a functionf which is multiplied by a windowing

function h in the spatial domain is equal to the convolution in the frequency domain of the

Wigner distribution of h and the Wigner distribution off, as follows:

(2.14) f(x, y) = h (x, y)f(x, y)

=> W-(x, y,u,v) =JJWh(x,y,u-u',v-v')W(x,y,u',v')du'dv'

The Pseudo Wigner Distribution

The definition of the Wigner distribution (eq. [2.4]) contains an integral evaluated

over infinity, and is therefore not, in general, computationally tractable. The pseudo

Wigner distribution is a windowed version of the Wigner distribution, in which a running

analysis window is passed over the image and the Wigner distribution is evaluated within

the bounds of the window. Using eq. [2.14] with h defined as a running window centered at

pixel (x, y) yields the pseudo Wigner distribution Wf:

(2.15) W (x, y, u, v) = JWh (0, 0, u - u', v - v') W(x, y, u', v') du'dv'
V'u

The complete derivation of eq. [2.15] is given in (Claasen and Mecklenbrauker 1980a).

Properties of the pseudo Wigner distribution relative to the Wigner distribution are

discussed at length in (Claasen and Mecklenbrauker 1980a) and (Hlawatsch and Bou-

dreaux-Bartels 1992). Of the properties discussed in this chapter, the pseudo Wigner distri-

bution is derived from P11 and satisfies P1-P5 and eq. [2.11] of P7 for Ih = 1.
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Discrete Pseudo Wigner Distribution

Definition

Use of the Wigner distribution for digital image processing requires a discrete ver-

sion, of which many are possible. A commonly used version is one based on the definition

by (Claasen and Mecklenbrauker 1980b) in which the discrete Wigner distribution (DWD)

is defined as follows for the 1-D signal f (n) = fc (nT) , where fc represents the continu-

ous analog signal from whichf is derived through sampling:

-2 2k) 9 n+ )f*en-k(2.16) D WDf(n, 0) = 2 e 22i(2f(n+k)f*(n-k)
k = -o

As pointed out in (Claasen and Mecklenbrauker 1983), the discrete version of the

Wigner distribution defined in eq. [2.16] is periodic in 0 with period 1/2. The spectrum

F (0) of the signal f(n) is periodic in 0 with period 1. Therefore, unless the original signal

is oversampled with respect to the Nyquist rate, contributions in the range of

1/2T < I c>< 1/T in the Wigner distribution of the analog signal are aliased into the range

0 0 < 1/2 of the discrete Wigner distribution of the discrete signal. Aliasing is further

discussed in the section entitled "Aliasing and the DPWD" on page 26.

The DWD, like its continuous counterpart, is defined over an infinite summation

and is hence not computationally tractable. Combining the definition of the DWD with the

notion of the finite pseudo Wigner distribution leads to the concept of the discrete pseudo

Wigner distribution (DPWD). The DPWD of a 1-D function f(n) with an analysis window
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of (odd-sized) N and temporal window function h is defined as follows:

(N-1)/2 -2ei (2k) 8

(2.17) DPWL)f(n, )= 2 h(k) h*(-k) f(n + k)f*(n - k) e N
k=(-N+ 1)/2

Computation of the DPWD over a 2-D image is defined in chapter 3 in eq. [3.1].

Aliasing and the DPWD

Aliasing is usually a factor which must be taken into consideration in computing

the DPWD. The formula expressed in eq. [2.17] assumes that the signalf has been over-

sampled with respect to the Nyquist rate. There are four options for compensating for the

aliasing:

1. Oversample the original signal by at least a factor of two.

2. Interpolate the original data.

3. Run an anti-aliasing filter on the discrete functionf before processing.

4. Use the analytic signal, in which the negative frequency components vanish,

by adding tof the quantity i times the Hilbert transform off.

Although the effects of aliasing are easily shown for 1-D or 2-D signals with deter-

ministic generating functions, it is difficult to determine the Nyquist rate for most natural

images. The assumption was made in this research that the natural images used as test cases

were oversampled in the sense that aliasing was not a practical consideration. Options 2

through 4 have been employed by other investigators, but with no clear indication of the

efficacy or comparative benefits. Option 2 was used by Reed and Wechsler in their study of

texture segmentation of images using the Wigner distribution, described later in this
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chapter (Reed and Wechsler 1990). In support of option 3, Boudreaux-Bartels and Parks

(1983) describe an efficient method of interpolation for 1-D functions using splines. For

2-D image data, unlike 1-D signals, there is no unique analytic signal that fulfills option 4

(Zhu, Peyrin, and Goutte 1989), although recent studies by Zhu and Goutte use an adapta-

tion of the 1-D analytic signal (Zhu and Goutte 1995).

Previous Work in Applications of the Pseudo Wigner

Distribution to Image Processing

The Wigner distribution and its discrete and windowed adaptations have been used

extensively in the analysis, separation, detection, and synthesis of 1-D signals, due to their

superior frequency resolution properties. Applications of the Wigner distribution range

from the detection and classification of underwater firings of an engine (Boashash and

O'Shea 1990) to the characterization of behavior-specific sonar signals emitted by bats

(Flandrin 1986). Interpretation of the Wigner distribution in these and other common 1-D

applications is performed in the 2-D Wigner domain.

Applications of the Wigner distribution to image processing have not been as

extensive, primarily due to the complexity of interpretation in the 4-D Wigner domain and

the lack of a procedure for mapping a modified Wigner representation back into the spatial

domain for visualization. Much of the work in applying the Wigner distribution to image

processing has focused on deriving features from the discrete pseudo Wigner representa-

tion, in the form of selection of magnitudes at certain frequencies or the calculation of
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moments in the Wigner domain. These features are then used to classify each pixel that

occurs at the center of the running analysis window as belonging to a particular texture or

object class.

Jacobson and Wechsler were among the first investigators to apply the Wigner dis-

tribution to 2-D image processing (Jacobson and Wechsler 1982). They formulated the

generalized pseudo Wigner distribution, in which windows are applied in both the space

and spatial frequency domains to allow adaptive trade-off of spatial and spatial frequency

resolution. They extended this concept to the composite generalized pseudo Wigner distri-

bution whereby generalized pseudo Wigner distributions are computed over the conjoint

space and then concatenated to approximate the Wigner distribution everywhere (Jacobson

and Wechsler 198:2). In his Ph.D. dissertation, Jacobson described a method based on the

composite generalized pseudo Wigner distribution for transforming 2-D images into

canonical patterns for each planar form in a 3-D scene (Jacobson 1987). These canonical

patterns were invariant to rigid-body transformation. In addition, in his Ph.D. dissertation,

Jacobson showed that matched filtering between memory prototypes of these patterns and

the image representation could provide significant computational savings for pattern

matching and retrieval systems over mapping stored prototypes into the 2-D image space

prior to correlation. Jacobson also developed a technique for estimating optical flow in

images using the Wigner distribution.

1. Optical flow is calculated by.matching pixels between image frames and
determining the successive displacement vectors for those pixels (Nagel 1983).
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Reed and Wechsler investigated the use of the Wigner distribution for image seg-

mentation2 on the basis of texture. (Reed 1988; Reed and Wechsler 1990). They computed

the pseudo Wigner distribution across an image, obtaining at each pixel a 2-D representa-

tion of the horizontal and vertical frequency content. They then selected the frequency with

maximum energy for all frequencies and all pixels, and assigned the energy value at that

frequency to each pixel. Pixels were then assigned as members of a "segment" based on the

relative values of their energy content. Pettit and Hooton applied this procedure to the seg-

mentation of aerial survey images and compared it to a segmentation technique based on

the assignment of a vector of busyness and brightness measures to each pixel (Pettit and

Hooton 1991). The scalar-valued Wigner distribution was found to be superior for bound-

ary discrimination of natural textures and for target/background segregation.

Crist6bal, Besc6s, and Santamaria also applied the Wigner distribution to the prob-

lem of texture segmentation (Crist6bal, Bescds, and Santamaria 1989). They developed a

set of features based on moments of the Wigner distribution which were then used to assign

pixels to different texture classes. In applying their procedure to the Brodatz textures, 3 they

found that the Wigner distribution resulted in a percentage of classification error smaller

than 1% and was superior to band-wedge Fourier methods. They also proposed a hybrid

optical-digital system to expedite computation of the Wigner distribution.

2. Segmentation is the grouping of parts of an image into regions that are
homogeneous with respect to one or more characteristics (Reed 1988).

3. The Brodatz textures are a collection of photographs of natural and artifi-
cial textures - such as canvas, sand, pebbles, and woodgrain - which have been dig-
itized and used extensively as a benchmark for image processing research into texture
segmentation (Brodatz 1966).
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Zhu and Goutte have also investigated the use of the Wigner distribution for texture

segmentation, including a comparison of its performance with the use of the Morlet wave-

let transform (Zhu and Goutte 1995). Whereas the Wigner distribution is a joint spatial/spa-

tial frequency representation, the Morlet wavelet transform is a multi-scale representation

which uses the coefficients of an analyzing wavelet function to represent information in the

image. They computed two features from the Wigner distribution as follows:

1. Spatial frequency parameter, defined as [p (x, y) + q (x, y)]1/2, and

2. Orientation parameter, defined as atan , where
pm (x, y)

pm (x, y) and qm (x, y) are the spatial frequency coordinates of the maximum peak of the

local Wigner spectrum about the image pixel (x, y) .

These parameters were linearly scaled to [0, 255]. Two images were then created

from the original by substituting the value of either the spatial frequency parameter (for the

first image) or the value of the orientation parameter (for the second image) for each pixel.

The resultant images represent the texture segmentation along each of the feature parame-

ters. Similar features were defined for the Morlet wavelet transform, and segmented

images were constructed and compared to those generated using the Wigner distribution.

The test images consisted of simple synthesized images and simple mosaics of natural Bro-

datz textures. Zhu and Goutte concluded that texture segmentation results were visually the

same or better with the Wigner distribution features than with the Morlet wavelet transform

features.
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Gonzalo et al. investigated space-invariant and space-variant filtering of discrete

images with unidimensional variation (i.e., sinusoidal gratings) using the Wigner distribu-

tion (Gonzalo et al. 1989). They concluded that in the space-invariant case, lowpass and

bandpass filtering has a stronger effect on the filtered image in Fourier space than in the

Wigner distribution, with the opposite being true for high frequency filtering. Restoration

of de-focused images using spatially-variant filtering in the Wigner domain was demon-

strated.

No work to date has been reported on the problem examined in this dissertation,

i.e., the re-mapping of an image filtered in the Wigner domain to the spatial domain for

subsequent visualization. Gonzalo et al. describe a technique for optically recovering the

original image from the Wigner distribution of images with 1-D variation (such as a sinu-

soidal grating), but the technique is not extensible to the general case of images which

exhibit non-deterministic variation throughout their content (Gonzalo et al. 1989).

Approaches to the inversion problem for Wigner distribution processing that have been

developed for the 1-D case are discussed in chapter 4.



CHAPTER 3

COMPUTATIONAL METHOD FOR FILTERING IN THE

WIGNER DOMAIN

Overview of Computational Method

Fig. 1 on page 33 provides a schematic overview of the computational method for

filtering in the Wigner domain. In this figure, X is an image of size M x N which is to be fil-

tered in the Wigner domain. Step 1 in the figure initiates a loop over X in which Xis broken

into analysis windows for application of steps 2 - 7. In step 2, an analysis window of size

R x S is extracted from X; R and S are chosen to be odd to preserve the symmetry properties

of the Wigner distribution. In steps 3 - 5, the discrete pseudo Wigner distribution (DPWD)

of the windowed data is calculated.

In step 6, a frequency domain filter is applied to the transformed analysis window.

Next, the inverse discrete Fourier transform is calculated (step 7). After steps 2 - 7 have

been completed over the image X, the output is a composite image Yin the spatial domain

consisting of tiles centered at each pixel (step 8). In step 9, the objective of the pseudo

Wigner inversion algorithm is to synthesize an image X which if processed through steps

1 -4, produces the composite image Y of step 8: if no such X exists (which may be the case

after applying the filter H in step 6), an X is found which if processed through steps 1 - 4,
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Step 1

Over an image X of size M x N,
using an analysis window size of
R x S (R and S odd), loop
form = 0 ... M-R,

for n = 0 ... N-S:

Step 2

Let Zm, n be the upper left
corner of a window Z of
size R x S extracted from
image X.

Step 3
..)

Let Zy be the result of

applying a windowing function

(e.g., Welch, Hanning) to Z.

Step 4

Step 5 *
Calculate Z, the discrete
Fourier transform of Zsym. }

I Discrete Pseudo-Wigner Distribution
L-------------- .-------------- -----

Step 6

Apply a filter H (e.g., Butterworth,

exponential) to Z.

Step 7

Calculate Z', the inverse discrete
Fourier transform of H(u,v)-Z(u, v).

All windows No
processed

Yes

Step 8

Let Y represent the collection of
windows Z'k over the image X,

k = 0o... (M-R)(N-S).

Step 9

Find an image X of size M x N
such that the difference between
the corresponding symmetric product
windows of X (calculated by steps 1-4)
and the windows in the collection Y is
minimized. X represents the result
of filtering the image X.

Fig. 1. Overview of computational method for filtering in the Wigner domain. The unary
operator "k" represents the complex conjugate.
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minimizes a distance function relative to the composite image Y X then represents the fil-

tered version of the original image X. The remaining sections of this chapter describe steps

3 through 9 in greater detail.

Computation of the Discrete Pseudo Wigner Distribution

The Discrete Pseudo Wigner Distribution (DPWD) of a 2-D function f(x, y) over a

discrete grid (i.e., analysis window) of size R x S was defined in this research as follows:

(3.1)

DPWDJ

RxS

(x, y)
(u, v)
w(r; s)
f(x, y)

(R -1)/2 (S-1)/2

,(x, y, u,v) = 4 Y Y w (r, s) w*(-r, -s)
r=(-R+1)/2 s=(-S+1)/2

f(x+r,y+s) f*(x-r,y-s)e- +sj)

= dimensions of the (odd-sized) analysis window
= spatial coordinates (center pixel of the window),
= frequency coordinates,
= windowing function (e.g., Welch),
= image function, and
denotes complex conjugate.

Steps 3 - 5 in fig. 1 on page 33 describe the process of computing the DPWD for a

single analysis window Z, as follows:

1. In step 3, a windowing function W is applied to the analysis window Z to

produce Z. W is typically a Welch window, Hamming window, or other standard

windowing function.

2. Step 4 shows the calculation of the product of each element in the window ZW

with the element located symmetrically with respect to the center pixel to produce Zsym.

where
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3. In step 5, the discrete Fourier transform of the analysis window which now

contains the symmetric products (i.e., Zsym) is calculated to generate Z.

The following adaptations and constraints were used in the implementation of the

computation for this dissertation:

1. Images were assumed to be real.

2. Both analysis windows and images were assumed to be square.

3. To preserve the symmetry properties of the Wigner distribution, only odd

window dimensions were used. A two-dimensional analog of a Welch window was

selected as w(i, j), the windowing function, as follows [adapted from (Press et al. 1988)]:

(3.2) w (ij)=1.0-0.5 [i-[0.5 (R- 1)] 2 j-[0.5 (S-1)] 2]
0.5 (R+ 1) 0.5 (S+1))

where (i, j) = row, column spatial coordinates
R x S = dimensions of the analysis window

The symmetric product calculated on the analysis window (Zsym in step 4 of fig. 1

on page 33) is a real and even function whose Fourier transform is also real and even.

Because an odd-sized window was used, the discrete Fourier transform was calculated by

brute force, exploiting the symmetry of the operation. S.-C. Pei and I.-I. Yang (1992) have

proposed use of the fast Hartley transform to compute the pseudo-Wigner distribution

entirely in the real domain, thereby reducing the computational complexity from complex

FFTs to real FHTs. Optical computation has also been proposed (Bartelt, Brenner, and
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Lohmann 1980). However, computation time using the brute force approach did not prove

prohibitive over the range of image sizes used in this research, and no optimization of the

calculation was performed.

To avoid undesirable wraparound effects while preserving symmetry, the analysis

window Zsym was placed in the center of a zero-valued frame before computing the Fourier

transform (Pratt 1978). The zero-valued border size was chosen to be one-half of the num-

ber of rows (columns) in the analysis window. The analysis window remained embedded in

the frame after computation of the discrete Fourier transform (Z in step 5 of fig. 1),

throughout application of the filtering process.

Application of Filter

In fig. 1, & resides in the Wigner frequency domain and may be filtered using a fre-

quency filter analogously to Fourier techniques (step 6). Because each Zk derived from the

original image X is treated independently, different filters can be applied to each Zk as

appropriate based on local properties of the image. Lowpass and highpass versions of the

Butterworth filter were used in the experiments in image synthesis from the Wigner distri-

bution described in chapter 4 and in the application of Wigner domain filtering to mam-

mography described in chapter 5. The transfer function H(u,v) of the lowpass Butterworth

filter is defined as follows (Bow 1992):

(3.3) H (u, v) = 1

1+ [D(u,v) /D]
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where n = order of the filter (affects how sharp the frequency cutoff is),

D(u, v) = the distance from the point (u, v) to the origin of the frequency
22 1/2

plane such that D = u + v ,

Do = the cutoff frequency, defined as the distance from the origin

where H(u, v) is equal to one-half of its maximum value (deter-
mines the bandwidth of the filter).

The transfer function curve for the lowpass Butterworth filter of radius 0.25 and

order 2 is shown in fig. 2.

1.0

3

0

0.0

Fig. 2. Transfer function curve for lowpass Butterworth filter of radius 0.25 and order 2.

Using the same notation as in eq. [3.3], eq. [3.4] defines the transfer function for the

highpass Butterworth filter (Bow 1992):

1
(3.4) H (u, v) = 2

1 + [Do/D (u, v) ]
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The transfer function curve for the highpass Butterworth filter of radius 0.75 and order 2 is

shown in fig 3.

Fig. 3. Transfer function curve for highpass Butterworth filter of radius 0.75 and order 2.

Inversion of the Filtered Pseudo Wigner Composite Image

In order to support visualization of the filtered image, it must be re-mapped into the

spatial domain. Steps 7, 8 and 9 of fig. 1 on page 33 depict this process. Step 7 shows the

calculation of Z', the inverse discrete Fourier transform of the filtered Wigner domain anal-

ysis window H(u,v)-Z(u,v). At step 8, the loop initiated in step 1 over the image X has ter-

minated, producing a composite image Yin the spatial domain consisting of the windows

Z'k, k = 0 ... (M-R)(N-S). The elements of the windows Z'k in Y are in symmetric product

1.0

4--

.0"

Fr r 4)sFrcl C(v)7
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form, i.e., each window Z'k can be considered to be the result of applying steps 2 through

4 to each analysis window of an unknown image (or images) X. The image X represents

the result of applying the Wigner domain filter H to the original image X. In step 9, the

image X is synthesized by determining an M x N array whose symmetric product windows

minimize the L2 norm with Y Synthesis of an k is equivalent to finding an optimal solution

to an overdetermined system of quadratic equations. In some applications, such as Wigner

domain filtering of mammography data which is discussed in chapter 5, X must also satisfy

the practical objective of providing enhanced visualization of X. The development of an

algorithm for performing the synthesis of X is one of the major contributions of this dis-

sertation and is discussed in detail in the next chapter.



CHAPTER 4

INVERSION ALGORITHM FOR THE DISCRETE

PSEUDO WIGNER DISTRIBUTION

Comparison with Previous Work

Boudreaux-Bartels investigated, as part of her dissertation, the synthesis of an

inverse Wigner representation for 1-D signals (Boudreaux-Bartels 1983). She demon-

strated separability of the minimization problem into even and odd terms, and derived suf-

ficiency conditions for the existence of a minimum. Her algorithm was based on

independent minimization of the "odd" and "even" error functions using eigenvector-

eigenvalue analysis. Her analysis was restricted to the continuous Wigner distribution: no

overlapping analysis window was used so that the error function was not overdetermined.

Boudreaux-Bartels also proved that due to the quadratic nature of the Wigner distribution

and the separability of the distribution into even and odd terms, there are up to four solu-

tions to the minimization problem, differing by sign. She demonstrated applications of

Wigner domain filtering for signal recovery from noise and separation of multiple signals

for 1-D signals with explicit generating functions.

Yu and Cheng presented two algorithms in a paper in 1987 which addressed the

problem of signal synthesis from a modified discrete pseudo Wigner distribution in the 1-D

case (Yu and Cheng 1987). The first algorithm, termed the "outer-product approximation,"

was unsatisfactory in that it resulted in a blockwise synthesis of the image which had to be

40
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pieced together by setting smoothing parameters determined through visual inspection.

The second algorithm, called the "overlapping method," was also determined to be unsat-

isfactory since it required that some initial sequence of the signal to be synthesized be

known. In addition, the overlapping method was shown in a later paper by Krattenthaler

and Hlawatsch to yield improper results even for simple time-frequency models (Krat-

tenthaler and Hlawatsch 1991).

Krattenthaler and Hlawatsch have described a numerical algorithm for synthesis of

1-D signals from modified pseudo-Wigner distributions (Krattenthaler and Hlawatsch

1991). Their algorithm solves for each sample of the synthesized signal recursively, assum-

ing that some initial sequence is known. The formula for recursion is derived from the gra-

dient of the error function, and assumes that the behavior of the gradient function at each

sample is stable even for cases in which the modified pseudo-Wigner distribution is not a

valid, invertible Wigner distribution. The technique was applied to a single example of a

simple 1-D signal with sinusoidal frequency modulation and yielded much better results

than the overlap method of Yu and Cheng applied to the same problem.

The algorithm presented in this dissertation for synthesis of an inverse pseudo-

Wigner image extends the previous work in several key areas. First, the extension of the

problem to 2-D imagery introduces complexities in terms of both an added dimension and

the use of data that cannot be modeled with a well-behaved generating function. Secondly,

the algorithm presented in this dissertation employs a hybrid numerical approach that

addresses boundary problems not evident in the basic recursion formula of Krattenthaler

and Hlawatsch. In addition, the algorithm presented in this dissertation does not assume
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that an initial sequence is known, and it does not necessarily fail if the model (i.e., Yin fig.

1) contains zero gaps. Third, visualization of the synthesized image is an important consid-

eration, making the avoidance of artifacts introduced by ambiguous solutions or poor local

approximation a primary concern.

Overview of the Inversion Algorithm

As in step 8 of fig. 1 on page 33, let Y be the result of applying the inverse discrete

Fourier transform to each of the filtered analysis windows of H(u,v)-Z(u,v), and let W be the

original discrete windowing function. The objective of the inversion algorithm is to find k

such that the function f in eq. [4.1] is minimized:

M-R N-S R-1 S-1
(4.1) f(X) = IYmR+r,nS+s

m=O n=o r=O s=O

Wr,sWR-1-r,S-1-s m+r,n+s Xm+R-1-r,n+S-1-sI

where Y = i,.,i=0...(M-R) (R-1),j=0... (N- S) (S - 1),

X =[ii],i= ... (M- 1),j= 0... (N-1),

W= wi,.ii0...(R-1),j= 0... (S-1),

M = number of rows in image,
N = number of columns in image,
R = number of rows in analysis window,
S = number of columns in analysis window.

Function f in eq. [4.1] will also be referred to as the objective function throughout this dis-

sertation.
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The inversion algorithm consists of three steps:

1. Approximation of the solution by direct calculation. This provides an initial

estimate of a seed value for the Polak-Ribiere minimization in step 2 that is independent of

the original data set and alleviates the algorithm bootstrapping problem of other

approaches.

2. Minimization by the Polak-Ribiere conjugate gradient method. The functionf

in eq. [4.1] is used as the objective function.

3. Adjustment of boundary values in the synthesized image X. Since the border

elements of X do not occur in as many windows as the interior elements, there is an

unequal contribution among the parameters in X to the objective function. This unequal

contribution is compounded by the fact that the objective function is minimized over the

product of the elements of k, rather than on the elements themselves, due to the quadratic

nature of the Wigner distribution.

Initial Approximation of the Solution by Direct Calculation

A technique was developed for initially approximating a solution using direct cal-

culation of a feasible value for each .eg in k to serve as a seed for bootstrapping the Polak-

Ribiere minimization. The initial starting point for conjugate gradient minimization of the

objective function of eq. [4.1] may have a profound effect on both the convergence rate and

the quality of the final outcome. Of particular note, since eq. [4.1] uses the symmetric prod-

ucts of elements in X, the negative of a solution to the minimization problem is itself a

solution (Boudreaux-Bartels 1983; Hlawatsch and Krattenthaler 1991). There is thus a pos-
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sibility of convergence to the "negative" of the desired image. Furthermore, since eq. [4.1]

is separable into summations of even/even, even/odd, odd/even, and odd/odd-indexed ele-

ments, which can be independently minimized, additional solutions are possible by multi-

plying elements of different parity indices by -1.0 (Boudreaux-Bartels 1983; Hlawatsch

and Krattenthaler 1991). There is then also the possibility, if the minimization landscape is

particularly uneven, of convergence to different signed elements at different places in the

image so that out-of-phase artifacts are produced. In addition, since the objective function

is not strictly convex, convergence to local minima is possible. Approximating a feasible

seed which is biased toward the nonnegative roots of the quadratic terms in eq. [4.1] aids in

directing the conjugate gradient search towards an image suitable for visualization.

To begin, assume 1) that the original image X from which the composite image Yis

derived is real, and 2) that symmetry is preserved by the filter transfer function. Fig. 4 on

page 45 shows a particular example of a Y and an X (ref. eq. [4.1]) for an original image X

of size M x N with an analysis window size of R x S, where M = N= 5 and R = S =3. A set

of equations (illustrated in eqs. [4.2a-d] for the configuration of fig. 4) is derived from win-

dows A, B, and C in X and the corresponding windows yA B, and yC, respectively, in Y,

and solved for the variables , , o, 2 2, oand 22 2:

(4.2) A

4)a) 0, 0 = W0, 0w2, 2x0, 0x 2 , 2

b) A A AY,2 = WO 2 W2 0 x0 2x2 , o
cAB

C) y0, 1 = =w, 1W2, 1x0, 2x2, 2

d) y1, 0= W1 w1, 2x2, 0x2, 2
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X Y
B

A A B
A--xo xo,1 x0,2 0,3:0, 4 )

r - - - A V-

C 1, 0  , 1 X , 2 1, 3:1, 4  C

x3, 0 x3, 1 x3, 2x3,3 x3, 4

4, 0 4, 1 24, 2 4, 3 4, 4

Fig. 4. Starting point for approximating feasible values for the inverse Wigner image.

Elements in X are variables for a candidate solution for the inverse Wigner image. The

dimensions of X are M x N, where M = N =5. The analysis window size is R x S, where R
= S = 3. Y represents the (possibly filtered) symmetric product composite image. The
dimensions of Y are M x N x R x S.

where wjj is an element of the windowing function W.

In the next step, the windows A, B, and C are translated to the right by one sample

and a new set of equations is derived and solved. As the windows are translated over X, if

the value of a variable has been set in a previous step, its value is not changed. If the set of

equations derived from windows A, B, and C cannot be solved because one or more of the

yJ 's is zero, or an inconsistent set of equations results, the algorithm proceeds to the next

window translation, left to right, top to bottom. If the window translation would carry the

windows beyond the boundaries of the image, the windows B and C are chosen to be to the

left of and/or above the window A, rather than to the right and below.
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When the windows have been completely translated over X, the next iteration

starts at 1, 1 and uses windows that are reduced in size by two rows and two columns. For

the example in fig. 4, the windows A, B, and C reduce to the trivial window, the sample

x1,1 itself (for larger analysis window sizes, this step will result in a nontrivial window at

least once). The process of translating the windows and deriving and solving equations is

then repeated, again preserving values that have been calculated in previous iterations. If

any xi j 's remain undetermined after all iterations are complete, their values are arbitrarily

set to 1.0, to be adjusted later by conjugate gradient minimization.

An outline of the code for the general form of the algorithm is given in fig. 5.

As noted above, it is possible in cases where kop does not exist that this algorithm

may not find feasible values for all xi j 's, and therefore sets them arbitrarily to the value

1.0. In order to provide robustness, multidimensional minimization by a conjugate gradient

method is used in the next step of image synthesis to fine-tune the solution. How well the

conjugate gradient method is able to adjust errors in the approximated solution is analyzed

in the section entitled "Performance of the Inversion Algorithm" by applying the conjugate

gradient method from a random starting point.

Although we have assumed in the explanation of this algorithm for simplicity that

X and W are real and that W is symmetric, the algorithm is easily extendable to the case

where X and W are complex and/or X and W are asymmetric.
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Let X, k, Y, W, M, N, R, S be as defined in fig. 1, and depth = number of iterations to

perform. Assume X and W are real, and W is a symmetric windowing function.
/* Outer loop performs iterations over successive window sizes, r x s *1
for r = R, s = S, step = 0; step < depth; r = r-2, s = s-2, step = step+1;
{

r2 = (r-1)/2; s2 = (s-1)/2; /* Find half the current window size */

wl = (W[step] [step])2 ; w2 = (W[step] [step+s2])2;
for (m = step; m <= M-r-step; m = m + 1) /* Iterate over lines of image */
{

if (m <= M-r-r2-step) down = 1; else down = -1;
for (n = step; n <= N-s-step; n = n+1) /* Iterate over samples of image *1
{

if (n <= N-s-s2-step) right = 1; else right = -1;
y0 = Y[m*r][n*s]/wl;

y1 = Y[m*r][n*s+s-1]/wl;

y2= Y[m*r] [(n+right*s2)*s+s2]/w2;

y3 = Y[(m+down*r2)*r+r2] [n*s]/w2;

/*** Insert code here from table 1 depending on value of "down

**** and "right". Do not reset values of X that have already
**** been set. ***/

}
}

}

Set any value of X that has not been calculated to 1.
end

Fig. 5. Outline of code for approximation step in synthesis algorithm

Minimization by the Polak-Ribiere Conjugate Gradient Method

When filtering is performed in the Wigner domain, the resulting Wigner-domain

image may or may not represent the pseudo Wigner distribution of a real (or complex)

image. The synthetic image produced by the approximation procedure described in the pre-
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Table 1.--Code inserts for inner loop of synthesis algorithm

Down Right Code inserta

X [m+r-11] [n+s- 1] = sqrt((y2*y3)/y 1);

1 1 X [m][n] = yO/(X [m+r-1][n+s-1]);

X [m+r-1][n] = y0/(X [m+r-1][n+s-1]);

X [m][n+s-1]= yO/(X [m+r-1][n+s-1]);

k [m+r-1] [n] = sqrt((y4*y3)/y0);

1 -1 X [m][n+s-1] = y2/(X [m+r-1][n]);

XI[m] [n] = y3/(X [m+r-1]I[n]);

X [m+s-1][n+s-1] = y4/(X [m+r-1][n]);

X [m] [n] = sqrt((y3*yO)/y2);

-1 1 X [m][n+s-1] = y3/(X [m][n]);

X [m+r-1][n] = yl/(X [m][n+s-1]);

X [m+r-1][n+s-1] = yO/(X [m+r-1][n+s-1]);

k [m][n] = sqrt((y4*y3)/y 1);

-1 -1 X[m+r-1][n]= y3/(X [m][n]);

X [m][n+s-1] = y2/(X [m+r-1][n]);

X [m+r-1][n+s-1] = yO/(X [m][n]);

a. If a divisor is zero or an argument to the square root function is negative,

proceed to the next iteration.

ceding section may not be optimal, since it is based on relaxed local solutions for parameter

values and does not perform global adjustment based on a figure of merit for the image as

a whole, as expressed in eq. [4.1].

Several numerical methods exist for the minimization of multidimensional func-

tions such as eq. [4.1], including the downhill simplex method, Powell's methods, conju-

gate gradient methods, quasi-Newton methods, simulated annealing, and genetic
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algorithms (Press et al. 1988; Polak 1971). Both the downhill simplex method and Powell's

methods are computationally simpler than the other methods, but are less efficient. The

quasi-Newton methods typically exhibit a rapid rate of convergence, but require the calcu-

lation of second partial derivatives and, for the pseudo-Wigner synthesis problem, the

inversion of a large Hessian matrix at each iteration (Polak 1971). As part of the disserta-

tion research in this area, experimentation with genetic algorithms showed promising

results, but the rate of convergence was prohibitively slow, and results on simplified data

sets were no better and less consistent in quality than those obtained by conventional

numerical techniques. Simulated annealing was expected to have a rate of convergence

similar to that of genetic algorithms, with marginal improvement in quality of results (Ack-

ley 1987). A conjugate gradient method was therefore selected as the multidimensional

minimization method. Fig. 6 provides a flowchart of the method used, a version of the

Polak-Ribiere algorithm with reinitialization (Polak 1971, 259).

The implementation of the Polak-Ribiere algorithm for the minimization of

f(k) in eq. [4.1] begins with the initialization of a seed value X0. This seed value may be

the result of the approximation algorithm described in the previous section or, for investi-

gation of the robustness of the algorithm, a random value. In addition to calculating f(k)

at each iteration i, the implementation also consists of two functions for 1) finding the gra-

dient Vf(X;) , and 2) finding X> 0 such that

f Xi+ h = min{f(Xi +kh >0}.



50

Input Parameters:
p = reinitialization interval

0=seed value
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Termination y
condition satisfied
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Fig. 6. Flowchart of conjugate gradient minimization using the Polak-Ribiere algorithm
with reinitialization
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The following subsections ("Finding the gradient" on page 51 and "Finding the minimiz-

ing Xi" on page 51) describe how these functions were implemented. The set of criteria

used for termination of the process is described in the subsection "Termination criteria" on

page 53.

Finding the Gradient

Each component of the gradient Vf(Xi) is accumulated iteratively as fol-
m, n

lows. For each analysis window k over Xi that zmn occurs in, a summand of the form in

eq. [4.3] is added to the accumulator for .
m, n

(4.3) summand = (-2wi, 2R -1-i, s-I )x
k k

yi,j+ yR - 1-i, S- 1-j~ ,JXR - 1- i, S- 1-jwi, jWR- 1- i,S - 1-j

where i, j are indices of Cm,n relative to the upper left corner of window k,

R x S are the dimensions of k, and

yk j is the element at location i, j in the kth tile of the composite image Y.

Finding the Minimizing Xi

The approach for computing the minimizing Xi is based on the observation that

f (ji + agH) is quartic in AX. It can be minimized by finding the real roots of the cubic

1. See fig. 4 for an illustration of the correspondence between the analysis
windows k of Xi and the tiles of the composite image Y In fig. 4, windows A, B, and C

represent instances of k with corresponding tiles YA, B, and y, respectively.
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df (X + Hi and choosing those which are greater than or equal to zero and for which
dXi

d 2f(,k i + ii) >0. Real roots to the cubic first derivative were obtained using New-
A 2

ton's method in an implementation by Renka for finding the ordered sequence of real roots

of a cubic polynomial in a specified open interval (Renka 1995). A test of the second deriv-

ative determined which of the roots were minimizing; these became candidate Xe's. The

first criterion for selecting one of the candidate X's to use in the generation of

Xi +1= Z + 'H was as follows:

Criterion 1. Select X1> 0 from the candidate 2 's such that

f(X + XiH = min{f(X + H >0}.

This is the Polak-Ribiere criterion for minimization of strictly-convex functions. Sincef in

eq. [4.1] is quartic, and therefore not necessarily strictly convex, convergence to a local

minimum is possible (Polak 1971). In order to study the efficacy of "bouncing"f by per-

mitting movement in the direction of the gradient rather than opposite to it, a flag was

added to the implementation of the synthesis algorithm to permit selection of a negative

Ai. Use of this flag led to the second criterion for selection:

Criterion 2. If (1) cannot be satisfied and the flag to permit a negative Ai is

enabled, select ?A < 0 from the candidate Xi's such that
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frki+ XiHi = m n{f(Xi+ XH }.

If neither criterion (1) nor (2) were satisfied, the conjugate gradient method terminated.

Termination Criteria

The following criteria were used for termination of the conjugate gradient method:

1. f (k) minimization threshold parameter (typically 0.001).

2. f(Xi- 500) -f(k) <100, i>500.2

3. Ivf(i)| jj gradient norm threshold (typically 0.001).

4. XRI < 10-25, or in the case of negative X not allowed, X <0.

If the maximum number of iterations specified on invocation was reached without satisfy-

ing any termination criterion, the process was re-started from the termination state.

Boundary Effects

An interesting phenomenon was observed when the conjugate gradient method as

described above was applied in a trial problem that was set up following the procedure

outlined in fig. 1 on page 33, except that no filtering was applied. In the absence of modifi-

cation to the Wigner representation, the original X was therefore an optimal k to minimize

eq. [4.1]. X was chosen to be an 11 x 11 array with all elements equal to the value 6.0, with

an analysis window size of 3 x 3. It was observed over several runs of the conjugate gradi-

ent method with different seeds generated at random over [-255, 255] that convergence in

2. This test represents an absolute difference of less than 104 per pixel for a
128 x 128 image with an 11 x 11 analysis window, since the objective function con-
tains 1,684,804 terms.
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the interior of Xi at termination was always close (within 1) to optimal within a sign dif-

ference, but that convergence on the boundaries was much poorer. Recall that the minimi-

zation in eq. [4.1] is performed not on the values of Xi directly, but on the symmetric

products. Typically, at termination, a very large boundary value (>> 100) would be paired

with a fractional symmetric factor (<< 1). The symmetric product of the two would be too

close to the optimal value 6.0 to contribute significantly to the gradient. Since the bound-

ary values occur in only a limited number (from 1 to max(R, S)) of the analysis windows,

there is insufficient "ripple" effect to other values which would tend to increase the gradi-

ent upon divergence of the boundary values and drive the minimization in a compensating

direction. Trials using imagery also occasionally showed pronounced boundary effects,

making the synthesized image unsuitable for visualization. In some cases, unstable bound-

ary values produced intensity distortions in interior values.

Three techniques were developed to compensate for the boundary effects;

however, only one produced satisfactory results. Both of the two unsuccessful techniques

were based on weighting factors applied to the partial derivatives of Vf(k) . The first

ineffective approach involved calculating weights for the partial derivatives based on the

number of analysis windows in which an element occurred. The second unsuccessful tech-

nique involved fixing the partial derivatives at 0 for interior elements after convergence to

prevent these values from being changed and re-starting the minimization. Both tech-

niques produced poorer minimization results than results obtained without the techniques.

A third technique, described in the next subsection, provided the desired results.
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Adjustment of Boundary Values in the Synthesized Image

The technique for adjusting the boundary values of Xi is based on the observation

that as the parameters xi e boundary of X1 increase in magnitude during the minimization

process, the factors in their symmetric product decrease. Likewise, as the boundary param-

eters decrease, the factors in their symmetric product increase. By adding a weighted sum

of the squares of the boundary elements and a weighted sum of the squares of the interior

elements to the original objective function, the increase in magnitude of either the bound-

ary parameters or their symmetric factors can be controlled as part of the minimization pro-

cess.This is exactly what is desirable in the minimization of f(X) in eq. [4.1].

Implementation of the boundary value adjustment was as follows:

1. The sum of the squares of elements in the first two and last two rows and the

first two and last two columns of Xi was weighted by a factor a and was then added to

f(ki) in the Polak-Ribiere conjugate gradient method (see fig. 6 on page 50). Since f(X)

is separable into independent summations of even/even, even/odd, odd/even, and odd/odd

indices, the boundary must be of at least width two.

2. The sum of the squares of the remaining elements (the interior) of Xi was

weighted by a factor 0 and was then added to f(Xi) . The factor P provided a means for

applying an experimental balance so that the boundary values in (1) did not dominate the

convergence.
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3. The calculation of Vf(Xi) was adjusted by adding 2acSmn to for Xm,n
m, n

on the boundary, and by adding 21i m too forIm in the interior.
xm, n

4. The minimizing 2 was calculated using the adjusted f(Xi) and Vf(X;) .

Selection of an appropriate a and 3 is discussed in the following section on "Performance

of the Inversion Algorithm."

5. Through the iterations of the Polak-Ribire minimization, the values of a and

were dynamically adjusted by multiplying by the ratio of the sum of the border squares

to the value of f(Xi) .

Performance of the Inversion Algorithm

The performance of each of the three components of the inversion algorithm is dis-

cussed in this section. These three components, as described earlier, are as follows:

1. Approximation of the solution by direct calculation.

2. Multidimensional minimization by the Polak-Ribiere conjugate gradient

method with reinitialization.

3. Adjustment of boundary values in the synthesized image X .

Experiment 1: Approximation by Direct Calculation

To determine the quality of the results produced by the direct calculation of an

approximate solution to the inverse pseudo Wigner distribution, the following experiment

was conducted:
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1. Seven digitized images of varying content and number of bits per pixel were

selected, as listed in table 2. The images were 128 x 128 cutouts of larger images that had

been downsampled by a factor of two to preserve the extent of the image while reducing

the number of pixels to be processed. Zero-valued pixels were clipped at 1.

Table 2.--Images used to measure the performance of approximating the inverse pseudo
Wigner distribution by direct calculation

Dimensions Bits Per
Image Title (pixels) Pixel Description

Straw 128x128 8 Texture number D15 (straw) from
(Brodatz 1966)

Sand 128x128 8 Texture number D29 (beach sand) from
(Brodatz 1966)

Cotton Canvas 128x128 8 Texture number D77 (cotton canvas)
from (Brodatz 1966)

Raffia 128x128 8 Texture number D84 (raffia looped to a
high pile) from (Brodatz 1966)

Moonscape 128x128 8 Public domain test image obtained from
(Khoros Rel. 1.0)

Aerial View 128x128 11 Image of a light industrial area taken
from an airplane at 120 inches/pixel res-
olution (Courtesy of E-Systems, Inc.)

M612 128x128 12 Digitized mammography image (Cour-
tesy of E-Systems, Inc., and the Univer-
sity of South Florida)

2. The pseudo Wigner distribution of each image was calculated using an 11 x 11

pixel analysis window.

3. No filtering was performed in the Wigner domain.
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4. The inverse Fourier transform of each analysis window was calculated to

produce the composite image Y, as defined in fig. 1 on page 33.

5. The procedure was applied for approximating, by direct calculation, the

synthetic image X which minimizes f(X) in eq. [4.1], and the results were compared to

the original image.

6. Since no filtering was applied in the Wigner domain, the optimal solution to

the inversion problem was the original image (assuming that the need for visualization of

the image rendered the alternative phase solutions undesirable). The solution obtained

from application of the procedure in step 5 was compared to the original image to deter-

mine the effectiveness of the approximation by direct calculation. To measure the differ-

ence, the L2 norm between the original image and the synthesized image was calculated.

Figs. 13 through 19 at the end of this chapter show the original image (left) and the

image synthesized by direct calculation (right) for each of the images listed in table 2. The

norm of the difference image is given in the caption for each figure. As is evident from both

visual inspection and the very small (<< 1) norm of each difference image, the approxima-

tion of the synthesized image through direct calculation yields an excellent match against

the optimal solution, in the case where an optimal solution is known to exist.

Experiment 2: Minimization by the Polak-Ribiere Conjugate Gradient Method

In order to measure the performance of the Polak-Ribiere conjugate gradient

method in performing the minimization of f(X) in eq. [4.1], it was applied to several

images, starting with two different initialization points. The first initialization point was the
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synthetic image which had been approximated using the procedure of experiment 1. The

second initialization point was a randomly initialized matrix. No filtering was applied in

this experiment, so that the optimal solution was the original image. Performance measures

included the rate of convergence, the numerical difference between the synthetic image and

the original image, and the visual quality of the synthetic image. The experiment was

divided into two parts, referred to as 2-1 and 2-2.

Experiment 2-1. Experiment 2-1 consisted of the following steps:

1. A 64 x 64 pixel test image was generated using random values over the

interval [0, 2047]. The purpose of using a random image as a test image was to provide a

general case performance measure.

2. The pseudo Wigner distribution of the test image was calculated using a 7 x 7

pixel analysis window.

3. No filtering was performed in the Wigner domain.

4. The inverse Fourier transform of each analysis window was calculated to

produce the composite image Y, as defined in fig. 1 on page 33.

5. The corresponding synthetic image X was approximated by direct calculation.

6. For the first trial, a randomly initialized matrix (distinct from the test image)

was used as the starting point (Xo) for the Polak-Ribiere conjugate gradient method with

reinitialization, as applied in the minimization of f (X) in eq. [4.1]. In the second trial, the

approximate synthetic image calculated in step 5 was used as the initialization point.
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Fig. 7 shows graphs of the convergence behavior of the Polak-Ribiere algorithm for

both initialization points. The graphs are linlog plots of the number of iterations of the gra-

dient minimization of the algorithm versus the logarithm (base 10) of the objective func-

tion (f (X) ) sampled at every fifty iterations. As is evident from the graph, using the

approximate solution as the initialization point results in both faster convergence and a

lower minimum value at convergence than using the random starting point. However, the

interpretation of these results must be taken a few steps further in order to fully assess the

power of the Polak-Ribiere method.

Note that the optimal synthetic image X consists, in this case, of 64 x 64 = 4,096

parameters. The objective function f (X) , however, consists of 58 x 58 x 7 x 7 = 164,836

terms3 and is quartic in X. A small suboptimality in X can therefore be compounded by

several orders of magnitude in the value of the objective function. In general, if Errmax rep-

resents the maximum absolute error per pixel in the synthesized image and max is the larg-

est pixel value, eqs. 4.4a and 4.4b express the relationship between the error in the

synthesized image and the value of the objective function, respectively:

(4.4) a) Error in synthetic image: I I (x, 3-xi,) M x N x Err
i=oj=o

b ) Upper bound of objective function:
M-R N-S R-1 S-1

S(mR+rnS+s~ m+rn+sm+R-1-r,n+S-1-s
m=0n=o r=O s=O

_(M-R+1) x (N-S+1)xRxSx 2xmaxErrmax +Errmax

3. There are (64 -7 +1) x (64 -7 +1) windows, each of size 7 x 7 pixels.
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Polak-Ribiere Convergence

0 (Initial Point Comparison)

Max = 17.0658
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(b) Min = 2.43624
0
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Number of Iterations

Fig. 7. Convergence behavior of the Polak-Ribiere conjugate gradient method with rein-
itialization as applied in experiment 2-1. (a), Randomly initialized matrix used as starting
point; (b), approximated synthetic image used as starting point. The objective function
was sampled at 50-iteration intervals.

Figs. 8 through 10 illustrate the relationship between per pixel error rates and the

value of the objective function for each of the three image sizes and analysis windows used

in this research. The graphs were generated by adding increasing positive numbers to the

values of the pixels in each test image and calculating the value of the objective function

measured against the original Wigner inverse composite image.
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Fig. 8. Relationship between per pixel error rate (horizontal axis) and value of the objec-
tive function (vertical axis) for a 32 x 32 randomly initialized test image with a 5 x 5 anal-
ysis window

To aid in interpreting whether the difference in the minimal values of the objective

function for the two initialization points is significant, the norms of each difference matrix

between the original test image and each initial image and between the original test image

and each final synthetic image are presented in table 3. Again, since no filtering was per-

formed, the original image is an optimal solution to the minimization problem.

As can be seen from the table, both the synthetic image produced from the ran-

domly initialized matrix and that produced from the approximated synthetic image are not

significantly different from the original image. This result illustrates the robustness of the
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Fig. 9. Relationship between per pixel error rate (horizontal axis) and value of the objec-
tive function (vertical axis) for a 64 x 64 randomly initialized test image with a 7 x 7 anal-
ysis window

Polak-Ribiere algorithm relative to the initial starting point, at least within the constraints

of an initialization of parameter values on the same interval as the expected solution. As

shown in a later experiment, robustness degrades when the starting point is chosen orders

of magnitude from the expected solution.

Experiment 2-2. Experiment 2-2 measured the performance of the Polak-Ribiere

minimization method in terms of visual quality of the generated synthetic images, using the

same 128 x 128 images that were employed in experiment 1. The same steps as in experi-

ment 2-1 were followed, with the exception of the size of the analysis window which was
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Fig. 10. Relationship between per pixel error rate (horizontal axis) and value of the
objective function (vertical axis) for the 128 x 128 test image M612 with an 11 x 11 anal-
ysis window

Table 3.--Experiment 2-1: Norm of difference matrix relative to original 64 x 64 random
test image

Image used as starting point Starting point image Final synthetic image
difference norm difference norm

Randomly initialized matrix 53,549 4.33

Approximated synthetic image 0.115 0.0046

set at 11 x 11 pixels for this experiment. The norms of the difference matrices between each

original image and the two initial images and between each original image and the two final

synthetic images are given in table 4.
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Table 4.--Experiment 2-2: Norms of difference matrices for Polak-
Ribiere minimization with different starting points

Approximated synthetic image as Randomly initialized matrix as

Image starting point starting point

Initial image Final synthetic Initial image Final synthetic
image image

Straw .00218 0.000701 145,689 25.95

Sand .00128 0.000456 141,582 322.74a

Cotton Canvas .00105 0.000368 144,098 5,718b

Raffia .00137 0.000480 142,121 19.49

Moonscape .00350 0.000957 137,155 0.256

Aerial View .00124 0.000536 139,558 81.65

M612 .00958 0.004054 82,304 11.69
a. This was reduced to 257 by the border effects compensation described in experiment 3.
b. This was reduced to 673 by the border effects compensation described in experiment 3.

The 128 x 128 matrix used as the randomly initialized starting point is shown in

fig. 20 at the end of this chapter. Figs. 21 through 27 (also at the end of the chapter) show

the original image (left), the synthetic image generated from initializing the Polak-Ribire

minimization with the approximated synthetic image (middle), and the synthetic image

produced from initializing the Polak-Ribiere minimization with a random matrix (right),

for each of the images. As can be determined visually and from the significant reduction in

magnitude between the norms of the starting point difference matrices and the norms of the

synthesized image difference matrices for both the random and approximate cases, the

Polak-Ribiere method provides a satisfactory synthesis capability.
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Experiment 3: Adjustment of Boundary Values

Experiment 3 was designed to demonstrate the effectiveness of the border effects

compensation step of the inversion algorithm and to determine a reasonable setting of the

weighting parameters for that compensation. As described in the section entitled "Adjust-

ment of Boundary Values in the Synthesized Image" on page 55, the parameter a is used

to weight the sum of the squares of the border pixel values, and the parameter R is used to

weight the sum of the squares of the interior pixel values. Experiment 3 consisted of the

following steps:

1. A 32 x 32 pixel test image was generated using random values over the

interval [0, 127]. The purpose of using a random image as a test image was to provide a

general case performance measure.

2. The pseudo Wigner distribution of the test image was calculated using a 5 x 5

pixel analysis window.

3. No filtering was performed in the Wigner domain. The original image thus

represented an optimal solution to the minimization problem.

4. The inverse Fourier transform of each analysis window was calculated to

produce the composite image Y, as defined in fig. 1 on page 33.

5. In order to simulate the condition where the approximation procedure returned

a particularly poor initial seed for the Polak-Ribiere minimization (as could occur in

filtering), a matrix randomly initialized over the interval [0, 32000] was used as the

starting point (Xo) for the Polak-Ribiere minimization. The interval [0, 32000] was
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selected so that many of the pixels of the seed image for the Polak-Ribiere minimization

would have values that were orders of magnitude different from the optimal values (as

noted above, the original image was generated on the interval [0,127]).

6. A series of trials of the Polak-Ribiere minimization algorithm were run with

varying values of a (border weight) and P (interior weight). For each trial, the norm of

the difference matrix between the original image and the resulting synthetic image was

calculated as a measure of performance. In addition, the norm of the difference matrix

between the original image and the border pixel values of the resulting synthetic image

was calculated to determine the amount of error contributed by the border pixels.

The results from step 6 of experiment 3 are shown in table 5, which lists the number

of iterations required for convergence of the Polak-Ribiere minimization, the norm of the

difference matrix over the entire synthetic image, and the norm of the difference matrix

over the border regions of the synthetic image. Also included in table 5 as row "Seed

image" are the norm of the difference matrix between the original test image and the seed

image used for initialization of the Polak-Ribiere minimization and the norm of the differ-

ence matrix of their borders. Note that the size of the difference matrix is 32 x 32 = 1024

elements.

Note from table 5 that in the seed image, the error contributed by the border pixels

is slightly less than half of the overall error. In case 1, where no border compensation is

applied, the error in the resulting image is high, and all but a minute portion is contributed

by the border values. Convergence is also very slow in case 1, as shown by the number of
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Table 5.--Performance of Polak-Ribiere minimization as a function of the weighting
parameters for boundary adjustment. Image is 32 x 32; analysis window is 5 x 5.

I ( I [ A- ,, XjI _ 1,1__ _ _ _

a. Process was manually terminated after 100,000 iterations. Rate of change in difference norm
was not appreciable over 50,000 iterations.

iterations. Results from cases 2, 3, 4, and 5 where weighting is applied are only slightly dif-

ferent from each other, but show significant (i.e., two orders of magnitude) improvement

over case 1.

In a variation of the trials in step 6 of the procedure for experiment 3, the results

from the Polak-Ribiere minimization in case 1 (i.e., no weighting) were used as input into

a second series of runs of Polak-Ribiere minimization using different values of a and $3.

Table 6 shows the results from this set of runs.

As shown by table 6, cases 7, 8, 9 and 10 all show an order of magnitude improve-

ment in the quality of the solution over the best cases of table 5. Results from this set of tri-

als and from filtering experiments (described later in this chapter) indicate that in general,

adjustment of the boundary values is more effective when applied after using Polak-

Ribiere minimization a first time with no weighting. This technique promotes optimization

Caser Number of Total image Border
number iterations difference norm difference norm

Seed n/a n/a n/a 581,691 277,268

1 0 0 100,000a 206,126 206,122

2 10 0 461 4,331 1,170
3 100 0 446 1,935 1,171

4 10 1 101 2,331 1,163

5 100 1 116 2391 1172
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Table 6.--Performance of Polak-Ribiere minimization as a function of weighting
parameters using the unweighted convergence result as a seed. Image is 32 x 32;

analysis window is 5 x 5.

Caser aoNumber of Total image Border
number iterations difference norm difference norm

Seeda n/a n/a n/a 206,126 206,122

6 10 0 4,994 5,160 4,947

7 32 0 1,089 168 168

8 100 0 3,063 240 240

9 10 1 3,224 119 119

10 100 1 3,533 229 227
a. The seed image for this set of trial was Case 1 from table 6.

of interior values (as in case 1) which in turn leads to a significantly better result in the sec-

ond run of optimization with weighting factors. The value of the weighting factor itself is

robust over a wide interval.

However, what if the initial value for the Polak-Ribiere minimization is not poor,

but, in contrast, is quite good? Does the weighting procedure introduce instabilities such

that the minimization procedure is driven away from a good solution? To answer these

questions, the synthetic image approximated by direct calculation was also used as a seed

for the Polak-Ribiere minimization with varying values of a and P. Table 7 shows the

results from this set of trials.

As illustrated by comparing cases 12 and 13 with case 11 in table 7, use of nonzero

weighting factors can drive the minimization from a good solution, if the weighting factors

are used in the first application of Polak-Ribiere minimization. This is particularly evident
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Table 7.--Performance of Polak-Ribiere minimization as a function of weighting
parameters using the approximated synthetic image as a seed. Image is 32 x 32;

analysis window is 5 x 5.

Caser Number of Total image Border
number iterations difference norm difference norm

Seeda n/a n/a n/a 587 121

11 0 0 72 0.00195 0.00194

12 10 0 11 ,4 00 b 638 637

13 10 1 113 423 114

a. The seed for this set of trials was the approximated synthetic image.
b. Processing was manually terminated when repetitive convergent/divergent behavior about the

same set of values occurred over several thousand iterations.

in case 12, where the resulting solution is worse than the seed. These results provide addi-

tional support for the procedural heuristic of first applying Polak-Ribiere minimization

with zero-valued weighting factors, and then applying weighting factors as formulated in

the set of trials described in table 6.

It is not possible to predict for a given image undergoing modification in the

Wigner domain whether or not border distortions will be significant. As an example, of the

fourteen runs of non-weighted Polak-Ribiere minimization over seven 128 x 128 images in

experiment 2-2, border distortions were observed only for images Sand and Cotton Canvas

in the trials in which a randomly initialized matrix was used as the Polak-Ribiere minimi-

zation seed (see table 4). In the case of the image Sand, the primary source of error was a

very large pixel value that occurred on the border, and the use of a second run of Polak-

Ribiere minimization with a = 10 and R3= 1 resulted in a noticeably improved synthetic

image (noted in footnote a of table 4 and shown in fig. 27 on page 83). In the case of Cotton
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Canvas, distortions were visually evident as bright pixels along the edges of the synthetic

image without boundary adjustment. Use of a second run of Polak-Ribiere minimization

with a = 10 and f = 1 resulted in significantly improved results (noted in footnote b of

table 4 and shown in fig. 27 on page 83). Stability of the procedure was confirmed by

applying the same procedure to the other twelve trials and observing that no significant

instabilities from the original "good" solution occurred.

Experiment 4: Performance of Full Algorithm using Lowpass Filtering

In this experiment, the full algorithm - consisting of direct calculation, Polak-

Ribiere minimization, and border effects compensation - was used to synthesize the

image corresponding to an image which had been filtered in the Wigner domain using a

lowpass Butterworth filter (described in the section "Application of Filter" on page 36).

The same steps were applied as in experiment 1 with these exceptions:

1. The image M612 was not used. Filtering results for mammography images are

provided in chapter 5.

2. A lowpass Butterworth filter of order 2 and radius = 0.25 was applied to the

image. Since filtering was performed, the original image did not necessarily represent an

optimal solution, and performance measurement was based on the log of the objective

function at convergence and on visual assessment of the final synthetic image.

3. Two runs of Polak-Ribiere minimization were performed. In the first run

(termed the pre-border compensation stage), the synthetic image approximated by direct

calculation was used as the seed, and the border weighting factors were set to zero. In the
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second run (termed the post-border compensation stage), the result at termination from the

first run was used as the seed, with a = 10 and f3 = 1.

The value of the log of the objective function at each stage of the algorithm for each

image is provided graphically in fig. 11. In interpreting the magnitude of the objective

function, recall that for the case of a 128 x 128 pixel image with an 11 x 11 pixel analysis

window there are 1,684,804 terms which contribute to the objective function as contrasted

to 16,384 terms in the synthetic image. There was little difference in the performance of

the algorithm either by type of image or number of bits per pixel. No significant border dis-

tortions were observed, as evidenced by the near-equal values of the objective function as

measured at the pre-border compensation stage (represented by crosses in the graph) and at

the post-border compensation stage (represented by bowties in the graph). Border distor-

tions also were not observed visually in the synthetic images.

Figs. 30 through 35 at the end of this chapter contain the synthetic images generated

in experiment 4. The lowpass filter, by suppressing the high frequency components, is

expected to produce a blurred image, without significant artifacts. No post-processing (e.g.,

histogram equalization, histogram stretching, dynamic range adjustment) was applied to

the images, other than a remapping from floating point to byte format for display. As can be

determined visually, the results of the synthesis algorithm applied to lowpass filtered

pseudo Wigner images are satisfactory.

Experiment 5: Performance of Full Algorithm using Highpass Filtering

In this experiment, the full algorithm - consisting of direct calculation, Polak-

Ribiere minimization, and border effects compensation - was used to synthesize the
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Wigner Image Synthesis Performance

oN (Lowpass Filter)

0

NA

- El Original image

Approximated
synthetic image
Pre-border

A compensation
O Post-border

compensation

Straw Sand Cotton Canvas Raffia Moonscape Aerial View
Image

Fig. 11. Performance at each stage of Wigner image synthesis for lowpass filtering,
plotted as the log of the objective function at the conclusion of each stage (vertical axis)
for each image (horizontal axis). Plot symbols correspond to algorithm stages as denoted
in the figure. The value of the objective function for the original (unfiltered) image is
included for reference purposes only: the original image is not used in the image synthesis
algorithm.

image corresponding to an image which has been filtered in the Wigner domain using a

highpass Butterworth filter (described in the section "Application of Filter" on page 36).

The same steps were applied as in experiment 4, except that instead of a lowpass Butter-
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worth filter, a highpass Butterworth filter with radius = 0.75 and order = 2 was applied to

the image.

The highpass filter, by suppressing the low frequency components, is expected to

produce a sharper image with enhanced edges which may also contain artifacts due to

dropout. Because the dynamic range of images is significantly affected by highpass filter-

ing, simple post-processing was applied.to the synthetic images to promote visualization.

This post-processing consisted of the following steps:

1. Conversion of floating point format to byte format by a linear re-mapping.

2. Stretching of the resultant histogram. Stretching is accomplished by folding in

the lower and upper one percent of pixels and remapping the resulting range to the interval

[0, 255]. This technique suppresses outliers due to filter-induced dropout without signifi-

cantly altering the relative proportions of pixels at the different intensities.

The value of the log of the objective function measured from the synthetic image

generated at each stage of the algorithm for each test image is provided graphically in fig.

12. As in experiment 4 in which lowpass filtering was performed, there was little difference

in the performance of the algorithm either by type of image or number of bits per pixel. The

near-equal values of the objective function as measured at the pre-border compensation

stage (represented by crosses in the graph) and at the post-border compensation stage (rep-

resented by bowties in the graph) indicated the absence of significant border distortions.

No significant border distortions were observed visually in the synthetic images.
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Wigner Image Synthesis Performance

o (Highpass Filter)

0

0

-lQ Original image
Approximated
synthetic image

SPre-border
10 compensation
0 N Post-border

compensation

Straw Sand Cotton Canvas Raffia Moonscape Aerial View
Image

Fig. 12. Performance at each stage of Wigner image synthesis for highpass filtering,
plotted as the log of the objective function at the conclusion of each stage (vertical axis)
for each image (horizontal axis). Plot symbols correspond to algorithm stages as denoted
in the figure. The value of the objective function for the original (unfiltered) image is
included for reference purposes only: the original image is not used in the image synthesis
algorithm.

Figs. 36 through 41 at the end of this chapter contain the synthetic images generated

in experiment 5. As can be determined visually, the results of the synthesis algorithm

applied to highpass filtered pseudo Wigner images are satisfactory.
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Fig. 13. Results of approximation by direct calculation for Straw:
Left, original image; right, synthetic image (norm of difference matrix
= 0.00218).

Fig. 14. Results of approximation by direct calculation for Sand:
Left, original image; right, synthetic image (norm of difference matrix
= 0.00:128).
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Fig. 15. Results of approximation by direct calculation for Cotton
Canvas: Left, original image; right, synthetic image (norm of differ-
ence matrix = 0.00105).

Fig. 16. Results of approximation by direct calculation for Raffia:
Left, original image; right, synthetic image (norm of difference matrix
= 0.00137).
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Fig. 17. Results of approximation by direct calculation for Moon-
scape: Left, original image; right, synthetic image (norm of difference
matrix = 0.00350).

Fig. 18. Results of approximation by direct calculation for Aerial
View: Left, original image; right, synthetic image (norm of difference
matrix = 0.00124).
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Fig. 19. Results of approximation by direct calculation for M612:
Left, original image; right, synthetic image (norm of difference matrix
= 0.00958).

Fig. 20.
point in

Random matrix used as initialization
experiment 2-2.
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Fig. 21. Results of Polak-Ribibre minimization for Straw: Left, original image; middle,
synthetic image from approximate image starting point obtained by direct calculation;
right, synthetic image from randomly initialized starting point.

i /o

Fig. 22. Results of Polak-Ribibre minimization for Sand: Left, original image; middle,
synthetic image from approximate image starting point obtained by direct calculation;
right, synthetic image from randomly initialized starting point. The darker appearance of
the right image is caused by the remapping from floating point values to an 8-bit integer
for visualization. As noted in table 4 on page 65, there is an appreciable difference in
some pixel values between the synthetic image from the randomly initialized starting
point and the original image. The wider range in pixel values suppresses contrast in the
other pixel values, even though most of the pixel values are close to the original.
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Fig. 23. Results of Polak-Ribiere minimization for Cotton Canvas: Left, original image;
middle, synthetic image from approximate image starting point obtained by direct calcula-
tion; right, synthetic image from randomly initialized starting point. The darker appear-
ance of the right image is caused by the remapping from floating point values to an 8-bit
integer for visualization. As noted in table 4 on page 65, there is an appreciable difference
in some pixel values between the synthetic image from the randomly initialized starting
point and the original image. The wider range in pixel values suppresses contrast in the
other pixel values, even though most of the pixel values are close to the original.

Fig. 24. Results of Polak-Ribiere minimization for Raffia: Left, original image; middle,
synthetic image from approximate image starting point obtained by direct calculation;
right, synthetic image from randomly initialized starting point.
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Fig. 25. Results of Polak-Ribiere minimization for Moonscape: Left, original image;
middle, synthetic image from approximate image starting point obtained by direct calcula-
tion; right, synthetic image from randomly initialized starting point.

Fig. 26. Results of Polak-Ribibre minimization for Aerial View: Left, original image;
middle, synthetic image from approximate image starting point obtained by direct calcula-
tion; right, synthetic image from randomly initialized starting point.
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Fig. 27. Results of Polak-Ribiere minimization for M612: Left, original image; middle,synthetic image from approximate image starting point obtained by direct calculation;
right, synthetic image from randomly initialized starting point.
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Fig. 28. Result of boundary adjustment for Sand: Left, original image; middle, synthetic
image from randomly initialized starting point before boundary adjustment; right, syn-
thetic image after boundary adjustment.

Fig. 29. Results of boundary adjustment for Cotton Canvas: Left, original image; mid-
dle, synthetic image from randomly initialized starting point before boundary adjustment;
right, synthetic image after boundary adjustment.
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Fig. 30. Results of lowpass filter for Straw: Left original image;
right, synthetic image.

Fig. 31. Results of lowpass filter for Sand: Left, original image;
right, synthetic image
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Fig. 33. Results of lowpass filter for Raffia: Left, original image;

right, synthetic image
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Fig. 34. Results of lowpass filter for Moonscape: Left, original
image; right, synthetic image

Fig. 35. Results of lowpass filter for Aerial View: Left, original
image; right, synthetic image
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Fig. 36. Results of highpass filter for Straw: Left, original image;
right, synthetic image.
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Fig. 37. Results of highpass filter for Sand: Left, original image;

right, synthetic image.
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Fig. 38. Results of highpass filter for Cotton Canvas: Left, original
image; right, synthetic image

Fig. 39. Results of highpass filter for Raffia: Left, original image;
right, synthetic image
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Fig. 40. Results of highpass filter for Moonscape: Left, original
image; right, synthetic image. Phase distortions are evident in the left
side of the synthetic image due to filter dropout along the seams of the
tiles in the original image.

Fig. 41. Results of highpass filter for Aerial View: Left, original
image; right, synthetic image



CHAPTER 5

APPLICATIONS OF WIGNER-DOMAIN FILTERING TO

MAMMOGRAPHY AND EDGE EXTRACTION

The development of the algorithm described in chapters 3 and 4 for synthesizing

the real-valued spatial image corresponding to a Wigner domain representation enables

new studies in image enhancement using Wigner domain filtering techniques. As was dis-

cussed in chapter 2, the Wigner distribution is the Fourier transform of the ambiguity func-

tion, an autocorrelative representation, a property which suggests that the pseudo Wigner

distribution could be effective in enhancing or suppressing areas of an image based on spa-

tial homogeneity. An area of an image in which self-similarity is high is expected to have

energy peaks in the low-frequency bands of its Wigner representations; an area in which

self-similarity is low (i.e., in which singularities occur) is expected to have energy peaks in

the high-frequency bands of its Wigner representation. This reasoning is analogous to con-

ventional frequency domain image enhancement techniques in which intuitively non-busy

regions have energy concentration in the low frequency bands of the Fourier domain rep-

resentation, and busy regions have energy concentrations in the high frequency bands of

the Fourier domain representation. However, filtering images in the Wigner domain offers

two key advantages over conventional Fourier domain filtering: 1) the superior joint spa-

tial/frequency resolution of the Wigner distribution enables sharper tuning of bandpass fil-

91
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tering; and 2) the autocorrelative kinship of the Wigner distribution suggests properties

useful both for the detection of singularities and for the enhancement or suppression of

complex textures.

In this chapter, I present two applications of Wigner-domain filtering which rely

upon this speculation. In the first application, highpass Wigner-domain filtering is applied

to digitized mammography data to enhance the visibility of tiny microcalcifications, which

are strongly correlated with breast cancer. In the second application, a novel maximum

energy plane filter is applied in the Wigner domain to suppress minor, undesired edge

responses of a standard edge extraction algorithm.

Application of Wigner-Domain Filtering to Mammography

Background on Mammography Interpretation and Objectives

Breast cancer is the second leading cause of cancer death among women in the

United States, claiming the lives of approximately 46,000 women annually. Although sur-

passed by lung cancer in mortality rate, breast cancer accounts for the highest number of

new cancer cases in women each year - 182,000, nearly one-third of all new cancer cases.

The lifetime risk for a woman to develop breast cancer is 1 in 8, and it is the deadliest can-

cer for women ages 35 to 54. (Beil 1995).

Mammography has proven to be an effective tool in early detection of breast can-

cer, long before palpable lumps are present. Salomon and Payr first introduced mammog-

raphy between 1908 and 1913 to study the extent of carcinoma in surgical specimens, but

practical use was hampered by the difficulty of obtaining adequate radiographic contrast

between breast structures of similar low density. It was not until the late 1960s and early



93

1970s that dramatic improvements in detail and contrast and in minimization of the radia-

tion exposure allowed widespread diagnostic and screening applications (Zuckerman

1978).

The association of calcification (small deposits of calcium salts) with breast cancer

has been observed since the earliest days of mammography. Salomon reported in 1913 that

many of the carcinomas that he had radiographed contained numerous calcifications

(Zuckerman 1978). Today a diagnosis of carcinoma is suggested on the basis of a cluster of

only three or four calcifications, and in the presence of other indicators, a single calcifica-

tion may be highly significant (Zuckerman 1978). Zuckerman reports that calcifications

can be found in 72-86% of invasive carcinomas, and may occur with or without an accom-

panying mass (Zuckerman 1978).

Fig. 42 at the end of this chapter shows a small section of digitized mammographic

data, the image M612, that was used in experiments in the preceding chapter: The box in

the image outlines an area of multiple calcifications which appear as small clusters of

bright spots. The foggy white areas, linear structures, and darker areas in the rest of the

image are all normal tissue. As can be seen from the figure, the visual detection of micro-

calcifications can be difficult: the calcifications are small, show wide variation in shape and

distribution, and are intermingled within normal tissue that in itself shows wide variation in

intensity and texture. Artifacts from both the x-ray process and the subsequent digitization

compound the detection problem.
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Calcifications associated with carcinoma are typically closely grouped, but the

grouping shows no particular pattern. Individual calcifications differ in size, shape, and

density, with shape being an important discriminant between those calcifications that are

suggestive of carcinoma and those that are not: curled, semicircular, and branching calcifi-

cations are particularly suggestive of carcinoma, whereas small pinpoint ones are less so

(Zuckerman 1978). Preservation of the contours of the calcification is therefore an impor-

tant requirement for enhancement techniques.

The accuracy and efficiency of human review of mammographic data could be

increased if the data were pre-processed so that normal tissue areas were suppressed in

intensity and the calcifications were emphasized. Such pre-processing would also support

an automated system for mammogram screening by eliminating non-candidate areas from

further processing. The pre-processing technique should have the ability to isolate singu-

larities and suppress textures typical of normal tissue. Standard histogram thresholding

techniques are not sufficient to separate the microcalcification from the background of nor-

mal breast tissue, since much of the normal tissue is at the same or higher intensity as the

calcifications. In addition, edge detection techniques may trigger not only on the calcifica-

tions but on the linear structures that are normal tissue. The autocorrelative properties of

the Wigner distribution combined with its superior frequency resolution suggest it as a

good candidate.

Description of Technique

To determine the efficacy of Wigner-domain filtering for enhancement of microcal-

cifications and suppression of normal tissue areas, an experiment was conducted using sec-
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tions of ten digitized mammograms provided by the University of South Florida College of

Medicine (Department of Radiology) and E-Systems, Inc. Image truth in the form of anno-

tations around microcalcifications on hardcopies of the images accompanied the softcopy

data. The mammograms were selected from a larger set and included both "easy" cases

where the microcalcifications were quite visible and more difficult cases where without the

provided image truth the layman would normally not be able to distinguish the clusters

from normal tissue.

The mammograms had been digitized at 150 gm and 12 bits per pixel, and the dig-

itized sections were 512 x 512 pixels in size. To maintain the extent of the image while

reducing the number of pixels in the computation, each mammographic image was down-

sampled by 2 to create a 256 x 256 pixel image. The downsampling tended to reduce the

size of some of the calcifications more than was desirable in some of the images and would

not be employed under operational conditions.

The 256 x 256 pixel images were too large to process effectively on the available

computer system, so these were further broken into four quadrants of 128 x 128 pixels.

Using an 11 x 11 pixel analysis window, each quadrant was filtered in the Wigner domain

using a highpass Butterworth filter with radius = 0.75 and order = 2. As described in chap-

ter 4, two applications of the Polak-Ribiere minimization were performed: no border

weighting was used in the first application. Border distortions were pronounced, and after

a few experimental trials, weighting parameters for the second application of Polak-Ribiere

minimization were set at a = 100 (border weighting) and 03= 1 (interior weighting). After
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processing through the Wigner domain filtering and inversion algorithm, the quadrants

were re-tiled into a single image for visualization. As would be expected, some artifacts

were introduced by this process, especially along the seams of the tiled image.

As a visual basis for comparison, conventional Fourier highpass filtering was also

applied to the mammography data. Each mammogram was divided into quadrants, padded

to the next power of 2 in each dimension, processed through a fast Fourier transform (FFT),

filtered using the same highpass Butterworth filter as was applied in the Wigner filtering tri-

als, and transformed back into the spatial domain via an inverse FFT. The quadrants were

then re-tiled into a single image for visualization, as in the Wigner filtering trials.

Results of Mammography Enhancement

The results of applying the highpass filter in the Wigner domain to the mammo-

grams are shown in figs. 43 through 52 at the end of this chapter. In each figure, the left

image is the original digitized mammogram subsampled by 2, with areas of microcalcifica-

tion denoted by the rectangular boxes. Not all areas of microcalcifications have necessarily

been delimited. The right image in each figure is the tiled image consisting of the four

quadrants which have been individually processed through the Wigner filtering and synthe-

sis algorithm. A look-up table which dampened contrast in low intensity areas and

stretched contrast in high intensity areas was used to re-map from twelve bits of informa-

tion to eight bits for visualization. The cross-like appearance in the tiled image occurs

along the seams and is an artifact induced both by the highpass filter and by the reduced
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information along the borders that is available to the synthesis algorithm. Comments about

the effectiveness of the Wigner domain filtering in each case are included in the caption for

each image.

In almost all cases, the contrast of the calcifications with respect to the surrounding

tissue was greatly increased. Bright areas of normal tissue were suppressed, as were many

of the linear features, so that the calcifications, although small, were readily discernible.

The results of applying the highpass filter in the Fourier domain to the mammo-

grams are presented in figs. 53 through 57 at the end of this chapter. Based on visual com-

parison between these results and those obtained by Wigner domain filtering, the latter

technique appears to be superior. Although the regions of calcification were enhanced and

background regions suppressed somewhat in the Fourier filtering trials, the contours of the

calcifications were distorted and the resulting background was much noisier. The degree of

enhancement also varied more significantly from image to image than in the Wigner

domain filtering trials.

Conclusions

The purpose of this experiment was primarily to illustrate an application of Wigner

domain filtering and synthesis, without consideration to optimizing the detection of micro-

calcifications. Even within the limited scope of the investigation, however, the effective-

ness of the Wigner filtering and synthesis algorithm for enhancing the areas containing

microcalcifications and suppressing areas of normal tissue was quite satisfactory in most of

the images. For those images with less than satisfactory results, chapter 6 lists areas for

future research in improving and extending the algorithm, especially with regard to the
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selection of convolution kernels and filter types. Other pre-processing techniques, such as

speckle removal and adaptive thresholding, could also be used in conjunction with the

Wigner filtering and synthesis algorithm for microcalcification detection, especially in an

interactive softcopy review mode.

Although this application has been focused on analysis of mammography data, it

supports other similar uses of the Wigner filtering and synthesis algorithm, such as for

crack and fault detection in materials and enhancement of remote sensing data. In these

cases, the algorithm could identify candidate areas for either inspection by human review

or evaluation by automated pattern recognition processes.

Application of Wigner-Domain Filtering to Edge Extraction

Objective

The work of Reed and Wechsler and Pettit and Hooton cited in chapter 2 used the

maximum energy in the Wigner domain frequency planes to successfully segment images

into different textural areas (Reed and Wechsler 1990; Pettit and Hooton 1991). The devel-

opment of the synthesis algorithm to re-map the Wigner domain representation back into

the visual spatial domain raises the interesting possibility of visualizing an image con-

structed from the maximum energy frequencies. Moreover, given the success of the seg-

mentation experiments, the question naturally arises as to whether an image so filtered may

possess properties that support edge enhancement, since edges and segment boundaries are

both considered to be discontinuities. The objective of this experiment was to explore these

questions.



99

Description of Technique

Two 128 x 128 subsampled cutouts of aerial survey images were used in this exper-

iment. After applying the Wigner distribution to the images, all frequencies were set to zero

in each frequency plane except for the positive and negative frequencies (these are sym-

metric) of maximum energy for that plane. 1 The results were then re-mapped to the spatial

domain using the same parameter settings as were applied in the mammography applica-

tion. Castan's symmetric exponential filter edge detection algorithm (Khoros Rel. 1) was

then applied to the synthesized image, and the resulting edge map was visually compared

to the edge map obtained from running the edge detection algorithm on the original image.

Results of Edge Extraction

Fig. 58 at the end of this chapter illustrates, for each of the two aerial survey

images, the original image, the edge map determined from the original image, the image

synthesized from the frequency with maximum Wigner distribution energy, and the edge

map obtained from the synthesized image. The edge maps derived from the Wigner-

domain filtered image are significantly less noisy than those produced from the original

image. In those applications in which the enhancement of major structures and the suppres-

sion of spurious edges are important, pre-processing through the novel "max" Wigner-

domain filter could significantly improve the results. However, these results must be con-

sidered preliminary due to the very limited data.

1. This is slightly different from Reed and Wechsler's implementation in
which the maximum energy frequency was determined over all frequencies and all
pixels and each pixel was set to the energy at this frequency.
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Fig. 42. Interpretation of a mammogram cutout containing
microcalcifications. A cluster of calcifications is denoted by the
white box. Foggy areas and linear structures are normal tissue.
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CHAPTER 6

CONCLUSIONS AND DIRECTIONS FOR FUTURE RESEARCH

Conclusions

My original objective when commencing this research was to find a good proce-

dure in the literature for calculating the inverse of the discrete pseudo Wigner distribution

for images and to use that procedure to perform a number of experiments on texture

enhancement using various filters operating in the Wigner domain. My goal at that point

was to determine a method for pre-processing 2-D textures to determine "texture proto-

types" that could then be used to train a correlation filter synthesis program or other pattern

recognition device. After months of fruitless search through the literature to find such a

procedure, it became apparent that the problem of inversion was in itself a major challenge

and worthy of enthusiastic research.

The result of that research - an algorithm for synthesizing the spatial image corre-

sponding to a discrete pseudo Wigner representation -has been described and an analysis

of its performance presented, both in terms of quantified laboratory trials and in terms of

the quality of the images that are produced. Its ability to converge to the original image

when no modification in the Wigner domain is performed has been successfully demon-

strated on a variety of image types. The quality of images synthesized from filtered Wigner

representations has also been demonstrated to be quite satisfactory.
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The algorithm itself contains few ad hoc parameters: the weighting factors applied

for border compensation and the termination criteria for the Polak-Ribiere minimization

are the most notable, and these have been demonstrated to be robust over a wide range of

values and image types. Although in this research visual inspection was used to find a suit-

able setting for the weights for each kind of application, a simple statistical test on the

neighborhood of the border pixels could be used to determine whether the border adjust-

ment is needed and to automatically determine an acceptable setting of the weights through

automated trial and error. Implicit to the problem of using the Wigner distribution (or other

conjoint representation) on actual discrete signals is the parameterization of the represen-

tation itself: in the case of the Wigner distribution one must select an anti-aliasing filter and

a type and size for the analysis window based on the particular application. As an addi-

tional consideration, a variety of smoothing kernels for the Wigner distribution have been

developed in the 1-D domain with particular properties which may have application in the

2-D image domain. A brief discussion of these kernels is provided in the section entitled

"Directions for Future Research" on page 119.

Two applications of the new algorithm have been demonstrated with practical sig-

nificance. In the first application, highpass filtering in the Wigner domain was applied to

digitized mammograms in order to increase the visibility of microcalcifications and sup-

press the appearance of normal tissue. The presence of microcalcifications is a strong indi-

cator of breast cancer, yet they can be very difficult to discern from normal tissue which

may be at the same or brighter intensity. The ten examples used in the experiment spanned

a range of mammogram content and quality, and the Wigner filtering technique proved
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highly effective in most cases. In addition, a visual comparison with results from conven-

tional Fourier domain filtering supported the superiority of Wigner domain filtering in pre-

serving the contours of the microcalcifications - an important discriminant of whether the

calcification is carcinoma-related - and in suppressing normal background tissue.

In the second application, the use of Wigner domain filtering as a pre-processing

step in edge extraction was demonstrated at a cursory level on aerial survey imagery. The

number of minor edge artifacts returned by the edge extraction algorithm was substantially

reduced by filtering out all frequencies except the frequency with the maximum energy in

each analysis window. The work in this area must be considered very preliminary.

The Wigner distribution has often been dismissed by investigators because of its

unwieldy 4-D representation, presence of cross terms, and non-visual nature. It is hoped

that the presentation of a computationally realizable algorithm for re-mapping the modified

Wigner representation back into the visual spatial domain will stimulate new studies in

applying the Wigner distribution to imagery and that these studies will prove to be as pro-

ductive as those undertaken in the 1-D domain.

Directions for Future Research

Four areas are natural extensions to the work presented in this dissertation: 1) the

use of alternative forms of spatial/spatial frequency representations; 2) the investigation of

alternative minimization techniques; 3) improvements to computational efficiency; and 4)

the use of the Wigner distribution for texture synthesis.
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Alternative Spatial/Spatial Frequency Representations

The Wigner distribution belongs to the class of all time-frequency shift-invariant,

quadratic time-frequency representations, which collectively are known as the quadratic

Cohen class (Cohen 1966). Each member of Cohen's class can be derived from the Wigner

distribution of a signal by means of a time-frequency convolution with a unique kernel

function, so that each member may be interpreted as a filtered Wigner distribution (Hla-

watsch and Boudreaux-Bartels 1992). Kernels are signal-dependent, and are devised based

on the particular properties that are required for a given application. For example, Choi and

Williams have devised exponential kernels that specifically attentuate the cross-terms in

the Wigner distribution, allowing for a more straightforward interpretation of the energy

distribution (Choi and Williams 1989). The design and utilization of such kernels for spe-

cific image processing applications is an uncharted area. Wigner distributions which are the

filtered result of convolution with new kernels could be re-mapped to the spatial domain

for visualization using the algorithm presented here.

Alternative Minimization Techniques

The Marquardt-Levenberg algorithm for least-squares estimation of non-linear

parameters is a possible candidate to augment the Polak-Ribire minimization portion of

the algorithm (Marquardt 1963; Levenberg 1944). The Marquardt-Levenberg algorithm

combines the slow but reliable convergence properties of gradient methods with the rapid

convergence properties of Taylor series methods once the minimization is near a conver-

gence point. The Marquardt-Levenberg algorithm would not be expected to substantially

improve the quality of the result, but would potentially offer a faster rate of convergence.
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Neither the Marquardt-Levenberg algorithm nor any of the gradient or steepest

descent methods guarantee convergence to a global minimum for non strictly convex func-

tions. The problem of avoiding convergence to poor local minima was addressed in this

research by approximating an initial "good-fit" solution through direct calculation to use as

a seed in the minimization process. Such a tactic is of course not foolproof. Using genetic

algorithms on solutions reached from alternative seeds could offer additional insurance

against suboptimal convergence (Davis 1991).

Computational Efficiency

Little consideration has been given in this discussion to the computational effi-

ciency of the proposed algorithm. Calculation of the pseudo Wigner distribution and the

inverse Fourier transform after filtering could both be parallelized at the level of each anal-

ysis window since the elements are treated independently throughout these procedures.

The number of iterations required for the Polak-Ribiere minimization - and hence, the

computational time -- is unpredictable. For a 128 x 128 pixel image with an 11 x 11 pixel

analysis window, each iteration took approximately seven seconds of wall clock time on a

150 MHz R4000 (SGI) CPU. Parallelization of the gradient calculations could reduce com-

putational time almost linearly with the number of processors.

Texture Synthesis

The quadratic superposition principle states that the sum of two signals is not sim-

ply the sum of their individual time-frequency representations, but contains auto- and

cross-terms as follows:
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(6.1) f(t) = cifi (t +C 2f2() => W, ()

= |c+2Wf(t,) +|c2 j2 Wff(t,0o) +cic2 Wff(t, O) +c 2 ciWfgf(t, w)

auto-terms \ cross-terms O

By extending the synthesis algorithm to the case of inverting a pseudo cross-

Wigner representation, an interactive texture palette could be created in which textures

could be selected and combined with adjustable weighting factors in accordance with the

superposition principle. Such a texture palette would have obvious esthetic uses in design,

but might also serve as the basis for building composite texture queries for image retrieval

based on associative recall of the combined textures.
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