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Two variables were examined in this study: (a) type of

empirical item information provided to judges during the

standard setting process, and (b) whether different types

of judges are equally capable of setting a defensible

standard.

Judges were volunteers from a suburban school district

that had administered a district-wide criterion-referenced

test to first graders. Twelve judges were regular

classroom teachers (ranging from kindergarten to sixth

grade). The other 12 judges were employed by the district

in positions other than regular classroom teacher. Within

each group of 12 judges, 6 were randomly assigned to the

traditional method (whereby judges were provided with

2-values as empirical data) and 6 were randomly assigned to

the item response theory method (whereby judges were

provided with b-values as empirical data). A separate

session was held with each of the judge groups.

The analysis of variance of the effect of judge type

and standard setting method on the central tendency of the



standard revealed the existence of an ordinal interaction

between judge type and method. Without any knowledge of

Q-values, one judge group set an unrealistic standard. A

significant disordinal interaction was found concerning the

effect of judge type and standard setting method on the

variance of the standard. A positive covariance was

detected between judges' minimum pass level estimates and

empirical item information. With both p-values and

b-values, judge groups had mean minimum pass levels that

were positively correlated (ranging from .77 to .86),

regardless of the type of information given to the judges.

No differences in correlations were detected between

different judge types or different methods. The

generalizability coefficients and phi indices for 12 judges

included in any method or judge type were acceptable

(ranging from .77 to .99). The generalizability

coefficient and phi index for all 2/ judges were quite high

(.99 and .96, respectively).
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CHAPTER 1

INTRODUCTION

Overview of Testing Theory

For many years, testing theory embodied the notion of

classical true score theory. This theory was based on the

premise that test scores were meant to compare the

performance of each examinee with the performance of other

examinees. This theory has been termed norm-referenced

test theory. Examples of norm-referenced tests are

intelligence tests, nationally or locally normed

achievement tests, and college entrance examinations. How

high or low an examinee scores depends not only on their

own performance, but also on how they compare with others

who have taken the test.

During the 1970s, educational reforms such as mastery

learning, program evaluation, objective-based instruction,

licensure examinations, and minimum competency testing grew

in popularity. Along with these educational reforms came a

need to ascertain an individual's status with respect to a

set performance standard (rather than to other examinees).

This testing to determine an examinee's level of knowledge

acquisition was termed criterion-referenced test theory.

1
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Robert Glaser first used the phrase criterion-

referenced test in 1962. In 1963, Glaser described the

purpose of criterion-referenced testing as a measure that

indicated the amount of knowledge acquired on a continuum

ranging from no proficiency at all to perfect performance.

(Glass, 1978)

Then, in 1969, Popham and Husek stated, "Criterion-

referenced measures are those which are used to ascertain

an individual's status with respect to some criterion,

i.e., performance standard" (p. 2). Today, most educators

tend to refer to a criterion-referenced test as a

dichotomously-scored test that indicates mastery-non-

mastery, competence-incompetence, or pass-fail.

During the 1980s, latent trait theory became popular

with testing theorists. Item response theory falls into

this category. Examinee performance on each test item is

predicted based on a set of latent examinee abilities. The

relationship between test performance and this set of

underlying traits is described by a monotonically

increasing function called an item characteristic function.

This function specifies that examinees with more latent

ability have a higher probability for answering a test item

correctly than do examinees with less latent ability.
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Overview of Standard Setting

As criterion-referenced testing became synonymous

with testing to determine mastery or non-mastery, the

determination of the score dividing the masters from the

non-masters became very important. Standard setting is the

term most widely employed for the act of choosing the score

that dichotomously divides the test takers into these two

groups. This score is commonly referred to by any of the

following interchangeable terms: cut-off score, cut score,

cutting score, mastery score, passing score, pass score,

level of minimum competence, or minimum pass level (MPL).

Many methods have been utilized for standard setting.

In a 1986 review, Berk identified 38 methods for setting or

adjusting standards. The methods were categorized either

as judgments about test content, judgments about test

takers, or empirical methods. Except for empirical methods

(which are used primarily to adjust previously-set

standards), all standard setting methods are basically

judgmental. The acceptable level of minimal competence

exists in the mind of each judge.

For years, the judgmental aspect of standard setting

was disturbing to testing experts. Lorrie Shepard (1984)

wrote that standard setting had become the "Achilles heel"

of criterion-referenced measurement (p. 169). Gene Glass

and Nancy Burton created controversy over the entire

criterion-referenced testing movement by declaring all
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standard setting methods to be "arbitrary" (Glass, 1978, p.

237) and "not a promising vehicle for social decision-

making" (Burton, 1978, p. 263). Glass (1978) even

proclaimed that, "setting performance standards on tests

and exercises by known methods is a waste of time and

worse" (p. 259).

These criticisms put standard setting experts on the

defensive, and numerous articles were published responding

to the criticisms. Most experts agreed with Glass's

assertion that standard setting was arbitrary in the sense

that it involved human judgment, but could still be carried

out reasonably and defensibly. Popham (1978) responded to

Glass' criticism by stating that two meanings for

"arbitrary" could be found in the dictionary--one meaning

"capriciousness, selected at random and without reason,"

and the other meaning "determined by a judge or tribunal"

(p. 168). It was the latter definition upon which

standard setting experts agreed.

By the middle to late 1980s, researchers realized

that, because there was no one correct standard (and

therefore no one correct standard setting method), future

research should be focused upon practical and procedural

questions that were aimed at improving the act of

determining the most defensible judgmental standard

(Shepard, 1980, p. 465). These practical and procedural

questions have dealt with such issues as who should serve
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as judges, whether to allow discussion between the judges,

what type of information to give judges while they are

setting the standard, and what type of training to provide

for judges.

Beginning in 1984, most researchers supplied judges

with empirical item information, such as the proportion of

examinees who were able to answer each item correctly

(called 2-values). Researchers felt that the more

information supplied to judges, the more prepared they

would be to set realistic standards. Most testing experts

agreed that a major criteria for judging the validity of a

standard was to see whether judges' minimum pass levels

were positively correlated with empirical passing levels

(Reilly, Zink, & Israelski, 1984).

As early as 1982, van der Linden described the use of

item response theory with standard setting procedures.

Van der Linden postulated that judges were being asked to

translate the predicted performance of a minimally

competent student into a cut-off score on the true score

scale of the given test. In 1988, Harker and Cope also

noted that the task of the standard setter seemed more

appropriately modeled by item response theory. They

suggested that it might be appropriate to instruct judges

to think in an item response theory manner. And in 1991,

Plake, Melican, and Mills suggested that the quality of

judges' item ratings might be improved by providing judges
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with empirical data from mathematical models such as the

three-parameter logistic model.

Purpose

The purpose of this investigation was to determine the

influence of item response theory and different types of

judges on a standard. The iterative Angoff standard

setting method was employed by all judges to determine a

cut-off score for a public school district-wide criterion-

referenced test. Judges were grouped according to their

level of instructional involvement with students. Within

each group, judges were randomly assigned to one of two

methods. Half of the judges within each judge type were

supplied with empirical item response theory data (from a

three-parameter model) and the other half of the judges

were supplied with empirical normative data. Separate

standard setting sessions were held for each combination of

judge type and method. The central tendency, variability,

degree of positive covariance with actual item information,

and reliability of the standard suggested by judges who

were trained to think in terms of item response theory

(with item response theory data) were compared with the

central tendency, variablity, degree of positive covariance

with actual item difficulties, and reliability of the

standard suggested by judges who were trained in the

traditional manner (with normative data). These same
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issues were also examined for standards set by different

types of judges.

Rationale

Most standard setting experts recommend that a panel

of standard setting judges include representatives of all

interested parties. However, little research has been done

to show that all types of judges are equally able to set a

defensible standard. In this study, judges were system-

atically categorized into homogeneous groups in order to

compare the standards set by different types of judges.

While practically all standard setting researchers

agree with Livingston and Zieky (1982) that a reality check

should be included as a part of the standard setting

process, some doubt exists about which type of performance

data to provide to the judges. Should we continue

providing p-values because they are readily understood by

judges and because we believe there is a correlation

between the percentage of all examinees who pass an item

and the percentage of minimally competent examinees who

pass an item? Or should we try to train judges to think in

terms of item response theory because several prominent

researchers believe this is theoretically what judges are

being asked to do?

Although the theoretical link between the task of a

judge in setting minimum pass levels and item response
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theory has been documented, no previous research has been

completed to show whether this idea can be practically

implemented. According to Mills and Melican (1988),

Procedures have not yet been developed to collect
estimates of item difficulty that are directly related
to actual item difficulty. Further research is
required to develop training and monitoring techniques
that enable judges to provide more consistent ratings.
Research is being conducted in this area, but much
work remains to be done. (p. 267)

Research Questions

The following research questions were examined in this

study:

1. What are the effects of (a) the type of judge

(classroom or non-classroom), and (b) the type of data

supplied to the judges (item response theory data or

normative data) on the central tendency of a standard

recommended using the iterative Angoff standard setting

method for a multiple choice test?

2. What are the effects of (a) the type of judge

(classroom or non-classroom), and (b) the type of data

supplied to the judges (item response theory data or

normative data) on the variability of the standard

recommended using the iterative Angoff standard setting

method for a multiple choice test?

3. Is there a positive covariance between judges'

estimates of the probability that a minimally competent

examinee would answer test items correctly and
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corresponding actual total-group item success probabilities

(2-values)?

4. Is there a positive covariance between judges'

estimates of the probability that a minimally competent

examinee would answer test items correctly and

corresponding actual item difficulties (k-values)?

5. How reliable is the standard (as measured using a

generalizability coefficient) set by judges using the

iterative Angoff standard setting method for a multiple

choice test?

6. How reliable is the standard (as measured using a

phi index [Feldt & Brennan, 1989, pp. 140-141]) set by

judges using the iterative Angoff standard setting method

for a multiple choice test?

Limitations

Several limitations inherent in the sample size and in

the design of this study may have reduced the power of

statistical analyses and limited the generalizability of

the findings. First, small groups of judges were used

because small groups of standard setters can discuss and

reach consensus more easily than can large groups of

standard setters. To compensate for the small group sizes,

the significance level used to determine the statistical

power of analyses was adjusted to the .10 level. Second,

the findings of this study should be generalized only to
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other similar situations--the use of the iterative Angoff

standard setting method, the use of the same types of judge

groups, and the use of multiple-choice items. Third, the

existence of researcher bias was possible because the

researcher was the trainer for the standard setting

sessions. Researcher bias was minimized by use of a

structured format and carefully-prepared materials for all

training sessions. Fourth, due to practical

considerations, the study was limited to a set amount of

time that could be devoted to judge training. There is an

underlying assumption that the more training a judge

receives, the greater is the judge's ability to set a

reliable and valid standard; however, due to the heavy work

loads already placed on today's educators, it would have

been difficult to find judges willing to participate in a

research study requiring a great amount of time.

Definitions

a-value is the item discrimination parameter in item

response theory. It indicates how accurately an item

differentiates between examinees of high ability and low

ability on the trait being measured,

h-value is the item difficulty parameter in item

response theory. It is the ability level at which the

probability that a student will respond correctly to an
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item is half way between the item's guessing parameter and

1.0.

Borderline examinee is an examinee who is minimally

competent to pass the examination.

c-value is the item guessing parameter in item response

theory. It represents the probability that a student with

a very low ability will answer the item correctly.

Criterion-referenced test is a dichotomously-scored test

that indicates mastery-nonmastery, competence-

incompetence, or pass-fail.

Generalizability coefficient is an indication of

internal consistency under generalizability theory. It is

a reliability-like coefficient.

Item response theory is the theory which postulates that

examinee performance on a certain item is determined by the

examinee's latent ability. The relationship between

performance and ability is described by a monotonically

increasing function called an item characteristic curve.

Examinees with more ability have a higher probability for

answering an item correctly than do lower ability

examinees. The item characteristic curves are typically

represented by one-, two-, or three-parameters. The three-

parameter model was employed in this study, with the a-

value a discrimination parameter, the k-value a difficulty

parameter, and the c-value a guessing parameter.
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Item response theory method is a standard setting method

whereby judges are trained to think in terms of item

response theory. The empirical data supplied to judges

consisted of b-values and c-values.

Iterative Angoff method is a standard setting method

whereby judges are asked to estimate the probability that a

minimally competent examinee would answer a certain item

correctly. In this study, judges were asked to make an

estimate for each item on the examination. Minimal pass

level estimates were made in three successive rounds during

which empirical data were provided and judges discussed

their ratings. The test standard was determined by

averaging the sum of the judges' final item estimates.

Judges were supplied with 2-values or k-values as empirical

data.

Minimum pass level is the probability that a minimally

competent examinee will correctly answer an item. Minimum

pass levels for all items in a test are summed and averaged

to provide a minimum pass level for the entire examination.

This score dichotomously divides the test takers into two

groups--those who pass and those who fail. Interchangeable

terms for minimal pass level are cut-off score, cut score,

cutting score, mastery score, passing score, pass score,

and level of minimum competence.
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Norm-referenced test is a test that is scored so that

examinees' scores depend upon how they compare with other

test takers.

2-value is the percentage of test takers who correctly

answer a particular item.

Phi index is an index of dependability for criterion-

referenced interpretations.

Standard is the minimum score an examinee can receive

and still pass the test.

Standard setting is a procedure used by a group of

expert content-area judges to set the standard for an

examination.

Traditional method is a standard setting method whereby

judges are provided with p-values as empirical data.



CHAPTER 2

REVIEW OF LITERATURE

Standard Setting

A review of the research literature on standard

setting revealed that standards are set in the minds of

judges, and are therefore judgmental in nature. Because

there is no one true standard, there is no one true method

for determining a standard. Livingston (1980) stated that,

The choice of a cutoff score on a test is not simply a
statistical problem but also a psychological problem.
Standards exist in people's minds but generally not in
a form that can serve as the basis for an objective
decision rule . . . . Methods of choosing a cutoff
score are actually methods of expressing the personal
standards of one or more people in terms of the test
score scale. (p. 576)

Since 1976, many researchers have addressed the

question concerning whether different standard setting

methods, when applied to the same criterion-referenced

test, provide similar results. Most researchers have found

that different methods generally do produce markedly

different standards (Andrew & Hecht, 1976; Brennan &

Lockwood, 1980; Koffler, 1980; Skakun & Kling, 1980;). In

a 1989 review of standard setting research, Jaeger examined

12 different comparative studies in which 32 contrasts

between methods were carried out. Only for 7 of these 32

14
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contrasts were the standards from different methods even

close to being similar.

While it seems the nature of the task that all methods

produce different results, certain methods and procedures

for setting standards have been recommended by testing

experts based on their ease of use, practicality,

reliability, and validity. The following review of

literature includes a description of the standard setting

research upon which experts have based their

recommendations. The literature review section is divided

into the following topics: (a) the Angoff method, (b) the

iterative process, (c) the provision of empirical data, and

(d) the selection and training of judges.

The Angoff Method

William Angoff, who described a method for setting

standards in a chapter on scales and norms written in 1971

(p. 515), actually credited Ledyard Tucker with the

conception of the method (personal communication, August 1,

1990). The Angoff method can be used with multiple-choice

and with other types of objective tests. A judge looks at

each test item and makes a judgment about the probability

that a minimally-competent test-taker would answer the item

correctly. (Alternately, judges might visualize 100

minimally-competent test-takers, and predict how many of

them would answer each question correctly.) Judgments
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about each item are summed and averaged for each judge in

order to determine a total test judgment. The passing

score is determined by finding either the mean or median

for the entire group of judges.

Numerous studies have been conducted comparing

different standard setting methods. When the Nedelsky

method was compared with the Angoff method, researchers

found that the Nedelsky method was conceptually and

technically flawed. (Brennan & Lockwood, 1980; Harasym,

1981; van der Linden, 1982). These researchers were

concerned that the discrete scale in the Nedelsky method

was not uniformly decreasing. In 1983, Halpin, Sigmon, and

Halpin asked judges to use three methods--Angoff, Nedelsky,

and Ebel. They reported that the Ebel method produced the

most stable ratings, and recommended that a combination of

methods be utilized and averaged. In 1984, Reilly, Zink, &

Israelski compared the Angoff, Nedelsky, and Ebel methods.

They recommended the use of the Angoff method because of

its simplicity and reliability. In addition, they

discovered that the Angoff method was less time-consuming

and provided better correspondence between a-values and

judges' minimum pass levels. When the Angoff, Nedelsky,

and Jaeger methods were compared by Cross, Impara, Frary,

and Jaeger (1984), their findings also supported use of the

Angoff method. They reported that the Angoff method
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produced more realistic standards and had a better

correspondence with _-values. In 1988, Smith and Smith

compared the Nedelsky and Angoff methods and recommended

the Angoff method because the resulting standard was more

closely related to actual 2-values.

Summary

Through years of comparative research, most

researchers found the Angoff method to be preferable

(Brennan & Lockwood, 1980; Cross et al., 1984; Harasym,

1981; Reilly et al., 1984; Smith & Smith, 1988; van der

Linden, 1982). As Berk stated in his 1986 review, "The

Angoff method appears to offer the best balance between

technical adequacy and practicability" (p. 147).

Researchers have found that the Angoff method is simpler,

takes less time, yields a more realistic cut-off value,

produces less rater variance, and is better correlated with

n-values. According to Smith and Smith (1988), "The Angoff

approach results in estimates that more closely parallel

empirical results of test administration" (p. 272).

The Iterative Process

In 1980, several researchers reported considerable

differences within panels of judges (Brennan & Lockwood,

1980; Koffler, 1980; Skakun & Kling, 1980). While the

researchers were neither surprised nor worried by

discrepancies between standards using different methods,
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this disagreement among individual judges using the same

method was viewed as problematical.

Brennan and Lockwood (1980) were the first to

recommend a reconciliation process to cope with the threat

to validity implied by extreme ranges in judges' standards.

They suggested a process whereby judges meet and arrive at

a standard as a group. First, judges independently rated

the test items, and then they discussed the ratings.

Shepard (1980) also suggested the use of a reconciliation

process. Two years later Jaeger (1982) devised a method

whereby judges were informed of the distribution of ratings

made by other judges, and then were asked to reconsider

their own ratings based on this distribution.

Jaeger and Busch (1984) studied the effects of a

Delphi modification of the Angoff-Jaeger standard setting

procedure when setting the standard for the National

Teacher Examination. They found that discussion among

judges significantly reduced rater variability. They

reported that,

The principal advantage of a standard-setting
procedure that induces convergence, without
necessarily affecting the mean recommended standard,
is more precise estimation of the mean . . . . Beyond
its potential for statistical efficiency, a standard-
setting procedure that invites participants to
describe the rationale underlying their judgments has
an added advantage. It is consistent with the view
that standard-setters should be informed decision-
makers who are fully cognizant of the implications of
their recommendations. It is reasonable to presume
that, when test items are reviewed, some members of a
group will have insights that do not occur to others.
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Discussion of these insights cannot help but result in

better-informed decision making. (pp. 3-4)

Norcini, Lipner, Langdon, and Strecker (1987) also

found that raters tend to converge on a standard when given

the chance to discuss and modify their ratings. In 1990,

Busch and Jaeger reported that use of a Delphi-like

procedure that incorporated normative information and

structured discussion of initial judgments produced a

dramatic increase in within-group consistency.

Cizek (1991) conducted an experiment comparing

standards set by independent judges with those set by a

group of judges. Some independent judges were provided

with distributions of other independent judges' ratings.

Cizek concluded that even though there were no significant

differences in passing scores between methods, there were

practical differences. Judges who rated items

independently produced more variable ratings, but the

variability was minimized by providing information about

the ratings of other judges.

In a 1989 social psychology review, Anne Fitzpatrick

made several recommendations concerning the use of group

discussion and exposure to the opinion positions of other

group members during standard setting procedures. She

suggested that a group leader direct the discussion to make

sure that all pertinent arguments are presented, that

standard setters discuss their feelings about each item
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without revealing the specific rating they assigned each

item, that group members not be exposed to the distribution

of others' opinion positions, and that judges not be

publicly bound to positions they hold.

Summary

An iterative standard setting approach has been

proposed by several testing experts to encourage judges to

reach a consensus. The iterative approach typically

involves using a Delphi technique. During two or three

successive rounds, judges are presented with p-values,

other judges' ratings, and/or predicted percentages of

competent test-takers based upon the judges' ratings. Use

of discussion on the second or third round appears

particularly helpful in reducing rater variance (Brennan &

Lockwood, 1980; Busch & Jaeger, 1990; Jaeger & Busch, 1984;

Norcini et al., 1987). More research is needed to

determine the best procedure for conducting the discussion.

Provision of Empirical Data

Ever since Livingston and Zieky (1982) suggested that

a "reality check" was needed, regardless of the standard

setting method used, most testing experts have supplied

standard setters with empirical test data. Shepard (1980)

argued that normative data should be introduced during the

standard setting process. Cope (1987) stated, "In the
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absence of some kind of reality check, panels of judges

have occasionally created havoc by arriving at ridiculously

high or low standards" (p. 7). While all researchers agree

that the provision of empirical data is recommended, there

is some difference of opinion concerning which data to

present.

Use of p-Values

In 1984, Cross et al. found that when p-values and

others' judgments were provided to judges during the second

round of judging, standards were significantly decreased

while the correspondence between p-values and judges'

estimates was significantly increased.

Garrido and Payne (1987) studied the effect of

providing data when using the Angoff method and discovered

that the provision of data influenced judges' estimates.

They found very high correlation between judges' estimates

and p-values. Saliba (1990) also discovered that providing

normative feedback improved the reliability of the ratings

and the strength of the correlation between ratings and

2-values.

In 1987, Cope provided judges with marginal group

p-values and the mean of the judges' initial ratings during

the second round of estimation. Cope found a consistent

increase in standards and, as expected, determined that

judges tended to adjust their initial ratings to be closer
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to the p-values. Ratings from the second round showed

slightly improved internal consistency among raters.

In 1988, Harker and Cope observed that adjustments to

initial ratings after the provision of R-values for low-

scoring and total-group examinees tended to cancel each

other out and to produce slight changes of cut scores

between first and second ratings. Norcini, Shea, and Kanya

(1988) noted that judges modified about one-fourth of their

judgments. Although they frequently used p-values, the

average change per item was small and no impact was evident

on the overall standard. Norcini et al. contended that the

use of p-values would only make a difference if the

distribution of item difficulties was markedly skewed.

Results of this study support the recommendation that

performance data be provided to judges because of the

resultant increase in correspondence between item indices

and judges' estimates.

Use of Item Response Theory Parameters

In 1982, van der Linden set forth the idea that judges

in the process of standard setting are actually being asked

to think in an item response theory manner. He stated

that, "The Angoff technique translates the performance of a

borderline student who just meets the learning objectives

into a cutoff score on the true score scale of the given

test" (p. 297). He explained that if Pi(+/O) is the
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probability that a student with mastery level e answers

item j correctly, and . is the mastery level of the

borderline student who the judge has in mind, the resultant

standard is P (+/8.)).

In 1984, Reilly et al. also noted a link between

standard setting and item response theory. They suggested

that, "the judgment task is ultimately one of estimating

item difficulty for a hypothetical 'minimally competent'

candidate" (p. 428). They suggested that it would be ideal

to supply parameter estimates and ability estimates to

judges. In 1991, Plake, Melican, and Mills suggested that

judges be provided with difficulty estimates based on a

three-parameter logistic model. Kane (1987) and Harker and

Cope (1988) agreed with van der Linden's (1982) suggestion

that minimal pass level estimates are actually estimates of

the true score for minimally competent examinees. Harker

and Cope stated that, "many of those struggling with the

problems associated with standard setting have moved on to

new, more interesting, and perhaps more fertile ground,

extolling the virtues of item response theory in various

applications in standard setting" (p. 3). They admitted

that, while most researchers are supplying judges with

p-values (the percentage of examinees correctly answering

an item), it would be more appropriate to train judges to

model their behavior by item response theory.



24

Summary

Researchers who supply empirical data to standard

setters recommend doing so after judges have made an

initial judgment without the influence of data. All

researchers supplying 2-values have discovered that raters

tend to adjust their ratings closer to the 2-values (Cope,

1987; Cross et al., 1984; Garrido & Payne, 1987; Harker &

Cope, 1988; Norcini et al., 1988). While judges use the

data frequently, those judges who adjust their ratings up

and those who adjust their ratings down tend to average

each other out; thus, the overall impact on the standard is

relatively small (Harker & Cope, 1988; Norcini et al.,

1988). Providing 2-values is still recommended, however,

because the increase in correspondence between item indices

and judges' estimates reduces total errors of measurement

and should, therefore, reduce errors of classification

(Garrido & Payne, 1987; Saliba, 1990).

Which type of data to provide is still questionable.

In previous studies, total-group 2-values, marginal-group

P-values, low-scoring 2-values, and the distribution and

mean of other judges' ratings have all been provided

(Cizek, 1991; Cope, 1987; Cross et al., 1984; Garrido &

Payne, 1987; Harker & Cope, 1988; Norcini et al., 1988).

Several researchers have suggested that, in the future,

judges should be trained to think in terms of item response

theory and be supplied with item response theory parameter
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values rather than being supplied with a-values (Busch &

Jaeger, 1990; Harker & Cope, 1988; Kane, 1987; Plake et

al., 1991; Reilly et al., 1984; van der Linden, 1982).

Selection and Training of Judges

In 1978, Hambleton suggested the use of different

groups of judges so that teachers, parents, curriculum

specialists, and school administrators would all be

represented as standard setters. Shepard (1980) also

suggested that representatives from all concerned

constituencies be a part of the standard setting process in

order to cope with the threat to validity implied by

extreme ranges in judges' standards. Fitzpatrick (1989)

recommended that judges be "knowledgeable about various

aspects of the test content, about the skills being tested,

and about the examinees to whom the standard will apply"

(p. 321). Jaeger (1991) commented that,

The most frequently used item-based standard setting
methods require complex judgments and the ability to

make decisions rapidly. Reasonable results can be
expected only if the judges called upon to use these
methods are highly knowledgeable of the domain in
which decisions are required. (p. 3)

Several researchers have studied the relationship

between judges' levels of competence and their pass level

estimates. Saunders, Ryan and Huynh (1981) found that when

students who took the test but were not responsible for its

construction were used as judges, the passing scores set by

different judges were related positively to the judges' own
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achievement. However, when teachers were used as judges to

set the standard for a high school competency examination,

Halpin et al. (1983) found that even though groups of

raters differed in levels of competence, their resultant

standards did not differ. Saliba (1990) reported that when

setting passing scores on the National Teacher Examination

using the Angoff and modified Angoff method, faculty

members and administrators set comparable standards.

Norcini et al. determined, in a 1988 study, that highly

specialized knowledge within a broad content area did not

affect estimates of minimum pass levels.

Measurement specialists have suggested that if judges

lack background knowledge in the test development process

and are not given adequate training, a large representative

sample of judges should be utilized. In a 1984 study by

Reilly et al., judges were first-level supervisors who had

no background in test development or measurement and were

not involved in the test development process. Results of

the study indicated a very large variance component for

raters.

Several researchers have studied the effect of judges'

demographic characteristics on ratings (years of

experience, job level, gender, and grade level of teaching

assignment), but no significant relationships have been

discovered (Behuniak, Archambault, & Gable, 1982; Garrido &

Payne, 1987).
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Livingston and Zieky (1982) and Berk (1986) stressed

the importance of adequate training for judges. Gross

(1982) even suggested that a lack of interrater reliability

is likely due to poor rater training and a lack of group

decision making. Also in 1982, van der Linden devised an

index to determine which judges rated items inconsistently

and, therefore, needed additional training. This

consistency index is computed by examining the deviations

from estimates that would result from use of an item

response theory item characteristic curve to predict a

minimally competent examinee's item performance. Jaeger

(1991) endorsed van der Linden's index and, alternatively,

described a "caution index" (p. 5) that might be employed.

Jaeger assumed that most selected judges were experts;

therefore, any judges whose patterns of item ratings were

inconsistent with other raters were identified for re-

training. In 1985, Reid suggested that judges should

estimate 2-values before they are actually supplied with

them. Using this method, researchers could determine which

judges consistently make unrealistic ratings so that those

judges could be re-trained. Kane and Wilson (1984)

postulated that a positive covariance between judges'

minimum pass levels and actual item difficulties could be

thought of as an index of the quality of the judges'

standards. The magnitude of covariance would reflect how

carefully the judges reviewed items, how well the judges
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understood the test domain, the thoroughness with which

judges were instructed, and the clarity and consistency of

judges' conceptions of minimum competence.

The importance of training judges was documented in

1987, when Garrido and Payne gave judges written

instructions concerning how to use p-values as an aid in

standard setting. No group training session was held.

Results of the study indicated a .98 correlation between

supplied p-values and judges' estimates, prompting the

researchers to conclude that "further use of item

performance data may require the standard setters to

specify the exact steps judges will follow in the use of

such external data through training sessions" (p. 8).

Testing experts have recommended a thorough and

highly-structured training session for judges. Mills,

Melican, and Ahluwalia (1991) listed four components of

effective training: (a) explaining the process, (b) setting

the context of the meeting, (c) developing a common

definition of borderline performance, and (d) training

judges to rate items. They stressed the importance of

judges having a common understanding of the process so that

judges' previous perceptions and experiences do not

seriously affect their item ratings (Mills et al., 1991).

Plake et al. (1991) explained the importance of setting the

context of the meeting so that raters' perceptions of the

examination quality or utility for certification or
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licensure decisions would not contribute to intra-judge

inconsistency. Mills et al. (1991) suggested using test

content specifications as the basis for discussion of

minimal competence for each major area of the test. Reid

(1991) stated that, "Training should include assisting

judges to arrive at a conceptualization of minimal

competence which is realistic as well as assisting judges

in applying the conceptualization at the individual item

level" (p. 11). Further, Plake et al. (1991) asserted

that, "It is not sufficient to simply train judges to an

acceptable level of consistency prior to the standard

setting process. It is also important to monitor and

maintain that level of consistency throughout the item

rating process" (p. 25).

Summary

Standard setting experts have agreed that a variety of

judges should be included in the judgment process.

Especially for political and social reasons, Livingston and

Zieky (1982) suggested that if the passing score for a test

to be used as a requirement for a high school diploma is to

be set, parents, students, teachers, school board members,

school administrators, members of community groups, and

local employers should all be encouraged to participate.

Further research is needed, however, to ascertain if each
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of these types of judges is equally effective as an

estimator of minimum pass levels.

Standard setting experts also agree that judges should

be knowledgeable about the test content, the students

being tested, and the use of test scores. Reilly et al.

(1984) found a very large variance for raters when judges

had no background in testing and measurement.

Overall, the importance of judge training has been

stressed. The results of Garrido and Payne's 1987 study,

where judges were not given adequate training, seemed to

indicate that judges did not fully understand the task

required of them. Thus judges' minimal pass level

estimates showed an unusually high correlation with actual

Q-values. Kane and Wilson (1984) suggested that a positive

covariance between judges' standards and actual item

difficulty levels might be an index of the quality of

judges' ability to set a defensible standard. This would

identify judges in need of further training. Jaeger (1991)

suggested the use of a "caution index," wherein a judge

whose ratings are not consistent with other judges' ratings

is identified for additional training.

Mills et al. (1991) described four components of an

effective training session: (a) explaining the process,

(b) setting the context of the meeting, (c) developing a

common definition of borderline performance, and
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(d) training judges to rate items. Plake et al . (1991)

affirmed the suggestion of monitoring judges throughout the

item rating process so that retraining could be undertaken

as needed.



CHAPTER 3

METHODS AND PROCEDURES

In this study, judges were asked to set a standard for

a previously-administered criterion-referenced test during

a group meeting. The iterative Angoff method was used by

all judges. Judges were homogeneously grouped as either

regular classroom teachers or other school personnel. One

group of each type of judges was provided with item

parameters from an item response theory analysis and one

group of each type of judges was provided with information

about the percentage of total test-takers who passed each

item. The resultant standards recommended by each of the

four groups were compared for validity and reliability.

Test Data

The Reading and Language portions of the California

Achievement Test-Form E, Level 10 (CTB/McGraw-Hill, 1985)

were administered to first graders in a southern suburban

school district in the fall of 1991. Sections of the test

included visual recognition, sound recognition, vocabulary,

comprehension, and language expression.

The test was administered to 473 first grade students.

Forty-two of the first graders had participated in

developmental first classes, which were designed to

32
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provide students an extra year of development, maturity,

and basic instruction before they were placed in a regular

first-grade program. Although the test was administered

during the first month of school (September, 1991), it was

assumed that the test results were similar to those that

would have been obtained if the test had been administered

during the last month of the preceding year of

kindergarten.

Judging Sample

Judges were volunteers from the previously mentioned

school district that had administered the California

Achievement Test to all first graders in the fall of 1991.

Twelve judges were currently regular classroom teachers

(ranging from kindergarten to sixth grade). The other 12

judges were currently employed by the district in positions

other than regular classroom teachers. These included

principal, assistant principal, curriculum specialist,

central office administrator, nurse, physical education

instructor, music instructor, librarian, and speech

therapist.

Within each group of 12 judges, 6 were randomly

assigned to the traditional method and 6 were randomly

assigned to the item response theory method. Thus, the

standard setters were grouped into four groups of 6 judges

each.
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Design

The central tendency of minimum pass levels and

variance of minimum pass levels were compared between the

different groups of judges. The four groups were:

(a) classroom traditional, (b) non-classroom traditional,

(c) classroom item response theory, and (d) non-classroom

item response theory. A 2 X 2 fixed-effects factorial

analysis of variance design between method (traditional,

item response theory) and type of judge (classroom, non-

classroom) was used to analyze data.

Rating Session Procedures

One separate group session was held with each of the

four groups of judges. The judges were trained to set a

standard using the iterative Angoff method for 30 randomly

chosen test items from the previously-administered first

grade California Achievement Test.

Judges were asked to pretend that the results of this

achievement test were to be used to determine which

students were recommended for the developmental first

program and which were recommended for regular first-grade

classes. The standard set by the judges was to become the

cutting score for dividing the test takers into two

dichotomous groups.
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Traditional Method

During the two traditional group rating sessions,

I acted as group leader. After easing the judges'

anxieties, ensuring that the judges understood who and what

the test was designed to measure, and for what purpose the

test results were to be used, a brief overview of the

concept of standard setting was provided.

The judges next discussed a definition for borderline

test-taker until some degree of consensus was reached.

This entailed having the judges discuss their expectations

for minimal competence on each section of the test. This

definition of expectation was displayed on a chalkboard

throughout the session.

The judges were then given a copy of the Instructions

for Judges (see Appendix A). The trainer explained the

steps for standard setting found on the instruction sheet

and explained about the chance of guessing and the meaning

of 2-value. The judges were made aware that the p-value

information was given for background information purposes

only and that the judges were free to rate each item based

on their personal feelings about minimal competence.

Judges practiced setting a standard for three sample items.

Following this practice, the judges rated 30 items from the

examination using the rating form provided (Appendix A).
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Item Response Theory Method

I also acted as a group leader for the two groups of

judges assigned to the item response theory method. The

same procedure used with the traditional method was

employed up through the point where the definition of a

borderline test-taker was written on the chalkboard.

Using several visual displays, the basic concept of

item response theory was explained in simple terms. Only

measurement terms that could be understood by a judge who

was unfamiliar with measurement theory were used. First,

the concept of d, an underlying ability level or latent

trait was explained. Next the idea that test-takers with

greater ability levels have a higher probability of

correctly answering a test item (B(8)) was shown

graphically using the item characteristic curve provided

(see Appendix B). The chance of guessing (the Q-value) and

the difficulty parameter (the k-value) were discussed. A

verbal rating scale (the second graph in Appendix B) was

used to categorize the difficulty of an item based on its

b-value.

Following this explanation, judges were presented with

Instructions for Judges (see Appendix A). Judges

practiced rating three sample items and then rated 30

randomly-chosen items from the examination using the rating

form provided (see Appendix A).



CHAPTER 4

ANALYSIS OF DATA

A 2-value for each item on the test was obtained by

processing data from the California Achievement Test with

the MicroCAT Testing System ITEMAN Program (Assessment

Systems Corporation, 1988). The same data were analyzed

using the MicroCAT Testing System ASCAL program (Assessment

Systems Corporation, 1988), which provided item response

theory parameters ik-values and .-- values) for each item on

the test. These values were supplied to the judges while

they were in the process of standard setting. The

p-values, k-values, and ,-values obtained for each of the

30 test items randomly chosen for the research study are

shown in Table 1.

The items' b-values and 2-values, each judge's item

ratings, and each judge's mean and standard deviation were

analyzed using SPSS/PC+ (Norusis, 1986). The SPSS programs

utilized for this procedure are provided Appendix C. Two

analyses of variance using the ANOVA subprogram were

conducted. The analyses were carried out using the

following variables: (a) central tendency of minimum pass

levels, and (b) variance of minimum pass levels. Because

of statistical power considerations, a type I error level

37
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Table 1

Item Statistics for 30 Items from the California
Achievement

Test

Item No. 2-Value k-Value Q-Value

I
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30

. 949

.875

.846

.719

.782

.641

.939

.901

.774

.884
.660
.706
.397
.442
.854
.989
.989
.915
.949
.941
.989
.962
.776
.901
.833
.677
.562
.966
.920
.973

-2.336
-1.662
-1.693
-0.497
-0.983
0.066
-3.00
-2.169
-0.802
-1.497
-0.138
-0.336
0.644
0.529

-2.074
-3.000
-3.000
-2.281
-2.894
-2.738'
-3.000
-3.000
-0.991
-2.227
-1.694
0.467
1.018

-2.916
-2.768
-3.000

.23

.22

*28
.27
.27
.30
.33
.27
.28
.27
.23
.19

.16

.17

.31

.44

.38

.28

.34

.32

.40

.45

.31

.35

.32

.47

.41

.35

.33

.44

Note. p-= 473 students, Mean p-value = .824,
standard deviation of 2-values = .16.
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of .10 was used throughout the analysis of variance tests.

A Pearson product-moment correlation between each judge's

item ratings and the items' b-values and 2-values was

determined using the subprogram CORRELATION. Tests for

difference in correlations between methods and judge types

were carried out using the I to .e transformation followed

by t-tests for differences between the independent

correlation coefficients (Ferguson, 1981, pp. 194-195).

The judges' item ratings were then analyzed using

generalizability theory. The judges were treated as

persons (B) and the estimates were treated as item

responses (j). This created a random effects B X I design.

The GENOVA program (Crick & Brennan, 1984) was used for

performing both a f-study and a G-study. A separate

analysis was carried out for each judge type, each method

type, and each group. The results supplied a

generalizability coefficient and a phi index for each

analysis. GENOVA programs are provided in Appendix D, and

analysis of variance tables for each of the four research

groups are provided in Appendix E.

Effect on Central Tendency
and Variability of Minimum Pass Levels

The first research question examined the effects of

judge type and standard setting method on the central

tendency of the standard. The means and standard

deviations for the central tendency of minimum pass levels
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for each judge group are displayed in Table 2. Inspection

of the four group means shows a difference of 34.19 between

the lowest and highest mean minimum pass level. The

difference between the mean minimum pass levels of the two

groups supplied with p-values (the traditional method) was

4.68, while the difference between the mean minimum pass

levels of the two groups supplied with b-values (the item

response theory method) was 22.16. The difference between

the mean minimum pass levels of the two groups of non-

classroom judges was 29.51, while the difference between

the mean minimum pass levels of the two groups of classroom

judges was 12.03. The results of a two-way analysis of

variance (see Table 3) indicate that the interaction

between judge type and method was significant (p < .001).

The significant ordinal interaction between judge type and

standard setting method is shown in Figure 1. Because

significant interaction effects were found, main effects

were not interpreted.

The second research question investigated the effects

of judge type and standard setting method on the variance

of the standard. Minimum pass level variance means and

standard deviations are provided in Table 4. Results of a

two-way analysis of variance on minimum pass level

variability are shown in Table 5. Based on this analysis,

a significant interaction was found between judge type and

method (p < .001). The significant disordinal interaction
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Table 2

Means and Standard Deviations for Central Tendency of
Minimum Pass Levels

Group M

Classroom

Item Response Theory 64.64 6.37

Traditional 52.61 3.44

Non-Classroom

Item Response Theory 86.80 1.62

Traditional 57.29 7.49

Table 3

Analysis of Variance on Minimum Pass Level Central Tendency

Source SS. _dF 2

Judge type 1081.25 1 1081.25 38.92 .001

Method 2588.98 1 2588.98 93.20 .001

Type x method 458.24 1 458.24 16.50 .001

Residual 555.53 20 27.78

Total 4684.00 23
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Figure 1. Effect of Judge Type and Method on Minimum Pass

Level Central Tendency.

Table 4

Means and Standard Deviations for Variance of
Minimum Pass Levels

Group m s

Classroom

Item Response Theory 18.35 2.07

Traditional 15.54 2.15

Non- Classroom

Item Response Theory 10.51 2.53

Traditional 18.29 5.02
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Table 5

Analysis oVf variance on Minimum Pass Level Variability

Source of Variation .55 _d.f MS3 F p

Judge type 38.94 1 38.94 3.85 .064

Method 36.93 1 36.93 3.65 .071

Type x method 168.28 1 168.28 16.63 .001

Residual 202.37 20 10.12

Total 446.52 23

20

f(x) 10

0

(:.,549)

(io.SI) IRT

Non-Classroom Classroom

Figure 2. Effect of Judge Type and Method on

Minimum Pass Level Variability.
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is illustrated in Figure 2. Because significant

interaction effects were found, main effects were not

interpreted.

Correlation Between Minimum Pass Levels
and Item Statistics

Is there a positive covariance between judges'

estimates of the probability that a minimally competent

examinee would answer test items correctly and the

corresponding actual item probabilities (2-values)?

As shown in Table 6, the Pearson product-moment correlation

coefficient for each judge group with actual p-values was

positive, ranging from .77 to .80. The judges' minimum

pass level estimates were also positively correlated with

actual p-values; however, 6 of the 24 judges had

correlation coefficients of less than .77. Tests for the

difference in correlations between method and judge type

were carried out using the r to z, transformation followed

by t-tests for differences between the independent

correlation coefficients (Ferguson, 1981, pp. 178, 194).

The results of these t-tests are displayed in Table 7.

None of the differences in correlations were significant.

A related question is whether judges' minimum pass

level estimates are positively correlated with actual

b-values. Data in Table 8 indicates a positive correlation

for each judge group, with mean correlations ranging from
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Table 6

Correlation of --Values with Judges' Minimum Pass Levels

Group Judge Group
r

Classroom

Item Response Theory

Traditional

Non-Classroom

Item Response Theory

Traditional

.75

.73

.74

.87

.87

.79

.65

.80

.77

.84

.80

.78

.85

.95

.86

.78

.79

.59

.48*

.90

.78

.84

.92

.83

.79

.77

.80

.79

Note. n = 30 items, * = uncooperative judge.

.. r.... ..... ,..-,.
r Mr , %Or im V "iw %i i rNPn NNE iii i d1b = ~ .i affl
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Table 7

t-Test for Correlation of Group Minimum Pass Levels with
Item p-Values and b-Values

Group m t 2

Correlation with Q-Values

Classroom 1.08 .07
-.85 NS

Non-Classroom 1.19 .13

Item Response Theory 1.15 .29
-.29 NS

Traditional 1.11 .29

Correlation with b-Values

Classroom 1.12 .16
-1.21 NS

Non-Classroom 1.29 .34

Item Response Theory 1.27 .28
-.93 NS

Traditional 1.14 .27

Note. n = 12.

.78 to .86. The judges' minimum pass levels were also

positively correlated with actual k-values, and only 3 of

the 24 judges had correlation coefficients of less than

.78. Tests for differences in correlations between method

and judge type were carried out using the r to _

transformation followed by t-tests for differences between



47

Table 8

Correlation of b-Values with Judges' Levels

Group Judge Group
r r

Classroom

Item Response Theory

Traditional

Non-Classroom

Item Response Theory

Traditional

.80

.79
. 78
.87
.89
.79

.64

.80

.81

.81

.84

.78

.91

.95

.89

.83

.89

. 66

.82

.78

.86

.49*

.90

.83

.87

.8 9

.87 .81

Note, n = 30 items, * = uncooperative judge.

A. i-L.+i.i..ik.. 4416 A. %-4. %-v V Aj %-- V MI i M/
MinimumPass
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the independent correlation coefficients (Ferguson, 1981,

pp. 178, 194). Results of the t-tests are shown in

Table 7. None of the differences in correlations were

significant.

Reliability of MPLs

The last two research questions concerned the

reliability of the standard set by judges. In order to

answer these two questions, a generalizability study was

conducted. The judges were considered persons (P) and the

items were considered items (I). This created a random

effects P X j design. Data from each group of judges and

from each judge type and method were analyzed separately

using the GENOVA program (Crick & Brennan, 1984). The

generalizability coefficients and phi indices from these

analyses are displayed in Table 9. The generalizability

coefficient (Cronbach, Gleser, Nanda, & Rajaratnam, 1972)

is comparable to the reliability coefficient used in

classical test theory. One group (the non-classroom item

response theory group) had a lower generalizability

coefficient (.66), while all other groups exhibited a

fairly high, and certainly acceptable, degree of internal

consistency, ranging from .86 to .95. The phi index

(Brennan & Kane, 1977) is an index of dependability used

for absolute decisions. The total group phi index (n = 24)

was high (.96) and the phi indices for each of the judge



types (n = 12) were fairly high (.97 and .86); however, the

phi indices for two of the four judge groups (n = 6) were

low (.55 and .33).

Table 9

Dependability Measures of Internal Consistency:

Generalizability Coefficient and Phi Index

Group Generalizability Coefficient Phi

Classroom

Item Response Theory .95 .77

Traditional .86 .55

Non-Classroom

Item Response Theory .66 .33

Traditional .93 .81

Note. Items = 30, n = 6.



CHAPTER 5

FINDINGS, CONCLUSIONS, AND RECOMMENDATIONS

Findings

Non-Classroom Item Response Theory Group

The non-classroom item response theory group set the

highest standard (86.8). In fact, this group's mean

minimum pass level was higher than the mean observed test

score (82.4). The judges had very high expectations for

minimal competency during the development of their group's

definition of the borderline test-taker and their high

expectations were maintained consistently throughout the

rating session. Because they were not presented with 2-

value information, they did not know that their expecta-

tions for the minimally competent student were higher than

the observed test performance of the average student.

This group worked together effectively and used

discussions and rating modifications to achieve consensus.

This effort was reflected in the low variability of their

ratings. The standard deviation of their mean minimum pass

levels was the lowest of all the groups (1.62). This value

was lower than the standard deviation of observed test

scores (3.82). The group also exhibited the lowest mean

variance of any group (10.51).

50
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Interestingly, although this group was not presented

with p-value information, the group had the highest

correlation of minimum pass level estimates with p-values

(.80). This group also had the highest correlation of

minimum pass level estimates with b-values (.86).

Unfortunately, the non-classroom item response theory

group appears to be the least reliable group. Their

generalizability coefficient was .66 and phi index was .33,

both of which were lower than the reliability of observed

test scores (.75).

Non-Classroom Traditional Group

The non-classroom traditional group set a fairly low

test standard (57.29). This group had the lowest

expectations for minimal competency. The group's resultant

mean minimum pass level estimate reflects this low

expectation.

One judge from this group sat apart from the other

judges (for comfort). Upon collection of the rating forms

at the end of the session, it was discovered that this

uncooperative judge had not revised item ratings based on

group discussion or empirical item information.

Consequently, the group exhibited a high variability of

minimum pass level ratings. The group's standard deviation

of mean minimum pass levels was 7.49, which is higher than
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the standard deviation of observed test scores (3.82).

This group also had a high mean variance (18.29).

Without this one uncooperative judge, the non-

classroom traditional group would have had the highest

correlation with b-values and 2-values; however, when

all six judges were included, this group's mean

correlations were consistent with the other three groups.

The correlations of their minimum pass level estimates with

p-values and b-values were .79 and .81.

Surprisingly, this group's reliability coefficients

were quite high. The group had the second highest

generalizability coefficient of all groups (.93) and the

highest phi index of all groups (.81), both of which were

higher than the reliability of observed test scores (.75).

Classroom Item Response Theory Group

The standard set by the classroom item response theory

group was moderate when compared with that of the other

groups (64.6). The standard deviation of the group's mean

minimum pass levels was fairly high (6.37). This was

higher than the standard deviation of observed test scores

(3.82). This group's mean variance was the highest of all

groups (18.35).

When compared with the other groups, this group's

correlations of minimum pass level estimates with k-values

and 2-values were moderate. Their mean minimum pass level
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estimate had a .79 correlation with p-values and a .82

correlation with b-values.

The classroom item response theory group had the

highest generalizability coefficient of all groups (.95)

and the second highest phi index of all groups (.77). Both

values were higher than the reliability of observed test

scores (.75).

Classroom Traditional Group

The classroom traditional group set the lowest

standard of all groups (52.61). Members of this cohesive

group used their opportunities to discuss ratings in order

to reach a high level of consensus. Their mean minimum

pass level standard deviation was the second lowest of all

groups (3.44) and lower than the standard deviation of

observed test scores (3.82). The group's mean variance was

the second lowest of all the groups (15.54).

Unexpectedly, even though this group was presented

with 2-values during the rating session, it had the lowest

correlation of minimum pass level estimates with p-values

(.77). The group's correlation of minimum pass level

estimates with h-values was also the lowest of any group

(.78).

Concerning reliability, the classroom traditional

group had an acceptable generalizability coefficient (.86),

which was higher than the reliability of observed test
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scores (.75). Unfortunately, the group's phi index was

fairly low (.55).

Summary

The first research question investigated the effect of

judge type and standard setting method on the central

tendency of the standard. The analysis of variance of this

effect on the mean minimum pass level revealed the

existence of an ordinal interaction between judge type and

method. An important finding was that without any

knowledge of a-values, judges can set an unrealistic

standard. This occurred when the non-classroom item

response theory group set a standard of 86.8, which was

higher than the mean observed test score (82.4). Both

groups using the item response theory method set standards

that were higher than the standards set by traditional

groups.

A significant disordinal interaction was found

concerning the second research question, which examined the

effect of judge type and standard setting method on the

variance of the standard. The non-classroom item response

theory group and the classroom traditional group had

standard deviations of mean minimum pass levels that were

less than the standard deviation of observed test scores

(3.82). These two groups also had the lowest mean

variance.
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Concerning the third and fourth research questions,

a positive covariance between judges' minimum pass level

estimates and empirical item information was found. With

both 2-values and k-values, judge groups had mean minimum

pass levels that were positively correlated (ranging from

.77 to .86), regardless of the type of information given to

the judges. No differences in correlations were detected

between different judge types or different methods.

A generalizability study was employed to answer the

last two research questions, which concerned the

reliability of the standard set by each judge group. Every

group had an acceptable generalizability coefficient

(ranging from .86 to .93) except the non-classroom item

response theory group (.66). Two of the groups' phi

indices were fairly high and two were fairly low. The two

groups with the low phi indices were the classroom

traditional group and the non-classroom item response

theory group.

The number of judges selected were sufficient. The

generalizability coefficients and phi indices for 12 judges

included in any method or judge type were acceptable

(ranging from .77 to .99). The generalizability

coefficient and phi index for 24 judges were quite high

(.99 and .96, respectively). Therefore, no D-study was
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necessary to examine the effect of an increase in the

number of judges.

Conclusions

Two variables of standard setting were examined in this

study: (a) type of empirical item information provided to

judges during the Angoff standard setting process, and (b)

whether different types of judges are equally capable of

setting a defensible standard when using the Angoff method.

All types of judges were capable of understanding and using

both 2-values and b-values. While the training concerning

the basics of item response theory took some additional

time, the judges were able to understand the concept and

use the b-value information during the standard setting

session. Asking judges who have access to b-values, but no

knowledge of actual 2-values, to set a standard can

possibly lead to an unrealistic standard. The non-

classroom item response theory group set a standard for

minimal competence even higher than the overall mean

observed score on the test, while the classroom item

response theory group was able to set a realistic standard

without knowledge of p-values. Perhaps through their daily

instructional involvement with the students, the classroom

teachers are better predictors of borderline students' test

performance. Judge groups that held very high expectations

for a borderline student set higher standards than did
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groups that held lower expectations. From observation of

the groups' discussions, even one judge in a group of six

can be very persuasive during the development of the

definition of a borderline test-taker and also in the item

rating process. Averaging the means recommended by several

different judge groups tends to moderate any extreme

positions held by various groups of judges.

The groups that discussed for longer periods of time

and revised item ratings accordingly, achieved greater

intra-judge consistency. Even one uncooperative judge can

influence a group to shorten discussions and reduce intra-

judge consistency.

The questions concerning correlation of minimum pass

level estimates with k-values and p-values seem to be

clearly answered. Regardless of whether judges were given

2-values or b-values, they definitely considered the

information and revised their minimum pass level estimates

accordingly. Each of the four judge groups had mean

minimum pass level estimates that were positively

correlated with empirical item information. Judges'

minimum pass levels were correlated with the type of

information they did not receive as well as the type of

information they received. In other words, judges who had

access to 2-values, had minimum pass level estimates that

were highly correlated with both 2-values and b-values, and

judges who had access to b-values had minimum pass level
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estimates that were highly correlated with both b-values

and 2-values. No differences in correlations were found

between different types of judges or different methods

employed.

The last two research questions involved the

reliability of standards. While three of the four groups

had adequate generalizability coefficients indicating

adequate reliability, only two of the four groups had

adequate phi indices. Because the phi index is the measure

of dependability recommended for use with criterion-

referenced tests, this was the index of most relevance to

this research study. While the phi indices for three of

the four groups were lower than expected, it is reassuring

to know that the phi index for the entire group of 24

judges was quite high (.96). No doubt, the greater the

number of judges used for standard setting, the more

dependable the standard that is set.

Recommendations

Suggestions for Standard Setters

All of the judge groups' mean minimum pass level

estimates were highly correlated with both b-values and p-

values and were reliable. Yet, when the realistic nature

of the standard is considered, the use of b-values without

knowledge of 2-values seems problematical. Groups of

standard setters who have daily instructional contact with



59

examinees may be better able to predict the performance of

borderline test-takers and may not need Q-values to ensure

a realistic standard, but standard setters who are not as

familiar with the abilities of minimally competent students

may need 2-values to assure a realistic standard. Standard

setters who have access to both the chance of guessing and

the 2-value of an item can use those percentages as upper

and lower bounds, and have a better chance of reasonably

estimating borderline test-takers' performance on a

particular item.

Different types of judges are capable of setting a

defensible standard on a test. However, judges who do not

have as much daily instructional contact with test takers

may need a more extensive training session and may require

longer periods for discussion.

The findings strongly suggest that a structured

training session should be held with judges before the

rating session, and that several practice items should be

rated before rating items on the test for which the

standard is being set. The training and rating practice

seemed to ease the judges' anxiety about the unfamiliar

task before them and to improve intra-judge consistency.

The discussion periods were also very helpful and

reassuring to the judges. Judges should be closely

monitored during the standard setting session to ensure
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that they all follow the same procedure and use empirical

item information to revise item ratings.

The greater the number of judges involved in setting a

defensible standard, the better, within the limits of

practicality. Grouping judges together in small

groups seems advisable because a persuasive judge can

influence other judges and skew the resulting standard.

Using a large representative sample divided into small

groups to set a standard and then averaging among the

groups seems to be a logical solution to moderating the

effects of highly opinionated judges.

Recommendations for Future Research

The following recommendations are based upon the

findings of this study:

1. Additional research using the same type of judges

and same type of empirical information should be undertaken

in order to study the interactions between judges and

methods.

2. Other types of judges, such as high school and

middle school teachers, parents, school board members, and

community group leaders, should be used in future studies.

3. Additional research using standard setting methods

other than the Angoff method (such as the Jaeger method)

should be undertaken in order to study the effects of both

b-values and p-values.
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4. Standard setting procedures should be studied

using judges who have access to computer terminals 
rather

than paper and pencil. Perhaps some type of feedback

system can be devised, wherein judges have knowledge of

their own rating statistics and also how their ratings

compare with those of other judges.

5. Marginal group p-values should be used in future

studies rather than total group p-values.

6. Additional research using methods that would

identify and re-train inconsistent judges during the

standard setting process should be undertaken.
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SETTING A STANDARD -THE ANGOFF METHOD
Traditional Approach

INSTRUCTIONS FOR JUDGES

1. Discuss a definition for "borderline test-taker."

2. Rate items one at a time.

a. Each judge reads the item. Each judge makes a

judgment of the probability that a borderline test-

taker would answer the question correctly.
(Alternately, the judge can imagine a group of 100

borderline test-takers and decide how many of them

would answer the question correctly.) The

probability estimates should range from .25 (the

chance of guessing) and 1.00. Write the probability
estimate on the rating form in the first column.

b. The group leader will tell the correct answer choice.

c. One judge who rated the item high and one judge who

rated the item low will explain their reasoning.
Discuss.

d. Each judge will make a new estimate and write it in

the second column on the rating form. Judges may
change their estimates or may leave them the same.

e. Each judge will estimate the total number of test-
takers who were able to successfully answer a

question correctly (the p-value). Place this
estimate in the third column.

f. The group leader will tell the actual p-value. Place
this value in the fourth column.

g. Discuss.

h. Judges will make a final estimate and place that
value in the last column. Judges may change their
estimates or leave them the same.

i. Repeat steps a - h for each item.
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RATING FORM
Traditional Method

ITEM 1ST 2ND P-VALUE ACTUAL FINAL

ESTIMATE ESTIMATE ESTIMATE P-VALUE ESTIMATE

A

B

C

1

2

3

4

5

6

7

8

9

10

11

12

13

14

15

16

17

18
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RATING FORM - Continued
Traditional Method

ITEM 1ST 2ND P-VALUE ACTUAL FINAL

ESTIMATE ESTIMATE ESTIMATE P-VALUE ESTIMATE

19

20

21

22

23

24

25

26

27

28

29

30
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SETTING A STANDARD - THE ANGOFF METHOD
IRT Approach

INSTRUCTIONS FOR JUDGES

1. Discuss a definition for "borderline test-taker."

2. Rate items one at a time.

a. Each judge reads the item. Each judge makes a

judgment of the probability that a borderline test-
taker would answer the question correctly.
(Alternately, the judge can imagine a group of 100

borderline test-takers and decide how many of them

would answer the question correctly.) The

probability estimates should range from .25 (the
chance of guessing) and 1.00. Write the probability
estimate on the rating form in the first column.

b. The group leader will tell the correct answer choice.

c. One judge who rated the item high and one judge who
rated the item low will explain their reasoning.
Discuss.

d. Each judge will make a new estimate and write it in
the second column on the rating form. Judges may
change their estimates or may leave them the same .

e. Each judge will estimate the item difficulty level

(the b-value). Place this estimate in the third
column.

f. The group leader will tell the actual b-value. Place
this value in the fourth column.

g. Discuss.

h. Judges will make a final estimate and place that
value in the last column. Judges may change their
estimates or leave them the same.

i. Repeat steps a - h for each item.
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RATING FORM
IRT Method

ITEM 1ST 2ND B-VALUE ACTUAL FINAL

ESTIMATE ESTIMATE ESTIMATE B-VALUE ESTIMATE

A

B

C

1

2

3

5

6

7

8

9

10

11

12

13

14

15

16

17
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RATING FORM - Continued
IRT Method

ITEM 1ST 2ND B-VALUE ACTUAL FINAL

ESTIMATE ESTIMATE ESTIMATE B-VALUE ESTIMATE

18

19

20

21

22

23

24

25

26

27

28

29

30
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Program 1

DATA LIST FREEFIELD/ITEM B P CW1 TO CW6 CTH1 TO CTH6 NCM1 TO

NCM6 NCTI TO NCT6.
BEGIN DATA.

END DATA.
FREQUENCIES VARIABLES = B TO NCT6/STATISTICS=ALL.
CORRELATION B P WITH CW1 TO NCT6.

Program 2

DATA LIST FREEFIELD/TYPE METHOD JUDGENN JUDGESTD.
VALUE LABEL TYPE 1 "NC" 2 "C"/METHOD 1 "IRT" 2 "TRAD".
BEGIN DATA/

END DATA.
ANOVA JUDGEMN BY TYPE(1,2) METHOD(1,2).

Program 3

DATA LIST FREEFIELD/ TYPE METHOD JUDGEMN JUDGESTD.
VALUE LABEL TYPE 1 "NC" 2 "C"/METHOD 1 "IRT" 2 "TRAD".
BEGIN DATA.

END DATA.
ANOVA JUDGESTD BY TYPE(1,2) METHOD (1,2).
MEAN JUDGESTD BY TYPE BY METHOD.
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Program 1

STUDY
COMMENT
EFFECT
EFFECT
READ
DSTUDY
COMMENT
COMMENT
DEFFECT
DEFFECT
ENDSTUDY
OUTPUT
FINISH

Program 2

GSTUDY
COMMENT
EFFECT
EFFECT
READ
FORMAT
PROCESS

STANDARD SETTING
RANDOM EFFECTS P X I DESIGN
* P 12 0
+ I 30 0
9
P X I DESIGN
12 JUDGES
30 ITEMS

P
I

6

STANDARD SETTING
RANDOM EFFECTS P X I DESIGN
* P 6 0

+ 1 30 0
9
(30F3.0)
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Table 10

Analysis of Variance for Classroom Item Response Theory Group

Sums of
Source of Squares for Mean E
variation df Mean Scores Squares Statistic

Persons (P) 5 758159.17 1214.14 20.28

Items (j) 29 803002.83 1756.18 29.25

PI, E 145 817793.00 60.03

Note. This analysis comes from generalizability theory.

Table 11

Analysis of Variance for Non-Classroom Item Response Theory
Group

Sums of
Source of Squares for Mean F
variation df Mean Scores Squares Statistic

Persons (B) 5 1354149.47 83.12 2.98

Items (1) 29 1369458.67 542.23 19.44

.1, E 145 1373918.00 27.89

Note. This analysis comes from generalizability theory.
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Table 12

Analysis of Variance for Non-Classroom Traditional Group

Sums of
Source of Squares for Mean E
variation df Mean Scores Squares Statistic

Persons (2) 5 599177.40 1682.88 14.13

Items (1) 29 635331.67 1536.85 12.91

P1, 145 661010.00 119.06

Note. This analysis comes from generalizability theory.

Table 5

Analysis of Variance for Classroom Traditional Group

Sums of
Source of Squares for Mean E
variation df Mean Scores Squares Statistic

Persons (B) 5 499894.50 354.50 7.21

Items (1) 29 533675.50 1225.98 24.92

P1, E 145 542581.00 49.19

Note. This analysis comes from generalizability theory.
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