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This study models the human process of music cognition 

on the digital computer. The definition of music cognition 

is derived from the work in music cognition done by the 

researchers Carol Krumhansl and Edward Kessler, and by Mari 

Jones, as well as from the music theories of Heinrich 

Schenker. 

The computer implementation functions in three stages. 

First, it translates a musical "performance" in the form of 

MIDI (Musical Instrument Digital Interface) messages into 

LISP structures. 

Second, the various parameters of the performance are 

examined separately a la Jones's joint accent structure, 

quantified according to psychological findings, and 

adjusted to a common scale. The findings of Krumhansl and 

Kessler are used to evaluate the consonance of each note 

with respect to the key of the piece and with respect to 

the immediately sounding harmony. 

This process yields a multidimensional set of points, 

each of which is a cognitive evaluation of a single musical 

event within the context of the piece of music within which 

it occurred. This set of points forms a metric space in 



multi-dimensional Euclidean space. The third phase of the 

analysis maps the set of points into a topology-preserving 

data structure for a Schenkerian-like middleground 

structural analysis. 

This process yields a hierarchical stratification of 

all the musical events (notes) in a piece of music. It has 

been applied to several pieces of music with surprising 

results. In each case, the analysis obtained very closely 

resembles a structural analysis which would be supplied by 

a human theorist. 

The results obtained invite us to take another look at 

the representation of knowledge and perception from another 

perspective, that of a set of points in a topological 

space, and to ask if such a representation might not be 

useful in other domains. It also leads us to ask if such a 

representation might not be useful in combination with the 

more traditional rule-based representations by helping to 

eliminate unwanted levels of detail in a cognitive-

perceptual system. 
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CHAPTER 1 

INTRODUCTION 

The domain of artificial intelligence has a history 

that involves two different paradigms. One of those 

paradigms is essentially a results-oriented philosophy in 

that its goal is to make computers more useful by making 

them appear to be intelligent. In this paradigm, a 

computer's intelligence is judged by its performance, 

rather than by the means it uses to achieve the 

performance. An excellent example of this can be found in 

the SOPHIE tutoring systems developed at Xerox PARC. These 

systems were built as tutoring aids for students learning 

to troubleshoot electronic devices. Each of the three 

versions of SOPHIE contained the "expert" whose task it was 

to diagnose the fault in the electronic system. The expert 

in the first two versions was a very sophisticated black-

box simulation system. 

In other words, SOPHIE I, when presented with a 
question to answer . . . sets up its own set of 
experiments and from the results, infers an answer to 
the question. (Brown, Burton, and deKleer 1982, 245) 

The authors recognized the weaknesses of such a system for 

their purposes, however: 

The most characteristic shortcomings of nearly all 
simulations is that they have a large number of 
presuppositions built into them, many of which are 



implicit even to their designers. Applying a 
simulation in a new context can be problematic since 
its implicit assumptions may be violated. (Brown, 
Burton and deKleer 1982, 245-246) 

The second paradigm in the field of artificial 

intelligence is based on the cognitive sciences. 

Practitioners within this paradigm are concerned with 

attempting to model cognitive processes on the computer, 

which plays several roles. On the one hand, the computer 

acts as verifier of cognitive theories and models. In this 

role it forces a theory of the mind to be thoroughly 

specified, and, once encoded, the computer functions as a 

test-bed for the theory to determine the theory's accuracy 

and completeness. 

While not all cognitive scientists make the computer 
central to their daily work, nearly all have been 
strongly influenced by it. The computer serves, in the 
first place, as an "existence-proof": if a man-made 
machine can be said to reason, have goals, revise its 
behavior, transform information, and the like, human 
beings certainly deserve to be characterized in the 
same way. (Gardner 1985, 40) 

Once verified and accepted, theories which have been 

encoded can be used in subsequent experiments to test new 

theories and extensions to the original theory. In 

discussing the use of computers in cognitive science, P. N. 

Johnson-Laird has this to say: 

Explicit models of parts of the theory can and should 
be developed in the form of computer programs. Such 
programs should not be thought of as studies in either 
computer simulation or artificial intelligence. On the 
contrary, the point of a program should be to develop 
the general theory. It is thus fruitful to tackle only 
a small part of the theory at any one time: the program 



is small and easy to modify; it embodies principles 
rather than ad hoc 'patches'; and it allows the theory 
to be readily discerned within it. The development of 
such a program is truly a dialectical process, which 
leads to revisions in the general theory, and which can 
even give rise to experimentally testable predictions. 
What the program does is not as important as the 
effects of developing it on the programmer's thinking. 
(Johnson-Laird 1983, xii-xiii) 

Work within the two paradigms is also evident in 

the domain of music. The last few years have seen a 

remarkable growth in the use of computers in the field of 

music including music analysis (Gross 1984; Alphonse 1980; 

Laske 1980; Meehan 1980; Rahn 1980; Roads 1985; Smoliar 

1980), composition (Roads 1985; Holtzman 1981; Risset 1982; 

Xenakis 1971; Hiller 1970; Cope 1987), education (Smoliar 

1980; Newcomb 1985), and performance (Jaffe 1985; Mathews 

1969; Zicarelli 1987; Roads 1986). The reason for most of 

this growth is the decreased price and increased power of 

components for both personal computers and for signal 

processing. The field of computer applications in music is 

very nearly as broad and detailed as is the field of 

computer science itself. 

In the computer music field, most efforts use the 

results-oriented paradigm. The simulation of "intelligent" 

musical activity by computer is common particularly through 

the extensive use of stochastic processes (Zicarelli 1987; 

Risset 1982; Xenakis 1971; Hiller 1970). These stochastic 

techniques are limited however, as even a foremost 

practitioner admits: 



Similarly, synthesis of music through the imposition of 
statistical constraints upon randomly chosen elements 
yields results that may be locally satisfactory, but 
that seem to wander aimlessly without conveying a sense 
of large form. An ergodic process goes nowhere. And 
filtering a random source by rules like those of 
counterpoint is not satisfactory either: as the 
composer Milton Babbitt remarked, the rules of 
counterpoint tell one what not to do; they do not tell 
one what to do. (Risset 1982, 284) 

Stochastic techniques have been applied to everything from 

music composition to music analysis (Gross 1984). 

Considerably less work has been done within the 

second paradigm, and most of that has been based on an 

individual's introspective musings about various musical 

processing skills. Otto Laske (1988) has been working at a 

semantic definition of musical skills as process by 

adapting studies from the realms of artificial 

intelligence. In 1977 Laske proposed a study of music 

perception as a sequential process of learning and 

unlearning propositions about a piece of music in the form 

of bivalence [sic] functions expressed in LISP. In 1988, 

he proposed music processing in a declarative form via 

predicate calculus using Prolog (Laske 1988). 

On the music theory front, Fred Lerdahl, a 

composer, and Ray Jackendoff, a linguist, have attempted to 

formulate a set of rules for the analysis of music. This 

system they dub a generative theory for tonal music and 

it appears to be an effort to combine elements of Chomsky's 

linguistic theories with the reduction concepts of music 



analysis of Heinrich Schenker (1935). Eugene Narmour, 

another theorist who builds on Schenker"s work by refuting 

it, has also proposed a model of music perception which he 

calls an implication-realization model (Narmour 1977). 

Neither of these two theoretical systems have been 

incorporated into machine form, however, and Lerdahl and 

Jackendoff disclaim the notion that such an implementation 

of their theory is possible. 

The only system based on expert musical knowledge 

demonstrated to be viable in a working computer 

implementation is the composer's assistant of David Cope 

(1987). This tool is essentially an expert system designed 

to capture certain specific aspects of the author's own 

personal compositional style and to assist the author in 

various levels of detail in the compositional process. 

Researchers in computer music applications all 

indicate the importance of artificial intelligence to their 

tasks. How then should artificial intelligence 

applications be approached? I believe the implementation 

of machine cognition should begin with research in human 

cognition and domain expertise. This provides a solid 

theoretical base from which to develop an implementation. 

The success or failure of the implementation rests on two 

factors: the correctness of the theories, and their 

suitability for computer modeling. 



The study described in this paper builds a 

cognitive model of music perception based upon current 

research findings and theories in the realms of cognitive 

psychology and music theory. This model has been 

implemented on the computer and avoids ad hoc approaches. 

While the methods used in this study and the results 

obtained may have implications for all application areas of 

music on computers, its purpose is not necessarily directed 

at any of them. Instead, the study is an exploration of 

the feasibility of combining in a computer model 

experimental and theoretical results from cognitive 

psychology with domain expertise in the field of music 

theory. 

As such, the goal of this study is directed more 

toward the field of cognitive science generally, than it is 

to that of computer music specifically. That goal is the 

modeling of a human cognitive process on a computer. 

Performance of the model is a measure of the goodness of 

the theories that form its basis. Evaluation of the 

results is done from a perspective of machine cognition in 

the domain area of music. The goal of this study is not 

automated music analysis. However, since music analysis is 

essentially concerned with the description of music in 

language, we will naturally appeal to analytical theories 

in the evaluation of the results. It should be noted, 

however, that the success of this study is not predicated 



on its performance as an automated music theorist, any more 

than the success of a natural language processing system is 

predicated on its performance as an automated linguist. 

The problem of pattern representation, recognition, 

and manipulation is one which pervades artificial 

intelligence and other fields of computer science as well 

as those of cognition. Deciding what levels of detail may 

be safely ignored is a recurring subproblem in this area. 

One thing which makes humans such powerful pattern 

processors is our ability to ignore a significant amount of 

detail without necessarily missing essential information. 

The issue of filtering information is one which has not 

been sufficiently addressed in the area of pattern 

processing. 

Pattern matching can be found in many guises in 

artificial intelligence applications. The language LISP 

was designed specifically for symbolic computation on 

algebraic expressions. The language Prolog incorporates 

the process of unification which specifies rules for the 

matching of predicates, variables and constants. The area 

of speech processing is largely one of pattern recognition 

where the patterns are phonemes and morphemes in natural 

language. Computer vision and image processing involve 

complex algorithms for recognition of visual patterns 

within some visual scene. 



In speech and image processing the pattern matching 

algorithms are particularly central to recognition. These 

two areas involve so many levels of detail that the 

successful matching of patterns is often obscured and 

hindered either by too much detail, or else by details 

which vary from one situation to another or which have no 

bearing on the desired information. 

The search for good pattern recognition algorithms 

continues today. Successful recognition systems must find 

the best level of detail at which to begin the matching 

process. In character recognition, such systems might look 

for arcs, lines, and angles that provide clues to the 

identity of the character. In speech recognition, they 

might look to separate continuous speech into discrete 

chunks by looking for consonant sounds in the speech that 

provide articulation points for the separation of phonemes. 

The latest trend in pattern processing is that of 

neural networks (see Lippmann (1987) for an introduction to 

the subject). Various algorithms for pattern recognition 

(Hopfield 1986; Carpenter and Grossberg 1986) are used to 

train the network, which is then given a pattern and 

determines whether or not this pattern is acceptable in 

terms of its training. 

Music, like other cognitive domains, consists of 

patterns. According to the music theorist Heinrich 

Schenker (1935), these patterns exist on various structural 



levels. Schenker felt that the mark of a great composer is 

the existence of a close relationship between the pattern 

that can be found at the macrocosmic level of a piece of 

music and the patterns that exist on more microcosmic 

levels. Schenker named these structural levels the 

background, middleground, and foreground. The foreground 

consists of the notes in the piece of music, all of them. 

The background is constrained to be one of three canonical 

forms called the Ursatz, each consisting of three component 

parts: the Kopfton, the Urlinie, and the Bassbrechung. 

(Note that Schenker's theories are proposed for tonal music 

only.) The Kopfton, or cap tone, is either the third scale 

degree, the fifth scale degree, or the eighth scale degree 

of the key of the piece. The Urlinie, or fundamental line, 

is a stepwise descending melodic line from the Kopfton to 

the tonic scale degree of the key in which the piece is 

written. The Bassbrechung, or bass arpeggiation, is the 

broken triad of the tonic chord of the key where the third 

scale degree is usually missing. This missing third scale 

degree leaves us with the familiar I-V-I roots of the chord 

progression which marks the strongest cadence in tonal 

music known as an authentic cadence. (See Forte and 

Gilbert (1983) for a more detailed treatment of Schenkerian 

analysis.) 

The middleground is the level of the musical 

hierarchy which most interested Schenker. The middleground 
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is described as being a recursive reduction of the music 

from the foreground as starting point, to one of the three 

canonical backgrounds as goal. The process of middleground 

yields an undetermined number of layers in the hierarchy of 

this analytic process. 

Schenker viewed this hierarchy as a two-way street. 

The reduction process which builds the hierarchy from the 

piece of music as artifact, is essentially the process of 

analysis done by the music theorist. But to Schenker, the 

original process of composition which created the artifact 

in the first place was the construction of the hierarchy 

from the top (from background) down (to foreground). This 

process of descending from levels of less detail to levels 

of greater detail Schenker called Auskomponierunq, or 

"composing-out". This is why Schenker believed that the 

macrocosmic patterns of a well-composed piece of music 

could be found in the microcosmic patterns: because the 

composer deliberately restricts his materials at the outset 

and, in the process of composing-out, recursively expands 

those materials at ever-greater levels of detail. 

At what level of detail do we perceive a piece of 

music? At what level of detail do we remember a piece of 

music, or any other complex perceptual event? Before 

embarking on relating Schenker's work to the cognition of 

music, let's consider an example. Not everyone can discuss 

music, but most people have read a novel. At what level of 
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detail do we remember a novel? Surely it is a rare 

individual who remembers every word of a novel, even one 

which is very fresh in memory. It is doubtful that even 

the author who has just completed a work can recall every 

word. So, what do we remember? 

At the highest level we probably remember the main 

plot, the central characters, the primary locales in which 

the story is set. On a slightly lower level we might 

remember such details as the relationships among certain 

characters, personality traits, physical appearance (if 

sufficiently described by the author), and a few key plot 

details. As we descend this hierarchy of remembrance, 

depending on how much impact this novel had upon us, we can 

recall more and more details. The actual recall of any 

particular detail, however, is most likely a function of 

its relationship to some higher level detail. Details 

which are relatively unrelated to the plot or main 

characters are most likely the most difficult to remember, 

while details which are central to the plot or characters 

may be the easiest. 

Of course, the act of writing a novel is often 

preceded by the construction of an outline. If we were to 

pursue this analogy further, we could probably find for 

fiction something very similar to Schenker's three 

canonical forms. From this outline, the actual words of 

the novel are eventually developed. And so there is also 
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the composing-out process here: from plot and main 

characters and setting to outline to the actual words of 

the novel: background to middleground to foreground. 

If we look around a little more we can find similar 

processes of recursive descent occurring in many other 

human cognitive endeavors. Computer programming is a 

familiar example. The process of writing a computer 

program is (supposed to be) an act of beginning at a very 

high level of description of the program and incrementally 

generating ever-deeper levels of detail until we finally 

reach the actual statement level of the program. When we 

read a computer program for an understanding (or 

appreciation) of its workings, we are attempting to build 

from the foreground (what we see on the paper) a higher 

level of semantic description of the program, so that we 

may know what it does or how it does it without having to 

remember each and every line of code. This hierarchical 

understanding is totally different from the tree structure 

which is built by a compiler as it checks the syntax of a 

program. 

The above examples are intended only as analogies 

to aid in the understanding of Schenker's theories of music 

and to see how they might be valid in a cognitive sense to 

the memory of a piece of music. This does not imply that 

the work done here can be directly applied to the domains 

of story understanding or the semantics of programming 
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languages. It is conceivable, however, that the concept of 

hierarchical cognition and the application of the theories 

that have been used in this study may suggest a new way of 

attacking the problems in automated modeling of human 

performance in these and other domains. 

The ensuing study and results have implications for 

both the areas of computer music specifically, and 

artificial intelligence in general. The problems involved 

in pattern manipulation in both fields are the same: how to 

rise above the low levels of detail which tend to swamp 

algorithms with information, and capture a broader 

structural view. 

The need for structural descriptions of music by 

computers is defined by Curtis Roads: 

More important, the problem of weak and one-dimensional 
musical representations remains, for it is not only the 
synthesis delay that has hindered creativity. On 
present systems, none of the higher level structural 
information within a piece of music is recognized or 
understood by the computer. (The term "structural" is 
used in the broadest sense to indicate ways of grouping 
small musical units into larger musical concepts.) The 
musical information is stored in the form of numerical 
note lists, stripped of syntactic and semantic 
attributes. It is clear that knowledge representation 
techniques developed in AI research could be useful in 
capturing this meaningful information, allowing the 
musician to work directly with it. (Roads 1983, 167) 

The structural modeling of music on the computer is 

of potential benefit to the music subfields of composition, 

theory, and education. In the field of computer-assisted 

composition, most programs deal with music on a very low 
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structural level. The highest level of representation is 

usually no larger than a single theme. If a computer is to 

function in a more competent role as a composer's 

assistant, it would be preferable for the computer to have 

a larger perspective of a piece of music. 

In music theory, computer programs can serve as 

assistants to theorists performing analyses in much the 

same way that they serve similar functions in other 

analytical tasks. If computer programs could perceive 

musical compositions more on the same level that theorists 

do, then they may be able to reduce the amount of detail 

that theorists would have to focus on, or at least provide 

initial directions in which a theorist could focus his or 

her analysis. 

The field of music education stands to gain in much 

the same ways as any field of education which utilizes 

computers. An intelligent tutoring system requires that 

two cognitive models be present: a model of the teacher and 

a model of the student. Each of these models is multi-

faceted. The teacher model must capture the pedagogical 

expertise of a teacher in order to determine such things as 

the student's progress in the subject matter, selection of 

lessons, modification of teaching plan, and, of course, 

knowledge of the domain being taught. The student model 

must capture the cognitive model of the student and 
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anticipate the student's success or failure at each task 

and the causes for those successes and failures. 

This study provides valuable insight into the 

modeling of music cognition on multiple structural levels. 

The implementation lays the groundwork for close future 

collaboration between the areas of cognitive psychology, 

computer science and domain experts in all fields of 

artificial intelligence. 



CHAPTER 2 

REVIEW OF THE LITERATURE 

Overview 

This chapter will cover two areas of research which 

are pertinent to this study: music theory and composition, 

and cognitive psychology. Because computerized music 

analysis programs, programs for computer-assisted 

composition, and theories of music are all intertwined, 

they shall be covered together in the first section. Where 

they are based on some theory, the discussion of analysis 

and composition programs will be preceded by a discussion 

of the theory on which they are based. The section on 

cognitive psychology will deal only with research which has 

contributed to knowledge of the way humans perceive music. 

Music Theory 

Most of the work which has been done in automated 

analysis uses statistical counts in an effort to categorize 

a piece of music. In composition as well, we find that 

most of the techniques are mostly driven by stochastic 

processes (random number generators) for computer-assisted 

composition, or by permutators of patterns for the 

generation of thematic transformations. Both the 

16 
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stochastic techniques and the pattern permutators function 

on a very low level of "intelligence" in that they have no 

representation for the structure or big picture of a 

piece of music. (Risset 1982) 

Dorothy Gross (1984) is representative of the 

statistical analysis school, having done considerable work 

in the encoding of analytical programs designed along 

statistical lines. Her work resulted in five analysis 

programs: VERTICL, HARMSET, LINEAR, THEMES and COUNT. 

VERTICL is used to organize a piece of music into vertical 

segments and analyze those segments along parameters of 

pitch, rhythm, articulation, or dynamics. The program 

HARMSET is used to supply harmonic analysis (modulations 

not accounted for) in either traditional theory or set 

theoretic terms. The LINEAR program scans a piece for much 

the same information as the VERTICL program does, while 

THEMES looks for themes within a piece. THEMES is 

essentially a pattern matching program which can only find 

literal themes and fragments thereof (including 

transpositions) and provide counts for them. COUNT is just 

that, a program to provide running counts for the various 

results of the other programs. 

More closely associated with the work of this study 

is the system for the study of Schenkerian analysis done by 

Frankel, Rosenschein and Smoliar (1976; 1980). Smoliar 

describes their work as follows: 
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This project is truly interdisciplinary in nature, 
relying heavily on advanced techniques of both computer 
science and music theory. Indeed, it is the 
consequence of examining Schenkerian analysis from the 
point of view of a computer programmer and using 
computer programming to make more explicit certain key 
insights which had been only implicitly stated in 
Schenker's writings. (Smoliar 1980, 41) 

Their system is not analytical, however, but only a very 

useful assistant. 

Smoliar relates Schenker's theories to those of 

Chomsky and appeals to that relationship in the 

construction of his program. The program is essentially a 

LISP representation of a Schenkerian analysis in more rigid 

tree-structure form. As Smoliar states: 

We wish to formulate our analysis as a compounding of 
Schenkerian transformations. Each transformation is 
communicated by typing a command at the terminal. The 
terminal responds by typing back the tree that arises 
as a result of that transformation. The final 
transformation is the one whose resulting tree accounts 
for every note in the composition under analysis. 
(Smoliar 1980, 44) 

This LISP representation essentially consists of two high 

level primitives: SEQ and SIM which stand for 'sequential' 

and 'simultaneous,• respectively. Every piece under 

examination is then to be expressed by the analyst (human) 

as a tree consisting of these primitives and specific 

notes. 

Their program is the first, and, to date, only 

documented computer implementation of any type of 

Schenkerian model. One system for the generation of four-

part chorales has been proposed by Myhill and Ebcioglu 
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(Roads 1983) using constraint satisfaction based on 

Schenkerian theory, but the details of the implementation 

have yet to see print. In fact, most of the work which 

remains to be discussed consists of theories proposed but 

not implemented, or of proposals to implement theories. 

These theories, for the most part, strive for accommodation 

on the computer, but most remain to be implemented. 

In their book A Generative Theory of Tonal Music, 

Fred Lerdahl and Ray Jackendoff (1983) outline a very 

Chomsky-like scenario for a quasi-grammatical approach to 

music theory. They propose the construction of a binary 

tree for every piece of tonal music. This tree structure is 

borrowed from both Schenker and Chomsky, in that they 

propose building it in a reductive manner which is very 

much like Schenker's analysis process, but they propose 

doing it with a large rule base which defines the manner in 

which an analyst might reduce a musical work to this 

structure. 

Their rule base is divided into four procedurally-

oriented categories: grouping rules, metrical rules, time-

span rules, and prolongational rules. Each category is 

subdivided into two more categories: well-formedness rules 

and preference rules. From a transformational grammar 

perspective, these two subtypes of rules bear a striking 

resemblance to phrase-structure rules and transformation 

rules. 
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The grouping rules (well-formedness and preference) 

define how individual notes may be clumped together by 

certain characteristics of proximity, phrasing, and 

dynamics to form musical phrases. The metrical rules 

define how notes may be grouped according to stress, 

length, and contextual metrical considerations. The rules 

of time-span reduction and prolongational reduction define 

how the tree relationships may exist between the groups 

found by the means of the grouping and metrical rules. 

Where this theory seems to have the most difficulty 

is in dealing with the ambiguity inherent in most music. 

Special rules are needed for handling elisions, and much 

appeal is made to the concept of parallelism in the rules 

without any attempt made to define it. Even though the 

binary tree is a nice simple structure, there is no reason 

to accept it as an appropriate representation for music 

cognition. Even the derivation trees employed in natural 

and even artificial grammars (those for computer languages) 

do not attempt to restrict relationships so severely. (Of 

course, it is well-known that Chomsky Normal Form of 

context-free grammars is binary in nature and produces a 

binary derivation tree, but few grammars in the domains of 

either natural language description or computer language 

description make use of this restricted form.) 

In spite of their weaknesses, Lerdahl and 

Jackendoff appeal to a desire for a highly structured 
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theory, and their work has provided food for much thought 

and further development in the struggle to find appropriate 

computer representations for musical structure. 

Eugene Narmour (1977) proposes an implication-

realization model of musical form and structure. He tries 

to take the opposite view from Schenker that 

the characteristic implications of the individual 
parameters would be taken as the postulates, instead of 
the combining action of the realized whole, and we 
would look for rules of dynamic structuring rather than 
for rules of dynamic wholes. The whole would therefore 
be conceived as a by-product of this structuring rather 
than structure being conceived as a by-product of the 
organizing activity of the whole. (Narmour 1977, 122) 

His view is that the composition process occurs from the 

bottom up where the actual notes of the composition may 

form an initiating formation for implications. The 

implications he calls formations and the realizations he 

calls transformations. 

James Meehan proposed using Narmour's theories in 

an automated system (1980). In this article Meehan 

discussed the possibility of a marriage between Narmour's 

music theories and Roger Schank's conceptual dependency 

theory used for natural language processing. Presumably 

this marriage is still in the formation stages, since 

nothing concrete has been reported. 

Otto Laske is a theorist/computer scientist who 

seems to prefer to go it alone. While in most other 

instances the programmers look to the theorists for domain 
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expertise, Laske seems determined to tackle the whole job 

himself. He started out proposing a cognitive model for 

music understanding which he proclaimed as a conceptual 

information processing model (Laske 1980). In 1980 he 

discussed a system which he referred to as a formal 

pragmatics of music based on the Dutch scholar Jos Kunst. 

Laske proposed that musical events are mapped into memory 

in a tripartite structure consisting of perception, action, 

and language, allowing for the existence of nonverbal 

concepts. He constructed a map of musical concepts 

consisting of classes of concepts, musical activities, and 

musical parameters. 

Laske defined listening to music as a walk through 

a labyrinth. In the spirit of this walk, Laske proposed 

bivalence [sic] functions of two or three arguments as 

primitive building blocks of musical labyrinths. He stated 

that 

A bivalence function describes a listening process in 
terms of the incessant cognitive transformation that an 
initially adopted (possibly quite arbitrary) musical 
interpretation is subject to during the listening 
process. (Laske 1980, 77) 

To Laske, listening to music is a constant 

unlearning/learning process in which propositions are 

continually proposed, evaluated, updated, modified, 

reasserted, or discarded. These propositions may be 

represented by the bivalence [sic] functions. He specifies 

three ways in which bivalence functions could interconnect: 
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by consecutive reinterpretation, by insistent 

reinterpretation, and by overlapping reinterpretation. 

The above system, however, has never been 

demonstrated to work in an implementation. Recently Laske 

(1988) published a new article which seems to call for a 

massive thrust to encode the knowledge of human music 

experts in computer systems. He appeals to the use of 

common tools in the field of artificial intelligence with 

the following: 

Whatever the outcome may be, there now exists the 
challenge of attempting knowledge explication in terms 
of objects, methods, rules, blackboards, constraints, 
and related constructs. . . . The contemporary 
musicologist is one of the first humanists to become a 
knowledge engineer. (Laske 1988, 54) 

It appears that one could infer from this article that 

Laske is tired of going it alone, and is ready instead to 

appeal to all the work in artificial intelligence which has 

preceded him. 

Two very recent systems for computer-assisted 

composition bear mentioning for their dichotomous approach 

to the realization of musical expertise on computer. The 

first, called "M" (Zicarelli 1987), is a stochastic-

process-based system for automated generation of music. 

Essentially "M" consists of a number of parameters 

governing its output which may be altered in real time 

(during the actual performance). The output of "M" 

consists of MIDI (Musical Instrument Digital Interface) 
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messages from the host computer on which "M" is installed 

to some arbitrary number of MIDI-equipped synthesizers. So 

"M" is the latest in a long line of quasi random number 

music generators. 

The second composition tool was developed along the 

expert system paradigm by David Cope (1987). The system is 

linguistically based in that the programs were initially 

designed to construct syntactically correct haiku and 

consist of large rule bases. The system was deliberately 

designed to capture Cope's own techniques for composition 

and function as an assistant in his own compositions. In a 

very real sense, this work can be said to be applied 

artificial intelligence in that it incorporates many 

accepted standard techniques now common in artificial 

intelligence applications. 

Cognitive Psychology 

A tremendous amount of research has been done on 

many aspects of music perception and cognition in the areas 

of melody and pitch perception (Dowling 1978; Deutsch and 

Feroe 1981; Deutsch 1980; Dowling, Lung and Herrbold 1987; 

Davidson, Power and Michie 1987; Jones 1987; Palmer and 

Krumhansl 1987; Monahan and Carterette 1985; 1987; Collard 

and Povel 1982; Shepard 1982; Trehub 1987; Boltz and Jones 

1986; Bharucha 1984), perception and cognition of harmonies 

(Bharucha and Stoeckig 1987; 1986; Krumhansl, Bharucha and 
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Castellano 1982; Palmer and Krumhansl 1987), and perceptual 

and cognitive organization of musical events in time 

(Dowling, Lung and Herrbold 1987; Jones 1987; Palmer and 

Krumhansl 1987; Monahan and Carterette 1985; 1987; Pitt and 

Monahan 1987; Povel 1984; Povel and Essens 1985; Deutsch 

1986). This section will present much of the more recent 

results in the three areas of perception and representation 

of the three aspects of melody, harmony, and rhythm. 

It is interesting to note that very little of the 

experimental and theoretical work which is being done in 

the music perception and cognition domain of cognitive 

psychology is utilized by the computer music community. It 

is also interesting to note that the converse is not true: 

the researchers in cognitive psychology seem to have a firm 

idea of what is being done in the music theory and computer 

music applied domains. While Otto Laske quotes John 

Anderson's book The Architecture of Cognition (which does 

not address music cognition at all), he and all the others 

mentioned above appear to be oblivious to all the valuable 

work which is being done specifically in the cognition of 

music. 

W.J. Dowling proposes that memory for melody is a 

function of two components: scale and contour. He 

maintains that tonal scales are overlearned and that 

evidence supports the assumption that these scales have a 

lifetime stability. He reports: 
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I maintain that actual melodies, heard or sung, are the 
product of two kinds of underlying schemata. First, 
there is the melodic contour — the pattern of ups and 
downs — that characterizes a particular melody. 
Second, there is the overlearned musical scale to which 
the contour is applied and that underlies many 
different melodies. It is as though the scale 
constituted a ladder or framework on which the ups and 
downs of the contour were hung. (Dowling 1978, 341) 

Some efforts at memory representations for melody 

developed along the lines of encoding schemes which first 

were used in encoding of visual scenes. Deutsch and Feroe 

(1981) propose such a scheme consisting of a set of 

elementary operators, an alphabet, structures, and 

sequences. Within this encoding system, any melody can be 

represented in this form in a concise, yet highly complex 

format. This encoding scheme is the outcome of earlier 

experiments conducted by Deutsch in which she discovered 

the following: 

Sequences whose tonal structure could be parsimoniously 
encoded in hierarchical fashion were recalled with a 
high level of accuracy. Sequences that could not be 
parsimoniously encoded produced substantially more 
errors in recall. Temporal segmentation was found to 
have a substantial effect on performance, which 
reflected grouping by temporal proximity regardless of 
tonal structure. The results provide evidence for the 
hypothesis that we encode tonal materials by inferring 
sequence structures and alphabets at different 
hierarchical levels, together with their rules of 
combination. (Deutsch 1980, 381) 

Carol Krumhansl and Edward Kessler (1982) quantify 

the perception of each pitch class in major and harmonic 

minor tonalities through extensive experimentation. They 

use a tone-profile technique in which listeners rate how 
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well a probe tone follows a musical element such as a 

scale, chord, or cadence. From this information they 

constructed a quantitative scale of measurement for each 

pitch in major and minor keys, and a spatial map for 

individual chords in a given key. This spatial map they 

found to approximate a torus in shape in that a four-

dimensional space was needed to construct the relationships 

between major and minor chords and a given key. 

Thus, listeners integrate harmonic functions over 
multiple chords, developing a sense of key that may 
need to be reevaluated as additional chords are 
sounded. It is suggested that the perceived relations 
between chords and keys and between different keys are 
mediated through an internal representation of the 
hierarchy of tonal functions of single tones in music. 
(Krumhansl and Kessler, 334) 

They propose three levels of harmonic perception of a pitch 

with respect to a harmony: that of a pitch with respect to 

the key of the entire piece, with respect to the current 

temporary harmony (a temporary modulation to some other key 

than that of the piece), and with respect to the currently 

sounding chord. 

In a later study, Palmer and Krumhansl (1987) 

explored the combined effect of pitch and temporal ratings 

on phrase judgments by subjects in classical music. They 

found that phrase structure perception can be expressed as 

an additive combination of the elements of pitch and 

temporal information. Along similar lines we find the work 

of Mari Jones (1987) who proposes that music may be 
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perceived in the separate dimensions of rhythm and melody 

and that they may be combined linearly. She calls this 

linear combination a joint accent structure. 

In the melody domain, Jones emphasizes the 

importance of melodic accents. 

An accent is anything that is relatively attention-
getting in a time pattern. Melodic accents may be of 
various sorts, but all tend to be beginnings or endings 
of more or less crucial time spans in a musical 
sequence. (Jones 1987, 623) 

These melodic accents consist of contour, interval and 

tonal pitch relationships which are ordered in time. 

She separates types of temporal accents into 

metrical and rhythmic. She defines meter and rhythm as 

follows: 

Meter refers to a temporal invariance property that is 
related to the basic time transformations that are 
exploited by a musical style or genre. . . . The term 
rhythm refers to serial durational patterns. In 
theory, the durations are variations of a specified 
beat period and they preserve certain temporal 
proportions implied by a given meter . . . context and 
deviation are temporal: any relatively long or short 
tonal duration defines a temporal accent. Also, 
silences can determine temporal accents. . . . (Jones 
1987, 624) 

Monahan, Kendall and Carterette (1987) report 

their findings on effects of melodic and temporal contour 

for memory of pitch change. They work from three classes 

of temporal patterns: rhythmically consonant patterns, 

rhythmically out-of-phase consonant patterns, and 

rhythmically dissonant patterns. They found that 

rhythmically out-of-phase patterns and rhythmically 
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dissonant patterns result in poorer pitch-discrimination 

performance than rhythmically consonant patterns. This 

work is related to an earlier work by Monahan and 

Carterette (1985) on the effects pitch and duration have in 

functioning as determinants of musical space. They found 

that rhythmic parameters play a major role in musical 

pattern discrimination. 

Collard and Povel (1982) propose hierarchical tree 

structures for memory representation of serial patterns. 

They claim that the structural tree corresponds to the 

interpretive process that operates on a hierarchical memory 

code. 

In other work Povel (1984) and Povel and Essens 

(1985) investigated the perception of rhythmic patterns. 

Povel (1984) proposes a framework for predicting the 

perceived organization, complexity, and the rhythmical 

value of temporal sequences. His temporal grid is used to 

serve as a time scale of isochronous intervals. An economy 

principle is employed for selecting the most efficient 

grid out of several different possibilities. 

Povel and Essens (1985) propose a coding model to 

capture the internal clock of a listener. They theorize 

that for such a clock (which they describe as being 

flexible and adaptable) to be generated internally depends 

upon the distribution of accented events. 

One very interesting study was conducted by Sandra 
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Trehub (1987) on the perception of musical patterns by 

infants. She found that infants tend to synthesize global 

representations from local details and that they encode the 

contour of a melody across variations in exact pitches and 

intervals. 

Infants have difficulty retaining exact pitches except 
for sets of pitches that embody important musical 
relations. In the temporal domain, they group the 
elements of auditory sequences on the basis of 
similarity and they extract the temporal structure of a 
melody across variations in tempo. (Trehub 1987, 635) 

Trehub's findings have important relevance to this 

study in the sense of a cognitive tendency to relegate 

various details to lower structural levels of cognition. 

This concept was discussed above and will continue to be a 

recurring theme of this paper. 

The remaining chapters reveal the details of the 

study which has been implemented. Chapter three discusses 

the theoretical bases upon which the computer 

implementation was based and consists of two major parts: 

theories of music cognition, and theories of music 

analysis. Chapter four consists of two major parts: a 

detailed description of the parts which comprise the 

analysis programs, and discussion of the computer analysis 

of several pieces of music. The summary and conclusions of 

the study are presented in the fifth and final chapter. 



CHAPTER 3 

THEORETICAL BASES OF THE STUDY 

The study described below has its theoretical basis 

in three sources: cognitive psychology, music theory, and 

data structures. Each of these will be examined in turn 

for its contribution to this study. 

Cognitive Psychology 

Although many research efforts in music perception 

and cognition have paved the way for this study, two in 

particular have contributed the most heavily. Those are 

studies and theories reported by M. R. Jones (1987) and 

Krumhansl and Kessler (1982). Each of these will be 

discussed for its relevance to this work and the 

contribution it has made. 

Jones's paper on joint accent structure (Jones 1987) 

was the first to propose that the cognition of music can 

be broken up into various component parts whose analyses 

could then be reassembled in a linear combination to 

express what is perceived about a piece of music. She 

proposes the analysis of music along the separate 

dimensions of melodic structure and rhythmic structure. 

Her theory is that certain contextual information serves to 

identify musical events as melodically or rhythmically 
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accented. Once these accents are discovered separately 

along their own dimensionality, then they may be combined 

linearly. This linear combination may then reveal which 

elements of a piece of music make a greater impact upon the 

listener than others. In her article she states: 

The rationale of the integrated approach to pitch and 
time relationships is simple. It involves (1) 
identifying those pitch and time relationships that 
function, respectively, as melodic and temporal 
accents, and (2) specifying a higher order dynamic 
structure in terms of temporal properties that emerge 
from the joint analysis of melodic and temporal 
accents. (Jones 1987, 622) 

Jones subdivides the area of melodic accent into 

three subcategories: contour, interval, and tonality. The 

area of contour involves a change in pitch direction of a 

melodic line. Stated simply, a note which is either a local 

maximum or a local minimum in a sequence of notes is 

relatively attention-getting compared to its neighbors. 

Intervallic accents occur when there is a relatively large 

pitch change. When there is a leap from one note to 

another, the note which is the destination of the leap gets 

the intervallic accent. Tonal accents involve the 

relationships between pitches with respect to a tonal 

center. Jones views contour and intervallic accents as 

independent of tonality and primarily local in nature and 

effect, while tonal accents have a more global nature. 

Neither contour change nor pitch-interval change 
depends on an established musical key for its effect. 
Tonal accenting does. In contrast to contour and 
interval accents, which depend on local surprise or 
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"differentness" for contextual salience, tonal melodic 
accents come from confirmation of a contextually 
governed expectation about tonal relationships 
(Bharucha, 1984). A resolving key note at a phrase 
ending exemplifies a tonal end accent that is often 
accompanied by a sense of confirmation or finality. 
These notes function as tonal end accents and their 
effectiveness depends partially upon culturally 
acquired attunements to tonal grammars. (Jones 1987, 
623) 

The second major structural area which Jones 

considers is that of temporal structure. 

Temporal relationships refer to the various differences 
and proportionalities in time spans that obtain between 
musical elements with finite durations, things such as 
tones and silences. The fact that any duration cannot 
be defined without some kind of energy change to 
indicate or mark its beginning and ending is 
significant. (Jones 1987, 624) 

She divides temporal structure into three subunits: tempo, 

meter, and rhythm. 

Jones defines a functional musical time unit as the 

beat period which communicates the pace of a piece of 

music. This beat period provides an anchor against which 

the listener can frame temporal elements. Meter 

incorporates the beat period into larger structures called 

measures. These properties are well known in elementary 

music theory concepts. 

The above three elements interact in a piece of 

music to form temporal accents, according to Jones. 

Like melodic accents, temporal accents are based on 
deviations from a norm that is contextually established 
by serial constraints. In this case, context and 
deviation are temporal: any relatively long or short 
tonal duration defines a temporal accent. Also, 
silences can determine temporal accents, which often 
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follow or precede a pause depending upon the metric 
grouping, pause length, and tempo. (Jones 1987, 624) 

With respect to the interrelationship between meter and 

rhythm, Jones has this to say: 

Meter and rhythm reflect proportional variations of the 
referent time unit according to a fixed constraint 
(meter) or according to a serial patterning rule that 
yields temporal accents (rhythm). But a note of 
caution must be added. This analysis suggests that 
ratio time relationships, expressed notationally by a 
composer, are faithfully reproduced as such in musical 
sound patterns produced by performers. We know this is 
not so. (Jones 1987, 624) 

The above remark concerning the lack of strict adherence to 

time relationships in a musical score in an actual 

realization of that score deserves a mark of emphasis for 

future reference with respect to this study. 

Having examined Jones's parameters for individual 

accent elements in music cognition, we now take a look at 

her theory for the combination of individual accent 

parameters as joint accent structure. 

Joint accent structure refers to a particular 
combination of accents, accent strengths, and time 
symmetries that result when melodic and rhythmic accent 
patterns combine. (Jones 1987, 625) 

Two properties of joint accent structures which she 

mentions are accent couplings and time symmetries. 

Accent couplings she defines as coincidences of accents in 

time, and time symmetries as hierarchical (nested) 

temporal regularities. 

Jones suggests that composers control the degree to 

which a listener perceives; the recurrence of a theme 
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through structural accent functions, and that a listener's 

process of attending to thematic material and remembering 

it are to some extent controlled by the accent structures 

of notes at any given time span in a piece of music. She 

also proposes that joint accent structures can provide 

clues to pattern similarity, or to the matching of less-

than-exact patterns with each other in a musical domain. 

Jones's research and theories form the central 

cornerstone around which the computer realization of this 

study is based. Essentially, each piece of music is 

analyzed along the different dimensions and subdivisions of 

melody and rhythm. These analyses produce quantifications 

of the piece of music along those dimensions which are 

taken to be a cognitive evaluation of individual events in 

the piece. (For this study, a musical event is simply a 

note.) Then her joint accent structures are utilized to 

combine the individual accent results into a hierarchical 

structure of the entire piece. 

While Jones's theories provide a theoretical 

foundation for the computer analysis, there are some 

crucial details which she leaves unanswered. The issue of 

the quantification of pitches within a tonality with 

respect to that of the tonality is one which is crucial to 

the tonal accent analysis. Fortunately, Carol Krumhansl 

and Edward Kessler (1982) provide interesting experimental 

results to aid in this problem. They claim to provide a 
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quantitative, empirical measure of the perceived 

relatedness between the individual pitches and an 

instantiated tonal center. 

Krumhansl and Kessler suggest three levels of key 

instantiation: primary key, which they equate with the key 

of the entire piece of music; temporary alternative key, 

what music theorists might view as a modulation to a 

secondary key; and the key of a single chord. Each of 

these three levels defines the relationship between a 

single note of a piece of music and a harmonic context. 

In addition to the relationship which exists 

between an individual pitch in a piece of music and various 

tonal centers, Krumhansl and Kessler also examine the 

relationship which exists between tonal centers, 

specifically as the relationship applies to individual 

chords and the key of the piece. They state: 

There is also empirical support for the music-theoretic 
description of a hierarchy of stability that applies to 
chords. Two studies . . . have recovered the predicted 
hierarchy in which the tonic, I, chord is the most 
stable, followed by the V chord, the IV, VI, and II 
chords, and finally the III and VII chords. This 
hierarchy has been obtained even in the absence of a 
well-defined tonal context. . . . The focus of the present 
investigation is the characterization of the 
psychological representation of structure at the level 
of musical keys. (Krumhansl and Kessler 1982, 337) 

Using a probe-tone technique, Krumhansl and Kessler 

obtained what they called major and minor key profiles, 

which amount to statistical evaluations of each of the 

twelve tones in the chromatic scale with respect to a tonal 
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center by subjects. They found that these two profiles for 

all keys may be represented most accurately in four 

dimensions by a torus. This four-dimensional 

representation forms the basis for their quantification of 

key distance: the metrical distance between an individual 

chord and a key center. While this representation has the 

most valid basis in empirical evidence, Krumhansl and 

Kessler admit that it is inflexible. This is a flaw 

because the distances between harmonies are fixed from one 

key to another in their representation. This is not 

necessarily the case in reality, however. For example, 

while the dominant and subdominant chords both lie within a 

perfect fifth of the tonic on either side (one above, one 

below), it has long been accepted by music theorists that 

the dominant plays a stronger functional role than the 

subdominant. This difference in harmonic role is 

substantiated by Krumhansl and Kessler, and they admit the 

inflexibility of their torus as a weakness. 

Both the major and minor key profiles and the key-

distance scale which were discovered by Krumhansl and 

Kessler provide quantitative measures used in the computer 

analysis for this study. The actual values which are used 

may be found in the tables in the appendix. These values are 

not necessarily the exact values derived by Krumhansl and 

Kessler, but are true to their findings and have been 

scaled to accommodate the other parameters of the analysis. 



38 

It is important to note that both of the above 

studies in music cognition involve the mental 

representation of musical parameters and structures in a 

hierarchy. Jones proposes a joint accent structure to 

stratify musical events along the combined elements of 

melodic and rhythmic accents. Krumhansl and Kessler refer 

to a hierarchy of stability for chords. This concept of 

hierarchy is central to the computer realization. The 

following section examines two theories of music which are 

based on hierarchical stratification of music from a music 

theorist's viewpoint. 

Music Theory 

Schenker's theories of a hierarchical structure of 

music was discussed above. To recapitulate, he proposes 

that a musical composition can be stratified into three 

hierarchical components: the foreground, at the bottom; the 

background, at the top; and the middleground, which 

actually forms an arbitrary number of layers between the 

foreground and background. Schenker defines foreground as 

the actual notes in the piece of tonal music, while 

the background of a piece consists of one of three 

canonical forms. Each canonical form has three parts: 

Kopfton, Urlinie, and Bassbrechunq; or cap tone, 

fundamental line, and broken bass. The Urlinie is a 

descending scale line in the key of the piece starting from 
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one of three Kopftons which may be either the third, fifth, 

or octave of the tonic triad. The Bassbrechung usually 

consists of the broken tonic triad with a missing third. At 

this point we want to take a closer look at the concept of 

middleground. 

Middleground can be viewed from two different 

angles: from above, that is, approached from the background, 

and from below, approached from the foreground. From above 

we view middleground as composer. It is an intermediate 

stage in the creative process of getting from background, a 

tonal outline, to foreground, the finished product. From 

below we view middleground as theorist/analyst. The 

middleground is perhaps more interesting to the analyst 

than the composer. It is in the middleground that the 

analyst searches for clues to the composer's thought 

processes. If Schenker is right about the great composers 

(that structural elements chosen for a given piece of music 

can be found on both macrocosmic and microcosmic levels), 

then patterns found in the middleground should provide 

clues as to how a particular composer approaches the 

composing-out process. 

So how do we discriminate among these important 

structural elements when viewing the foreground? Forte and 

Gilbert discuss the concept of prolongation: 

In Schenkerian analysis the concept of prolongation is 
basic. Prolongation refers to the ways in which a 
musical component — a note (melodic prolongation) or a 
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chord (harmonic prolongation) -- remains in effect 
without being literally represented at every moment. . . . 
Essentially, a given harmony is prolonged so long as we 
feel it to be in control over a particular passage. 
Melodic prolongation, meanwhile, (is) a melodic motion 
that maintains the effect of a given note despite the 
fact that this note is not literally present all of the 
time. (Forte and Gilbert 1982, 142) 

Forte and Gilbert define three basic types of 

melodic prolongation as that which proceeds from a note, that 

which proceeds to a note, and that which describes motion 

about a note. 

It should be noted at this point that the computer 

programs described below are not actually striving to 

produce a Schenkerian analysis of a piece of music. This 

is not, and never was, the goal of this study. However, 

the Schenkerian concept of hierarchical levels of music is 

an important force behind this work. When results are 

examined, it will be instructive to assume something of a 

Schenkerian eye for the purpose of making sense of them and 

relating the results to the original piece of music. 

A more recent work of music theory, also discussed 

in chapter one, is that of Fred Lerdahl and Ray Jackendoff 

(1983). Its relevance to this study is similar to the 

relevance of Schenkerian analysis. The ultimate goal of 

Lerdahl and Jackendoff's generative tonal theory is the 

construction of a binary tree. This binary tree is 

intended to capture hierarchical relationships between 

musical events (notes) in a piece of music. This obviously 
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implies that some notes are more important than others. 

Lerdahl and Jackendoff attempt to reduce this 

hierarchical relationship between notes in a piece to a 

conflict between tension and relaxation. Their 

prolongational reduction tree is the ultimate goal of an 

analysis in their generative tonal theory and as such they 

state the following prolongational hypothesis: 

Intuitions about pitch-derived tension and relaxation 
in a piece can be expressed in terms of a strictly 
hierarchical segmentation of the piece into 
prolongational regions, such that 
a. each region represents an overall tensing or 

relaxing in the progression from its beginning to 
its end, and 

b. tensings and relaxings internal to each region 
represent subordinate and nonoverlapping stages in 
the overall progression. (Lerdahl and Jackendoff 
1983, 211) 

What is significant about this hypothesis is the assumption 

that a piece of music can be expressed as a strictly 

hierarchical segmentation. 

Thus there appears to be agreement amongst the 

researchers in the realm of cognitive psychology and that 

of music theory, that both the perception of music in a 

psychological sense and the understanding of music in a 

theoretical sense involve the stratification of musical 

events in a given piece into hierarchical levels. These 

levels have been proposed from sub-note levels (Jones's 

individual parameters of melodic and rhythmic accents) to 

super-note levels (Schenker's middleground and background 

structural events and Lerdahl and Jackendoff's reduction 
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trees). 

This study utilizes the findings in music cognition 

to build the lower structural levels. Krumhansl and 

Kessler's tonal maps for major and minor tonalities as well 

as their key-distance metric space provide means for 

quantifying tonal relationships between notes in a piece of 

music. Jones's melodic parameters of contour and 

intervallie distance provide the means for further 

quantification along melodic lines, and her rhythmic 

parameters of contextual durational emphasis and the effect 

of preceding rests on rhythmic accent provide the means for 

quantification along the rhythmic lines. In addition to 

these, a quantification of changes in loudness among notes 

in a piece is used. The importance of this parameter is 

justified by Krumhansl and Kessler: 

Variations in loudness serve to highlight rhythmic 
patterns, further emphasize phrase structure, and 
distinguish between tones constituting the primary 
melodic line and tones serving more ornamental or 
harmonic functions. (Krumhansl and Kessler 1982, 334) 

These various quantifications transform the notes of a 

piece of music from that of pitch, loudness, and duration, 

into a multidimensional set of points, each of which is the 

quantification of that musical event along the above 

parameters. 

Jones, Schenker, and Lerdahl and Jackendoff all 

provide justification for organizing these multi-

dimensional points into a hierarchical space. The question 
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is: does that hierarchical space yield some structural 

information which has particular bearing on the piece of 

music from which it was obtained? 

The following chapter will describe the computer 

implementation for analysis and examine several pieces of 

music which have been analyzed by computer. 



CHAPTER 4 

THE COMPUTER IMPLEMENTATION 

Computer Analysis Programs 

The computer analysis can be divided into three 

stages: data entry and translation of input, cognitive 

dimensional analysis of the input, and hierarchical 

analysis of the multi-dimensional point set which is the 

result of the cognitive analysis. 

Data Entry 

All of the early analysis programs for music 

required that the music be transcribed by hand from the 

printed score into some data representation form. For 

example, Dorothy Gross's suite of statistical analysis 

programs required that music be transcribed into MUSTRAN, a 

representation which her programs could read and understand 

(Gross 1984). 

One disadvantage of this form of data entry is 

immediately obvious: it is extremely tedious. Every note 

in a musical score must be transcribed at least along the 

parameters of pitch and duration. Obviously, the fewer the 

parameters, the less tedious is the task, but also, the 

less information there is to analyze about the piece of 

music. In this day of optical scanners we could perhaps 
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build an optical scanner which could "read" a musical score 

and convert it into something like MUSTRAN. This would 

alleviate the tedium. 

There is, however, one other disadvantage which is 

perhaps not so immediately obvious. No musical score, no 

matter how complete, captures every detail of a musical 

performance. In a cognitive sense, we are interested in 

the human cognition of a piece of music. Very few humans, 

musicians included, can perceive much about a piece of 

music by staring at a notated score. Even if they could, 

the subject of interpretation cannot be broached by such a 

technique. 

If we are to study human cognition of music, then, 

ideally, we would like to have some semblance of a real 

performance to study. This leaves us, at present, with two 

options. 

The first option is analog to digital conversion. 

This most resembles the auditory process of music 

perception. At this point perhaps we should make a 

distinction between perception and cognition. An 

appropriate analogy exists in the natural language 

processing domain. There are essentially two fields of 

research in natural language processing: speech processing, 

and language understanding,, Speech processing requires 

that sound be digitized and analyzed for phonemic and 

morphemic content. In speech processing we are just trying 
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to find what the words are. Language understanding, on the 

other hand, assumes that the words are known, and is 

involved in trying to discover what a sentence (or story) 

means. We might say that speech processing is the 

perception side of natural language processing while 

language understanding is the cognition side. 

While it is quite possible to convert an analog 

electrical signal which represents a piece of music into 

digital form and, at least for monophonic music, analyze it 

along the cognitive parameters described in chapter three, 

this is more a perceptual task than a cognitive one. This 

study is not concerned with these details of the perception 

of music (i.e. the conversion of electrical signals into 

musical scores), only with the cognition of structure of a 

piece of music. Structural analysis should preferably 

be one which has access to as many aspects of performance 

as possible, such as fluctuations in durational values and 

nuances of volume. 

An alternative now exists which satisfies both the 

problems of tedium and of rigidity caused by the direct 

transcription of musical scores. The Musical Instrument 

Digital Interface (MIDI) is a communications device and 

protocol which allows certain aspects of performance to be 

captured by synthesizers and transmitted in code in real 

time to other synthesizers and computers. 
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There are two advantages to this technique over the 

analog to digital conversion method. The first is that the 

amount of data which must be collected as the 

representation of the musical piece is considerably less 

than that of the analog to digital conversion method. The 

second advantage is that much of the information which is 

desired about the performance is already available in the 

transmitted code. Pitch extraction, for instance, is 

unnecessary, since the synthesizer knows which key was 

struck and therefore transmits that information as part of 

its message. 

Each piece which was analyzed in this study was 

played on a MIDI-equipped synthesizer. The MIDI-encoded 

performance was captured by off-the-shelf software and 

stored in a binary file on the host computer. This binary 

file contains all the MIDI data transmitted by the 

synthesizer plus time stamps of those events introduced by 

the software. This binary file format is the starting 

point for musical analysis. 

Each melodic line of each piece was entered 

separately, but synchronized in time with the other melodic 

lines of the piece. Harmonic analysis was done by hand and 

then entered at the synthesizer, again synchronized with 

the melodic lines. One constraint on harmonic analysis was 

imposed by the key-distance scale of Krumhansl and Kessler. 

Their key-distance map only accounts for major and minor 
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chords. Of the traditional triads, these account for only 

half. Augmented and diminished triads are not represented. 

This did not pose a major difficulty in harmonic analysis, 

however, as major and minor triads are by far the most 

commonly used chords in tonal music. There is also no 

measure for chords other than triads, such as seventh 

chords. The approach taken was to analyze the chords for 

harmonic function. For example, a diminished chord built 

on the seventh scale degree of a major key was analyzed as 

a dominant triad, provided that it functioned in the same 

way as the dominant. Dominant sevenths were also analyzed 

as dominant triads. There were very few other compromises 

made in this area, and these were forced by the lack of 

information from cognition theory for music perception. 

The binary file was then converted into a text file 

consisting of nested list structures of the sort found in 

the computer language LISP. LISP was used in the 

(succeeding) cognitive analysis phase of the computer 

implementation. Each note in a melody line is represented 

as a sextuple. The elements in the sextuple are pitch, 

duration, velocity, starting beat, offset into starting 

beat, and phrase code. 

Pitch is an integer from 0 to 127. This is the 

actual MIDI code for a key on the synthesizer. The MIDI 

pitch code was divided by twelve, the number of pitches per 

octave. The remainder of this division yields the pitch-
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class (0 = C, 1 = C#, 2 = D, etc.), the quotient yields the 

octave of the pitch. 

Velocity is an integer ranging from 0 to 127. It 

is a code which is unique to the MIDI protocol and is used 

to measure the speed with which a key is struck. The 

velocity value is usually inversely proportional to the 

amount of time required for the key to travel the distance 

from full up to totally depressed. On many synthesizers, 

velocity may be mapped to any of a number of sound 

modifying parameters, but in most cases it is mapped to 

volume. Volume is the meaning attached to the velocity 

code in this study. The higher the velocity value, the 

greater the volume of an individual note is interpreted to 

be. 

Duration, starting beat, and offset from starting 

beat, together provide all necessary information about an 

individual note in the rhythm-meter domain. The starting 

beat is, quite simply, that: the beat, in the usual musical 

sense, on which the note begins. Each beat, however, is 

divided into 192 pulses, each of which is measured and 

stored in the original binary file. The offset value 

indicates how many clocks from the beginning of the beat 

the note actually starts. This provides the small (or 

large, depending on performer) fluctuations in durational 

values, timing, and phrasing of an individual's 

performance. Duration is an integer which represents how 
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long the note was held during the performance. This 

integer is expressed in terms of number of clock pulses per 

beat times the number of beats the note was held plus the 

number of clock pulses left over. 

The last element of the sextuple is the phrasing 

code. This is an integer in the range zero to three. A 

value of one indicates the start of a slur, a value of 

three indicates the end of a slur, and a value of two 

indicates the continuation of a slur. (A slur is a series 

of notes connected together with no perceptible gap between 

them.) A value of zero indicates that the note is detached 

from its neighbors. 

Chords in a harmonic analysis are represented as 

quadruples. Each quadruple consists of the chord root, 

quality, starting beat, and offset from the starting beat. 

Chord root is an integer from zero to twelve, corresponding 

to the pitch-class mapping described for the MIDI protocol 

above. Octave in this case is irrelevant. Chord quality of 

one indicates minor, of two indicates major. Recall that 

Krumhansl and Kessler's scale only provides for major and 

minor triads. In accordance with Forte and Gilbert's 

definition of harmonic prolongation, a harmony is assumed 

to remain in effect until the next harmony sounds, whether 

or not the chord is still sounding. 

The final file format for a given melodic line 

consists of two lists in LISP notation. The first list is 
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the melodic line itself containing the sextuple 

representation for each note as a nested list. The second 

list is the harmony, consisting of two nested lists, each 

of which is itself a nested list. The first nested list is 

the harmony of the entire piece. Since there is only one 

"global" key for a piece, this is represented by only one 

quadruple in the form described above. The second nested 

list contains the harmonic analysis for each chord change 

which occurs in the piece, also in the quadruple format. 

These harmony lists are used in the cognition analysis to 

track the harmony which is currently sounding for each note 

under analysis and to provide key-distance effects for each 

note with respect to the way in which the immediate harmony 

relates to the global harmony according to Krumhansl and 

Kessler's key-distance metric space. 

Cognitive Dimensional Analysis 

The second stage of the computer analysis takes the 

above-described musical representation and generates a d-

dimensional set of points. Each dimension is the 

quantification of a given note in one of the cognitive 

musical domains. As many as eight dimensions have been 

analyzed during the span of this study before five were 

chosen. The eight are global consonance, immediate 

consonance, key-distance, interval/contour, duration, 

durational change, preceding rest, and volume. All of 
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these parameters were chosen for the importance afforded 

one or more of them by the various authors discussed above: 

Jones, Lerdahl and Jackendoff, and Krumhansl and Kessler. 

Global and immediate consonance are really the same 

evaluation, but under different circumstances. The 

quantification of these comes from Krumhansl and Kessler's 

tonal context scales for major and minor keys (see tables 1 

and 2). In global consonance, each note's consonance value 

is looked up in a table for the key of the piece. The 

immediate consonance values are obtained in exactly the 

same manner, except that, since the harmonic context 

changes in time, the harmony must "track" the notes as they 

change. This was done by using the starting beat, offset, 

and duration values in the note list, and comparing that 

with the starting beat and offset values in the harmony 

list for currently "sounding" and subsequently "sounding" 

chords. Once the correct chord was found, the note's 

consonance value was simply looked up in that chord's table 

exactly as the global consonance was done. In fact, 

although it was unnecessary to do so, in order to avoid 

special cases, global harmony was also tracked in time. 

Therefore global and immediate harmony were treated 

in the same manner. 

Key distance is a quantification of the 

relationship between a sounding harmony and the key in 

which it is sounding. The key distance value for a given 
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note in this study was found by obtaining a note's 

immediate consonance value and subtracting from it the 

immediate harmony's metric distance from the sounding 

global harmony. The metric distance is supplied by 

Krumhansl and Kessler's key-distance map (see tables 3 

and 4). 

Interval distances were found in the usual musical 

sense: as the distance in semitones from one note to 

another. Each note's intervallic value was obtained by 

taking the absolute value of its distance in semitones from 

the preceding note. In the case of the first note of the 

piece, it received the mean intervallic distance of all the 

notes in the piece. This decision was arbitrary as there 

is no quantitative evidence in the literature which 

indicates what this value should be with respect to the 

rest of the intervals in the piece. 

Duration is the amount of time a note sounds. 

There were two problems to confront here. Since each 

note's duration value was measured in 192 divisions per 

beat, these values were often quite large. This posed 

problems for the subsequent step of scaling (discussed 

later). Secondly, with 192 divisions per beat, there was a 

wide range of durational values. This seems inappropriate 

since the number of different durational values in a 

musical score is rather small. Therefore, each note's 

duration was expressed as a multiple of the shortest note's 
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duration, or how many of the shortest duration it would 

take to make one of any given note. Hence, the final 

durational values ranged from 1 to a reasonable number 

(like 32) which helped to minimize very small differences 

in durations without losing all of the nuances in 

performance which were discussed above. 

Durational change is a measure of contextual 

changes in the durations of sequences of notes. Rather 

than take longer durations as having greater cognitive 

emphasis, Jones (1987) asserts that anything which 

introduces change is attention-getting. Therefore, 

durational change was evaluated in order to capture this 

information. The context used in this study involved only 

two notes. Durational change was taken to be the absolute 

value of the difference in duration between a given note 

and its predecessor. The duration used was that obtained 

by the duration quantification. 

Jones (1987) also applies a melodic accent to a 

note which is preceded by silence with the justification 

that this is an attention-getting device used by a 

composer. Hence, each note in the study was assigned the 

value of the amount of silence which preceded it. Also, 

for the volume evaluation, louder notes received a higher 

quantity than softer notes. The quantity used for this 

evaluation was simply the MIDI velocity value. 
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The dimensions which were used in the final analysis 

are key-distance, intervallic distance, durational change, 

preceding rest, and volume. Key-distance was chosen to 

replace both global and immediate consonance because it 

represents both evaluations simultaneously. Likewise, both 

duration and durational change could not be simultaneously 

used since they would place undue emphasis on that aspect 

of the music. Durational change was chosen because of the 

support given by Jones to the importance of change for 

directing attention. 

Once a melody was analyzed along all the 

dimensions, all values were adjusted to a common scale. 

The scale to be used was chosen from the range of values in 

each parameter. The parameter which had the greatest range 

was chosen to provide the scale to which all other 

parameters would be set. Scaling was done so that each 

dimension would contribute equally to the result. Even 

though Jones defines her dynamic accent structure to be a 

linear combination of the melodic and rhythmic accents in a 

piece of music, she does not provide weights for any of the 

accent parameters. Therefore, this study endeavored to 

assure that each dimension would contribute equally to the 

final analysis. It is conceivable that listeners adjust 

the weights they give to different parameters in accordance 

with the type of music they are listening to and various 

expectations and preconceptions about that type and other 
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factors, such as the composer. There is at present, 

however, no evidence of that, nor clues in the literature 

as to how these weights might be assigned. 

Hierarchical Analysis 

Once the multi-dimensional point set was acquired, 

the points were placed in a data structure which 

facilitated their stratification into hierarchical levels. 

Conceptually, this structure resembles a set of concentric 

hyper-spheres which are additionally sliced into pie-like 

wedges. This forms slots which are the intersection of a 

hyper-sphere and a wedge. Points are hashed into the 

slots according to the hashing algorithm. Points found in 

the outermost hyper-spheres belong to the highest 

hierarchical layers, while those in the innermost hyper-

spheres belong to the lowest hierarchical layers. 

The hashing algorithm uses a combination of 

essentially two types of functions to determine in which 

slot a point belongs. Euclidean distance from the center 

of the structure determines which hyper-sphere a point 

hashes to. The wedge in which a point belongs is 

determined by a series of angles of displacement from each 

of the d - 1 planes formed for points in a d-dimensional 

space. The wedge/sphere intersection then defines the 

location in the data structure where the point belongs. 
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This structure was devised to allow the inspection 

of a set of points for its various characteristics without 

having to traverse the entire set. For the purposes of 

this study, however, only the characteristic of 

hierarchical relationships is used. Euclidean distance 

is used as the hash function for the hyper-sphere because 

it provides a metric which satisfies the equal weighting 

desired (in absence of evidence to the contrary, discussed 

above). Two types of centers are used: one located at the 

origin, and one located at the point in the set which is 

closest to the origin (which will be called "smallpoint" in 

the future). The first center tends to cause a great many 

tonic tones in the piece to "float" to the top of the 

structure, while the second tends to provide more 

interesting information about the individual piece. This 

is because the centering of the structure at the 

"smallpoint" enforces an implicit weighting on the 

parameters. This weighting is derived from the context of 

the individual piece of music and the relationships between 

the ranges of the various parameters. 

The number of hyper-spheres created in an 

individual structure is a function of the number of points 

in the set, while the number of wedges is predetermined. 

The radius of the structure is determined by the distance 

of the point farthest from the center. The radius and the 

number of hyper-spheres determine the distance from one 
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concentric hyper-sphere to the next, with this distance 

being constant throughout a given structure. 

At first, the hierarchical relationships of points 

(notes) to each other was evaluated by how they fell in the 

structure, but later, after the distillation process was 

added, the boundaries of the layers of the structure were 

only used to facilitate the analysis of the point set. 

Instead, the points were stratified by percent, and then 

distilled. 

The distillation process was devised as a means of 

automatically stripping out redundancies in the report of 

data, as what one might do with "noise". Once the points 

are mapped into the hyper-sphere structure and the 

requested percentage of points are taken off the outermost 

edges, the points are ordered in time (appearance in the 

music) and redundant elements are stripped out. The 

distillation process amounts to examining adjacent notes 

and, if two adjacent notes are of the same pitch-class, 

the note with the highest hierarchical value is taken to 

represent them both. This is consistent with Forte and 

Gilbert's (1982) definition of melodic prolongation in 

which a note is prolonged over a period of time which is 

greater than the actual sounding time of the note. Notes 

of the same pitch-class which appear in adjacent positions 

of the analysis, but on a lower hierarchical level, mainly 

serve to emphasize the prolongational effect of the 
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adjacent note which appears on a higher level. 

Discussion of Analyses of Music 

Four pieces were analyzed by the above-described 

programs, all from the Baroque period in music history. 

Pieces were chosen from the Baroque period for a variety of 

reasons. First, music of the Baroque period can generally 

be described as being tonal. As the studies in cognition 

are only defined for tonal music, this is a valid 

constraint. Second, the Baroque period abounds in pieces 

which are short, but well developed compositionally. The 

works of Baroque composers such as Bach, Handel, and 

Scarlatti have remained in the literature for centuries. 

Third, many pieces of the Baroque period, particularly 

those of Bach, do not have the timbral constraints on them 

that pieces of later periods have. That is, Bach composed 

music which can be performed on almost anything (and often 

is) and still be not only recognizable, but not really lose 

much in the translation from one medium to another. A 

final constraint on the pieces was that melodic lines be 

easily identifiable and separated, as the analysis 

proceeds on one melodic line of a piece at a time. Pieces 

chosen from the Baroque period tends to keep melodic lines 

intact and not have them bounce around from one instrument 

to another for timbral effect. 

The pieces chosen for analysis are the following: 
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two movements from Sonate II for Flute in G Minor by Handel 

from Seven Sonatas and Famous Largo; the Bach E minor fugue 

from the Well Tempered Clavier, Volume I; and the Bach two-

part invention in F major, number eight. Each of these 

pieces was analyzed in two parts: the soprano and bass 

lines done separately. This approach is quite valid as 

each piece consists essentially of a soprano and a bass 

line. It must be continually borne in mind that what 

appears on the staff in the analysis is the cognitive 

evaluation of those musical elements which have the 

greatest impact as determined by the parameters and 

quantifications provided by cognitive psychology research 

and theory. 

The Handel sonata is unlike sonatas of the 

classical period (e.g., Beethoven, Haydn, Mozart) in that 

not every movement is actually self-contained tonally. The 

first movement starts in the tonic key of the entire sonata 

(G minor), but ends in a half cadence on D major in 

anticipation of the second movement. The third movement is 

little more than a transition between the second and fourth 

movements, never really establishing a key, but instead 

starting in Eb major and moving through a series of 

secondary dominants to a half cadence on D major, another 

anticipation of the next movement. This Eb to D motion has 

been called a Phrygian cadence by virtue of the bll to i 

resolution which is characteristic of music in the Phrygian mode. 
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In figure 1 we find the computer analysis of the 

first movement of the Handel flute sonata. This analysis 

uses fifteen percent of the notes of the entire movement 

before distillation. The data structure is centered at the 

origin. The numbers above the notes indicate the ordinal 

position of the note in the actual piece and soprano and 

bass notes are aligned with respect to their occurrence 

relative to each other in time. The notes in the soprano 

line in this figure which are highest in the hierarchy are 

1, 38, 79, and 136. On a global level, these notes define 

the G minor triad, significant as the key of the piece. 

On more local levels, if we examine these four 

notes closely with respect to their function in the sonata 

movement, we find that they mark the boundaries of 

important structural sections. The first note, of course, 

begins the establishment of the tonality of the piece, G 

minor. Therefore, we might say that prolongation proceeds 

from this note in the following measures which establish 

that tonality. Note number 38 is significant for several 

reasons. First, it marks the end of the first period. 

Second, it marks an authentic cadence in the relative major 

of G minor, Bb major, and therefore we might say that 

prolongation proceeds to this note. In addition, the G to 

Bb relationship is an important one in this piece on both 

the macrocosmic structural level and the microcosmic level, 

as we shall soon see. The other two notes, 79, and 136, 
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define the boundaries of the final period of the movement 

and the culminating half cadence in D major. Thus 

prolongation occurs from the high D (note 79) and to the 

final D (note 136). 

The remaining notes in the analysis provide some of 

the outline of motion which occurs in the melodic line as a 

whole. Some of the notes which appear, when examined in 

their actual role in the piece, seem not to be as important 

as their position in the analysis would indicate. For 

example, why does note number 11, a mere passing tone, 

show up in the analysis? A large part of the reason for 

this is the figured bass realization. If we look at the 

harmony in the accompaniment, we will find that at that 

very point in time, the accompaniment is playing a G minor 

triad. This provides the weight needed to propel this 

passing tone to a level in the hierarchy sufficient to make 

it appear in the analysis. This is not necessarily 

desirable, but it fits the way the analysis is designed to 

work. One last thing worth noting is the descending thirds 

which appear in the second through fifth notes of the 

soprano line. This pattern of descending thirds we find 

mimicked in the bass by notes 22 and 25 and again by notes 

23 and 26. The structural pattern of G Bb A G F which we 

find in the bass line starting with note seventeen, is 

also an imitation of the first five notes which appear in 

the analysis of the soprano line. These sorts of 
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structural imitation are important elements in composition 

and things which Schenkerian analysts look for. 

The third movement analysis (figure 2) uses twenty 

percent of the notes of the movement before distillation 

and is centered at "smallpoint." The most striking thing 

about this analysis is that it consists solely of a 

Phrygian cadence (described earlier). This occurs in both 

the soprano and bass lines as we find the Eb major triad 

outlined, with the Bb reappearing in the soprano, followed 

by the final D on the end. 

The most interesting analyses by far are those 

which were derived from the two Bach counterpoint examples, 

the invention in F and the fugue in E minor. In both of 

these pieces it appears that Bach's smaller structural 

elements are indeed reflected in the larger structure. 

That is, we might be tempted to say that the microcosm is a 

composing-out of the macrocosmic structural outline. 

This analysis was done with fifteen percent of the notes 

before distillation, the structure centered at 

"smallpoint." 

It is quite easy to see in the invention that the 

main theme consists of a rising arpeggiated figure which is 

then offset by a descending scale line. A quick glance at 

the analysis (Figure 3) shows that the arpeggiation figure 

is reflected in the structure. The descending scale line, 

however, does not appear. We may credit one of two sources 
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for this. Either this is a weakness of the analysis 

programs, or, the descending scale is not an element of the 

macrocosmic structure. Another figure which appears in 

various places is the one which sustains an upper note and 

bounces back and forth between it and a lower note which 

moves downward seeking some sort of resolution. (See 

measures 11, 15, 24, 25, 33 in the invention.) This 

figure, which is derived from the arpeggiation, is also 

present in the analysis, notes 171 to 239. 

The analysis (Figure 4) of the E minor fugue from 

book one of the Well Tempered Clavier yields the most 

interesting results. This analysis uses ten percent of the 

notes of the piece before distillation. The data structure 

is centered at the "smallpoint." In both the soprano and 

bass lines a three-note descending motive surfaces in a 

number of places. In every case this motive consists of 

the interval of a third followed by that of a second. In 

the first case, the motive in the soprano is answered 

verbatim by the bass. This echoes the contrapuntal nature 

of the fugue in this macrostructure. If we follow the 

tonal implications of these motives through the analysis we 

also find that they reflect the changing tonal emphasis 

which Bach leads us through in the fugue. After the 

initial ascent which is reflected in the E B F# of the 

analysis, both the soprano and bass state (contrapuntally) 

the three-note motive in B minor, the minor V scale degree 
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of the key of the fugue. The statement of the motive is 

then begun by the bass in the key of A minor and answered 

in that key but on a different scale degree by the soprano. 

Also note that the dominant of A minor, E, is represented 

in the analysis in the form of notes 62 and 63 in the 

soprano and by note 42 in the bass. Those three notes form 

the dominant seventh of A minor minus the fifth, and appear 

just before the bass begins its three-note motive in A 

minor. 

The next statement of this motive in the bass (note 

82) begins an interchange between tonal centers in G major 

and D major. The four intervening notes in bass and 

soprano are an indication of the temporary tonicization of 

C major in measure eighteen of the fugue followed abruptly 

by a reassertion of A minor via the E major, then A minor, 

harmonies. These are followed immediately by a B major 

transition back to E minor. This harmonic transition is 

captured in the analysis by the soprano notes 183, 206, 

207, and 214. Note 183 marks the beginning of the E major 

harmony which functions as dominant of A minor in measure 

nineteen. Note 206 is the third of the A minor triad in 

the counter subject being played by the soprano over the 

bass's subject. Note 207 is the B, in a dominant 

relationship to E, which catapults us temporarily back to E 

minor, the first note in measure 22, note 214, of the 

fugue. What is perhaps most interesting about this last 
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three-note motive is that the notes which form the motive 

are of considerable importance both motifically and 

harmonically. The computer's structural analysis confirms 

the importance of the E by reinforcing it in the bass at 

the same point in time as the soprano resolves to it (note 

194 in the bass). The bass then picks up the three-note 

motive in E minor (having been neglected) and is answered 

literally by the soprano. The soprano then states the 

motive twice in D minor followed by another E major, A 

minor, B major three-note motive statement in the bass 

(notes 300, 307, 308), which provides the last motion back 

to the tonal center of E minor. But before we finally 

settle on the home key of E minor, notice the G-D in the 

bass and soprano of the analysis, notes 346 and 358, 

respectively. This reflects one last little game Bach 

plays with us tonally by tonicizing G major (the relative 

major) in measure 37 of the fugue, followed immediately by 

the dominant of E minor (B major). This dominant is 

reflected in the analysis by note 376 in the soprano. The 

remainder of the analysis shows the reinforcement of the 

tonal center before the piece concludes by restricting 

itself to E's and B's, tonic and dominant in the home key 

of E minor. 



CHAPTER 5 

SUMMARY AND CONCLUSIONS 

The purpose of this study was to draw together the 

best elements of research in the areas of music cognition, 

music theory, and artificial intelligence, and attempt to 

model a music listening system on a computer out of those 

elements. To that extent, the study has been successful. 

While other models have been proposed based upon 

intuition and introspection, no listening model of this 

type has ever been constructed. The only analysis programs 

reported have been very limited in scope and depth and bear 

little or no resemblance to any theory of cognition of 

music. This study has fulfilled a need for an approach to 

automating musical tasks which have some sense of structure 

of music. This need has been felt by those working in the 

domains of computer-assisted composition as well as 

analysis. 

The programs described in this paper have been 

demonstrated to produce results which take a large 

structural view of a piece of music. The analyses of 

pieces of Bach and Handel bear a striking resemblance to 

structural and stylistic analyses which would be done by a 

music theorist. While the analysis programs may not 

70 
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constitute a "glass box" (considered desirable by many in 

the field of artificial intelligence), neither can they be 

relegated to the "black box" category. The knowledge 

representation scheme consisting of a multi-dimensional 

point-set in a topological space is simply a new and 

different representation. Once one becomes familiar with 

the representation, its actions become predictable. The 

topological representation is independent, however, of the 

meaning which is attached to a set of points. This should 

be viewed as one of the strengths of the topological 

representation in the sense that it may be adapted to other 

domains. 

The meaning of the results derived from the 

topological representation depends on the meaning attached 

to the points which inhabit it. In the case of this study, 

those points represent a cognitive evaluation of a piece of 

music. This meaning is substantiated by psychological 

researchers in the field of music cognition. The 

topological meaning of the set of points as a whole is 

substantiated by the music theories of Heinrich Schenker, 

and by those of Lerdahl and Jackendoff. These theories 

emphasize the hierarchical nature of music and its 

representation in the mind of a listener. The final result 

of traversing the edges of the topological space yield just 

such a hierarchical structure for a piece of music. These 

structures provide some surprising insights into the pieces 
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which were not readily apparent to the musicians who 

examined them. Even though the study was restricted to 

tonal western music, the programs involved are general in 

the sense that the evaluation parameters may be changed to 

deal with cognition of other types of music (e.g. not 

tonal), or even other types of data. In this respect, this 

study represents a new means of data analysis which is 

independent of the meaning attached to the data. 

It would be misleading to imply that every analysis 

conducted was as interesting as the Bach fugue. On the 

contrary, some of the analyses produced by the programs 

were so mundane as to provide little or no insight on the 

music analyzed. In these cases one must ask if the fault 

is with the theory, the implementation of the theory, or 

with the composer. Obviously, if we are seeking some 

information about structure and its effect on microcosms, 

and the composer did not include such information in the 

composition, then we are looking for something which is not 

there. Certainly there is more work to be done in every 

related domain in order to provide firmer theoretical 

bases. 

In the music cognition domain, we could use more 

information about how humans process the parameters which 

are used. Are they really linear combinations, as Jones 

suggests, or is there some other interaction which occurs 

between the parameters, perhaps even while a piece is in 
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progress? What about expectations which a listener brings 

to a performance? Surely, we don't listen to Beethoven 

with the same expectations we bring to a hearing of Satie. 

How do those expectations change as a performance 

progresses? Is it possible that the surface of a musical 

performance may be perceived as a static structure in some 

topological space while beneath that surface lurks 

nonlinear relationships which serve to drive the piece 

forward? 

Music theorists, especially those interested in 

computer-assisted analysis, need to become more aware of 

what the cognition researchers are doing. They need to 

seek more rigorous ways of formalizing their theories and 

expressing them. This does not necessarily mean rule-based 

systems (as this study has shown), but rather some means of 

expression which captures the relevant structural elements 

of a piece and how those elements are perceived to 

interact. 

For the discipline of artificial intelligence, this 

study has shown that systems which model the behaviour of 

humans are not ipso facto rule-based. It now seems 

conceivable that at least certain aspects of "intelligent" 

systems can be based upon quantitative representations. 

Not only is this possible, but it may also be desirable. 

The study also provides impetus for looking at the "big 

picture" of problems before we start dealing with minute 
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details. Many artificial intelligence applications and 

much research get very bogged down in minutiae, when 

perhaps some of the details could be ignored. 

Future directions for the computer implementation 

of this work include using the patterns found at high 

levels of the hierarchy to guide pattern searches at lower 

levels. This is consistent with Schenker's theories of 

self-similarity between the macrocosm of a piece and the 

microcosm. It seems likely that humans remember larger 

pattern structures at lower levels of the hierarchy than 

were found by the programs. It is also possible to use 

pitches at the higher levels to demarcate phrase boundaries 

to facilitate the search for patterns. Also, the use of 

the hyper-sphere structure to uncover more information 

about a piece of music or a composer's style needs to be 

investigated, as well as the use of this structure for more 

general topological analyses of music and other data and 

patterns. 

This study opens new doors for those interested in 

research in any field which involves the use of computers 

in music-related tasks. The hierarchical representation of 

musical structures provides a tool not previously realized. 

This tool can, like Schenker's middleground, be used for 

both analysis and composition, simply by reversing the 

direction of the processes. 

It also opens new doors for research in pattern 
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recognition through the development and refinement of 

topological representations of data. Such representations 

can be used to either preserve the topologies of sets of 

points, force sets of points into homeomorphic topologies 

for comparison or evaluation, or map sets of points into 

topologies for other purposes. 

Researchers interested in knowledge representation 

can make use of the multidimensional representation scheme 

for the mapping of information and then define the 

functions which hash the set of points into a topology. 

This, together with traversal algorithms, provide for quick 

extraction of clusters of points which possess similar 

characteristics. These algorithms may either be used for 

preprocessing of data, facilitating more conventional 

subsequent representation, or for forming a knowledge 

representation scheme in its own right. 
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TABLE 1 

MAJOR KEY CONSONANCE VALUES 

Semitones from Tonic Consonance Value 

0 100 
1 . . 1 
2 32 
3 3 
4 57 
5 47 
6 7 
7 75 
8 5 
9 34 
10 2 
11 20 

TABLE 2 

MINOR KEY CONSONANCE VALUES 

Semitones from Tonic Consonance Value 

0 100 
1 . 12 
2 29 
3 76 
4 10 
5 31 
6 . 7 
7 63 
8 44 
9 11 

10 27 
11 25 
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TABLE 3 

KEY DISTANCE OF MAJOR CHORDS FROM 
TONIC IN MAJOR TONALITY 

Semitones from Tonic Key Distance 

0 0 
1 52 
2 48 
3 38 
4 43 
5 25 
6 75 
7 25 
8 43 
9 38 

10 50 
11 58 

TABLE 4 

KEY DISTANCE OF MINOR CHORDS FROM 
TONIC IN MAJOR TONALITY 

Semitones from Tonic Key Distance 

0 25 
1 54 
2 37 
3 62 
4 21 
5 36 
6 55 
7 31 
8 63 
9 17 
10 57 
11 44 
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TABLE 5 

KEY DISTANCE OF MAJOR CHORDS FROM 
TONIC IN MINOR TONALITY 

Semitones from Tonic Key Distance 

0 25 
1 . 43 
2 57 
3 17 
4 62 
5 33 
6 .. 53 
7 . 37 
8 20 
9 60 

10 35 
11 53 

TABLE 6 

KEY DISTANCE OF MINOR CHORDS FROM 
TONIC IN MINOR TONALITY 

Semitones from Tonic Key Distance 

0 0 
1 58 
2 49 
3 38 
4 43 
5 25 
6 75 
7 25 
8 43 
9 39 

10 48 
11 58 
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