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Abstract

This report applies some methods from the theory of group representation to the ques-

tions of program specification and knowledge about programs. The theory is that of a program

as a transformation on a stite space, and operators commuting with that transformation being

symmetries of the program, means of specifying properties, and generators of program invari-

ants. Because a program can simulate a system in the real world, there is a corresponding

model of engineered artifacts, that is, manmade objects having a theory for their design.

iv



AN ALGEBRAIC THEORY OF PROGRAM SPECIFICATION
AND CORRECTNESS USING SYMMETRY OPERATIONS*

J. R. Gabriel

Mathematics and Computer Science Division
Argonne National Laboratory

Argonne, IL 60439-4844

1. Introduction

The question of "program correctness" is complex. By the standards of numbers of proofs actually
performed using the theory, this work does not at present make any progress on the problem. It (and
the preceding papers in the series [Chapman and Gabriel 1986, Gabriel and Chapman 1986, and
Gabriel, Chapman, and Kljaich 1987] do, however, deal with dividing the question of proof into
smaller, better defined parts. Because an informal discussion of this division can help the reader better
understand the rest of the work, we present such a discussion here.

The computations performable by a finite-state automaton (i.e., a real physical computer) using
binary logic in finite time are very limited in comparison to the domain of pure mathematics. For
example, the real number 1/3 is not computable by such a machine. However, since the earliest com-
p'iters were used extensively to perform numeric computation, there is a tendency to confuse proofs
about programs with proofs in real and complex analysis. This is quite natural, but it makes the study
of proofs about programs very difficult. A first step in this paper is to cut the Gordian knot in the fol-
lowing way.

Even though 1/3 is not computable in binary arithmetic, a pair of mutually recursive computations
in binary arithmetic can be defined such that they compute a sequence of binary fractions xl, x2. x3,...
having the limit 1/3. The computation, of course, does not terminate. If the sequence of recursions is
ended by the program after a finite number of terms, the last term is not 1/3, although it may be close
to 1/3. Two questions arise:

" Does the program (perhaps in C) implement the mutual recursion as specified?

" Is the answer "close enough" to 1/3?

This report and its associated documents deal only with the first question.

There is, however, a paradigm for the second as follows. If there is a delta/epsilon proof for a
Cauchy sequence defining the desired result, then it may be possible to define a set of mutually recur-
sive functions generating a Cauchy sequence having the same limit. This set of functions performs in
binary arithmetic the steps of the proof given in real arithmetic. In many cases a result is true about
the "difference" in some sense between the sequence in binary arithmetic (computed by the machine)
and the sequence in real arithmetic (thought of by the mathematician). If this difference is sufficiently
small beyond some term in the binary sequence, then the computation to that term is an adequate

*Work supported in part by the Applied Mathematical Sciences subprogram of the Office of Energy Research, U.S.
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a TRADOC mission, under contract P-86112.
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approximation to the real number.

These kinds of models are the subject of "error analysis." We conjecture that the results of our
work here and in related reports about finite-state automata have analogs concerning limits of non-
terminating ca uLi:rns defined in similar tens to those used here, and that such proofs about "real
arithmetic" are a possible foundation for error analysis and automated numerical programming.
Nevertheless, that is not our concern at the moment. For work related to these questions, we refer the
reader to [Miller 1968].

Although our theory of program correctness omits any discussion of real arithmetic or error
analysis, it still has useful applications. Indeed, it appears quite possible that the very first automatic
electronic computing equipment was used for cryptanalysis and not for calculation of ballistics or
hydrodynamics in explosions.

2. The Model of Correctness

The analysis presented here is source-language independent. It begins from a dataflow
specification using the BGC notation of Gabriel and Chapman [1986] originally defined by Barrow
[1984]. A translator can be used to put any program into BGC standard form; a compiler then can
translate the BGC standard form into mutually recursive functions.

This paper is concerned with the properties of such sets of mutually recursive functions.

2.1. Forms of Specification

If the specification is itself a recursively computable function, then a finite-decision procedure can
often be devised [Bundy 1983, Knuth and Bendix 1970] to prove or disprove equivalence between the
program and its specification. However, this decision procedure, although finite, may be very complex.
As an extreme example, consider a proof of properties for a 32-bit adder. Enumerating all possible
additions of two unsigned 32-bit integers would take longer than the age of the earth-even at the rate
of 1,000,000 cases per second! On the other hand, a person using simple insight about the correspond-
ing circuit built from 74181 MSI chips could conclude far more quickly that the adder was correct.

This paper makes a start on development of formal algebraic procedures in some ways analogous
to "human methods of proof for equivalence between programs and specifications. Our approach
depends on the concept of 'ymmetry properties of a program"-transformations taking one pair of
start/finish states of the program into another.

2.2. Input Equivalences

Previous work [Gabriel and Chapman 1986] showed that a program P is an element of a semi-
group G(L,S,A) describing all possible computations in a problem domain. S is a set of names of vari-
ables relevant to the problem domain, L is a programming language, and A is an abstract machine
defining the properties of L. It is assumed that L and A are sufficient to define a compiler from L to
BGC, and that A (in this case) is a finite-state automaton (i.e., a real computer, as distinct, for example,
from a Turing machine).

The variables in S have declarations in L and meanings in A giving their possible values finite
domains. For example, an eight-bit unsigned integer can take values in the intger set [0..255]. The
domain of values of S is the Cartesian product of the domains of values of its elements. Henceforth,
we shall refer to this domain simply as S, except where this is ambiguous. Any computation in the
problem domain maps all possible inputs (a projection of S) into all possible outputs (another projection
of S). Thus the computation is a mapping of S onto itself, provided S is augmented by error states
reached from invalid inputs, hardware failures, programs running out of time, etc.

There is another view, similar but in the spirit of the BGC formalism. An input operation binds
values to variables named in S [Chapman and Gabriel 1986]. For each input variable, there is a set of
values allowed in the problem domain. Often more than one member of the set leads to the same out-
put. For example, in computation of the square roots of numbers in [1..16] to some fixed accuracy,
more than one result may arise from the same argument, since there are more possible binary floating-
point inputs of given precision in [1..16] than there are possible outputs to the same precision in binary
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arithmetic in [1..4], the range of principal values of the output [Cody and Waite 1980].

Clearly, inputs leading to the same output may be permuted, with no change in the program
specification. Possibly values bound to different input variables may be exchanged as in the following
example. If z=x+y, the inputs x=2,y=3, lead to the same output as x=3,y=2.

3. A Formal Theory of Program Specification

The concept of input equivalence classes leads to a formal theory of program specification. A set
of points in the state space S, or the input state space I for which a program P computes the same out-
put, is an "equivalence class" of inputs with respect to the program P. If T is an operation on the state
space leaving input equivalence classes and output values invariant, then T is a symmetry of P and
commutes with P.

If an operation on an equivalence class leaves the total number of points in the class unchanged,
it can only have permuted them. The set of all operators leaving input equivalence classes unchanged
is a subgroup of the group of all permutations of S.

Given the symmetry group associated with all input equivalence classes, each class can be recon-
structed from a set of input Mtates containing just one element from each cla.:s. This set of input states
is a projection of the whole of S. It has the property that in it there is a 1:1 correspondence between
input values and output values, so that in this space P is an invertible mapping between inputs and out-
puts.

Consider now a set of operators in the space of all output values, mapping some particular output
value (call it R0 ) into the other possible outputs. Since P is invertible, for each operator in the output
space, there is a corresponding operator in the projected input space deriving the single representatives

I; of the equivalence classes C; from Io the input in the class Co from which P computes R0 . Call these
operators leading from one input equivalence class to another U,, and their images induced by P in the
output V. Distinguish the various operators leaving the input equivalence classes invariant by calling
them Tk. The operators Tk, Uk, and Vk together with the input/output pair 1 o and Ro determine the
behavior of P completely.

Conversely, if a specification is given by the two sets of operators and the two corresponding
points Io in the space I, and Ro in the space 0, then these points and operators define the allowed state
space externally visible in the problem domain, and the mapping induced on it by all programs con-
forming to the specification.

The operators U and V are generalized program invariants, in the sense that if U connects two
input values, and V corresponds to U, then V connects the output images through P in 0 of the two
inputs inI.

3.1. A Digression about Pointer Arguments

The model so far has implicitly used a "call by value" model of a program. Two items need to
be addressed in this connection. The first is pointer arguments as used in C, and the second is preserva-
tion of values of input arguments and transmission of output arguments. Consider the following frag-
ment of C:

int f(ip)
int *ip;

The declarations of the program f and its argument ip say that the program computes an integer and
that the argument is not integer, but a pointer to an integer. These declarations do make it clear that at
least part of the output value space is an integer, but the presence of a pointer as an argument leaves
the complete nature of input and output ambiguous. Since C always calls scalars "by value," the rou-
tine, once invoked, cannot change ip, but it can, for example, change a variable at the location ip+2,



-4-

two integers beyond the integer ad ' ssed by ip, in the data space. In fact, the presence of ip as an
argument gives the routine read/write access to the whole data space, and on some machines (the Intel
8086, for example) to the instruction space and all the operating system.

But these freedoms are not exercised by the majority of subroutines except unintentionally. That
is, adjoined to the executable program, there should be a specification of the value space accessed
through ip, and a statement about which elements are to be read, writen, and updated. If this
specification is given, wien the problem is not significantly different from the standard model of this
paper, and the algorithms here can be used to test conformity. If the program is its own specification,
then by definition it cannot be wrong. There is, however, a problem of inference in development of the
specifications for the input and output value spaces.

Good software practice requires a specification, or the assurance that the program is already
correct-in which case, the problem is to derive the specification. This is not an utterly insuperable
task. In principle, a translation to BGC and derivation of a set of mutually recursive functions provide
a specification. But this misses the point. There should always be both a program and a specification
given so that one may be checked against the other.

3.2. The Connection with Group Representations

The variable identifiers defining S are named in some order in the specification from the problem
domain. The ordering of names defining S is defined as this ordering. For a given variable, values may
be ordered by any suitable ordering relationship for that datatype. Since I is a subset of points in S, the
ordering in S defines an ordering inI. Thus there is a 1:1 mapping between consecutive integers, start-
'ig at unity, and points in the value space of I.

Points in the value space of 0 are named by the convention that if R is the image output by P for
an input equivalence class in I, then R is named in 0 by the integer naming the first point in I which is
a member of the class. This establishes a representation of P by a rectangular matrix, having fewer
rows than columns, elements zero or one, all zero elements with row number less than column number,
P;=1 if the i'th point of I is the first of an input equivalence, P=l if the point j of I is in the input
equivalence class belonging with i. P may be transformed to a square unit submatrix in the leading
position and zeros elsewhere by a set of projections of I annihilating all but the first element of each
input equivalence class. A permutation of points in I keeping entirely within input equivalence classes
leaves 0 unchanged. An exchange of two equivalence classes of the same size interchanges their
images in 0.

Thus permutations within equivalence classes correspond to the identity in 0, while permutations
exchanging equivalence classes of the same size cause exchanges in 0. The set of all permutations in I
corresponding to the identity in 0 form a subgroup T1 of the group T of all permutations in I that do
not disturb the structure of 0. This subgroup (see van der Waerden [1964]) is an invariant subgroup,
and the quotient group T/Tl is isomorphic to the set of all permutations in 0 corresponding to permuta-
tions in I of input equivalence classes of the same size. Input equivalence classes in I are irreducible
subspaces with respect to the symmetries of P, since points in an equivalence class all lead to the same
output.

Let the subspace of I containing the first element of each input equivalence class be 1'. Then the
values in 1' have the same integer labels as their images via P in 0. Any permutation of values relative
to labels in I' has an image in 0 comprising the same permutation applied to output values. Some-
times, the definition of P is such that the corresponding relations between values has a simple expres-
sion, e.g., if x+y=z then succ(x)+ysucc(z), where the specification is for addition, and the correspon-
dence is between (x,y) and (succ(x),y) in the input, and z and succ(z) in the output.

This actually happens more often than one would expect, because most programs model events in
the real world connected by conservation laws of just this kind, e.g., "If the general ledger balances
before a set of postings are made, and the postings balance, then the general ledger must balance after
the postings." To pursue this idea very far would take us into the realm of philosophy, but in brief this
happens because the phenomena we understand are repeatable, and the way we recognize a repetition is
by a conservation law of just this kind. That is, if a computation is not defined either by a precisely
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specified set of computable functions or by a set of conservation laws, then the chances are that it is not
properly understood and will not behave as wanted.

3.3. An Example

Let us see how these ideas work in the case of a specification for an adder for unsigned integers.
The adder has three inputs (X,Y,C;) and two outputs (Z,C0 ). X, Y, and Z are N bit integers, and C; and
C0 are the "carry in" and "carry out" bits. It can easily be verified that a case analysis on all possible
values for N=32, for example, would take so long as to be impracticable. Let Max=2**N-1.

The adder is defined by two functions

C,=carry_out(X,Y,C,) Z=add(X,Y,C,)

Here are the symmetries:

1) The variables X and Y are in [0..Max]; C, and C0 are in [0..1].

2) add(X,Y,C,) and carryout(X,Y,C1) are symmetric functions of X and Y.

3) If X>0 and Y<Max, then add(X-1,Y+1,C;)=add(X,Y,C;).

4) If X>0 and Y<Max, then carryout(X-1,Y+1,C;)=carryout(X,Y,C;).

5) If Z=add(X,Y,0) and Z<Max, then Z+1=add(X,Y,1).

6) If Z=add(X,Y,C,) and Z<Max, then add(X+1,Y,C)=Z+1.

7) If add(X,Y,0)=Max, and carryout(X,Y,0)=0, then carry_out(X,Y,1)=1, and add(X,Y,1)=0.

8) If Z=add(X,Y,C,), Z=Max2, and carryout(X,Y,C;)=0, then add(X+1,Y,C)=0 and
carry_out(X+1,Y,C,)=1.

9) If add(X,Y,C)=Max and carry_out(X,Y,C;)=1, then add(X+1,Y,C) causes an overflow error.

10) If X=0, Y=0, C=0, then add(X,Y,C,)=0, carryout(X,Y,C;)=0.

Item 1 defines S, and items 2, 3, and 4 define input eq valence classes. Items 5, 6, 7, and 8
define input/output equivalence classes, and item 9 defines an error condition. Item 10 is the single
numeric case analysis required if the other symmetries can be proved.

It should be noted that the symmetries given above for the adder are not unique. In fact, the fol-
lowing alternative set may be more useful in proofs about hardware. (The reason for the nonuniqueness
can be seen in the formal theory given later.)

A-1) Z = X+Y is symmetric in X and Y.

A-2) If Z = X+Y and Z<Max2, then 2*Z = 2*X+2*Y.

A-3) If Z = X+Y and Z<Max/2, then Z+1 = (X+1)+Y.

A-4) If X>0 and Z>Max and Z = X+Y, then Z-1 = (X-1)+Y.

A-5) If X is even, then X+1 is obtained by inverting the lowest order bit of X.

A-6) If X is odd, then X+1 is obtained by inverting the lowest order zero bit of X and all the l's in
lower orders.

A-7) If X is odd, then X-1 is obtained by inverting the lowest order bit of X.

A-8) If X is even, then X-1 is obtained by inverting the lowest non-zero bit of X, and all the zeros in

lower orders.

4. Iteration, Real Time Supervisors, and System Simulations

There is a class of interesting programs that, in principle, do not terminate. These are process
supervisors of various kinds, for example, operating systems and supervisors of physical plant. In addi-
tion, many simulations of systems in the real world are similar in that they are finite-state automata
whose states correspond within the accuracy of measurement to the states of the physical system, but
could continue to develop indefinitely. It is also the case in quantum mechanics that the wave function
evolves as time passes according to a contact transformation [Gossick 1967, DeWitt 1965], and this also
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continues indefinitely. If the dependence of these processes on the past can be kept as a bounded his-
tory, they can be simulated on a finite-state automaton synchronous with the process (possibly after a
scaling of time for real machines). The model of these cyclic processes, and indeed of any iteration
within a program, is simple. It is

f(S1,S2).- % derive s2 from Si and recurse
state [S1,S2], % Si and S2 are states
p(S1,S2),!, %derivation
g(S2). %recursion

g(S): % Iteration Mechanism
state [SNewState],
not exit(S), % not time to quit
f(S,New_Stcae). % recurse back into f

g(S): % This alternative taken on exit

terminate(S). % do any cleanup needed

All the state transformation is done by the procedure p(Old,New), and a generalization of tail recursion
optimization can be used to bound stack frame memory requirements. The use of "cut" (i.e., the "!"
symbol) indicates that the recursion trail should also be discarded, so that the iteration can run
indefinitely on a finite machine. If this model is used for an iteration inside a program, the procedure
terminate(S) comprises the part of the program executed after the iteration ends. Loop invariants t(S)
are solutions of

invariant(p(X,Y), t(X)):-
p(X,Y), t(X)=t(Y).

which is a well-defined, usually complex problem in unification.

This summarizes the model of iteration in the theory well enough to let the discussion continue
along more general lines, with the effects of iteration being considered where necessary.

5. The Mathematical Theory

The input equivalence classes discussed earlier have a mathematical model. Let I be the space of
values of input variables, and let 0 be the space of values of output variables. A program P is a map-
ping from I onto 0. If P is a 1:1 mapping, it is invertible (but often only with difficulty, e.g., in cryp-
tography). It can also be n:1, but not 1:m since program outputs are (or should be) reproducible.

The set of all transformations of I leaving the input equivalence classes invariant form a semi-
group, their nonsingular subset a group. Both objects are mapped by P into the identity in 0. If the
input equivalence classes in I are numbered 1..N, and a "first" state in each input equivalence class is
identified as S;, then P maps the S; into the complete set of states in 0. Interchanges of states S in I
induce through P corresponding interchanges of states in 0. These interchanges generate a subgroup of
all permutations of states in I, and the symmetric group of all permutations in 0.

5.1. The Defining Properties of Programs Equivalent in the Problem Domain

These three objects-the input equivalences, the exchanges generating the symmetric group in 0,
and their inverse images in P, transforming first states of classes in I- together with the values in I and
0, are the defining properties of P. Any program in any language executing on any machine and hav-
ing these properties is the same from the point of view of the problem domain.

5.2. The Theoretical Nature of Equivalence Classes

This is not the place to belabor a point in abstract algebra, but the formal statement of the theory
of input equivalence classes is probably along the following lines. Since P is a mapping of S onto
itself, it is a generator of a cyclic group, or an semigroup with one or more fixed points. These objects
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are completely reducible [van der Werden 194], the input equivalence classes belong with multiple
occurrences of the same irreducible representation in S, and the mappings from one equivalence class to
another belong either with inequivalent irreducible representations, or different states in the same irredu-
cible representation. Since P generates tidher a cyclic group or a set of fixed points, all the orbits of P

in S are either cycles or degenerate cycles. It: cems likely, although we have not seen a proof, that the
case for cyclic groups, where all irreducible representations are one dimensional, is true also for cases
where cycles degenerate into fixed points.

Thus all states in an input equivalence class are equivalent vectors of a single irreducible

representation of a group or semigroup generated by P and the mappings between equivalence classes
are elements of the commutator algebra for the object generated by P.

In the case of systems described by sets of noncommuting programs, P, P, ... , the usual com-

plete theory of representations seems to apply [Gabriel 1971, Curtis and Reiner 1966].

5.3. Canonical Forms

Suppose S is projected into SI, containing only the first states of input equivalence classes. Then
P is an invertible mapping from Si onto 0, and there exists only one transformation of SI into Si' such
that S1'=0; i.e., P', the mapping from S to 0, is the identity. It follows that there exists only one
rewriting of the lambda functions derived from the BGC form of P into the identity, and so this recur-
sively computable definition of P is canonical. It follows at once that finding the input equivalence
classes is a necessary and sufficient condition for finding a canoical form of the recursively comput-
able definition of P.

The BGC form is, of course, not unique: it depends on A, the abstract machine defining the mean-
ing of the programming language L. Also, unless A is very special, it is usually possible to reorder
operations so as to give the same result.

If A is given, and a unique program is. desired, then the internal variables of the program (elim-
inated by the compilation from BGC) must be given, and at least thei equivalence classes.

6. Finding Equivalence Classes

6.1. The Case of No Iteration

The first step in finding input equivalence classes is to derive the input equivalence classes of
y=h(x), where h(x)=f(g(x)) and the input equivalences off and g are already given. Strictly speaking,
this is the case where h is a program without mutual recursion, except in the interior of f.

Let 1g be the input value domain of g(x). This must also be the input value domain of h(x) since
the declaration of x is the same in both mappings. Let 0g be the output value domain of g, i.e., the
range of the mapping g. Let If be the input value domain off. It is required that If and 0 , be the same
domain; this is the same logical condition as the binding between two ports in the BGC formalism. Let
the values in the output domain of g be V. The corresponding input equivalence classes of g are C;.
By hypothesis, the V; are in 1:1 correspondence with the elements of If, with the correspondence deter-
mined by the names in the argument list for the invocation of g by f, in cases where f and g are pro-
grams, and an analogous assertion about connections in the case where g and f are physical objects.

Given the input equivalence classes of f, these define sets of V;, each set containing the members
of an input equivalence class for f. For each V there is an input equivalence class C; of g, and a
corresponding subset of the input value domain of h.

If V, and V, belong to the same equivalence class of f, the two subsets of the value domain of
inputs to h (one being the input equivalence class mapped by g into V;, and the other being the input
class mapped by g into V,) belong to the same input equivalence class of h, since V and V1 belong to an
input equivalence class off (i.e., they generate the same output off and thus also of h).

Therefore, the input equivalence classes of f are determined by a composition of sets according to
exactly the same paradigm as the composition of input/output mappings implemented by the BGC com-
piler. Thus, since the mapping from an equivalence class in I to a point in 0 is an input/output relation
for an input datatype "class" to an output datatype "point", and if h(x) is represented by
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h(x)=f(cI .ssify(f,g(x))),

where the mapping classify(<function>,<value>) is a mapping from values to inpuL equivalence classes
with respect to <function>, the input equivalence classes of a system may be determined symbolically
in terms of those for its elementary parts by the BGC compiler.

6.2. The Case of Iteration

The paradigm (in pseudo-C) is as follows:

h(p,initial, final)
state initial final;
state p();
I

iterate(p, initial, final);

) ;.
state iterate(func,old final)
state func(),old final;

I
state new;

if exit(old)

(
final=old;return;

)
new=func(old);
iterate(new final);

The corresponding paradigm in PROLOG was given earlier. The essential features are simply put'

" S'=p(S) is the mapping induced by the computation in the interior of the loop.

" The mutual recursion induces a mapping

S"=p(p(p(.......(S))))

such that S" is the first state reached in the recursion such that exit(S") returns "true." There are two
distinct cases to consider:

1. S'" is the immediate predecessor of S" in the recursion, and the recursion has gone so deep that
the mapping S"=p(S"') induces no new equivalence classes. In this case, the amalgamation of
equivalence classes induced by the iteration does not depend on the exit condition and may be found by
solving the equation

equivalenceclasses(p(S))=equivalenceclasses(S)

If the abstract machine supporting the computation were pure mathematics, this question would take us
immediately into the question of extension of fields, Galois theory, and the like, because the recursions
could generate Cauchy sequences. But for computations supported by finite automata, the input
equivalence classes are the objects discussed by J. H. Wilkinson [1961] in the early 1960s under the
heading of "backwards error analysis." This is not to say the questions that arise are easily solved; as is
well known, they are often non-trivial. However, it is interesting that the BGC algorithm introduces a
distinct possibility of automated backwards error analysis.

2. If the exit(S") becomes true before the point is reached where the mapping S'-+p(S) ceases to
amalgamate input equivalence classes, then the computation of amalgamated input equivalence classes
induced by p must cease at the point where exit(S) becomes true. This is the only truly difficult prob-
lem, and it seems likely to be solvable by examination of the class of possible exit states of the
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iteration, and discovery of the input equivalences for each one. This class of states seems possible to
find by backwards analysis of the iterative loop in the manner suggested by Chapman and Gabriel
[1986].

6.3. Determining the Canonical Input/Output Mapping

After a set of input equivalence classes has been found, a canonical invertible input/output map-
ping induced by th,. program may be found, provided that a decision criterion exists for picking one
well-dcfincd input from each equivalence class.

If the input equivalence classes of the primitive modules in the BGC formalism are given, the
BGC compiler as published by Gabriel and Chapman [1986] will generate a well-defined set of input
equivalences for the system as a whole. A suitable decision procedure is thus to take the first member
of the definition for eac class generated by the BGC compiler. To do this, the "first" member of each
class of each primitive member must be given. Once this has been done, the "first" member of each
equivalence class for the system as a whole is known.

The BGC compiler may then be used to derive the invertible mapping from first members of sys-
tem input equivalence classes to system outputs.

7. The Formal Model of Physically Realizable Computation

A physically realizable binary computer is divided into two major subsystems: (1) the Combina-
tional Engine, able to perform any computation in combinational logic on vectors of bits, and (2) the
Control Engine, whose inputs are an infinite sequence 010101010..., called the clock, certain outputs
from the Combinational Engine called the condition flags: overflow, negative result, and the like. The
Control Engine is a finite-state automaton containing a number of counters from l...p managing the
tasks of data and program fetching, and opcode execution.. The Combinational Engine has an abstract
representation as an additive vector space admitting operators, with the vector elements and scalars
being elements of GF(2), the Galois field being of order 2, and the operators being bitwise operations of
GF(2) on pairs of vectors, together with an "end around shift." The Control Engine has an abstract
representation by mutual recursion of functions computable by a small, specialized Combinational
Engine.

7.1. The Combinational Engine

A formal model of computation is needed, somewhere between a Turing machine and a finite-
state automaton. A finite-state automaton is an adequate model of real hardware except that it is at a
higher level than working digital logic and omits some important features relevant to BGC models.
The Turing machine is in some ways too simple, even though a Turing machine with a finite tape is a
good representation, because it does not naturally support a theory of programs as transformations. The
following is a description of a "simple automaton," well matched to the transformation model.

The objects of computation are, roughly speaking, vectors of p bits. Thus a machine with q bits
of registers and flags, and with r bits of memory, is represented by a vector of p=q+r bits. Formally
each bit is an element of GF(2), the Galois field of order 2, and the vectors elements of the p'th Carte-
sian power of GF(2)'. The s:a o two elements of GF(2) is their logical exclusive or, and the product
is their logical and. In Ci(2)P, there is a basis x,i=1...p, where x; has a 1 in the i'th position and zeros
elsewhere. The elemen Lary operations of GF(2) applied bitwise to the x, induce a representation of
addition and multiplicaion in GF(2) reducible into one-dimensional representations of those operators
in GF(2). Let us introduce one additional operator, the "end around shift" x-+x'=s(x) defined by

x;-*x;+ for i<p, x-+x1 .

The operations of shift, addition, and multiplication generate every vector in GF(2)P from x1, making
GF(2)P irreducible with respect to the algebra of these three operators.

We may define a scalar as a vector all of whose elements have the same value from GF(2), and
scalar multiplication as the elementwise product of a scalar and a vector giving another vector. Simi-
larly, the sum of two vectors is the sum elementwise using addition in GF(2). These formally define a



- 10 -

vector space with basis x, i=1...p, admitting the bitwise operators of GF(2) and the shift around.

7.2. The Control Engine

It will be assumed sufficient to implement an RS latch driven by two-bit streams in synchrony
with the clock, since the theory of sequential logic systems built from RS latches and combinational
logic is well known (see the references given by Barrow [1984]).

The elements of GF(2) suffice to implement the y=nand(a,b) function. The definition of the RS
latch is as follows; it is easily translated into BGC input for nand gates if desired.

The system has two external inputs a and b, an external output y, and two internal variables y'

and y". The mutual recursion is

if a=0, then y=1, else y=not(y')
if b=0, then y'=1, else y'=not(y")

The input stream of values i=(a,b) is given as a sequence in synchrony with the 1 bits in the clock
stream. That is, (a,b) may change only at the instant the clock changes from 1 to 0.

The latch state is the sequence of values (y,y',y"). It is determined by the following rules:

1) If (a,b), determines (y,y',y"),, then (y,y',y"), is the system state.

2) If (a,b) does not determine (y,y',y"), then the system state is the immediately previous system
state.

3) The initial input (a,b)o is not (1,1).

It may be easily verified that the states determined by the various possible inputs are

(1 , 1) -> y = not (y') , y' = not ( y") , y"= y
(1 ,0) -> y = not (y') y'= 1 ,y" = y
(0, 1)->y= 1 ,y'=not(y"),y"=y

(0, 0) -> y = 1 , y'= 1, y"= 1

Informally, (a,b)=(1,1) is the "store" input, since the mutual recursion is satisfiable by y=1 or y=o. The
inputs (0,1) and (1,0) are the "set" and "reset" inputs. The input (0,0) is usually inhibited because a
transition (0,0)-+(1,1) will store different results depending on whether a or b changes to I first in the
physical system, and both must change.

7.3. The Formal Result

The preceding paragraphs have shown that a basis spanning GF(2)', the bitwise add and multiply
operations of GF(2), and a shift operator, with the BGC model of mutual recursion as a sequence gen-
erator, suffice to define an algebra with three generators, bitwise +, bitwise ., and shift, operating in an
additive vector space with basis x,i=l .-" p. If this algebra is used to provide the primitive modules of
an BGC model of computation, this model suffices to define physically realizable binary computers, and
any programs executed on them. This, then, is the most general G(L,S,A) for binary computation. The
space GF(2)P has no invariant subspaces with respect to this algebra.

A computation in a problem domain has elementary operations being possibly mutually recursive
combinations of operations from the above. These are a restricted set of all possible operations of the
machine, and the space GF(2)P may no longer be irreducible. That is, invariant subspaces may exist.
In fact, of course, they almost always do, being direct sums of input equivalence classes and their
images induced by the program in the output space.

The mathematical foundation of this paper concerns itself primarily with nonsingular mappings
commuting with that caused by a program. These could have been introduced without reference to
GF(2), but since GF(2) is the foundation both of the virtues of binary computation (arising because vec-
tors of elements from GF(2) have a finite set of instances) and its vices (it does not exactly represent
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the real numbers), having the mathematical foundation provides a solid support for the rest of the work.

8. The Formal Model of the Machiine A of the Problem Domain

This work applies to many different examples of the machine A. But from a practical point of
view in the programming domain, there are only two important kinds of machine. One is the model of
real analysis, intentionally left unmentioned here. The other is a simple automaton reasonably well
representative of real computers; a model of this automaton follows. The domain of program
specification, however, has a rich collection of machines A, each one being a simulation of some prob-
lem domain to be translated by hand or machine into a program.

The simple automaton has five parts: a data memory, an instruction executor, an instruction
memory, a sequence controller, and an evaluation executor.

The data memory is a set of finite, quite large numbers of instances of a finite set cf datatypes; it
may be polymorphic. In simple terms this means that one can say a machine supports a character data-
type, an integer datatype, and a floating-point datatype in data memory. For example, in many cases, if
C is the number of instances of the character datatype (number of characters), I the number of integers,
and F the number of floating-point numbers the data memory can hold, C+4*I+8*F has an upper bound,
M, the memory size in characters.

The machines A describing problem domains differ from the simple automaton in only one
significant way: their instruction executor commands the services of other domain specific automata, as
well as the capabilities of a simple hardware automaton. These domain-specific automata model the
behavior of objects in their problem domains, e.g., the solution of the algebraic eigenvalue problem,
solution of problems in linear algebra, simulation of analog or digital electric circuits, and so on. The
domain-specific servants of the senior instruction executor reflect imposition of more specialized condi-
tions on a problem domain, and corresponding additional symmetries of the programs in that domain.

The instruction memory contains instructions. Usually the data memory polymorphism includes
instructions so that data memory and instruction memory are not distinguished. Bindings between a
value and an instance of a datatype (the integer I and the value 4, for example) are identified with
values in the integer interval [O..M-1], conventionally called their "memory locations." In the case of
separate data and instruction memories, there is a corresponding binding between "statement number"
and "memory location" in those polymorphisms including the instruction datatype; thus, the distinction
between data and instructions vanishes.

The sequence controller determines which instruction from memory is to be executed next: in
hardware terms it performs the opcode and operand name fetches from instruction memory. Most of
the time the sequence controller simply fetches consecutive instructions (this we call "continuous pro-
gram flow"). Some instructions are able to change the value of the state variable of the sequencer
showing where the next instruction must come from, for example, by loading the variable from an
operand; these are the instructions known as "jumps" and "calls." A discontinuity may also be intro-
duced by an external event; this is an "interrupt." Interrupts are usually processed by driving the
sequencer to the "call" state (i.e., behaving as if a call had been encountered in the instruction stream).

Like the sequence controller, the evaluation executor interprets instructions. If the variables in a
problem domain do not overflow the available data memory, then the machine is capable of represent-
ing a point in the domain value space S. If the instructions are the language L describing computations
in the problem domain, and A interprets L, then the machine can perform all possible computations in
the problem domain. This, however, usually requires a complex machine A. Such domain-specific
interpreters are usually implemented by a simpler machine A' and additional data and program memory
for A', together with a program P' in L' obtained by translating the original program P in L into L'. For
the present, however, we shall not concern ourselves with the simple A', and the translation from L to
L'. By definition, the original "complex" machine A has enough data memory to record any element of
the domain value space S, and A can perform any mapping of S onto itself relevant to the domain.

The theoretically important result is that, apart from input/output which cause bindings between
variables in S and values in the external world, the most general possible L is the algebra with rational
binary coefficients and basis the permutation group on the value space of S. Any given L is a subset of
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the elements of this algebra. The symmetries of a program P are also subsets of the algebra; in fact,
roughly speaking, the complete symmetries of P, and the largest semigroup that can be generated from
P, together are a basis for the above algebra. Thus, imposing additional symmetries on some incom-
pletely determined P reduces the degrees of freedom in P. A completely determined P (i.e., a recur-
sively computable I/O mapping) has all of its symmetries explicitly stated. This does not remove
degrees of freedom in an implementation of P on a "lower level" machine A'. In fact, what we want in
a specification at the level of the problem domain is a completely determined P, preferably both as a
set of symmetries (which determine P) and as a recursively computable function (which determines the
symmetries).

9. Nested Symmetry Groups

The example of program development as progressive refinement of a very erroneous specification
is a particular case of a more general theory which runs roughly as follows.

Development of a problem specification can begin in two ways. At one extreme, one may
assume no special symmetries, so that the only symmetry element is the identity. This allows P to be
any element of the algebra defined above. The process of system specification is then removal of
undesired classes of possible programs P by imposition of symmetries. By and large this is a paradigm
of top-down programming because it progressively refines the concept of "program." In precise terms, a
top-down design develops P as a recursively computable function "from the outside in."

At the other end of the spectrum,'one can say begin with P as the identity, and all possible sym-
metries allowed. One then progressively eliminates undesired symmetries (i.e., inputs one "wrong" and
the other "right," both giving the same output) by defining computations close to the "input" part of the
system. In precise terms, a bottom-up design develops P from "the inside out."

Both paradigms lead to nested sequences of subgroups or semigroups, one in the input/output
mappings belonging to G(L,SA), and the other to a similar set of objects in the sequence of allowed
symmetries. Both paradigms have associated risks. Since bottom-up programming eliminates undesired
symmetries, an error may leave an unconsidered erroneous symmetry present in the program. This is
the property that leads to the commonly held belief the top-down programming is more reliable than
bottom up. On the other hand, if the symmetries are incomplete, top-down programming leads to only
one of a class of possible programs; others, still possible within the design, may be smaller, faster, or
whatever. This is the property leading to the traditionally held belief that for very best performance,
one must program in assembler from the bottom up.

A particular set of nested subgroups is one path through a lattice of possible subgroups (or sub-
semigroups) of G(L,SA) or its commutator algebra. This lattice and the closely connected lattices of
reducible representations whose "leaves" are irreducible representations corresponding to the
equivalence classes of S with respect to P (the program being studied) seem to be related both to Dana
Scott's work on datatypes as lattices [Scott 1976] and to "efficient" solutions to the practical problem of
partitioning a large program into smaller modules in a way that somehow does sensible data hiding of
computations nearer the "leaves."

9.1. Top-Down Programming as Symmetry Development

Consider the problem of "debugging" an imaginary program with the following properties:

" It has input output variables defined by some problem domain and declared in some language L,
thus leading to a value domain S associated with a machine A.

" The program reads all input and sets all output variables to zeros or the null string depending on
their declaration and terminates.

" The desired properties of the program are given as a set of symmetries, differing from the second
point above.
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The symmetry of this program as given is the permutation group on S, or alternatively the
Kronecker product [van der Waerden 1964] of the permuation groups on I and 0. This is much more
symmetry than would be possessed by an actual program.

The first task is to take the software specification, given as a set of symmetry properties, and par-
tially order it in a manner corresponding to a top down iterative development using stubs. The ima-
ginary starting program is, of course, the ultimate stub. Its only symmetries (if distinct datatypes are
recognized) is that imposed only by the datatypes in the problem domain.

Having partially ordered the software specifications (i.e., determined which must be satisfied
before others can be implemented), one can now begin program development. In terms of the f(g(x))
paradigm given above for determining equivalence classes, the first level of top-down development pro-
vides an implementation of the mapping y=f(x'), and its equivalence classes can be found from the map-
ping f, and compared to specification using the algorithms suggested previously. In particular, returning
to the example of computing 1/3 discussed in the introduction, it is assumed a mutual recursion imple-
menting any non-trivial property derived from iteration (e.g., use of Newton's method for solving equa-
tions is given in a form known to be suitable for the machine, as part of the program specification).

The next step is to implement x'=g(x") and determine its equivalence classes. The previous dis-
cussion of using the BGC algorithm to do this should apply. This process can be continued; and thus,
as a program is written, a specification is derived largely by automated means.

9.2. Programming Style and Paradigms

The conflict between the end user who wants to tell the programmer how to do a computation,
and the programmer who wants to know only the criteria for success and not a detailed description of
his work for the next year, is illuminated by the theory.

If a product specification is given as a recursively computable function, this is to some extent the
"detailed description." If there are unstated ancillary symmetry requirements, and the function as
specified does not meet them, this is the fault of those who wrote the specification: the cost of repair
lies properly in their budget. Unfortunately, as we have shown, it is not trivial to determine the sym-
metries of a recursively computable function.

The other extreme is to specify only the symmetries. This is a specification of "functional
requirements." The problem here is that if the task is under specified (i.e., some relevant functional
requirement was omitted), a program can be written meeting the requirements can be written and fail to
be of any use in practice.

A middle ground, where both a recursive function and a set of symmetries are given, is probably
best. It is a redundant specification since one part should imply the other, and if this can be tested as
discussed here, it seems likely that many expensive errors would not occur. Moreover, since the theory
also applies to manufactured artifacts (even though this has not been emphasized here), perhaps "end of
product development mismatch" [Livingston 1985] can be avoided more easily.

10. The Connection with Program Test and Validation

A program test (or, more particularly, validation) is experimental verification of one of more
instances of the input/output mapping required by the program specification. There is a formal model
of this under the present theory, and it seems to match careful validation procedures quite well.

Suppose that all the input equivalence classes were known, and all the symmetry mappings
between input equivalence classes. Then the last step of the proof, namely, the single instance of an
I/O mapping leading to all the others, might easily be performed by computation instead of by proof.
Similarly, one might replace some of the analyses leading to knowledge of equivalence classes by pro-
gram executions. Thus a perfectly good formal proof might be performed by a mixture of analysis for
some cases and execution for others. This is one model of program validation, and it seems reasonable
and respectable.

Another model is that a program contains only a finite number of errors, and that there is a high
probability that all these, or at least all the important ones, can be found by sufficiently extensive test-
ing. This second view has weaknesses. There is no guarantee that the sample of test inputs is
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representative of the inputs encountered in practice. Our experience on statistical models of program
failure suggests that if it takes N tests to accumulate a 50% confidence that all errors have been found,
it takes many, many more to accumulate a 99% confidence. Worse yet, as errors are eliminated, it
takes longer and longer to find the next one. Moreover, as one approaches the 99% confidence limit,
the match between the statistical ensemble the input data for tests come from and the statistical ensem-
ble of real inputs becomes more critical in developing the 99% assurance that error has been eliminated.
Finally, in many cases, 99% is not nearly good enough. Consider the following scenario.

One has a database of liens against property, used by the title insurance industry, and one wishes
to test the program. An artificial database of the right size is built from names drawn at random from a
telephone book, with data about the name (the primary key) entered in the "remarks" field of the file.
The retrieval algorithm is then tested once a second for ten days, so that a million tests are run on a file
of roughly 30,000 entries, with each entry retrieved about 30 times and tested for correctness. Part of
the test is a retrieval of the complete file in random order. In this particular case, incoming names are
hashed to a 32-bit key, and the physical primary key of the file is this 32-bit integer. For the validation
to be convincing, we need some theoretical assurance that the hashing algorithm is not a one-to-many
mapping, i.e., that the hashing process, given a particular name, always leads to the same key. This
requires the hashing algorithm to be determinate and not depend on itspast. The hashing algorithm in
the case in point is less than ten lines of code, and an informal analysisis quite easy. But even here,
after an informal analysis, one always wonders whether a mistake might have been made-whether
there might be other, less obvious questions not asked. Because the properties of one "ordinary" key
are the same as those of another "ordinary" key for this indexing algorithm, one is incline: to'ask what
the "extraordinary" keys are. Inspection of the indexing algorithm suggests these are close to the spe-
cial cases key=0 and near 232-1.

11. Practical Implications

It is hard to say just how useful a new theory will be in practice. However, some small experi-
ments have been attempted in using the model simply as a guide to programming. For example, in
coding a Newton's method solution of f(x)=0, given f and an analytic derivative, the recursively written
code was concise and transparent. It was suitable for optimization by program transformation, first by
replacement of the recursion by an iteration (the standard tail recursion replacement that recognizes no
new stack frame is needed), and second by replacement of function invocation by in-line code (as is
done, for example, in basic linear-algebra routine optimization).

These quite old "automated programming practices" raise the question of what more can be done
in the way of automation for algorithms implementing Newton's method. A specification for the
mutual recursion is simple:

function newton(fderv,x)
default datatype float;
user-specified function f,derv;
system constants eps, minderv;
if abs(f(x)) < eps return x;
if abs(derv(x)) < minderv return error("derv too small at

%float",x);
new_x = x - f(x)/derv(x);
return newton(f,derv,new x);

Most of this could be inferred by a quite simple expert system from an even smaller specification. The
only really difficult part is the discovery that the Cauchy sequence defined by

_ (x.)
XM+1_-x" derv(xA)

in real arithmetic, and subject to suitable conditions on f and derv, solves f(x)=0, for some class of func-
tions f.
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In the present state of the art, it tends to be more difficult to write the axioms for an automated
proof of this kind of thing than it is to look up the recurrence and hand-transla'" it into a specification
like the above, which would clearly translate equally well in to C or Ada, and in fact the original ver-
sion was coded in C rather than in pseudo-C. The other issues, namely, the conditions on f(x) and
derv(x) to ensure convergence, are also more in the nature of problems in numerical analysis than in
equivalence between specification and program at the level of specification discussed here.

The preceding is not meant to disparage the importance of good automated proofs for results in
numerical analysis, but only to point out that in their absence, two things must be done:

1) The numerical analysis by hand must be carried as far as a computable specification before it is
complete.

2) Given a computable specification, it is still perfectly reasonable to ask if a program performs the
specified computation. Indeed, there is a class of problems, such as system security, freedom
from deadlock, and cryptography, where it is not just worthwhile but most important to answer
this question.

12. Conclusions

We have presented a formalism for proofs about computer programs. To the extent that classes
of objects in the real world have computable models, it is also a theory concerning exact inference
about objects in the real world, such as manufactured objects of various kinds. We have also suggested
a method for largely automatic derivation of program specifications in the course of top-down software
development. It seems possible that the "elementary" specifications for components written during the
top-down programming task could be obtained by a combination of "compiling" them from code and a
limited amount of conventional validation. Given this elementary data, the BGC algorithm could prob-
ably derive the complete program specification automatically. If a partial set of symmetries were part
of the software specification, these could probably be compared to the derived one by a small expert
system such as SARA [Gabriel 1986].

However, there are some real difficulties not addressed here. It is not obvious whether the pro-
posed algorithms run fast enough to be useful, although recent work by Mills [1986] suggests our posi-
tion in this regard can be improved by a two or three orders of magnitude. A more serious uncertainty
is the complexity of the algorithms, both in the informal sense of the human effort needed to implement
them, and in regard to the mathematical issues connected with "N-P completeness." We hope to put
some of the theories to a practical test on the compiler from BGC in the next year or two.
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