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Discrete event simulation is an important tool for modeling and analysis. Some 

of the simulation applications such as telecommunication network performance, VLSI 

logic circuits design, battlefield simulation, require enormous amount of computing 

resources. One way to satisfy this demand for computing power is to decompose the 

simulation system into several logical processes (Ip) and run them concurrently. In any 

parallel discrete event simulation (PDES) system, the events are ordered according 

to their time of occurrence. In order for the simulation to be correct, this ordering 

has to be preserved. There are three approaches to maintain this ordering. In a 

conservative system, no lp executes an event unless it is certain that all events with 

earlier time-stamps have been executed. Such systems are prone to deadlock. In an 

optimistic system on the other hand, simulation progresses disregarding this ordering 

and saves the system states regularly. Whenever a causality violation is detected, the 

system rolls back to a state saved earlier and restarts processing after correcting the 

error. There is another approach in which all the lps participate in the computation of 

a safe time-window and all events with time-stamps within this window are processed 

concurrently. 

In optimistic simulation systems, there is a global virtual time (GVT), which is 

the minimum of the time-stamps of all the events existing in the system. The system 

can not rollback to a state prior to GVT and hence all such states can be discarded. 

GVT is used for memory management, load balancing, termination detection and 

committing of events. However, GVT computation introduces additional overhead. 



In optimistic systems, large number of rollbacks can degrade the system perfor-

mance considerably. We have studied the effect of load balancing in reducing the 

number of rollbacks in such systems. We have designed three load balancing al-

gorithms and implemented two of them on a network of workstations. The other 

algorithm has been analyzed probabilistically. The reason for choosing network of 

workstations is their low cost and the availability of efficient message passing soft-

wares like PVM and MPI. All of these load balancing algorithms piggyback on the 

existing GVT computation algorithms and try to balance the speed of simulation in 

different lps. We have also designed an optimal GVT computation algorithm for the 

hypercubes and studied its performance with respect to the other GVT computation 

algorithms by simulating a hypercube in our network cluster. 

We use the topological properties of a star network in order to design an algorithm 

for computing a safe time-window for parallel discrete event simulation. We have 

analyzed and simulated the behavior of an open queuing network resembling such an 

architecture. Our algorithm is also extended for hierarchical stars and for recursive 

window computation. 
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CHAPTER 1 

INTRODUCTION 

"Where shall I begin, please your Majesty?" he asked. 

"Begin at the beginningthe King said, gravely, "and 

go on till you come to the end: then stop." 

- Lewis Carroll 

Modeling and analysis of any physical system is of sufficient interest to the scien-

tific community. Simulation is the mechanism of emulating the behavior of complex 

systems by using mathematical modeling. Behaviors of many complex systems are 

studied first before the actual system is built. In some cases the cost of gathering 

information from the physical system may be prohibitive or the task itself may be 

impossible. Therefore simulation comes as the most valuable tool to study the behav-

ior, dynamics and robustness of such systems. To simulate a physical system, we first 

need to describe the system clearly as an abstract model. Simulation is the process 

of modeling, analysis and evaluation of system design options along with testing or 

verifying functionality of components under various operating conditions. 

Simulation systems can be classified into two categories - discrete and continuous. 

In a discrete simulation the state of the system changes at discrete time points; 

whereas in a continuous simulation, the state of the system is likely to change at any 

point of time. A random walk is an example of a discrete system; whereas Brownian 

motion is a continuous process. In the rest of this thesis, we will restrict ourselves to 

the discrete event simulation only, unless specified otherwise. 

1 



1.1. Discrete event simulation 

In the process of sequential simulation, the state of the system at any point of time is 

described by a vector. In a discrete event simulation system, there is an event queue 

which stores the events yet to be executed. There is a timestamp associated with 

each of these events, and these timestamps indicate the discrete time when the events 

should start executing. This event queue is sorted based on these timestamps. There 

is a variable called, Clock, associated with the process of simulation. At any point 

of time the highest priority item is picked up from the event queue and executed. 

This changes the state vector as per the mathematical model and may generate new 

events or annihilate some existing events from the event queue. As these events are 

executed, the clock value is also incremented. Simulation stops when the stopping 

criteria are met. Figure 1.1 shows various components and their interaction in a 

simulation system. 

Simulation 

Clock © 
Update Clock 

Generate new events and insert 

into the Event Queue 

1 ! 1
 1 

! v Change 

state 

Simulation 

Engine 

V J 

Simulation 

Engine 

V J 

Rear Front 

Pick up events 

for processing 

Event Queue 

Figure 1.1: Example of a simulation system. 

Sequential simulation systems can be implemented using two different strategies -

event driven and time driven. In an event driven simulation, events are picked up and 

executed in order of their timestamps. As the events are executed, the value of the 

clock is also incremented. In a time driven simulation, the clock value is incremented 



by one unit at a time (also called a tick) and events are executed as the clock value 

becomes greater than their timestamps. 

Certain simulation applications are notorious for their computational needs. There 

are two ways of solving this problem. Run the same application several times and 

combine the statistics gathered in different runs to produce better quality result. 

This is known as the variance reduction technique. This is useful in cases where we 

are more concerned about the accuracy of the performance statistics. But there are 

other applications, where a faster turnaround is of importance. The solution to such 

problems lies in successful parallelization of the application. 

Parallel discrete event simulation (PDES) has received a lot of attention due to its 

wider areas of applications and enhanced speed-up over a sequential simulation. The 

goal of PDES is to partition the simulation system into a set of independent modules 

which could be run concurrently with low communication overhead and thus reducing 

the running time. There are several computation intensive applications where the use 

of PDES could be beneficial. The most important ones among them are: 

• Predicting system performance 

• Training of personnel for complex systems' 

• Computer/communication networks 

• Parallel computer architecture 

• Logic circuit verification in VLSI design 

• Battle field simulation 

• Air traffic control systems 



• Telephone networks 

1.2. Concurrent vs. Distributed Simulation 

Two types of parallel simulation models (concurrent and distributed) have been de-

veloped over the years. Concurrent simulation [56] is more suitable for shared mem-

ory multiprocessor systems. The simulation engine is based on a set of symmetric 

processes, each of which is executed on a separate processor. There is a global con-

current pending-event set stored in the shared memory. The simulation engine works 

in phases. In the event scheduling phase, new events are scheduled and inserted into 

the pending-event queue. In the state-variable phase, a set of events are selected from 

the event-queue for processing and states are updated and computations specific to 

the selected simulation events are performed. The synchronization constraint is only 

restricted to the state-variable phase. So, if there are p processors, then p events 

are simultaneously fetched from the global event queue for execution. This type of 

parallel simulation is load balanced by nature. However, all the p events fetched may 

not be independent of each other. We will discuss more about this when we discuss 

the problem of dependency. 

In a distributed simulation on the other hand, the physical system is modeled as 

a set of independent processes (called lps or logical processes) which interact among 

themselves at discrete time points by message passing. Each of these logical pro-

cesses are mapped onto a physical processor. Logical links between the processes are 

embedded in the underlying interprocessor communication network. This helps in 

maintaining a modular view of the simulation model and provides a natural means 

for exploiting parallelism. Figure 1.2 shows mapping of 16 lps in a completely con-

nected multiprocessor system of four processors. The communication between lps is 



represented by a graph, called Ip-digraph, in which every node is associated with an 

lp and there is a directed edge from one node to another if message transfer takes 

place between the corresponding lps. Figure 1.3 shows the example of an lp-digraph. 

Figure 1.2: A mapping of lps to physi-

cal processors. 

Processor 1 

Processor 3 Processor 2 

Processor 4 

Figure 1.3: An lp-digraph. 

These two different models of parallel simulation can further be divided into dif-

ferent subclasses based on the way of handling synchronization constraints among 

various processors. 

1.3. Problems in parallelization 

In any simulation system, there is a strict ordering of events over time which must 

be enforced to ensure accurate results. In PDES, since the events are processed by 

several processors, a synchronization problem is introduced. Parallelization of discrete 

event simulation is a difficult problem due to this inherent sequential ordering among 

the events. 

There are two types of parallelism in a simulation system. One type is inherent in 
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the problem, which can be decomposed into subsystems not influencing each other to 

a great extent. On the other hand as simulation progresses and events are generated, 

it may be possible to segregate events which can execute in parallel. Let us consider 

an example where we want to study the growth of a species over a region. The region 

consists of three islands as shown in Figure 1.4 and the habitants of the islands 

migrate from one island to another sometimes. We can model the system with three 

lps. Each lp will simulate the growth of one island. Migration of individuals from one 

island to another can be incorporated into the system in the from of message passing. 

The lp-digraph of such a system is shown in Figure 1.5. The solution obtained at the 

individual lps at the end can be put together to get a solution of the whole problem. 

This is an example of parallelism inherent in the problem. 

Island 2 

Island 1 i 

Island 3 

Figure 1.4: A region consisting of three islands. 

Success of parallelization also depends on being able to execute several events 

successfully. There are two types of dependencies among events in a simulation system 



lp 2 

lp 3 

Figure 1.5: Three lps modeling three islands. 

- data dependency and time dependency. An event ej is data dependent on another 

event e,-, if t j uses some data manipulated or changed by e,-. An event ej is time 

dependent of another event e,-, if execution of e3 can not precede execution of et. 

These two types of dependencies make the simultaneous execution of several event 

a challenging task. Figure 1.6 shows dependencies among ten events in a system. 

Events e0, e\ and e2 are independent and can thus be executed in parallel. 

1.4. Different approaches for PDES 

Synchronization problems in PDES occur due to out of sequence execution of events. 

Since events are executed across processors, it is not always possible to figure out 

the right ordering among them. So, best way to solve this problem is to encode the 

synchronization information within the event itself. This synchronization information 

is a t imestamp based on a global time as it is done in a sequential execution. 

Traditionally all solutions to PDES (parallel discrete event simulation) synchro-
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Figure 1.6: Dependencies among events in a simulation system. 

nization problem came from two distinct approaches - conservative [14] and optimistic 

[53]. The conservative approach was suggested simultaneously by Chandy and Misra 

[15], Bryant [11] and Peacock and Manning [90] and optimistic approach is due to Jef-

ferson [53]. For surveys of different approaches, improvements and analysis in parallel 

and distributed simulation, refer to [31, 61, 33, 79, 82]. 

Both of these approaches are very general in nature and do not exploit other 

available information like network topology, problem structure, ability of the system 

to predict near future. There have been a lot of controversies regarding superiority 

of one approach over the other. Any of these approaches may do well over the other 

if we take into account parameters like memory requirements, rate of progress of 

simulation, message passing overhead, the number of processors needed, and so on. 



1.4.1. Conservative PDES 

In a conservative approach, no event is allowed to execute until it has been established 

with certainty that no event with timestamp less than that of this event will arrive in 

future. Every processor sends a message to all of its neighbors informing the earliest 

time of arrival of a message in the corresponding links. The processor then computes 

the earliest time when it is likely to receive a message from its neighbors and advances 

its simulation clock accordingly. In a conservative approach, certain processors may 

remain idle just to ensure correct order of computation. Secondly there may be a 

deadlock at any stage. So, we need an efficient mechanism for avoidance, detection 

and prevention of deadlocks. Deadlock can be avoided with the introduction of null 

messages [14], which guarantees that no arrival will occur with a timestamp less than 

that of the actual message. Since null messages consume system resources various 

approaches to reduce the number of null messages are discussed in [13, 110]. The 

technique is to use the lookahead predictability of the system and include other state 

information about the system in a null message. 

Figure 1.7 shows our simulation system for population growth in the three islands. 

There are three lps each of which is connected to the other two by bi-directional links. 

The value on each of these links is 0, indicating that earliest time when a message 

may arrive over that link is 0. Now there is a deadlock in the sense that no lp can 

proceed with its own simulation since it does not know when a message may arrive 

over any one of the two incoming links. Suppose there is a minimum time of 0.2 

time units for an individual to migrate from one lp to another and contribute to the 

population growth. Then each lp can reason that even if it were to receive a message 

at time 0, it can not send a message before 0.2. This information can be sent in the 

form of a null message to the other lps. Due to these null messages the values on 
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each of the links will increase to 0.2 and simulation at each of the individual lps can 

progress upto that point. This is shown in Figure 1.8. By this way after several 

round of null message passing, the value on each of the links will become 3 and then 

we have an arrival from lp2 to lp\, which can be simulated. This situation is shown 

in Figure 1.9. 

L 3 : 4 

L2 : 11 

L2 : 15 
© — © 

© 
L2 : 7 

L 2 : 10 

LX : 20 

LIS 3 

L3: 12 

LX: 14 

Figure 1.7: Population growth simulation system at the beginning. 

U:ll 
L 2 : 1 5 

Li: 3 

12 

Li: 14 

Minimum Time to generate next event = 0.2 

L2: 7 

L f 10 

LJ; 20 

Figure 1.8: Link times become 0.2 after one round of null message passing. 
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L2:ll 
L 2 : 1 5 

L l : 3 

L3: 12 

Lx: 14 

Minimum Time to generate next event = 0.2 

L2: 7 

L f 10 

L t : 20 

Figure 1.9: After 15 rounds of null messages, lp2 can simulate the departure of the 

message to lp\. 

1.4.2. Optimistic PDES 

In an optimistic approach (also known as the time warp mechanism), every proces-

sor proceeds with its computation without any constraint but taking checkpoints at 

regular intervals. In case of a causality error, it simply rolls back in time discarding 

some of its recent computations and proceeds again from the rolled back state. The 

optimistic approach needs both space and time to save state variables and perform 

rollback. Since processors work independently, some of them may be far ahead in 

simulation time compared to others. Hence any such processors may receive a mes-

sage from another processor corresponding to a time less than its simulation time 

reflecting an out of order computation. Such an event is called a straggler event 

or an event from the past. The straggler events are primary causes of out of order 

computations. To cope up with this situation, one needs an efficient mechanism for 

the system to rollback to the state just before the time of the straggler event. But 

an out of order computation might have sent messages to other processors during its 

execution. These messages also need to be canceled since they may contain erroneous 
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information. This is a secondary source of error which may have a cascading effect. 

The book chapter by LeMaster et. al. [61] contains a detailed description about the 

problems and implementation of such a paradigm. 

If optimistic simulation strategies were adopted in Figure 1.7, then each lp will 

proceed with its simulation and save states after a regular interval, say, one second. 

In such a case, the lp\ may simulate its subsystem upto say 4 and then receive the 

message from lp2 with timestamp 3. Then Ipi will rollback to a state saved at time 

3 and restart processing from there taking the new message into consideration. 

1.4.3. Hybrid strategies 

There is yet another class of protocols that depends on the lookahead predictability 

of the system. These are called time-window protocols [3, 102] which are mostly 

conservative in nature. Every processor predicts its earliest message generation time 

and a safe window [t, t + <S] is constructed based on these predictions. Processors are 

allowed to perform computations falling within this window. As simulation progresses, 

the window also slides in the forward direction. The window concept is similar to 

that of an optimistic approach. 

Figure 1.10 shows how the window computation may progress in our example. 

Each lp will compute its earliest message generation time and send it to a manager 

(which may be one of them). These will be 4 for /pa, 3 for lp2, and 7 for lp3, the 

minimum of them being 3. So the window in the first step will be [0,3] and all the 

events falling within this window can be processed concurrently. Similarly the window 

will slide to [3,4] in the second step by the same logic. 
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L2:ll 

L 2 :10 

Lx: 20 

Window computation 

Step 1: [0,3] 

Step 2: [3,4] 

Step3: [4,7] 

Figure 1.10: Window computation. 

1.5. Representation of a simulation system 

Any system can be described from two levels - structural and behavioral. A struc-

tural description defines the interconnection or interplay between different objects 

in the system. A behavioral description must include the action and changes likely 

to occur in the system. Several graphical techniques are available for structural de-

scription of a simulation system. These along with information like stopping criteria, 

transition behavior, initial state determines the behavior of the system. Graphical 

models commonly used for this purpose are process networks, Petri nets, stochastic 

state machines, and event graphs [99]. 

In a process network, each process is represented by a block, having an input 

queue and an output queue. An arc from one block to another indicates message 

passing between them. A process in a block may pick up an event from the input 

queue and execute it producing further events for its output queue to be routed to 

other processes. This type of description tend to be very complex for large simulation 

models. 
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In the basic Petri Net model [85], there are a number of places indicated by circles 

and a number of transitions indicated by horizontal bars. An arc connects a transition 

to a place or vice versa. A place is defined as an input to a transition if there is an 

arc from the place to the transition. Similarly we define a place to be an output to a 

transition if there is an arc from the transition to the place. Each place may also be 

associated with one or more tokens represented by black dots. A transition gets fired 

when each of its input places contains a token. After a transition is fired, a token is 

placed in each of its output places. There are other variation and extensions to this 

basic model, including timed Petri nets, stochastic Petri nets etc. Petri nets are quite 

useful for modeling behavior of complex systems. Availability of a large number of 

analytical tools make them more useful. 

In stochastic state machines [99], every state of the system is denoted by a node 

and arcs mark transitions from state to state. Each arc is also labeled with the 

rate of transition. For relatively simple models with relatively fewer states and with 

exponential waiting time in states, such a representation is ideal. But this approach 

become unacceptable for a complex system with a large number of states. This is due 

to the fact that we have one node for every state in the graph. 

In an event graph [99], vertices represent changes in the system variables and every 

edge is marked with a condition and a delay. An arc from vertex A to B marked 

with (t, C) indicates that the system state variables will change from A to B after a 

delay of time t if condition C is satisfied. Scheduling multiple occurrences can also 

be indicated by associating a number with each vertex. 
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1.6. Load balancing 

Load balancing in the general context is a very widely studied problem. Load balanc-

ing tries to achieve improved system performance such as minimizing the response 

time, maximizing the throughput or resource utilization etc., by means of distribut-

ing the computing load among processors. There are three important aspects of load 

balancing - load distribution mechanism, load information management and load bal-

ancing strategy. Load distribution mechanism is concerned with issues like who should 

invoke the load balancing algorithm and how often should the load balancing take 

place etc. Load information management decides what information should be man-

aged, how should it be represented and how often should it be collected etc. Load 

balancing is a hard problem. There are approximate algorithms as well as heuristics 

for load balancing. Load balancing strategy decides which algorithm should be used. 

Load balancing in the context of PDES is slightly different from load balancing in 

general. In the context of PDES, load balancing has not been studied so widely. Most 

of the research on load balancing in PDES has also focused mainly on the conservative 

algorithms. In optimistic approach, in order to reduce the number of roll backs, it is 

not enough to balance the computing load among the processors. We would like the 

load to be distributed such that the simulation progresses almost at the same rate in 

every lp. This makes load balancing in optimistic PDES more challenging. 

1.7. Motivation of this dissertation 

There has been a constant debate about the superiority of the parallel simulation 

approaches. Each one of them is found to be more suitable for a specific type of 

application. For each of these approaches, it is also possible to design a scenario in 
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which the performance will be bad. The conservative approach suffers from the prob-

lem of blocking and deadlock. So researchers have tried to improve the performance 

of the conservative simulation system by designing faster deadlock handling routines. 

Blocking is reduced by using different characteristics of the simulation application 

such as lookahead predictability, constraint on the minimum service time required, 

event propagation paths, etc. 

Rollbacks occur frequently in an optimistic approach. They consume system re-

sources and give rise to secondary rollbacks. Since an excessive number of rollbacks 

may degrade the system performance beyond the accepted level, researchers have 

tried to cut down the number of rollbacks. The amount of rollbacks depends on a 

large number of factors such as the difference in service times for different types of 

events, differences in event generation rate, communication delay between processors, 

multiprocessor architecture, etc. However, the effect of all these are reflected in the 

rate of progress of simulation at different lps. If the simulation clocks of different lps 

are not progressing at a similar rate, some of the lps may lag behind in simulation 

time and in turn send messages to the ones far ahead in their simulation clock values. 

This situation causes a large number of rollbacks. Therefore, it is desirable to keep the 

local clocks of all the lps in synchrony. In this dissertation, we describe three load bal-

ancing techniques in a multiprocessor system to keep the rate of progress of simulation 

at different lps as close as possible. In any optimistic simulation, there is a central 

processor which collects the simulation clock information from each of the logical 

processors for computing global virtual time (GVT). The GVT is computed quite 

frequently and our load balancing algorithms piggyback on this computation. We 

have developed an optimal GVT computation algorithm in a hypercube architecture 

and simulated its performance on a network of workstations. We have implemented 
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two of our load balancing algorithms to study their performance on a network of 

workstations connected by Ethernet using IP protocol. Due to system limitations 

it is not possible to implement the first load balancing algorithm which have been 

analyzed using probabilistic techniques. 

There are some architectures which occur naturally in real life applications and 

have interesting properties. It is possible to exploit such special properties to design 

efficient simulation algorithms for such architectures. A star network is one such 

example. It occurs very frequently in telecommunication applications, where there 

is a centralized node (typically a resource manager or location or switch) which is 

connected to a number of other nodes in a star like fashion. We have designed a 

conservative time window algorithm for such application and analyzed its performance 

under characteristics of a telecommunication applications. 

1.8. Environment for experimentation 

Parallel computers are costly and mostly used for solving specific problems. On the 

other hand, distributed networks of heterogeneous workstations are becoming more 

and more popular and they are easily available. Hence this is also an option for any 

distributed computing environment. Message passing is a costly operation in such 

a computing system. Even though most of our algorithms are applicable for any 

network, we have selected a network of heterogeneous workstations for implementing 

our distributed simulation algorithms for the following reasons. 

• Workstations are cheap and easily available. 

• Availability of softwares like PVM (parallel virtual machine and MPI (message 

passing interface) to handle message passing, which are available free of cost in 
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the public domain. Message passing is accomplished by making a function call 

to the underlying message passing software (PVM or MPI). 

• It is possible to emulate any architecture on a network of workstations. 

• Message passing between two processes follow the FCFS scheduling. 

• Network of workstations does not suffer from the problem of scalability. Pro-

cessors can be added and deleted from the network as required. 

• It is possible to use different types of machines in a network. 

1.9. Notations 

We have used the following general notations for convenience in the rest of the 

manuscript. Notations specifically used in a chapter have been defined in their re-

spective chapters. 

Li The i-th logical processor. 

Pi The i-th physical processor. 

GC Value of the global clock. 

SCi Value of the simulation clock at node At. 

GVT(t) Value of GVT at time t. 

gvt(t) Estimate of GVT{t). 

Ivti Local virtual time at Li. 

trriij Minimum among time stamps of all transient messages sent from Lx to Lr 

t(e) Timestamp of the event e. 

Ei Event queue of Lt. 

SCi Local clock of Li. 
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1.10. Research Overview 

The rest of this manuscript is divided into eight chapters. Chapter 2 summarizes the 

previous work in the area of PDES. We have described in brief current research inter-

ests in algorithm design, rollback reduction technique, GVT computation routines, 

special hardware development, load balancing and performance analysis. This chap-

ter also contains a table of comparison of the GVT computation routines. Chapter 

3 presents a rollback reduction technique, based on load balancing through process 

migration. We have also analyzed this algorithm probabilistically under some suitable 

assumptions. In Chapter 4, we describe two load balancing strategies for reducing 

rollbacks. One of these algorithms is based on load migration while the other as-

sumes process migration and is based on the concept of genetic algorithm. Chapter 

5 defines a binomial tree and uses its properties to develop a GVT computation pro-

cedure for the hypercube architecture. Then we show how this algorithm can also 

be used for conflict resolution, memory management, load balancing and transient 

message handling. In Chapter 6, we present the results of our experimental studies. 

We have implemented GVT computation procedure described in the previous chapter 

and studied its performance in comparison to others. We have also implemented the 

second and the third load balancing algorithm described in Chapter 4 and studied 

the reduction in the number of rollback messages. Chapter 7 contains the description 

of a conservative time-window strategy for simulating a star type system. This type 

of model appears quite frequently in telecommunication systems and we have ana-

lyzed the performance of this algorithm probabilistically. Chapter 8 concludes this 

manuscript with a summary and directions for future research. 



CHAPTER 2 

PREVIOUS WORK 

"It is a mistake to believe that science consists in 

nothing but conclusively proved propositions, and it is 

unjust to demand that it should. It is a demand made 

by those who feel a craving for authority in some form 

and a need to replace the religious catechism by 

something else, even if it be a scientific one." 

- Sigmund Freud 

Parallel discrete event simulation is a very recent field of research. But is has 

received a lot of attention due to its wide applicability and enhanced speedup over the 

sequential simulation systems. Development is going on the areas of synchronization 

strategies, efficient hardware design, performance analysis, efficient computation of 

global functions etc. In this chapter we briefly describe some of these developments. 

2.1. Conservative simulation 

Conservative approach was simultaneously developed by three different research groups 

Chandy and Misra [15, 14] from University of Austin, by Peacock, Wong and Manning 

[90, 89] from University of Waterloo and by Bryant [11] from MIT. In a conservative 

approach, no event is executed unless it is ascertained that another event influencing 

it will not arrive in future. This approach in its original form suffers from the prob-

lem of unnecessary blocking and deadlock. Null messages were originally proposed 

20 
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by Misra [79] to avoid the problem of deadlock. Null messages are messages that do 

not contain any real message information and they do not have any existence in the 

system being simulated. But they are simply used to advance the clock time in the 

system to reduce blocking. They are incremented with the hope that they will allow 

the real messages through the system after sometime. Null messages can be quite 

expensive. Vries [110] reduced the number of null messages to be used by predicting 

channel times. Cai and Turner [13] suggested that additional information be carried 

by the null messages to improve the global knowledge in the simulation system. Liu 

and Tropper [70] have discussed an algorithm for deadlock detection and breaking. 

One lp is chosen as the leader for detecting deadlock and another one is chosen to 

break it. Groselj and Tropper [48] employed an algorithm for computing the great-

est lower bound on the time stamps of events to arrive at each empty link. This 

is called Time-of-Next-Event algorithm. Their deadlock breaking algorithm (called 

Limited-Time-of-Next-Event) work piggybacking on the previous algorithm. Tropper 

and Boukerche [107] presented another deadlock resolution scheme for a network of 

communicating finite state machines. This deadlock mechanism is dependent on the 

type of deadlock (write deadlock, read-write deadlock, memory deadlock) present in 

the system. 

2.2. Optimistic simulation 

In an optimistic simulation, lps proceed with their simulation disregarding the pos-

sibility of causality error but saving system states at regular intervals. Whenever an 

out of order computation is detected the system rolls back to a state saved earlier and 

restarts processing. Two methods were proposed for canceling a message- Aggressive 

Cancellation and Lazy Cancellation [42, 95]. In aggressive cancellation, cancellation 



22 

takes place immediately after the erroneous execution is detected. It works under the 

assumption that a bad message gives rise to bad messages only. Lazy cancellation 

waits and cancels the message only when it is certain that the message will not be 

generated again. This policy works better in cases where a bad message does not 

create too many bad messages. Lazy cancellation is more complex and needs efficient 

data structure to store messages in different queues. Reiher et. al. [95] have shown 

that with an efficient implementation, a lazy cancellation is capable of beating an 

aggressive cancellation. However depending on the application any approach may be 

a little better than the other. Gafni [42] also compared these two different cancella-

tion schemes. She examined message traffic, storage space and execution times and 

showed that lazy cancellation is superior in the sense that it is faster, introduces less 

traffic and fewer rollbacks though it needs more storage. 

2.2.1. Rollback reduction 

Whenever an out of order computation is detected, three phases of additional com-

putation are introduced. Consider a system which does not save every system state. 

Suppose such a system receives a straggler event with time stamp T2 at virtual time 

T3 such that T2 < T3. But since every state of the system is not saved, the process 

needs to restore the system state at T2 before resuming execution from T2. Suppose 

T\ < T2 is the time when a checkpoint was taken just before T2. Then during the 

rollback phase the computation performed during the virtual time T2 to T3 is undone. 

In the coast forward phase, the state at T2 is restored by performing the same set 

of computation which were performed during the virtual time period T\ to T2, after 

restoring the state at T\. Then comes the normal forward execution phase when the 

system is advanced to time T3 again from T2. Thus we see that with every rollback 
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there is a considerable overhead associated with it. Lin and Lazowska [66] proposed 

a model to derive an optimal check pointing interval by assuming that the rollback 

behavior is not effected by the frequency of checkpointing. Preiss et. al.'s [92] exper-

imental study indicated that the behavior of rollback is effected by the frequency of 

checkpointing in general. Lin et. al. [69] extended the model in [66] to include the 

effect of checkpointing interval on rollback behavior. 

Lubachevsky [74] introduced the concept of filtered rollbacks, which postpones 

execution of certain events optimistically to keep the number of rollbacks in an opti-

mistic simulation under control. He also presented analytical evaluation using Barrier 

Synchronization Scheme. He defined two types of rollbacks cascading and echo, and 

presented an example of echoing rollbacks. Cascading rollbacks may cause a very large 

number of rollbacks if the simulation system has a self feeding loop. Bounded Time 

Warp (BTW) algorithm has been designed by Turner and Xu [108] in order to reduce 

the number of rollback in optimistic PDES systems, especially in the simulation of 

telephone switching networks. 

Prakash and Subramanyam [87] presented a method of filtering events to prevent 

cascading rollbacks. This is a modified optimistic algorithm and each message carry 

a list of conditions to be satisfied in order for' the message to eventually survive 

simulation. Each node also maintains a list called rollback list of straggler events 

for this purpose and after receiving a message checks the rollback list to see if any 

condition is violated. Otherwise it processes the event. 

Rollbacks can be reduced by keeping the simulation clocks at different logical 

processes in step. Das and Sarkar [23] suggested load balancing schemes to reduce 

rollbacks. Remote process execution to keep simulation clocks of different logical 

processes in synchrony is due to Butler and Wallentine [12]. 
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Bagrodia and Liao [5] have shown how detection of artificial rollbacks can reduce 

the overhead due to state saving and coast forward. 

2.2.2. GVT computation 

An important concept in optimistic simulation is the global virtual time (GVT), which 

is the minimum of the time-stamps of all the events existing in the system. The system 

can not rollback to a state prior to GVT and hence all such states can be discarded. 

The GVT measures how far simulation of the system has progressed. In simulation 

systems, GVT estimates are computed periodically whereas the actual GVT value 

increases monotonically. The GVT computation has various uses in PDES such as 

memory management, termination detection, snapshots, crash recovery and input 

and output handling [63]. For example, the use of GVT in memory management is 

as follows. Whenever a process runs out of memory it requests for a new estimate of 

GVT so that the states saved prior to this estimate could be discarded. The GVT 

computation procedure can also be modified to reduce rollbacks in an optimistic 

simulation. Simulation systems, where the termination condition is based on global 

simulation clock value, need to use GVT for termination detection. Since the GVT 

computation imposes extra overhead on the system, it should not be computed too 

frequently. So there is always a need for a faster algorithm which uses very few 

messages and yields an accurate estimate of GVT. There exist several algorithms for 

GVT computation in the literature [9, 27, 63, 77, 98, 105]. Most of them work under 

certain assumptions like FIFO communication channel [105], message acknowledge 

scheme [9, 63], centralized GVT manager [27] and so on. 

The first algorithm for GVT computation was proposed by Samadi [98]. His 

scheme used message acknowledgment and produced 5N messages in a simulation 
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system with N logical processors. Bellenot [9] presented an algorithm that runs in 

0(logN) time and sends less than 4N messages. He used message routing graph 

and a binary tree-like communication structure. Lin's [63] algorithm does not require 

message acknowledgment but maintains a list of messages for every pair of commu-

nicating processors. 

Baldwin et. al. [8] formally presented and proved the correctness of GVT com-

putation algorithm using single level and hierarchical rings. Their other algorithm 

is based on the binary tree embedding approach due to [9]. Several alternatives for 

handling transient messages are also given in [8]. The method of GVT computation 

based on embedding a ring in the logical processor network is due to Preiss [91]. 

Mattern [77] has computed GVT by snapshot algorithms which are used to deter-

mine a consistent global state in distributed systems. Tomlinson and Garg's [105] 

approach minimizes the latency between the occurrence and detection of the GVT, 

with reduced overhead. Bauer and Sporrer [7] proposed another asynchronous GVT 

computation procedure where the communication channels are error-free and FIFO. 

In this algorithm the lps need to monitor all the communication channels constantly 

and it is assumed that the physical processor network is completely connected. The 

algorithm due to D'Souza et. al. [27] is based on smoothing such that every lp inde-

pendently determines when to send its GVT update. On receiving such updates, the 

GVT manager decides when to broadcast the new GVT. Their algorithm assumes 

a message acknowledgment scheme to handle transient messages. Concepcion and 

Kelly imposed [18] a hierarchical ring structure in a hypercube for computing GVT. 

Table 2.1 gives a comparison of different GVT computation algorithms. 
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2.2.3. Special hardware and memory management 

Fujimoto [36] proposed a parallel computer architecture for optimistic style of sim-

ulation. His virtual time machine (VTM) detects violation of data dependencies at 

runtime and automatically recovers from them. It uses a two dimensional memory 

management system. He also proposed the design of rollback chip (RBC) which al-

lows efficient state saving and rollback functions in time-warp. A discussion about the 

algorithms and performance analysis of rollback chip is available in [39, 40]. But the 

rollback chip is yet to be implemented in real hardware. Another attempt to analyze 

hardware support for parallel simulation is due to Reynolds et. al. [96]. They develop 

a prototype design for faster computation of critical global values such as GVT. 

Akyildiz et. al. [1] has developed a model to analyze and predict system perfor-

mance measures such as speed up in a shared memory system with a set of homoge-

nous processors. They assume that cancelback protocol is used to reclaim storage. 

Jefferson [54] originally proposed the cancelback protocol. In cancelback if no free 

memory is left after allocating storage for an object then another stored object with 

sendtime greater that the GVT is discarded. Lin and Preiss [67] has shown that 

conservative simulation may consume more memory than the equivalent sequential 

simulation and time-warp never consumes less storage than sequential simulation. 

They modified the cancelback protocol and designed an optimal algorithm, called 

artificial rollback, for storage management in time-warp simulation. 

2.3. Hybrid simulation strategies 

Though there has been a constant debate about which one is better, optimistic or 

conservative approach, no clear winner has emerged. It may be better to have hybrid 

approaches combining the advantages of both to develop better algorithms. 
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The optimistic approach allows the simulation system to progress without any 

constraints. On the other extreme is the conservative approach. Success of parallel 

simulation depends on the characteristics of the system being simulated and this 

suggests a more flexible approach. Moving Time Window (MTW) [100], proposed by 

Sokol et. al. is one such hybrid approach which defines a window. The events falling 

within the window can be executed concurrently, whereas an event lying beyond this 

window will have to wait. The results of a battlefield simulation using MTW is 

reported in [101] by Sokol and Stucky. The events falling within a window are called 

unconditional events [16]. 

Lubachevsky [72, 73] proposed bounded lag algorithm which is based on restric-

tion of the difference in simulation time of two concurrently executing events being 

bounded above by a constant. His algorithm makes use of minimal propagation delay 

between parts of the simulation system and the delays (opaque period) caused by 

the non-preemptive states that these states can enter. Results of his experiments in 

simulation of asynchronous multiple-loop networks on a shared memory MIMD bus 

computer (e.g. Sequent's Balance) and on a SIMD computer (Connection Machine) 

are reported in [71]. 

Prasad [88] used parallel heap data structure to design a conservative algorithm 

to simulate O(p) messages in a system with n logical processes in 0{\ogn) time 

employing p processors. His optimistic algorithm also simulates O(p) earliest messages 

on a p-processor computer in O(logn) time. 

2.4. Load balancing 

Load balancing is a critical issue in exploiting parallelism in any application and 

specially for simulation. Load balancing in the general context of parallel computing 
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is a very widely studied problem. Milojicic [78] has discussed the issues and ideas 

of load balancing in general context and provides a complete reference of numerous 

load balancing strategies. He has also discussed his load balancing results on Mach 

microkernel. Better load balancing techniques always incur larger communication 

overhead. In the context of PDES, Deo, Medidi and Prasad [26] have developed 

three parallel battlefield simulator on BBN Butterfly GP-1000 and Intel's iPSC/2 

multicomputer. The addressed the communication overhead problem by processor 

allocation strategies that suit the underlying architecture which leads to dynamic 

load balancing in case of BBN butterfly. Hagerer and Lang [50] presented a best 

possible allocation and a heuristic approach for balancing the workload in a parallel 

programmable event-flow computer, based on set partitioning. Reiher et. al. [94] 

showed how temporal load balancing offers better opportunities for load balancing in 

Time Warp Operating System (TWOS). Nandy and Loucks [81] designed an iterative 

improvement algorithm for partitioning and mapping in a conservative PDES. They 

try to minimize the communication overhead as well as distribute the workload among 

the processors evenly. They have also worked on a parallel version of their partitioning 

algorithm which is reported in [80]. Partitioning to achieve load balance and reduce 

rollbacks in VLSI circuits has been studied by Sporrer and Bauer [103] where they 

use a two level partitioning strategy for digital circuits to achieve higher speed up. 

Boukerche and Tropper [10] used simulated annealing with adaptive search schedule 

to find good partitions in a conservative simulation systems. 

2.5. PDES for special systems 

Bagrodia et. al. [4] have developed a message based construct for expressing paral-

lelism in a message based simulator. Vakili et. al. [109] introduced a new approach for 
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running a discrete-event simulation on a massively parallel SIMD machine. In their 

system several copies of the same simulation system runs on several processors with 

different parameter sets and are driven by a single clock. PDES in shared memory 

systems has been explored by [34, 57, 68, 93, 111]. Fujimoto [34] reports performance 

results of time-warp on a shared memory system. He reduces overhead applying a di-

rect cancellation strategy for handling antimessages. Wagner et. al. [I l l] have shown 

how in case of a conservative parallel simulation, the bottlenecks like communication 

delay, imbalanced partitioning, artificial blocking, deadlock handling etc. are reduced 

and sometimes are eliminated. Konas and Yew [57] studied the performance of con-

servative, optimistic and hybrid approaches in a shared memory environment and the 

effect of partitioning and self-scheduling on them. Using Directly Accessing Infor-

mation to collect global simulation information, Lin and Abraham [68] improved the 

efficiency of conservative parallel simulation on shared memory systems. This reduces 

non-essential blocking and resolves local deadlock. 

2.6. Probabilistic and performance analysis 

Madisetti et. al. [76] proposed the rollback algorithm Wolf and developed an ana-

lytical model for comparing the performance of his system with other existing ones. 

Dickens and Reynold [24] have developed a model to investigate the probability of a 

causality error occurring when the simulation window is extended to allow concurrent 

computation of conditional events. 

Nicol [84] reported analysis of discrete event simulation of self-initiating systems 

in massively parallel architectures. He claims to have arrived at sufficient conditions 

under which conservative protocols can outperform time-warp. This analysis also 

quantifies effect of fanout and lookahead predictability on the performance. Nicol [83] 
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has also analyzed the conservative parallel discrete-event simulation of special class 

of systems with limited ability to predict the future behavior. Lin and Lazowska [65] 

proposed and analyzed a time-division algorithm for parallel simulation as opposed to 

space-division approach adopted by Chandy and Misra's algorithm or time-warp. In 

another Lin and Lazowska [66] analyzed different rollback mechanisms in optimistic 

simulations and developed a model to predict the effect of message preemption on 

the performance. 

Felderman and Kleinrock [30] provided upper and lower bounds on the speed up of 

an optimistic self-initiated distributed simulation. They proved that the lower bound 

increases linearly with P, the number of processors. The model tracks the progress of 

GVT and thus eliminates the need of knowing the virtual time of all the processors. 

Their analysis of a conservative simulation system running on two processors is given 

in [29]. Glynn and Heidelberger [46] analyzed the simple way of replicating several 

independent runs of the same distributed simulation application and then averaging 

to get the results in a multiprocessor system. Bagrodia et. al. [6] have given a unified 

theory for distributed discrete and continuous simulations. This research includes 

a high level language construct for implementing their algorithm and performance 

results for this implementation. Lomow et. al. [59] examined a primitive that allows 

application programs to explicitly retract previously scheduled events in time-warp. 

Madisetti and Hardaker [75] analyzed distributed event driven computation and char-

acterized them into two categories - weakly coupled and strongly coupled systems. 

The analytical results for steady state performance is supplemented with the simula-

tion of the transient system. Madisetti, Walrand and Messerschmitt [76] defined and 

developed the model of self-synchronization concurrent computing systems and their 

analytical results have been validated by an implementation on a BBN Butterfly. 
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Fujimoto [38] has reported experiments on the performance of simulation strate-

gies using different deadlock handling techniques. His results show that conserva-

tive distributed simulation algorithms using deadlock avoidance, detection and recov-

ery techniques can provide a significant speedup over sequential simulation. Good 

speedup is reported by Ayani and Berkman [2] in their multistage inter-connection 

network (MIN) simulation in Connection Machine (CM-2) with 8192 processors. 
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CHAPTER 3 

ROLLBACK REDUCTION THROUGH GVT COMPUTATION 

"Four stages of acceptance: 

i) this is worthless nonsense; 

ii) this is an interesting, but perverse, point of view; 

Hi) this is true, but quite unimportant; 

iv) I always said so." 

- J.B.S. Haldane 

3.1. Introduction 

In an optimistic simulation, there is an overhead associated with rollbacks. Excessive 

amount of rollbacks may cripple the whole system, without achieving any significant 

speedup. If the simulation clock speeds of different lps are not matched, some of the 

lps may lag behind in simulation time and in turn send messages to the ones far ahead 

in their simulation clock values. This situation causes a large number of rollbacks. 

Therefore, it is desirable to keep the local clocks of all the lps in synchrony. 

To keep the number of rollbacks under control, Lubachevsky [74] introduced fil-

tered rollbacks, which postpones execution of certain events optimistically. He also 

presented analytical evaluation using barrier synchronization scheme and defined two 

types of rollbacks - cascading and echo. Cascading may cause a very large number of 

rollbacks if the simulation system has a self feeding loop. 

33 
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Prakash and Subramanyam [87] presented a method of filtering events to prevent 

cascading rollbacks. This is a modified optimistic algorithm and each message carry 

a list of conditions to be satisfied in order for the message to eventually survive 

simulation. For this purpose each lp maintains a rollback list of straggler messages. 

After receiving a message, the lp checks the rollback list to see if any condition is 

violated. Otherwise it processes the event. 

We propose a method to keep the local clocks of different lps in step by balancing 

the load among different physical processors and thereby reducing rollbacks in opti-

mistic simulation. Our approach is based on the computation of the global virtual 

time (GVT ) . The proposed scheme is analyzed using a random walk model. We 

derive conditions under which this scheme is effective and compute bounds for the 

rate of progress of simulation. Before we proceed further we formally define GVT. 

Definition 1: The local virtual time, lvt{ of an lp Li is defined to be the minimum 

among timestamps of all the events in the local event queue of Li. So if Ei is the 

event queue of Li at any point of time, then Ivti = min{i(ej) | e3 € Et}, where t(e) 

is the time stamp of the event e. If the system adopts preemptive scheduling policy 

then SCi = Ivti. 

Definition 2: A message, m, sent from Li ' to Lj is said to be transient if the 

message has been sent by Li but not yet received by Lj. 

Definition 3: The global virtual time GVT(t) of the system at time t is de-

fined to be the minimum among the virtual times at all nodes and the time stamp 

of all the transient messages. In other words, GVT(t) = min{min{/uf,-| for all i}, 

min{im t ij| for all i,j such that Li communicates with Lj }}. 
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3.2. Problem Description 

In a parallel discrete-event simulation, there are several lps which represent various 

components of the system to be simulated. A subset of lps are mapped onto a physical 

processor in a multiprocessor environment. If a simulation system has p physical pro-

cessors denoted by Pi, P2,..., Pp and n logical processors denoted by Li, L2, • • •, Ln, 

where n > p, then this mapping is a function, Map(.) from the set {1 ,2 , . . . , n } to 

the set {1 ,2 , . . . ,p}. Fig 1.2 a) in Chapter 1 showed one such mapping of 16 lps in a 

four-processor system. Different lps communicate among themselves through message 

passing. We will use the terms messages, events and tasks interchangeably. 

Suppose a logical processor Li needs to communicate a message to Lj. Then Li 

computes Map(j) and the message transfer takes place between physical processors 

PMaP(i)
 a n d PMap(j)- 0 n receiving the message, PMap(j) decodes it and passes it on 

to the event queue of Lj. The communication flow between lps is represented by a 

graph called the Ip-digraph, in which every node is associated with an lp and there is a 

directed edge from one node to another if message transfer takes place between them. 

Fig 1.3 b) in Chapter 1 showed a typical lp-digraph. For message communication, 

an lp only needs to know the Map(.) value of nodes connected to its outgoing arcs in 

the lp-digraph. 

So the mapping function Map(.) should be chosen such that the computational 

load is as evenly distributed as possible among all physical processors. It is also 

desirable to have the communication between lps at its minimum. These two are 

often conflicting requirements. Furthermore the computational demands for different 

lps may not be known a priori and they may also vary with time. Thus a dynamically 

changing mapping function is desirable for load balancing. In this chapter we propose 

one such scheme with its detailed implementation. 
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There are two different times associated with a simulation system: (1) the sim-

ulation time, which is the time the system being simulated has progressed, and (2) 

the physical time spent in carrying out activities like message passing and actual 

computations. Unless otherwise specified, by "time" we will refer to physical time. 

The activities in different lps may have different computing requirements. An lp with 

computation-intensive tasks may lag behind in simulation time compared to other 

lps requiring less computation. Such a situation is also possible in multiprocessor 

systems in which the computing power of processors are different. Logical processes 

mapped onto faster physical processors are likely to be far ahead in simulation time 

compared to the ones mapped onto slower processors. 

Processor 1 

Processor 2 

Processor p 
Shared Bus 

Scheduler 

Shared Memory 

Jobi 

Figure 3.1: Scheduling in a shared memory system. 

Let us also view the simulation process in a shared memory system in which 

different lps communicate with each other using shared variables. We can represent 

the lps in the simulation system as a set of processes, with required data structures 

and pointers. Whenever a processor becomes free, a scheduler picks up a process 

and assigns it to the idle processor. The process selection may be according to some 

scheduling discipline like round robin or first-come-first-served. Fig. 3.1 shows the 
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organization of such a system. This approach is simple and takes away a lot of 

burden from the simulation programmer. Many of these activities can be handled by 

the operating system routines. Since this type of systems is balanced by nature, we 

do not consider them further in our discussion. 

3.3. Proposed Solution 

We propose a method to keep the simulation speed in different lps balanced through 

dynamic load distribution. If a processor has more computing power or if the lps 

mapped onto a physical processor are not computation-intensive, we simply transfer 

some of the lps from the heavily loaded physical processor. 

Let us introduce a new parameter, called boundary virtual time (BVT), which 

is defined as the maximum of the simulation clock values of the lps in the whole 

simulation system as opposed to GVT which is the minimum of timestamps of all 

the events existing in the system. The BVT denotes the minimum simulation time 

beyond which no lp has progressed. In other words, BVT is the same as the simulation 

clock value of the lp farthest ahead in simulation time. The computation of BVT 

may progress with GVT computation without additional overhead. 

The difference Dif f — BVT — GVT gives a measure of the asynchrony among the 

simulation clock values. The closer the value of Diff to 0, the more synchronized are 

the different lps in the system. The distribution function, F(.) of the random variable 

D i f f , is dependent on the application and physical characteristics of the system, and 

it is somewhat difficult to characterize. However, if the application system and the 

simulation algorithm are known, an empirical estimation of this function is possible. 

Each logical process also maintains the following data structures (Fig. 3.2) for its 

functioning. There is a simulation clock, SC{, denoting how far the simulation has 
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© 
SQ 

Event Queue 

Unprocessed 
Unprocessed 
Unprocessed 

Process 

Outgoing Queue 
State Saving Stack 

Sent 
Sent 
Sent 

GVT 

BVT 

Being Sent 
Being Sent 
Being Sent 

Figure 3.2: Data structure maintained by an lp 

progressed in the i-th lp, Li. There is an outgoing message queue that stores the 

messages sent to other lps. These messages in the outgoing queue may be differen-

tiated as the ones already sent and the ones in the process of being sent. In case 

of a rollback, the lps only send antimessages corresponding to the messages already 

sent. An event queue contains the events or messages received from other lps. The 

lp, Li goes through a number of states between the GVT and SC\. The states along 

with SCi values are saved in a stack from which they can be retrieved and restored if 

needed. As a new GVT is computed the states saved in the stack prior to GVT are 

discarded. Frequent state savings impose high overhead which can be minimized by 

saving system states after a fixed number of state changes. 

There is a cost associated with every BVT and GVT computation. Hence they 

can not be computed too frequently. We assume that the GVT computation routine 

is invoked every T units of time. We also assume there is a threshold parameter A 

such that if BVT — GVT > A, only then the load balancing takes place. We will 

look into possible choices for T and A. Note that if the number of lps mapped onto 

the physical processor holding the slowest lp is one, the only way to speed up the 
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simulation is to split the slowest lp into several smaller sub-lps. We assume that 

such a situation does not arise in our case. The load balancing algorithm is formally 

described below. 

Procedure Load-Balance 

/* T-last Last time when GVT was computed 

Time Current time 

GVT Global virtual time 

BVT Boundary virtual time 

LP-gvt Lp whose simulation clock value is same as GVT 

(a tie is broken arbitrarily). 

LP-bvt Lp whose simulation clock value is same as BVT 

(a tie is broken arbitrarily). 

P-gvt Physical processor handling LP-gvt 

P-bvt Physical processor handling LP-bvt 

Map(x) Physical processor handling logical processor x */ 

while stopping criteria not met Do 

If (Time — T-last > T) 

Compute GVT, BVT, LP-gvt and LP-vbt 

M—{LX : so that either (Z^,LP-gvt) or (LP-gvt,Xx) is an edge in the lp-digraph}. 

P-gvt = Map(LP-gvt) 

P-bvt = Map(LP-bvt) 

If (BVT-GVT > A) 

Select one lp Ly other than LP-gvt from the set of lps mapped onto P-gvt 
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and migrate it from P-gvt to P-bvt 

Inform all lps in M about the process migration by sending Map(Ly). 

Endif 

T-last = Time 

Else sleep 

Endif 

End 

We assume that the above procedure is executed by the operating system in the 

background. Now instead of transferring one process, one can make it more general 

by transferring an arbitrary number of processes. But then such a scheme may not 

guarantee substantial achievement unless the average number of lps being simulated 

per physical processor is very large. 

3.3.1. Issues about migration 

There are four types of costs associated with the process migration in our algorithm. 

• Additional cost of BVT computation, which is expected to be low since algo-

rithm for computing BVT is similar to that of GVT. 

• Cost of process migration, i.e. the cost of transferring the lp from one physical 

processor to another. It also contains the operating system overhead. 

• Cost of communicating to the other lps about the process migration. Not all lps 

need to be informed about the change in the Map(.) value. Only those which 

are connected to the lp being migrated in the lp-digraph are informed. If the 

lp-digraph is of bounded degree, this cost can be assumed to be constant. 
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• Cost of data transfer when a rollback occurs and the lp has migrated from the 

processor, in which the rolled back state is saved. The migrating lp is always 

chosen from the heavily loaded processor. Since such an lp has its clock value 

close to the lowest simulation clock, a rollback is very unlikely. 

Every lp, Lx, stores the value of the last GVT and also the address of the physical 

processor (if any) from where it migrated after the GVT computation. This informa-

tion is discarded after another GVT computation, if the simulation clock value at the 

time of migration was less than the new GVT. In case of a rollback, we first search 

for the rolled back state in the current physical processor, PMO.P{Lx)- If unavailable 

at this processor, the address of the processor where the lp was lying at the time of 

the rolled back state is computed. The state vector of Lx and messages sent after the 

rolled back time are also fetched. So when an lp migrates we only need to transfer the 

unprocessed messages in the incoming queue. This way the cost of process migration 

is kept at its minimum. Though the entire approach is developed keeping the dis-

tributed memory models in view, the process migration can also be implemented on 

shared memory machines. Based on the above discussion, the simulation algorithm 

for the lp Lx is formally described as follows. 

Procedure Simulation-at-lp(x) 

While stopping criteria not met Do 

While event queue is not empty Do 

Pick up the next event from the event queue. 

If event picked up is not a straggler 

Process event. 
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Generate messages to be sent. 

Send messages to lp Li as send(msg,i, Map(i)). 

Advance simulation clock. 

Else 

Find time stamp T of the event. 

Compute largest T\ <T such that there is a state saved at T\. 

Compute y = Map(x) at time T\. 

/* The index of the physical processor where Lx was stored at time 7\. */ 

Fetch state of the lp at time J\ from the physical processor Py. 

Send antimessages for all messages sent between T\ and current time. 

/* The SCX value before rollback */. 

Set local simulation clock to T\. 

Mark all messages received from T\ to current time as unprocessed. 

Endif 

End 

End 

3.4. Performance Analysis of the Proposed Scheme 

In this section we derive conditions under which our solution is effective, and compute 

bounds for the rate of progress of simulation. Let K be the total cost of a process 

migration due to the four factors described in the previous section. The following 

assumptions are also made about our system: 

• Let C be the average cost of one rollback. 
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• Processor Pi handles m logical processes and £i=i ni = n, where p and n are 

respectively the number of physical and logical processors. Without loss of 

generality, we assume that h is the lp being migrated from processor Px to Pp. 

• The procedure starts with the zero value of the GVT. In our analysis, the 

simulation time is discrete so that the value of the simulation clock always 

changes by an integer value. 

• After execution of an event, either the simulation clock jumps Z steps forward 

where Z follows a geometric distribution, or it jumps Z steps backward where 

Z follows a truncated geometric distribution. Backward jump occurs only in 

case of a rollback. The length of the backward jump at lp Li can be at most 

SCi — GVT, where SCi is the value of the simulation clock at Z,. But for 

simplicity, let it range between 0 and SCi. This assumption is justified since 

the tail of a geometric distribution decreases rapidly. Hence if the difference 

between simulation clock and the last computed GVT is large enough or the 

GVT is close to zero, this assumption will have negligible effect on the analysis. 

We can also attach a positive probability to the event that the amount of jump 

in simulation time is zero. This does not alter our analysis. 

If a is the probability of rollbacks and pi and P2 are the parameters corre-

sponding to the geometric distributions for forward and backward jumps, then 

the probability of forward jump is given by Pr(Z = k) — (1 — for 

k — 1 ,2 ,3 , . . . , where q\ = (1 — pj). The probability of backward jump is, 

Pr(Z = —k) = acp2q%~1, for k = 1 ,2 ,3 , . . . , where q2 = (1 - p2) and c is a 

constant chosen to make the total probability one. 
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Let us denote Z as Sx>i to indicate the progress in simulation clock due to 

the processing of the i-th event at lp Lx. The values of pi's and p2's can be 

different for different lps. But to maintain notational simplicity, the same p\ 

and p2 values are used in our analysis. The results remain the same under 

models where they are different. In later sections, p\ and p2 values refer to the 

probability of success in forward and backward jumps respectively. 

• Physical processor time is equally shared among all the lps mapped onto that 

processor. Physical service time Ox>i of the ?-th event at lp Lx is exponential 

with mean /ix and Ox/s have independent and identical distribution for all i as 

long as x remains unchanged. 

• Computation of GVT and BVT is performed after every T seconds and at least 

one event is processed at every lp during this time period. Process transfer takes 

place if BVT — GVT > A. The distribution function of the random variable 

BVT - GVT is denoted as F(.). 

Suppose we start counting time immediately after one GVT computation is over 

and one process transfer has taken place between the two physical processors having 

the fastest and slowest lps. 

Theorem 1: The process migration scheme is profitable if — (n ii)M ) + 

~ (»p+i)w ) + £"=n-np+i (^ - (n„+i)M,) > K / C a T ( l ~ ^(A)), where nx and np 

are the number of lps mapped onto processors Px and Pp respectively. 

Proof: Suppose the number of events executed by the lp Li in a time interval 

of length T without any process migration is a t . Then the expected value of a,-, 

E(ati) — TjmnMav(i). With the new scheme, process transfer takes place only if 

Diff = BVT — GVT is greater than A. So, the probability of a process transfer is 
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(1 — F(A)). If a process transfer takes place from physical processor Pi to Pp then 

the number of lps on Pi decreases by one and that on Pv increases by one and for all 

other processors it remains unchanged. Let a- be the number of events executed in 

an interval of length T if a process transfer has taken place. Then 

E(a.i), for i = n\ + 1, nx + 2 , . . . , n — np 

E(a'i) = \ T/(ni-l)m, for i = 2 ,3 , . . . , nx 

T/(np + 1 )ni, for i = l , n — np + l , n — np + 1 , . . . , n. 

Since the probability of a rollback is a, the total number of rollbacks with and 

without process migration is a £"= 1 a,- and a OL[ respectively. So the expected 

number of rollbacks without this scheme is a^"= i E(oti). Similarly expected number 

of rollbacks under the proposed scheme is F(A)a £"=1 E(ai) + (l — F(A))a Li E{ai)-

Hence the expected number of rollbacks, saved due to the scheme 

' =(l-F(A))aYZ=i(E(at)-E(a'i)). 

E(R) = | = (i _ F(A))alY™±2(T/nuit - T/(m - l)m) 

^ +(T/ni//x - T/(np + 1 )^ + E ? = n - n P + i ( r / n P ^ - T / ( N P + !)/*»)]• 

The expected total cost of these rollbacks is CE(R). So, only if CE(R) > K, our 

load balancing scheme is profitable. • 

If the above inequality is not satisfied, there are two controlling parameters, A and 

T. A decrease in A implies a decrease in the right hand side of the above expression. 

But this can not be done beyond a certain limit since as A decreases, the expected 

cost of load balancing and the total cost I\ of migration also increase. An increase in 

T also decreases the right hand side of the expression. However, for a very large value 

of T, the lps may achieve different simulation clock increments during this interval. 
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3.5. Rate of Progress of Simulation 

The rate of progress of simulation is measured by the progress in simulation time 

per unit of physical time. This is an important quantity as it measures the success 

of the simulation system. Computing the rate of progress of simulation is not an 

easy task since it depends on the application problem. We compute bounds for the 

rate of progress of simulation, modeling the system as a random walk. Suppose our 

system has run for the physical time interval [0,T]. During this interval, each lp Lx 

has processed a x events such that the time stamp of each of these events follows the 

geometric distributions specified in our assumption. Hence the rate of progress of 

Minn_ \^ax Sx t 

simulation is Rt — ^ i=1 and the expected rate of progress of simulation is 

E(Rt), 

Definition: An integer-valued random variable N is said to be a stopping time for 

the sequence Xi,X2,... if the event {N = n} is independent of X n + i ,X n + 2 , . . . for 

all n = 1,2, 

Theorem: (Wald) [97] If X\,X2,... are independent and identically distributed ran-

dom variables having finite expectations, and if N is is a stopping time for Xi,X2,... 

such that E(N) < oo, then £[£* = 1 Xn] = E(N)E(X). 

The following two theorems deal with the bounds on E(Rt). 

Theorem 2: An upper bound on the expected rate of progress of simulation is 

E(Rt) < M i < = 1 ^ ( ( 1 - a)/p1 + acjp2), where y = Map(x). 

Proof: The progress in simulation time Rt = Min™=1 £?=0 SXji. So, Rt < YAZO Sx<i 

for any lp x. For a given lp x, the expected progress in simulation time is given 

by £(£?= i SXti). It can be easily verified that ax is a stopping time for the ran-
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dom variables SXt\, SXi2,.... So, expected progress ..i simulation time at node x is 

E{CLx)E(SxJ). Pr(ax = a) = exp(-T/^ixnMap{x))(T/iixnMap{x))
a/cx\. So, E(ax) = 

^nMap(X)' S i n c e r a n d o m variable Sx/s are independent and identically distributed 

being geometric on both sides of the axis, E(SXti) = E(SXti) = (1 — a)/pi + acjp2. 

Since Rt is less than or equal to the rate of progress at any individual node, the result 

follows. B 

Theorem 3: A lower bound on the rate of progress of simulation is given by 

E(Rt) > lE(Min%=1{SXii}), where Z = Maxx=1{fix}. 

Proof: During this interval [0,T], an lp Lx, (say) must have processed some event 

<*T,x, (say). To avoid complicated notation we will write aj,x as ax, except for the 

cases where T also varies. As a consequence of executing these ax events the sim-

ulation clock of lp a:, must have increased from 0 to E?= i Sx<i, where Sx/s follow 

the distribution specified in our assumptions. So, the rate of progress of simula-

tion at lp Lx is E?=i SXii/T. Rate of progress of simulation at the whole system is 

Minn
x=l{^SxjT}. 

Let a = Min{ax : 1 <x <n}. Since SXti > Mm£=1 {£,,,•}, E?=i Sx>i > E?=1 Sx,i > 

Ef=1 Mmn
x=1{Sx,t}. So, ^ Ei=i Min

x=ASx,i}- So, the ex-

pected rate of progress of simulation = ±E{Minn
x=l {£?=i Sx,i] > £ ( E t i Minn

x=lSXti). 

Now aT,x = Max{i : J?k=iOx,k < T}, where 0Xik is the random variable in-

dicating the physical service time required by a simulation event at lp x. By our 

assumptions Ox>k s are independent and exponential^x). a = 

= Min™=1Max{i : Y?k=\Ox,k 5; T}. So, the event {a = y} does not depend on 

the random variables SXti s and so a is a stopping time for the Sx^s. Therefore, 

E(Ylt=i Min2=1{Sx<i}) = E(a)E(Minx=1SXii). Probability distribution function of 

Minx=i{Sx,i} is complicated and hence computing E(Min^=1{SXil}) analytically is 
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a difficult job. So, we can apply simulation technique to estimate its value. Next we 

need to compute E(a). 

Let £ U 0x,k = QXli. So, Qx,ax <T< Qx,ax+1. Therefore, < X < 9 ^ . . W e 

note that a x is a renewal process where the interval between successive renewals is 

0x,i- So, by the renewal theorem [97], ^ ^ ~ with probability 1 as t —»• oo. Now 

we want to prove that ^ —> M a i n
x as T —• oo. Take a sequence Ti,T2, . . . —* oo. 

To prove that ^ —> Maj.n
1 ^ p we need to show that for every e > 0, there is a Ko, 

such that k > K0 implies that \jr - \ - e- Since -* for any x given 

e > 0, we have a Kx such that k > Kx =^| |< e. Choose K0 = Max1=l{Kx}. 

Without loss of generality let us assume that = MaJ.n—— • For any k > Ko assume 

th f c | M: n H a J L _ _ 1 = 1 _ _L I Now we 
t n a l Tfc

 — Tk • DO I mmx=\ Tk I I I * I" iNOW we 

have three cases to consider: 

a 
1'T i 

"q-Ty 
Tt *" 

1/ H i 

1/̂ q 

Figure 3.3: When < — 
® Tk Mi 

a 
_b]L 
Tk 

i/ni V j L i/nq 

Figure 3.4: When — < < — 
° M Tk flq 
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'^q 
«1X 

Tic 

i/n, J V i 
\ 

Figure 3.5: When ^ ± 

Case 1: 

This is the case where a^Tk < — as in Fig. 3.3. Here I a<LTk —— |<| a<tT,s —— |< e. 
J-k mi ° 1 ik M ' — ' Tk

 1 — 
Case 2: 

Here — < <^k- < — as given in Fig. 3.4. In this case I —— |< | —— |< e. 
Mi Tk ° ° ' Tk m i — i Tk in i — 

Case 3: 

In this last case (Fig. 3.5) Here again | |< | |< e. 

So, the expected rate of progress of simulation is bounded below by 

Max"=1{itx}E{Miril=lSx,\). • 

One way to estimate E(Min"=1{SXii}) is to generate a fairly large number of 

random variables with the same distribution as Sx>i. Then compute the empirical 

distribution of Min2-iSx ,i and estimate its expected value by the arithmetic mean 

of this empirical distribution. 

3.6. Experimental Results 

Our experiment is intended to study the theoretical bounds computed in this chap-

ter. Consider a system with 8 processors and 48 lps. The values of /x's are the same 

for all the lps. So are for pi and p2. Geometric and exponential random variables are 

generated, by applying the corresponding inverse transformations on uniform random 

variables between 0 and 1. We estimate E(Min™=1{SXti}) by iteratively computing 
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Probability of rollback x 1000 

— Upper bound -+- Lower bound 

Prob. of success in forward jump, p1=0.1 
Prob. of success in backward jump, p2=0.8 

mu=0.5, for all Ip's 

Figure 3.6: Bounds vs. probability of rollback 

the mean of a random variable having the same distribution as Min*=1{SXti}. 

A successful simulation system, for which our assumptions are valid, should have 

Pi close to 0 and p2 close to 1. This is to ensure that the simulation progresses fast 

enough in the forward direction. All of our experimental results are with pi close to 

0 and p2 close to 1. Also if the system is designed well, the probability of rollback 

should be very low. We have also looked at cases varying average service requirements, 

Hi s. These experimental results show how the upper bound and the lower bound 

theoretically computed vary with the change in different parameter values. In all our 

graphs pi, p2 and //,-'s are represented as pi, p2 and mu respectively. 

In Fig. 3.6 we see that the upper bound for the rate of progress of simulation 
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Figure 3.7: Upper bound vs. p2. Figure 3.8: Lower bound vs. p2. 

remains almost constant as we vary the probability of rollback whereas the lower 

bound decreases sharply as the probability of rollback is increased. It even becomes 

negative after a certain stage implying that the lower bound is influenced to a great 

extent due to a slight increase in the probability of rollback. Thus, in general the 

lower bound is not close to the actual rate of progress of simulation. This is because 

the lower bound is based on the minimum of a large number of random variables. 

In Fig. 3.7 the upper bound remains almost constant with the change in p2 since 

the contribution due to this is very less as the probability of rollback itself is very 

low. But the lower bound (Fig. 3.8) decreases steadily. Figs. 3.9 and 3.10 shows 

how the bounds change with fi and pi. The upper bound decreases with both \x and 

pi reaching steady values after a while. Lower bound also decreases with /i but it 



remains almost constant with changes in pi. 
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3.7. Conclusions 

We have suggested a new approach to speed up time warp or the optimistic simulation 

process. Our solution is based on judicious process transfer mechanism between 

physical processors. We have derived conditions under which our method is effective, 

and also computed bounds on the rate of progress of simulation. There can be other 

approaches to solve the same problem. For example, it is possible for a processor to 

estimate the value of current GVT from data received in the past. This estimate may 

be used to divide the processing time between lps having priority based on how far 

they are behind this estimate at any time instance. In this chapter our experimental 
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results are limited to the study of performance bounds with varying parameters. It 

will be worthwhile to investigate and conduct experiments to see how much we gain 

by the process migration scheme in a real life simulation system. 

We have implicitly assumed that the our physical system is a completely connected 

graph so that there is no delay in process migration. In reality, however, process 

transfer between two processors may introduce a delay keeping the whole system idle 

for some time. For example, in a binary hypercube architecture, if the process transfer 

takes place between two nodes which are at a distance log p, where p is the number 

of processors in the system, all the nodes might have to stop simulation for 0(\ogp) 

t ime for this migration to be complete. A solution to this problem could be migrating 

a number of processes instead of only one in order to reduce the idle t ime and achieve 

load balancing faster. This kind of situations are more probable in systems where the 

number of lps is very large compared to number of physical processors. 



CHAPTER 4 

ROLLBACK REDUCTION THROUGH LOAD BALANCING 

"When I examine myself and my methods of thought, I come 

to the conclusion that the gift of fantasy has meant more to 

me than any talent for abstract, positive thinking." 

- Albert Einstein 

As stated earlier, the rollbacks in an optimistic simulation may be caused by 

several factors such as the difference in service times for different types of events, 

differences in event generation rate, communication delay between processors, multi-

processor architecture, etc. In the previous Chapter we discussed a method in which 

simulation clocks were kept in synchrony by transferring lps from the slowest to the 

fastest processor. In this chapter also we want to achieve a balance in the rate of 

progress of simulation by means of transferring load from one logical processor to 

another. 

4.1. Load balancing in the context of PDES 

The success of a multiprocessor system is dependent on efficient partitioning of tasks 

into subtasks with uniform communication and computation pattern. Load balanc-

ing tries to achieve this by transferring some of the computation from a overloaded 

processor to an underloaded processor. There is a large class of heuristic algorithms 

for static as well as dynamic load balancing in general [78]. But very few researchers 
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have focused on the load balancing requirements for PDES problems which possess 

certain unique characteristics. For example, in an optimistic simulation, it is not 

enough to keep the computation balanced among lps in order to avoid large number 

of rollbacks. It is more desirable to distribute the load in such a fashion that the 

simulation speed becomes comparable at different lps. In fact the load should be so 

distributed that the local virtual clock values of different lps at any time are more or 

less the same. If there is a delay in message delivery in the multiprocessor network, 

the local virtual time (Ivt) should take this into account. Assume that we have two 

lps, LX and LY, and the time to deliver a message from LX to LY is r . If at any point 

of time the local virtual times at both lps are the same, then a message sent by LX 

will reach LY after at least r time units and may cause rollback. 

Load balancing algorithms can be classified into two categories - static and dy-

namic. In static load balancing, the load (computation and/or communication) values 

are estimated before the task execution and tasks are distributed among processors 

based on these estimates. However, the system behavior often changes dynamically 

and, hence, it is more natural to adopt a dynamic load balancing strategy, though it 

is more costly. In a dynamic load balancing scheme, as computation progresses the 

load function is estimated at different points of time and tasks are transferred across 

processors to achieve a balance. 

Let us assume that there are n lps L\, L2, • • •, Ln whose local simulation clock 

values at real time r are lvti(r), lvt2(r),.... lvtn(r) respectively. Let us also suppose 

that the global virtual time of the system at time r is GVT(T). Ideally, any load 

balancing scheme should be designed such that if there is no major change in the 

simulation characteristics, then the following two properties will hold: 

• E{lvt{R) — GVT(T)) < ci, for all values of r, where C\ is a constant and the 
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expected value E(lvt(R) — GVT(T)) is taken over the set of n lps. 

• Var(lvt(R) — GVT(T)) < C2, for all values of r, where C2 is a constant and the 

variance Var is computed over all lps. 

Physical transfer of load across the system may be accomplished in two different 

ways. If an lp LX needs to transfer a certain amount of load to another lp LY, it can 

send a fraction of its load to LY by means of a remote procedure execution mechanism. 

Another way of achieving this is to partition LX into two different lps LX1 and LX2. 

The new lp LX2 is migrated to the processor handling LY to achieve the load transfer. 

The strategy to be adopted depends on the system characteristics. If the cost of 

message transfer is not very high or the number of available links in the architecture 

is high, one might adopt the first strategy. There are other problems for which the 

second approach may be more meaningful. For example, in VLSI logic simulation, 

each lp may correspond to a gate, therefore, there are a large number of lps per 

processor. 

4.2. Load balancing based on the rate of progress of simulation 

The load balancing scheme in the Chapter 3 allows the load migration between only 

two physical processors. However, to achieve a better load balancing, multiple pro-

cesses should be allowed to be transferred and across more than one pair of processors. 

In many optimistic simulation systems, the GVT computation routine uses a binary 

tree embedded in the logical processor network. However, it is not necessary for this 

tree to be binary and any spanning tree of the lp-digraph could do the job of GVT 

computation although the time required may be larger in the case of non-binary trees 

due to higher degree of nodes or the greater depth of the tree. We make use of a 
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spanning tree and the GVT computation algorithm to design another load balancing 

scheme. 

Let us discuss how the process transfer can help in matching the speed of different 

lps. Each logical processor Li computes a simple estimate of its rate of progress of 

simulation, Ri, as Ri = SC^_S^1, where SC\ and SC2 are respectively the values of 

the simulation clock at L, at two different points of real time Tx and r2. Whenever an 

lp sends its GVT update to its parent, it also sends its own Ri value and that of its 

children. So the node initiating the GVT computation receives the rate of progress 

of simulation estimates ( JR; 'S) from each lp and sorts them. This list of Ri values are 

also broadcast to each of the processors along with the new GVT estimate. Every 

lp keeps track of the Ri values at its neighbors after receiving this list. Whenever 

a mismatch in the rate of progress is detected, the lp searches its neighbors with 

which it can share its load by means of remote procedure execution or by invoking 

process transfer. This is equivalent to buddy strategy for load balancing in distributed 

systems [17]. 

We now describe how the entire process is handled by a given lp. Let lvtx(r) be 

the local virtual time of an lp, Lx, at a time r . From the earlier values of global virtual 

times received by Lx, it is possible to estimate the current GVT value. This estimate 

can be either parametric or non-parametric based on the system characteristics. For 

the time being we assume that we have a function /(•) to estimate the GVT value at 

time r . In the next Chapter we will present a non-parametric method for estimating 

GVT with a given confidence coefficient. We can define two boundary points in the 

range of this GVT estimate and let us call them low and high. At any time if the 

value lvtx is greater (resp. smaller) than high (resp. low), the lp Lx classifies itself to 

be in one of the two states U (resp. 0 ) which means underloaded (resp. overloaded). 
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Otherwise it is assumed to be in a normal (N) state. 

Whenever an lp reaches the state U or 0, it requests the states from its neighbors 

and makes two lists, one consisting of the lps with state O and the other with lps 

having state U. The lps in these lists are sorted based on their current Ri values. 

If the current lp is in state U (or O), it selects a neighboring lp from the list of 0 

(or U) nodes and transfers a certain amount of load, C, to this neighboring lp. Now 

the question is what should be the value of C. If we assume that the load balancing 

takes place only after every T seconds, then C should be such that the local clocks 

of the lps, between which the load transfer took place, become equal. Let us assume 

that the load transfer took place between Lx and Ly having the local clock values as 

SCX and SCy, respectively. If we assume that their local clock values will become 

equal to SC after T seconds, then the time required for taking Lx from SCX to SC 

is A and the corresponding time required for Ly is —^—!L. If C is the amount 

of computational load transferred, then 

SC - SCX 

Rx 
-C 

SC - SCy 
~ R, + L 

(4.1) 

This yields C = sc*-scy-T{Ry-R*) _ following procedure formally presents the 

scheme described above. 

Procedure Load-Balance-Progress-Rate(2:) 

/* Procedure to be executed at a node x for load balancing */ 

if (x is the GVT manager) 

broadcast {Ri \ 1 < i < n} to all the lps. 
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Choose 7, the confidence coefficient for GVT estimate. 

Using the function / ( . ) and the i?; values received, compute the confidence interval for 

GVT, using 7. Let high and low be resp. the upper and lower limit of the interval, 

if (lvtx > high) state=U 

else if (lvtx < low) s ta te=0 

else state=N /* N indicates a normal state */ 

endif 

if (state ^ N) collect state of all the neighboring lps. 

if (state = 0 ) 

Select neighboring lp Ly with state U. 

Transfer a fraction C = sc*-scv-T{Ry-R*) Gf ] o a ( j lp 

endif 

if (state =U) 

Select neighboring lp Ly with state 0 . 

Receive a fraction C = scy~sc*-T{Rx-Ry) Qf loacl f r o m 

endif 

end 

The estimation of GVT from the i?,-'s have been described in the next section. 

This algorithm is simple which relies on the assumption that physical load can be 

split and transferred from one processor to another. The situation may not be so 

simple in real life. The confidence coefficient 7 is subject to the user's discretion. 

However a value of 90% or 95% is likely to yield good results. If the topology of the 

physical processor network is regular, it is easier for a processor to know its neighbors. 

Otherwise it might need to maintain and process a list. 
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4.3. Load balancing based on genetic algorithms 

A genetic algorithm (GA) is a general technique for solving combinatorial optimiza-

tion problem. It was first proposed by Holland [51] to model the natural selection 

process where the fittest progeny always survives. Afterwards GAs have been suc-

cessfully used in many applications like machine learning and a variety of function 

optimization problems. A genetic algorithm consists of a string representation of the 

genes of the population or the nodes in the search space of the optimization process, 

a set of genetic operators for creating new genes, a function to evaluate the fitness 

of the genes and a probabilistic control function that controls the operation of the 

genetic operators. The algorithm consists of the following steps: 

• A set of the population nodes in the search space is randomly generated. 

• The fitness value of each of the nodes chosen in the previous step are computed 

using the fitness function. 

• The genetic operators are applied to the existing nodes to create new solutions 

and only the fittest individuals in the combined population are retained. 

• Previous steps are repeated until the algorithm converges. 

A genetic algorithm differs from an usual optimization algorithm in several ways. 

First, a node in the search space is represented by a string. Secondly, the algorithm 

operates on a set of nodes instead of a single node as in the case of other optimiza-

tion techniques. Finally, transition from one solution to another is controlled by a 

stochastic function. For a recent survey on genetic algorithms, refer to [104]. We 

present here strategy based on the concept of genetic algorithm which can be used 

for both static and dynamic load balancing in optimistic PDES. 
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In the static case, the computation requirement of various lps is first estimated. 

Let us assume that there are p processors P2l • • • > Pp and n lps Li, L 2 , . . . , Ln 

where n = k • p. Let £ x be the computation load for lp Lx where 1 < x < n. Then 

y » _ c x 

W = ^x=l is the average load per processor. At the beginning of our algorithm, 

we randomly divide n lps into p clusters, each cluster containing k lps. Assume that 

Ci denotes the «-th cluster having a load of Wi, for 1 < i < p. We define two types 

of genetic operations - transfer and exchange - which operate on a pair of clusters. 

These operations will also be referred to as mutations. If C, and Cj are two clusters 

with Wi > Wj, then the transfer operation selects one lp at random from C{ and 

transfers it to the cluster Cj. Similarly, the exchange operation selects one lp from 

each of the two clusters and exchanges them. 

Before starting the algorithm, the number of iterations to be performed is chosen. 

In each iteration, we select two clusters C, and Cj and apply either a transfer or 

an exchange operation. The probability of occurrence of each of these operations are 

chosen to be equal. Let Wi>a and WJta be the load of the clusters Ct and Cj respectively 

after performing an operation. If | W — Wi \ + | W — Wj |>| W — Wi>a \ + | W — 

Wha | then we start the next iteration with the distribution obtained after applying 

the mutation operation. Otherwise we retain the distribution prior to applying the 

mutation and proceed to the next iteration. In the static load balancing scheme we 

do not emphasize the communication load, which is automatically taken care of in a 

dynamic load balancing scheme. In the static case the algorithm uses the estimates 

of the computation load and tries to distributed them among the physical processors 

as evenly as possible. 

In the dynamic load balancing scheme, our goal is to keep the local virtual clocks 

of different lps almost equal. This is achieved by distributing the lps among various 
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processors so that the system time required by different processors to advance the 

simulation clocks of all the lps mapped on to it, are the same. As opposed to the 

static case, here we want the load distribution to be such that the lps advance their 

simulation clock at the same rate. This is the reason for using Ri, the rate of progress 

of simulation with respect to the physical time, rather than the actual computation 

load. Every lp Li keeps an estimate Ri. So, is the system time needed to advance 

the local simulation clock by one time unit. To gather these Ri values, a special 

processor is chosen as the manager. Next we embed a binary tree in the processor 

network with the manager as the root, which broadcasts a message send-load-info to 

all other processors after every T time units. A processor on receiving the message 

send-load-info, passes it onto its children in the binary tree and sends the Ri values 

for each lp on it to the manager. Load balancing calculations, described in the 

following procedure, take place at the manager who in turn sends the reconfiguration 

information to the respective processors. 

To balance the load on different processors, the number of iterations (N.Max) to 

be performed and a tolerance factor (e) are fixed first. The lps mapped to a processor 

are treated as a cluster. For each cluster we define a fitness measure which is based on 

the deviation of the load in the cluster from the ideal load. As the algorithm proceeds, 

pairs of clusters are chosen at random and a mutation (transfer or exchange) is applied 

on them. If the fitness of the clusters increase (or the difference of their load from 

the average decrease) after applying the mutation, the new configuration is chosen. 

Otherwise the previous configuration is retained. If the algorithm does not achieve the 

desired result after performing N-MAX iterations, the tolerance factor is increased 

and the algorithm is applied again. This procedure is described below. 

Procedure Load-Balance-Genetic 
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Fix an e > 0. /* e is the tolerance factor*/ 

Fix N^MAX, the number of iteration per phase. 

Form p clusters Ci, C 2 , . . . , Cp one for each processor. 

Each cluster contains the lps mapped on to the corresponding processor. 

Compute the value fi = T,L}ec, W3 ~ p Ej=1 fT3 ^
or e a c i l c l u s t e r -

/* The maximum value of fi is the fitness measure 

of the distribution in the genetic algorithm. */ 

fit = max?=1{| fi |} 

while ( f i t > e) do 

N = 0 

while (N < NMAX) do 

Select a pairs of clusters Ci and Cj with fi > 0 and f j < 0. 

Apply one of the two mutations transfer and exchange, 

selected at random, to this pair Ci and Cj. 

Retain the previous distribution for the selected pair if 

the mutation does not reduce fi. 

N = N + 1 

end 

fit = maxf=1{| fi |} 

if fit < e stop 

else e = 2 • e 

end 

end 

The algorithm above assumes that a process can be physically transferred across 

processors. But no efficient platform exist reality to do such a thing yet. So, unless 
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the grain size of computation is considerably low, the algorithm may not perform 

well. The fitness function corresponding to a processor is really the time needed to 

advance all the lps mapped to a physical process by one unit of simulation time. It 

represents the relative computational need for every cluster formed. 

In this chapter, we have presented two algorithms for dynamic load balancing in 

an optimistic parallel simulation system. All of these algorithms piggyback on the 

GVT computation procedure in an optimistic simulation system. Hence, the cost of 

executing these algorithms is expected to be low. The two algorithms are complicated 

to analyze mathematically. The first algorithm assumes that the application is such 

that computation load can be broken up as desired. This is true for systems like logic 

circuit simulation, where simulation can be even at the gate level. The second algo-

rithm assumes suitable platform where it is possible to transfer processes as wished. 

But no such efficient mechanism exist as of today. Moreover too many transfers and 

exchanges will consume too much system resources making the scheme in effective. 

Since an exchange is about two times as costly as a transfer, they should be be kept 

at a minimum. Number of iterations also play an important role. It should be such 

that in each iterations sufficient improvement in balance was achieved. 



CHAPTER 5 

GVT COMPUTATION ALGORITHM IN A HYPERCUBE AND ITS 

APPLICATIONS 

"Errors using inadequate data are much less than those 

using no data at all." 

- Charles Babbage 

In this chapter, we present a GVT computation algorithm in a distributed-memory 

hypercube architecture. We have assumed a one port communication model in which a 

processor can communicate with only one of its neighbors at a time and our algorithm 

uses a spanning binomial tree for the hypercube. We will show how the proposed 

algorithm can be used for memory management and hierarchical load balancing. This 

algorithm is unique in the sense that any logical processor can elect itself to be the 

GVT manager, when it runs low on memory. We will also propose a new technique to 

handle transient messages. The reason for choosing hypercube is its regular structure 

and its popularity among static interconnection network topologies. A large class of 

communication algorithms are also available for hypercube machines [55]. 

5.1. Problem formulation 

Let us first define the problem formally. Suppose G =< V, E > be a graph with 

V = { I / 1 , V 2 , . . . , V N } as the node set modeling the processors P1,P2,...,PN i n the 

system architecture. There is an edge between two nodes V and Vj in the graph 

if there is a direct link between the processors P{ and Pjm Suppose our simulation 

65 



66 

system has m lps denoted by Ly1 L2, •.., Lm and let ra8 be the number of lps mapped 

onto processor Then J^iLi m i = m- For the sake of convenience, we assume that 

the lps mapped onto Pi are Lmi_1+2,..., Lmt. Let SC3 be the local clock 

associated with Lj. Let & be the the minimum among all the local clocks of the 

lps mapped to Pi. It is easy to compute £,• since no message passing is required 

and all data is available in the same processor, P,. This requires 0(rrii) time. Now 

GVT = min{£i, £2, . . . , £jv}, which can be computed in 0(log N) time using a parallel 

binary tree computation technique. Hence the overall complexity of such a system will 

be (9(log N + maXiL1{mi}). If the lps are distributed among the processors uniformly, 

then this reduces to 0(log N + jj) time. But a binary tree computation model may 

not be the most effective in all types of processor architectures. In this chapter, we 

assume that ra; = 1 for i < % < N and hence m = N. That is there is only one lp 

per physical processor. 

If the system architecture is a shared memory machine, GVT is just like computing 

the minimum of a set of values and then broadcasting it to all the processors, which 

can be accomplished in (9(log N + jj) time. In a distributed system, however, there 

is a need to designate a special lp as the GVT-manager who gathers the information 

regarding the value of GVT and then broadcasts it to all other processors. One 

easy way to do this to perform a gather operation by the GVT-manager who then 

computes the GVT estimate and broadcasts it to other lps. The time required for 

computing the minimum of all clock values is O(N). So the total time is at least 

O(N). This is obviously not acceptable. Moreover the messages in transit need to be 

considered also. Another problem is the centralized roll of the (jrVT-manager. If a 

single lp is always designated as the CFT-manager, there is a potential problem. If 

for some reason this processor fails, there is a need for reconfiguration or the system 
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has to halt. So for enhanced performance, any node should be able to elect itself as 

the GVT-manager. 

Since the simulation system is distributed over processors, it is difficult to compute 

the exact value of the GVT at any point of real time. Therefore we compute estimates 

which are desired to satisfy certain properties: 

1. GVT estimates are nondecreasing. 

2. The estimates are conservative, i.e. the estimates should never be greater than 

the actual GVT. 

3. The estimates are accurate, i.e. they should not be lower than the value of the 

GVT in some recent past. 

5.2. Hypercube and spanning binomial tree 

The hypercube is a commercially popular architecture with many interesting proper-

ties. It is regular and recursive in nature. There are a large class of communication 

algorithms available on the hypercube [55]. A complete binary tree is not the most 

effective method of broadcasting since it can not be embedded in a hypercube of same 

size with dilation one [62]. However, spanning binomial trees rooted at any node can 

be easily constructed. 

A binary hypercube Qk of dimension & is a graph with N = 2k nodes. The nodes 

correspond to the set of binary strings of length k. Two nodes are connected by an 

edge if the corresponding binary strings differ by exactly one bit. Figure 5.1 shows 

a hypercube of dimension four. 

A binomial tree Bk is defined recursively. A 0 level binomial tree has one node. 

Now Bk is constructed out of two copies of Bk~\ by adding one edge between the 
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roots of the trees and making either of the roots to be the root of Bk. A spanning 

binomial tree for Qk rooted at node 0 can be obtained by complementing the leading 

zeros of the binary encoding of the processor-nodes. It is easy to check that this is 

indeed a spanning tree. Figure 5.2 shows the spanning binomial tree for Q4 rooted 

at 0. The following results and definitions are due to Johnsson and Ho [55]. 

Definition 1: The spanning binomial tree rooted at node s, denoted by SBTk(s), 

of Qk is defined as follows. Let (ci, C2,..., Ck-i) be the binary representation of c. Let 

p be such that cp = 1 and cm = 0, Vm <E {p + l,p + 2 , . . . , k — 1} = VSBT(c), and let 

p = — 1 if c = 0. The set VSBT{c) is the set of leading zeros in c. Then, the children 

of node i in the tree is given by childrenSBT(i,s) = {ik_1ik_2 • • • i~m • • • «o}, Vm € 

VSBT(c), where im is the complement of the bit im . 

Similarly the parent of node i in the tree, denoted by parentSBT(i,s), is obtained as 

J : S B T parent (i,s) = < 
4>, i = S] 

l % k — 2 * * • • • • ^ 0 ) % ^ S . 

A subtree I of SBTk(s) consists of all nodes such that cj = 1 and cm = 0 for all 

m € { 0 , 1 , — 1}. 

Lemma 1 [55]: For any 3, there are 2k~l~1 nodes in the subtree I of SBTk(s), 

and the maximum degree of any node at level h in the subtree / is k - I - h, for 

0 < h < k — I. 

Lemma 2 [55]: Let SBTk{0) be a spanning binomial tree for hypercube Qk rooted 

at node 0. For any node s of Qk, we can get SBTk(s), the spanning binomial tree 

rooted at 5 , by replacing each edge (i, j) of SBTk{0) by the edge (i © 5, j © s), where 

© is the Exclusive-OR operation. 

The height of SBTk(s) is always k, independent of s. Johnsson and Ho [55] showed 

how a spanning binomial tree can be used to broadcast a message in 0 (k) time in 
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Figure 5.1: A Hypercube of dimension four. 
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Figure 5.2: A spanning binomial tree for the hypercube of dimension four, 

the case of one-port communication. For all port communication models, they used 

spanning balanced N-trees to complete the task of broadcasting in G(k) time. 

5.3. GVT computation in a hypercube 

In any simulation system, every lp, L{. maintains a local simulation clock, SC{. This 

local clock is advanced by the lp when a message is processed and moved back in 

case of a rollback. If the messages in the system are delivered instantaneously, the 

minimum of all these local clocks can be taken as the GVT estimate. However, most 
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of the systems do not satisfy this constraint of instantaneous message delivery. Hence 

every lp needs to keep track of the transient messages it has sent. 

5.3.1. The proposed algorithm for GVT computation 

Almost all of the existing algorithms for GVT computation are based on one principle 

[9]. There is a real time window which is specified by start-gvt and end.gvt messages. 

Every lp computes its local virtual time during this interval. The real time window 

may be different for different lps but there is a subinterval, known as the overlap 

interval, which is contained in the real time window of every lp. 

The algorithm to be executed by different processors in the hypercube is explained 

below. Any processor that runs out of memory can initiate the GVT computation 

by electing itself to be the G'VT-manager. It generates a spanning binomial tree 

rooted at it and broadcasts the message start-gvt computation to all of its children. 

On receiving the start-gvt message, each children in turn propagates it to all of its 

children in the original spanning binomial tree. For this purpose, every lp needs to 

know the root node initiating the GVT computation process. Hence along with the 

start-gvt message, the binary label of the root of the tree is also carried. This helps 

for a node to compute when and from where the algorithm was initiated and after 

how much time the results will be available. This is the basis of our conflict resolution 

strategy in cases where two different processors may be running the GVT computation 

algorithm concurrently. (We will discuss more about this in Subsection 5.3.3). 

When a leaf node Li of the spanning binomial tree receives a start-gvt message, it 

computes the minimum of Ivti and time-stamps of all transient messages sent by it. 

This information is sent back to its parent. Any other intermediate node Li computes 

the minimum value of its Ivti during the real time interval between the start-gvt 
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message and the time to receive the Ivf s from all of its children. It then computes 

mm{lvti,mm{lvtj\Lj is a children of Li}} and sends this value to its parent. Once 

the root node has computed its Ivt, it broadcasts this value to all the nodes using the 

spanning binomial tree and the optimum broadcasting algorithm that starts at the 

tallest subtree first. 

Procedure Compute_GVT_root(;r) 

/* Procedure executed at node x initiating the GVT computation. The number of 

processors is N = 2k where k is the dimension of the hypercube*/ 

1. Construct a spanning binomial tree rooted at the node x. 

2. Broadcast the start-gvt message and the id of the node x to all children of x 

in the tree, starting with the tallest subtree first. 

3. Collect Ivti from each of the k children of x. 

4. gvt = min{Ivti I Li is a child of Lx }. 

5. Broadcast gvt to all children of x starting at the tallest subtree first. 

Procedure Compute_GVT_nonroot(j/) 

/* Procedure executed at node y receiving a start-gvt message. */ 

1. From the address of the initiating node, find the children of y. 

2. Propagate the message start-gvt and the id x of the initiating node to each 

of its children starting with the tallest subtree first. 

3. If y is not a leaf then 

4. Collect Ivtj from each children j of y. 

5. x = min{/u^- | Lj is a child of Ly}. 

6. else x = oo. 

7. endif 
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8. Ivty = min{x, SCy,minjmsgjy}. 

/* SCy is the local clock at node y and minjmsg.y is the 

minimum of time stamps of all transient messages.*/ 

9. Send lvty to the parent of y. 

10. Receive computed gvt value from the parent. 

11. Broadcast the gvt value received from the parent to each children, 

starting with the tallest subtree first. 

For example in Figure 5.2, if node 0000 initiates the GVT computation then it 

will send the start-gvt message to nodes 0001, 0010, 0100, and 1000 in that order. A 

leaf node like 1111, on receiving the start-gvt message will compute its local virtual 

time update and send it to its parent 0111. An intermediate node like 0001, will 

collect the local virtual time from all of its children 1001, 0101, 0011 and compute 

their minimum. It will then compare that value with its own local virtual time and 

send the minimum to its parent 0000. Once the node 0000 computes the GVT, it 

will broadcast this value to 0001, 0010, 0100, 1000 in that order. 

Let us now prove that the GVT estimated by the preceding two algorithms is 

nondecreasing, conservative, and accurate. We assume that our system can not in-

fluence past, i.e. no event with time stamp t can generate a message or event with 

time stamp lower that t. 

5.3.2. Proofs of correctness 

Lemma 3: Let SBTk(s) be the spanning binomial tree of Qk, rooted at 5. Let 

c be a node in level h of SBTk(s) whose binary label is (ck-\Ck-2 • • •, c0). Then 

h — YliZo{ci © si)i where Sj is the i-th bit in the binary representation of 5. 

Proof: Follows from the construction of SBTk(s). • 
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Let us assume that one basic unit of communication between two neighbors in 

the hypercube Qk takes r time. Then using the property of SBTk(0), we get the 

following lemma. Let c be a number whose binary representation is ( C k - i C k - 2 • • - Co) 

and J2jZo cj = I- Let be integers such that ix < i2 < ... < and 

Ci} = 1 for all j. Define io = 0. Let c+ = J2j=i(ij ~ h'-i)-

Lemma 4: If a basic communication packet is broadcast from node 0 using one 

port communication and the tallest subtree first approach, then a node c in SBTk(0) 

will receive the packet after rc+ time units. 

Proof: By induction on k. The result is true for a hypercube of dimension 1, 

since node 1 takes one time unit. Suppose the result is true for hypercubes upto 

dimension (k — 1). We will show that the result is true for a hypercube of dimension 

k also. Let us consider a node c in Qk- Let i2,..., «/_x, i; be the positions from 

right to left such that = 1 for 1 < j < I. By the construction of the binomial 

tree SBTk(0), there is a binomial subtree rooted at each of its children. The node 

c belongs to the binomial subtree rooted at the node whose binary representation 

has a 1 in the ix-th position and all other bits are 0. The binomial subtree rooted 

at r*! spans a subcube of dimension (k - ix) whose nodes have a 1 in ii-th position 

and 0 in positions 0 to z'i — 1 in its binary representation. Since the result is true for 

hypercubes of dimension less than k, broadcasting from rx to c takes Ej= 2 ( ? j ~ h - i ) 

using the induction hypothesis. The time for an information to reach n from 0 is i\ 

due to the tallest subtree first approach. Therefore the time for an information to 

reach c from 0 is — ij-i)- • 

Although we have stated the above result in terms of SBTk(0), it can easily be 

extended to SBTk(s) by using c©s in place of c, where © is Exclusive-OR operation. 

We assume that the GVT estimation proceeds in cycles. A cycle is counted from 
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the moment the root node broadcasts the start-gvt message and ends when all nodes 

receive the new estimated GVT value. 

Definition 2: An event et- is said to be dependent of another event ej if occurrence 

of ej is a prerequisite for occurrence of et. We denote this relation as et -< e3. 

Definition 3: An event e0 is said to be a predecessor of eq if there is a sequence 

of events ei, e 2 , . . . , eg_i such that e,- -< ej_i for all 1 < i < q. 

The following three lemmas prove that the GVT estimates obtained by our algo-

rithm are nondecreasing, conservative, and accurate. 

Lemma 5: (nondecreasing) Let GVTn be the GVT estimate computed at the n-th 

cycle. Then GVTn.i < GVTn. 

Proof: (by contradiction) Suppose GVTn_i > GVTn. 

Let GVTn = min{^mij| for all i,j such that Li communicates with Lj}. In this case, 

there is a transient message with time stamp tmin the n-th cycle such that 

GVTn = If m°i,j had a predecessor in the (n — 1) th cycle, then tfra° • is greater 

than the time stamp of that predecessor and hence greater than GVTn-\. This holds 

since the system can not modify the past. 

If m ° i did not have any predecessor then, its value has to be greater than the sim-

ulation clock value (SC{) of the logical processor Lt, where the message was created. 

So, trriij is greater than GVTn-\. 

If GVTn = min{/ut,| for all i}, the proof is similar to the above. • 

Lemma 6: (conservative) Let tn be the time when GVTn is received by a node. 

Then GVTn < GVT(tn), where GVT(tn) is the exact value of GVT at time tn, the 

end of the n-th cycle. 

Proof: Suppose the result is not true. Then there is a transient message or an 

event at time tn in some local queue whose time stamp is less than GVTn. Let us 
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denote such a message or event as e, with a time stamp t(e). Now if e did not have 

a predecessor in the n-th cycle then t(e) > GVTn, since the lp creating e must have 

had Ivt value greater than GVTn. 

If e or one of its predecessors were present during the real window of the n-th cycle, 

this predecessor must have had a time stamp greater than GVTn. So, t(e) > GVTn. 

m 

Lemma 7: (accurate) GVTn > GVT(in-i)-

Proof: Similar to the proof of Lemma 6. • 

Lemma 8: The time needed for one GVT computation cycle is 3 • log N on the 

hypercube with N nodes. This assumes that the computation at every node and 

communication between two adjacent nodes require 0(1) time. 

Proof: Using Lemma 4, every node will receive the start-gvt message after log N 

time units. Following a similar argument we can prove that after log N time units, 

the GVT value becomes available at the root. Broadcasting the new GVT value to 

all the nodes using the spanning binomial tree requires another log N time. • 

Lemma 9: The total number of messages generated by one cycle of GVT compu-

tation algorithm is 3 • (N — 1). 

Proof: Every node except the root receives one start-gvt message. Hence the 

number of start-gvt messages generated by the algorithm is N - 1. Similarly every 

node except the root sends one Ivt to its parent which accounts for (N — 1) messages. 

Broadcasting the new GVT value requires another (N — 1) messages. • 

Lemma 10 [55]: In a ^-dimensional hypercube, Qk, there are k edge-disjoint 

spanning binomial trees. 
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5.3.3. Conflict resolution 

In our algorithm, it is possible for a node to start GVT computation while another 

is already under progress. In such a case, every node will be performing a lot more 

work - one for each initiation. If the dimension of the hypercube is k = logN, 

then the time between the start of a start-gvt broadcast from the root and the last 

node receiving the new GVT value is 3k. If there is just one GVT computation 

under progress, all the nodes in the spanning binomial tree executes the algorithm 

as described in Subsection 5.3.1. But if one node initiates the algorithm while the 

cycle of computation for another is not yet over, then it is possible for some logical 

processors to receive two start-gvt messages in the same cycle. So when a node 

receives a start-gvt message while the other one is already under progress, it simply 

computes which node initiated the procedure first and propagates its message. A 

formal description of this algorithm is given below. 

Procedure conflict-resolution(a:, 5) 

/* Modified GVT computation algorithm at a node x. Address of the initiator is s. 

The variable flag indicates if any other GVT computation is under progress.*/ 

timejreached — current time 

if ( f l a g = 0) then 

begin 

flag = 1 /* Mark that computation which is under progress */ 

address-first = s /* store the address of the first initiator */ 

time-first = timejreached 

if (x = s) then Compute_GVT_root(;r) 

else Compute_GVT_nonroot(a;) 
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end 

end 

else 

tempi — x © address-first 

tempi — x ® s 

first-available = time-first + 3 log N — templ+ 

second-available = time-reached + 3 log N — temp2+ 

/* first-avail able and second-available respectively indicate when the GVT from 

the first and the second initiation will be available. */ 

if ((first -available < second-available) or 

((first-available = second-available) and (address-first < 5)) then 

ignore the second start-gvt message 

else 

begin 

ignore the first start-gvt message 

flag = 1 

address-first = 5 

time-first = timejreached 

Compute_G VT _nonroot (x) 

end 

end 

The success of this procedure is due to the organization of a binomial tree. Using 

the properties of the binomial tree and the address of the initiating node, we are able 

to find out which processor started the GVT computation first and thus resolve the 

conflict. 
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5.4. Applications of the GVT computation algorithm 

Traditionally, the GVT has been used for memory management. This is because the 

system states with time stamp less than the value of GVT need not be saved and the 

memory space occupied by the earlier states can be freed. However, GVT can also 

be used to attain balance in computation speed of simulation clocks of different lps. 

These two applications are described next. 

5.4.1. Memory management 

We describe how the GVT computation algorithm can be used for memory manage-

ment and for balancing the rate of progress of simulation at different Ip1 s. Whenever 

the GVT is broadcast, we assume that the corresponding physical time ti when this 

value GVTi was computed is also sent. Thus at any time between the n-th and (n + 1)-

th cycles, every Ip receives a set of values (tu GVTi), (t2, GVT2),..., {tn, GVTn). This 

requires that the value of ti be broadcast along with the value of GVTi to the logical 

processor initiating the GVT computation routine at the n-th cycle. As stated in the 

previous chapter, using the pairs (U,GVTi), any Ip can estimate the GVT value at 

any time by means of statistical regression. The regression function can be formed 

taking the values tx,t2 — t\,... ,tn — i as the values of the independent variables 

(X) and the values GVTi, GVT2 — GVTi, • • •, GVTn — GVTn_i as the values of the 

dependent variables (Y). It is also possible to use an estimation function based on 

only the latest k pairs of values (<n_fc, GVTn_k), (tn.k+uGVTn-k+1),..., (tn, GVTn). 

At this stage, let us assume that we have a regression function /(•) which can estimate 

Y = y given that X = x. We will discuss the choice of such a function /(•) later. 

An Ip can initiate the GVT computation algorithm when, say, the free memory 

available to it becomes less than a% of the total memory allocated to it. This ensures 



79 

that no Ip remains idle due to memory constraint. Next, in order to ensure that an Ip 

does not progress too fast compared to its companions, we make use of the function 

/(•). Consider an Ip, Li, at physical time t with tn < t < tn+1. It is possible to 

predict the value of GVT using the expression GVT = GVTn + f(t — tn). In fact any 

Ip can construct a (100 — a)% confidence interval for the expected GVT value. If the 

simulation clock value of the Ip lies beyond this range, then the Ip can expect itself 

to be slow or fast compared to other logical processors. In such a case it will try to 

match its speed with other /p's by invoking process transfer. 

The regression function /(•) to estimate Y given that X — x can be based on 

either parametric or non-parametric techniques. In the parametric case, we can use a 

regression function based on the least square estimates. Since there are standard pro-

cedures, we only present a linear non-parametric estimation function. This procedure 

is based on Theil's estimate and uses a measure of correlation known as Kendal's r . 

For a detailed description about this procedure and Kendal's r , refer to [19]. The 

value of Kendal's r for different confidence coefficients and number of observations is 

available in almost all statistical tables. 

Suppose we have (Xi,Yi), for i = 1,2, . . . , n and let us estimate the value of 

Y given X = x with 100(1 — a)% confidence level. We assume that our model 

is Y{ — a + b • X{ + e,-, for i = 1 ,2 , . . . ,n, where Xi 's are known constants while 

a and b are unknown parameters. The quantity Yi is the observed value of the 

random variable Y at Xi and e; is the error value. In this method we first compute 

Si,j = J2i<j I2j=i x^-x, • Tk e estimate of b is obtained as b = median{5, j} . Estimate 

of a can be obtained as a = Y — b • X. Once we know the estimates a and b, we can 

estimate Y. To get a confidence interval for b, we use the following procedure. 

1. Compute the values and arrange them in the increasing order. 
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2. Get the value 5a from the statistical table for Kendal's r using n and 

( " ) - 5 a + 2 
3. Compute c = j2—. 

4. The lower confidence limit 6; for b is the c-th value of SltJ counting from the 

smallest and the upper confidence limit bu is the c-th value of Sij counting from 

the largest. 

Once we have obtained a confidence interval for b, we can easily compute the 100(1 — 

a)% confidence interval for the independent variable Y. 

An important question in this scheme is what should be an appropriate choice of a. 

Let us assume that Mi is the amount of memory allocated to an Ip Li at the beginning 

of the simulation process. So when Li initiates the GVT computation process, it has 

( • Mi units of free memory at its disposal. The choice of a should be such that 

the memory required for the simulation process till the GVT computation is over is 

less than (̂ qo) ' Let us assume that the memory required for one system state 

saving is 7. In most cases of optimistic simulation, it is assumed that the system 

states are saved after every message processing. To be more general, let us assume 

that there is a constant such that the system states are saved after every (3 message 

processing. We also assume that the physical processing time for a message in our 

system has a distribution function F(-). Since the GVT computation algorithm takes 

0(log N) time in a hypercube with N — 2k nodes, we assume that the time for the 

GVT computation procedure to be complete is C-log N for some constant C. Suppose 

the Ip has processed r) messages during this interval. The rj can be estimated as the 

ratio of C • log N to the average physical service time required for processing an event. 

In order to continue the simulation till the end of GVT computation, ^ should be 

less than (̂ 55) • M,-. So, if we can estimate the value of r/ we can compute the value 
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of a. Since rj is a random variable, we can compute the expected value of t] based on 

the distribution function F(-) and substitute it in the equation ^ = (jgo) • -M,- to 

Q. 

5.4.2. Hierarchical load balancing in a hypercube 

We now discuss how the process transfer or matching of the speed of different lps 

can be obtained. Each logical processor Li computes a simple estimate of its rate 

of progress of simulation, Rt = , where SC2 and ,SC\ are the values of the 

simulation clock at Li at two different points of time t-2 and t\ respectively. Whenever 

an lp sends its GVT update to its parent, it also sends its own Ri value and that of its 

children. So the node initiating the GVT computation receives the rate of progress of 

simulation estimates from each lp and sorts them. When the newly computed GVT 

values are broadcast, these collected Ri values are also sent to each of the processors. 

Any lp always keeps these information about the rate of progress of simulation at 

its neighboring lps. Whenever a mismatch in the rate of progress is detected, the lp 

searches its neighbors with which it can share its load by means of remote procedure 

execution or by invoking process transfer. This is the simple implementation of the 

buddy strategy where the load balancing takes place between a node and its neighbors 

within a certain distance. 

Let us now present a hierarchical load balancing algorithm for hypercubes using 

the spanning binomial tree, utilized in our GVT computation routine. We split the 

hypercube Qk into two subcubes Qk-i of dimension (k — 1). Computation between 

these two subcubes is balanced first. After this, load balancing progresses in the 

individual subcubes following the same procedure. Our method uses the Ri values 

available to different processors at different levels of the spanning binomial tree. Let 
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us define C; = which is the cpu time required by lp L{ to advance its simulation 

clock by one time unit. For simplicity, we assume that there is only one logical 

processor per physical processor. If this is not true, we simply need to sum up the C,-

values of all the logical processors mapped onto a physical processor for our algorithm 

to work. 

By definition, a spanning binomial tree, SBTk, of order k can be decomposed into 

two subtrees each of which is again a binomial tree of order (k — 1). One of them 

is the subtree rooted at the rightmost child of the root of SBTk and the other is 

this root along with other subtrees rooted at its other children. We will call them 

right and left binomial subtrees, respectively, which span two subcubes of dimension 

(k — 1). Formally, if a hypercube Qk has a spanning binomial tree SBTk, then Qk can 

be decomposed into Qi and Qr and SBTk can be decomposed into SBT\ and SBTr 

which represent spanning binomial trees for Qi and Qr, respectively. 

The proposed load balancing algorithm starts at the root of the spanning binomial 

tree SBTk• Then root(SBTk) computes Wi = EJesBT, and Wr — YLiesBTr Cf K 

I Wi— Wr |< e (a threshold), root(SBTk) simply instructs root(SBTr) and root(SBTi) 

(itself) to balance the load in Qr and Q/, respectively. Otherwise if Wr > W; then 

root(SBTk) requests Wr~wi computational load'from root(SBTr) and transfers it to 

itself i.e. root(SBTi), and calls root(SBTr) and root(SBTi) to balance the load in Qi 

and Qr. A similar procedure is adopted when Wi > Wr. This procedure is continued 

till the 1-dimensional hypercubes are reached. So at each of these stages of the 

algorithm, the load on the two subcubes get balanced and the balancing procedure is 

repeated within the subcubes at later stages. Figures 5.3 and 5.7 show an example 

of load balancing in the hypercube Q4 with 16 processors. The numbers on the nodes 

of the binomial trees correspond to the load in the physical processors. The numbers 
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enclosed in boxes are the total load in the corresponding binomial subtree rooted at 

the node. The dotted arcs indicate the direction of the load transfer and the numbers 

on them are the amounts of load to be transferred The load balancing algorithm is 

formally described below. 

Let Qx be the hypercube under consideration and SBTX is the corresponding 

spanning binomial tree. In the following algorithm, Qxi and Qxr denote the two 

subcubes of Qx and SBTxi,SBTxr are the spanning binomial trees for Qxi and Qxr, 

respectively. So, Qx = Qxi U Qxr and SBTX = SBTxi U SBTxr. 

Procedure Balance(Qx , SBTX)] 

/* Procedure for balancing the computational load in a hypercube Qx with a spanning 

binomial tree SBTX. */ 

1. Compute W, = Zt€SBTl C* Wr = ZieSBTr G; 

2. If (| Wi - Wr |< e) then 

3. Ba\alnce(Qxi,SBTxi)-, 

4. Balance(Qa;r, SBTxr)] 

5. else if (Wi > Wr) then 

6. Request a load amount wi~wr from root(SBT{)\ 

7. Transfer this load to root(SBTr)] 

8. Bala,nce(Qxi,SBTxi)-, 

9. Balance(<3rr, SBTxr)-, 

10. else 

11. Request a load amount Wr~wi from root(SBTr); 

12. Transfer this load to root(SBTi); 

13. B a l a n c e d , SBTxl)-
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14. Ba\a.nce(Qxr, SBTxr)] 

15. endif 

16. end. 

The request for load in Steps 6 and 11 may not be satisfied by the roots of the 

corresponding subtrees. They might have to transfer this load from their children. If 

we assume that load transfer between two adjacent processors takes (9(1) time, then 

in the worst case each such load transfer requires (9(log N) time. Let TN be the time 

complexity of the procedure Balance. Then 

TN = < 

If N = 2K then 

TN = TN/4 + 0(\og(N/2) + logN) 

TN/2 + 0{\ogN) UN >2 

1 otherwise. 

= + 0(log(N/2 ) + log(iV/2 ) + . . . + log(iV/2) + log N) 

= 0 (1 + {k - 1) • log JV - (1 + 2 + . . . + {k - 2))) 

= C>(l + (fc —l)-logiV— ( f c - 1 ^ - 2 ) ) 

» 0(\og2N) 

(5.1) 

5.5. Techniques for handling transient messages 

A message is transient if it has been sent from its source but is yet to be received at 

its destination. One important problem in the GVT computation is to account for 
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Figure 5.3: An SBT with initial loads. Figure 5.4: SBT after stage 1. 

transient messages. To overcome this problem some researchers have assumed that the 

links follow first come first served (FCFS) policy [7, 8]. In certain cases, it is assumed 

that the messages are acknowledged [9, 27, 91, 98]. Lin [63]proposed a method based 

on maintaining a list for every ordered pair of processors. Probabilistic algorithm for 

accounting transient messages was proposed by Baldwin et. al. [8] which is based on 

the concept of making the overlap interval larger so that it is unlikely for a message 

to be in transit during this entire interval. We present a simpler mechanism under 

realistic assumptions and this does not substantially increase the time needed for 

GVT computation. We assume that messages are transferred from one processor to 

another along a path. Such a path consists of one or more links connecting a pair of 

processors. We assume that there exists a constant r such that the time to transfer a 

message from one end to the other of one of these direct links takes less than r units. 

In other words, if A and B are two nodes which are connected by a direct link, then 

the time for a message to be transferred from A t o B takes less than r units. So, when 

two nodes communicate using a path, then the time for a message transfer is less than 

TI where I is the length of the path. This assumption is reasonable since most of the 
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Figure 5.5: SBT after stage 2. Figure 5.6: SBT after stage 3. 

Figure 5.7: SBT after stage 4 

networks give a performance guarantee about the delivery time for a message. 

In every processor we keep two buffers, one for storing incoming messages and 

another for storing outgoing messages. A message is transferred from the incoming 

buffer to the outgoing buffer while is passes through a physical processor. We also 

make sure that at least r units of time elapses between a node receiving its start-gvt 

message and sending its Ivt computation. In other words, the length of the real time 

interval is at least r for every logical processor. Every lp computes its Ivt estimate 

as we described in earlier sections. But for every physical processor, there is one lp 
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(let us call this leader), which also scans the incoming and outgoing message buffers 

twice - once on receiving the start-gvt message and once just before sending its Ivt 

update. The same lp is also put in charge of moving messages between buffers. This 

guarantees that the length of the real time window is at least r , which is easily 

met by the lps which are at higher levels of the GVT computation tree. Additional 

delay needs to be introduced only for the leaves. This ensures that every message 

will be accounted for, since during an interval of r time units the message has to 

reach one node. The same strategy is applicable to all cases of message passing, 

circuit-switching, packet-switching, and store-and-forward. 

5.6. Conclusion 

In this chapter, we have presented a GVT computation algorithm in a distributed 

hypercube architecture using the spanning binomial trees. This algorithm can also 

be used for memory management and hierarchical load balancing on the hypercube. 

Our algorithm uses a minimum number of message transfers and any logical processor 

can initiate the GVT computation. 

Two dimensional meshes are another popular network architecture. We can con-

nect all processors in every row by a ring and designate one processor in every row as 

the row manager. These row managers can then again be connected in a ring. This 

type of two level hierarchical ring can be used for GVT computation in meshes. But 

the number of messages and the time required for a GVT computation may not be 

optimum. We intend to investigate GVT computation in meshes in future. 

Load balancing in an optimistic simulation reduces the number of rollbacks and 

thus increases the speed of simulation. In our algorithm, load balancing progresses 

independently in different subcubes and hence it is likely to be very fast. In the 
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next chapter we have reported the results for computing the GVT in a hypercube 

simulated on a network of workstations. Starting from a random load on each these 

simulated hypercube nodes we have used this load balancing strategy and computed 

the ratio of the maximum load to the minimum load which always remains bounded 

above by two. 



CHAPTER 6 

IMPLEMENTATIONS 

"No amount of experimentation can ever prove me 

right; a single experiment can prove me wrong." 

- Albert Einstein 

"...it doesn't matter how beautiful your theory is, it 

doesn't matter how smart you are - if it doesn't agree 

with experiment, it's wrong." 

- Richard P. Feynman 

6.1. Introduction 

In Chapters 3 and 4, we have described three load balancing algorithms for optimistic 

parallel discrete event simulation. The goal in each of these algorithms has been to 

keep the speed of simulation clock at each of the logical processes balanced. The load 

balancing can be done by means of remote procedure call (RPC) or through process 

transfer. The first load balancing algorithm is suitable for an environment where a 

very large number of lps can co-exist. System restrictions on memory usage, the num-

ber of file descriptors and the number of task limits the number of lps that a systems 

can handle. Hence we have tried to implement and study the performance of the 

second and the third algorithms. Since parallel computers are costly and are being 

89 
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deployed more and more for solving special types of problems, distributed computing 

looks more promising at present. It is very easy to find a network of workstations con-

nected in a local area network. For this reason, we have chosen a platform consisting 

of several heterogeneous workstations which are connected through Ethernet. 

Load balancing is a widely studied problem and is referred also as load distribution, 

load sharing and distributed scheduling. Load sharing deals with the techniques of 

transferring computing load across the processors of a distributed system in order to 

achieve desired goals. These goals include resource sharing, fault tolerance, improving 

throughput or some such characteristics. There are three aspects of load balancing -

load balancing mechanism for transfer of computation, load information management 

and distributed scheduling. These are discussed below. 

6.1.1. Load Balancing Mechanism 

Load balancing mechanism can be handled in three different ways - initial placements, 

remote procedure execution and task/process migration. Initial placement creates a 

new process abstraction on the remote node irrespective of the fact that the code is 

present or not. In remote procedure call, the code exists on the remote system and 

only the parameters are exchanged in order to initiate the computation. In process or 

task migration, the process and its associated data structures, memory address space 

and all other parameters are migrated on the remote system. Some of the issues [78] 

involved with load migration is: 

• Complexity of implementation - Additional effort necessary to implement the 

migration scheme. The changes required at the OS and other application levels. 

• Cost - This is the cost incurred initially to transfer the state and the run time 

cost. Is the performance high enough to justify this cost? 
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• Transparency - How does the migration affect the performance of the other 

tasks? Impact of migration on used I /O channels and communication with 

other processes are all part of this. 

• Functionality - The migrated task should be capable of processing all its func-

tionalities same as when it was not migrated. 

• Residual Dependency - If part of the migrated process remains in the original 

system, then what is its impact. 

• Maintainability - It is the ability to maintain and support the migration mech-

anism. 

• Fault tolerance - In case of failure of a node, how does the system adopt itself. 

• Heterogeneous migration - If the processor architectures and operating systems 

are different, then how does the load transfer take place. 

6.1.2. Load information management 

Load information management is concerned with the collection and dissemination 

of information. In most of the systems some accounting information is captured. 

However depending on the scheduling policy additional information may have to be 

collected. Since there is a large overhead associated with the collection and distri-

bution of information in a large system, another problem arises. Some of the issues 

related to load information management are: 

• Information to be managed. 

• Representation and measurement of information 
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• Amount of information to be stored at any time 

• Who initiates the transfer of information 

• How frequently should the information be collected and disseminated and by 

whom 

• Effect of the delay in collection and distribution of information. 

6.1.3. Distributed scheduling 

The policy of distributed scheduling decides when and how should the migration takes 

place. Typically this part of the load balancing is either invoked periodically or by 

an event. Actions are taken after inspecting the load information. The scheduling 

strategies are classified into several categories based on who initiated the the request: 

• Random policy - destination node is chosen at random from all the other nodes. 

• Sender initiated policy - is activated by a node that is overloaded. 

• Receiver initiated policy - initiated by a node that is underloaded. 

• Symmetrical policy — is a combination of both sender and receiver initiated 

policy. 

Some of the issues concerning the scheduling techniques are: 

• Since it is very hard to arrive at an optimal solution, sub-optimal solutions are 

computed using approximate or heuristic methods. 

• The capability of the system to the dynamic behavior of the system. Relative 

importance of a parameter or the parameters on interest may change as the 

system progresses. 
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Table 6.1: Workstations in the implementation cluster 

Name Architecture Address 

Roop DEC ALPHA roop. csci. unt. edu 

Baer DEC ALPHA baer.csci.unt.edu 

Yoda NeXT yoda. csci .unt. edu 

Terlingua RS6000 terlingua.csci.unt.edu 

Ponder Sequent Symmetry p onder. csci. unt. edu 

• Ability of the system to detect a stable state, where no load balancing can 

improve the performance. 

• How to combine the characteristics of centralized scheduling and distributed 

scheduling and thus arrive at an hierarchical approach. 

6.2. System description 

6.2.1. Hardware 

Our system consists of a set of five workstations- which are connected through Ether-

net. These workstations and their names and their network addresses are as follows: 

Each of these machines are multiuser and so the processing time is shared by all 

the users. Roop and Baer are DEC ALPHA machines whereas NeXT is a NeXT 

cube. Terlingua is IBM's RS6000 processor based and Sequent Symmetry is shared 

memory machine with 16 processors. 
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Ethernet 

Sequent DEC DEC 
Symmetry NeXT RS6000 

ALPHA ALPHA 

ponder yoda terlingua roop baer 

Figure 6.1: Our system con figuration. 

6.2.2. Software 

All the application programs were written in C and are compiled using gnu 'C' com-

piler gcc. The message passing is implemented using the distributed networking 

software PVM (Parallel Virtual Machine). In the cluster of machines, one node is 

designated to run the pvm console which runs pvm. All other nodes of the cluster 

runs the pvm daemon. PVM console provides a means for interfacing with the PVM. 

PVMD takes care of the task of message passing. Each task spawned using PVM 

has a unique task id. A message is sent using the task id of the receiver by mak-

ing a function to pvm. The corresponding pvmd in turn processes the message and 

sends it to the pvmd on the receivers side, which passes the message to the receiver. 

Several processes running on a single machine communicate with them by using a 

socket where as pvmd running on two different processors communicate using the IP 

protocol. PVM also provides built in routines to perform the following functions for 

the tasks spawned by it. 

Changing configuration of the cluster - adding, deleting new workstations. 
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• Providing information about the cluster and the tasks running on it at any point 

of time. 

Message buffers handling. 

• Group function computation. 

• Message passing. 

PVM does not have any built in flow control. Future releases are supposed to address 

this issue. For a more elaborate description about this system, refer to [44]. 

TASK TASK TASK TASK TASK TASK 

TCP TCP 

UDP 
PVMD PVMD 

HOST 1 HOST 2 

Figure 6.2: Process communication using PVM. 

6.3. Results of GVT computation 

There are several GVT computation algorithms cited in literature and they perform 

differently under different parallel architecture. But no performance study of these 

algorithms have been reported on a distributed network of workstations connected 

through a local area network. We have studied the behavior of the following GVT 

computation algorithms in our system. 
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• Token passing in a ring 

• Spanning tree algorithm 

• Polling from a central lp. 

• Spanning binomial tree algorithm 

• Token passing in a hierarchical ring or mesh 

We have compared their performance to find out which one of them is suitable 

and faster. This will help in deciding which algorithm to adopt while implementing 

an optimistic simulation in a distributed network of workstations. Each of these 

algorithms has been simulated on a single workstation as well as in our network of 

workstations. These algorithms are simulated for up to 32 lps. The reason for not 

using more lps is that the pvmd reaches a saturation point of its capability to handle 

messages with 32 lps. Increasing the number of lps beyond this point results in the 

program remaining in suspended state indefinitely. The CPU time available to an 

user is dependent on the number of other users in the system. Hence we have taken 

the average over 100 iterations for each of our measurements to avoid erratic system 

behavior. Table 6.2 contains the average processing time (in microseconds) required 

for a single iteration when all the processes were simulated on a single DEC ALPHA 

machine. Table 6.3 shows the corresponding elapsed time, which is actually the sum 

of the processing time and the communication time and is a true measure of the time 

required for the computation. Table 6.4 is the processing time for the same algorithm 

when the processes were distributed over all the workstations and Table 6.5 is the 

corresponding elapsed time. 

As far as the processing time is concerned, there is no difference whether the pro-

cesses were simulated on a single processor or on multiple workstations. A comparison 
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of Table 6.2 and Table 6.4 reflects that. The graphs in Figure 6.3 and in Figure 6.5 

also shows this. Examining Figure 6.5, we observe that processing time is highest 

for the star topology and lowest for the token passing approach and all others are 

in between. As expected, the processing time using a star topology increases almost 

linearly with the number of processor. This time for the token passing approach is 

almost constant since the incremental computation required due to addition of a new 

lp is very low. This same behavior is observed for other algorithms also. When we 

compare the elapsed time (referred to as the computation time from now on) for 

simulation using just a single workstation (Figure 6.4), we find that almost all al-

gorithms exhibits the same behavior and increases almost linearly with the number 

of processors. However, this computation time is slightly higher for the algorithms 

using a binary tree and binomial tree. But the scenario is different when multiple 

workstations were used. The computation time is substantially lower than in the case 

of single workstation simulation. Moreover, the graph in Figure 6.6 shows that when 

the number of lps is below 12 almost all the lps take the same amount of time, but as 

the number of lps increases the algorithms using binomial trees and binary trees start 

performing badly. This is due to the delay associated in receiving the response from 

each of the children of a node in these two algorithms. In this case the performance 

of the other three algorithms are similar. Finally the graph in Figure 6.7 shows that 

the processing time is almost negligible compared to the computation time. 

6.3.1. Load balancing results and GVT computation in a hypercube 

The optimal GVT computation algorithm in a hypercube uses a binomial tree. We 

have shown in Chapter 5 how this algorithm can be used for load balancing also. We 

have simulated these algorithms on our network of workstations varying the number 
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Figure 6.3: Processing time for com-

puting GVT on a single processor using 

different embeddings. 

Figure 6.4: Elapsed time for computing 

GVT on a single processor using differ-

ent embeddings. 

of lps from 4 to 32. The reason for not using more than 32 lps is that the pvmds can 

not handle more. Table 6.6 shows these results.'We have started with a random load 

on each of the processors and applied the algorithm to compute the total processing 

time, computation time, maximum and minimum load after the load balancing algo-

rithm has been used. We have taken all measurements as average over 50 iterations. 

The graph in Figure 6.8 shows the processing time used by the algorithm for GVT 

computation using a binomial tree in a single iteration with and without load balanc-

ing. As the number of lps is increased the time for just GVT computation does not 

increase significantly. But when the load balancing is also used then the processing 
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and different embeddings. different embeddings. 

time increases linearly with the number of lps and this processing time is significantly 

higher than the processing time used just by the GVT computation algorithm. The 

total computation time also shows the same behavior in Figure 6.9. But this total 

computation time is much more than the processing time. The ratio of the maximum 

to the minimum load (Figures 6.10 and 6.11) is within the range from one to two 

with spikes (being close to one) when the number of lps is a power of two. The reason 

for these spikes is that when we have a complete hypercube the balancing is perfect 

but when the hypercube is incomplete the binomial tree will have several subtrees 

with one missing node, where the recursive algorithm will stop. 
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Figure 6.7: Comparison between processing time and elapsed time for computing 
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We have implemented an abstract model of an optimistic parallel discrete event 

simulation in our workstation cluster. Then we have applied two of our load balancing 

algorithms to observe the speed up in such a system. From this model we want to 

study the effect of load balancing on speed-up and in the reduction of number of anti 

messages in the system. The two load balancing algorithms implemented are (i) algo-

rithm for transferring the load between two processors and piggy backing on GVT (ii) 

load balancing algorithm based on evolutionary strategy. The other algorithm of ours 

which migrates lps across processor to reach a balance in the computational load has 

not been implemented. However, this algorithm has been analyzed probabilistically. 

It is suitable for environments where a very large number of lps can co-exist. System 
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balancing in a hypercube simulated us- ing in a hypercube simulated using all 

ing all four processors. four processors. 

restriction on memory usage, the number of file" descriptors and the number of tasks 

limits the number of lps that one pvmd can handle. 

Tables 6.7 and 6.8 shows the time computation time required for simulating 

various lps upto simulation time 2000 in a uni-workstation and multi-workstation 

environment respectively. The grain size of computation has been chosen from one 

to one thousand incrementing by one, ten and one hundred respectively. If the grain 

size is high ( > 100) the lp sleeps for that duration and the system marks it as a 

suspended low priority processor and the simulation program almost comes to a halt. 
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So, we have made the lps perform some basic computation a number of times which 

is a function of the grain size. Table 6.9 shows the maximum of the processing time 

used by any of the workstations. We see that initially these processing times are 

very low compared to the total computation time but as the grain sizes increase, the 

processing time becomes the dominant factor in the computation time. Table 6.10 

shows the speed up obtained for different grain sizes and varying number of lps. First 

we observe that speed up is never more than 2.9 and that happens with grain size 

400 and when number of lps is equal to 4. Moreover, increasing the number of lps 
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per processor beyond 3 reduces the speed up. The range for speed up is when the 

number of lps per processor is less than 3 and the grain size is greater than 60. The 

graph in Figures 6.12, 6.13 and 6.14 show the speed up obtained for grain sizes 

1-10, 10-100 and 100-1000, respectively. 
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Figure 6.12: Speed up obtained using Figure 6.13: Speed up obtained using 

four processors for grain size 1 to 10 four processors for grain size 10 to 100 

mili seconds. mili seconds. 

6.4. Limitations in Implementation due to System Constraints 

We have faced several constraints while performing these experiments. Since we 

do not have any specific computation in mind when we talk about grain size, we 

implemented this by introducing a sleep time for that duration. But the system 
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Figure 6.14: Speed up obtained using four processors for grain size 100 to 1000 mili 

seconds. 

marks all the processes sleeping for a long time as suspended. So, we had to perform 

some basic computation a number of times instead of sleep. 

Measuring time (processing as well as elapsed time) has been a major problem. We 

are interested in measuring time with a precision of microseconds. Sequent Symmetry 

multiprocessor does not have any function to measure the elapsed time in microsec-

onds. We have used the function gettimeofday() supplied with the X-library for this. 

Increment interval is also different for different systems. The functions for measuring 

time is also different in different systems and they reside in different libraries which 

made it difficult is maintaining the uniformity of the lps. 

The number of file descriptors (FD) per user is limited to 32 in ponder. Since 
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every lp consumes three FDs (stdin, stdout and stderr) other than the usual input 

and output files it is almost impossible to create more than six lps in ponder. The 

number of messages the pvmd can handle also restricts the total number of lps to 

around 32. Another problem is when another such program is run using pvmd by 

another user. In such a case the number of messages goes beyond the acceptable limit 

and the system practically comes to a halt. This limits the total number of machines 

that could be included in these experiments. 

Two of our load balancing algorithms are based on the rate of progress of simula-

tion with respect to physical time. Based on this rate we recompute the grain sizes 

which need to be an integer because they decide the number of basic computations 

to be performed for a given grain size. When there are many users lps get swapped 

out and quite often this makes the rate of progress of simulation to be 0, the physi-

cal time being much greater than the increment in simulation time and thus making 

the algorithm inapplicable. This restricts the number of lps created for testing these 

algorithms to 12 and their grain sizes to 1000. 

We have made some interesting observations with respect to the capability of PVM 

in handling such applications. Our simulation stops when a certain value of GVT is 

achieved. But at this time even though the lps terminate, some messages remain in the 

system since there recipients are no longer there. These messages remain in the system 

as long as the pvmd's are run. This decreases the available memory considerably. As 

a consequence several iterations of the algorithms becomes questionable. There is 

no built-in flow control. So faster lps flood the pvmd's with messages making them 

stop. This happens since there is a FIFO policy for message passing and pvmd's can 

not send control messages before sending the regular messages. This restricts the 

number of external messages an lp can produce. Since for every message memory is 
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allocated when it is generated, total memory allocated to a process increases. Since 

the process swap space is limited in systems, sometimes operating systems become 

unable to swap processes and the system comes to a stand still. 

In our algorithm we first vary the grain size from 1 to 10 incrementing by a unit at 

every stage. Then we vary the grain size from 10 to 100 incrementing by 10 at every 

step. The grain size increases by 100 at every step in the range 100 to 1000. Physically 

transferring a process is difficult and no known software handling this efficiently exits. 

In our case all lps perform identical function. So when an lp A is to be transferred 

from processor P to Q, we create another lp B which is a copy of A in Q and all new 

messages are sent to B. The parameters are transferred from A to B. A runs as long as 

its message queue is not empty. Once the event queue of A becomes empty, A sends 

a signal to B to start execution before terminating itself. The computation related 

to an event can easily be simulated by making the process sleep for that duration. 

However if this sleep time is long, the process gets marked as a suspended process by 

the operating system and does not reflect the true characteristics of the system. To 

avoid this problem, we have multiplied every such computation time by a factor and 

made the system perform some basic computation those many times. 

In the implementation of our third load balancing algorithm, we observed that 

introduction of exchange of two processes causes severe overhead in the load balanced 

system. Hence we have restricted ourselves only to the transfer operation. Moreover 

performing two or more transfers in the same iteration causes severe degradation 

in the performance, so we perform only one transfer in every invocation of the load 

balancing algorithm. This transfer takes place only between the processor in which we 

have the slowest lps and the processor containing the fastest lps. These processors are 

not chosen at random as specified in the algorithm. We reached at these specifications 
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after trying various other implementations. The results shown for the third algorithm 

for load balancing is in the case when we start with 5 lps both in Sequent Symmetry 

and RS600 and one each in both the DEC ALPHAs. 

Table 6.11 shows the result of simulating our system for simulation time < 2000. 

We used 16 lps which were equally distributed over the four processors. The compu-

tation size at every lp followed a hyper-exponential distribution which is a constant 

added to an exponential distribution. We simulated the system both with and with-

out any load balancing. In each of these cases we have counted the total number 

of messages, number of anti messages and the number of primary rollback messages. 

The result from this table is summarized in the graphs of Figures 6.15 and 6.16. 

These graphs show the ratio of rollback messages to the total number of messages for 

varying grain sizes. In the graph of Figure 6.15 we have joined the data points by 

simple straight lines where as the graph in Figure 6.16 shows the same graph where 

a smooth curve is passed through the data points. 

When the grain size is within the range 1 to 10, in eight out of ten cases load 

balancing has reduced the number of rollback messages. When the grain size is 

within the range 10 to 100, in seven cases out of ten load balancing has reduced the 

number of rollback messages. Similarly in the range 100 to 1000 for grain size, in 

seven out of ten cases load balancing has actually reduced the number of rollbacks. 

This behavior is better understood looking at the graph in Figure 6.16. However the 

performance of the algorithm is better when the grain size is greater than 40. 

Table 6.12 shows the effect of load balancing algorithm using the process transfer. 

We have simulated 12 lps on the four available processors. These results correspond 

to the situation where there are 5 lps in each of the slower processors and 2 lps in each 

of the fastest processors. All of these lps are identical in characteristics. We have 
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simulated the system as long as GVT value was less than 2000. We have counted 

the total number of messages, number of anti messages and the number of primary 

rollback messages in the case when there was no load balancing and also when the 

load balancing algorithm was used. The result from this table is summarized in the 

graphs of Figure 6.17 and 6.18. The graph in Figure 6.17 shows the ratio of rollback 

messages to the total number of messages for different grain sizes. The graph in Figure 

6.18 contains the same data points but a smooth curve is fitted through these data 

points. 

When the grain size is within the range 1 to 10, in seven out of ten cases our 

simulation implementation performs worse when load balancing is used. In the range 

10 to 100, in eight out of ten cases the implementation with load balancing performs 

well. In the range 100 to 1000 again, in eight cases out of ten load balancing improves 

the performance. From this we can conclude that this third load balancing algorithm 

is really effective for larger grain sizes. This improvements becomes clearly visible in 

Figure 6.18 when the grain size is increased beyond 20. 
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Table 6.2: Processing time used for computing GVT using different embeddings. All 

processes were spawned in a single a single DEC ALPHA (baer). The time shown is 

in microseconds and is averaged over 100 iterations. 

# LPs Binary Star Token Binomial Mesh 

Tree Topology Passing Tree Topology 

4 4166 4333 2166 4999 4333 

5 3833 5666 1833 4666 4166 

6 2999 5333 1833 5833 6333 

7 5333 6333 1833 4833 7333 

8 5166 6999 1999 8666 7499 

9 5166 7999 1999 7999 5999 

10 3999 7999 1999 9999 5333 

11 4333 9332 1666 9499 4333 

12 2166 9666 1999 7499 5833 

13 4666 9666 2166 7333 6833 

14 4833 10999 1999 8166 7166 

15 4666 11999 2333 9999 7666 

16 4499 11166 1833 9332 5833 

17 4833 12832 1999 10499 6166 

18 3833 12332 2666 9499 5833 

19 4833 13332 1999 10166 6166 

20 3499 13499 2166 9832 5499 

21 3999 14166 1833 8666 5833 

22 4999 14832 2499 6833 5499 

23 4666 15166 1833 " 6833 6333 

24 4833 16166 2166 6999 5833 

25 4999 17332 2166 8832 4666 

26 3666 17832 2499 8832 4999 

27 3833 17999 2166 8666 5166 

28 2499 18499 2166 9666 4333 

29 2999 24832 2166 8832 5666 

30 3999 24832 1999 9332 6666 

31 3833 25832 2166 9332 7166 

32 4833 25998 1999 14499 6999 
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Table 6.3: Elapsed Time for computing GVT using different embeddings. All pro-

cesses were spawned in a single DEC ALPHA (baer). Time shown is in microseconds 

and is averaged over 100 iterations 

# LPs Binary Star Token Binomial Mesh 

Tree Topology Passing Tree Topology 

4 23962 25969 16047 15084 23581 

5 27316 24622 21015 20224 24856 

6 33533 29063 41932 26349 33519 

7 39824 32840 30117 31112 41883 

8 48145 38174 35299 37930 39668 

9 54895 46080 45699 46886 50439 

10 63767 50322 50185 50204 61005 

11 66857 53728 47316 57515 59795 

12 71961 57979 49248 64592 75924 

13 75533 61844 53958 68916 81649 

14 85295 65934 55475 79716 87852 

15 107735 69629 61567 85403 87179 

16 104280 74948 86607 89531 77446 

17 113148 79228 93045 93191 81561 

18 120380 86554 101815 106178 84495 

19 131102 98077 88623 113451 92875 

20 119492 94997 86783 123494 103099 

21 127794 99199 99502 125241 118409 

22 164524 104509 115124 129658 126129 

23 140956 118906 120478 * 134177 134811 

24 170126 119463 115988 136359 155612 

25 180702 140800 132000 147130 128828 

26 168393 129912 152215 153831 148784 

27 172664 154538 138233 163142 142713 

28 181376 132879 148731 182426 138477 

29 221493 139268 147130 184788 156535 

30 210341 139775 164456 194202 176720 

31 215510 148321 152166 190556 160409 

32 198701 151073 163226 205061 192689 
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Table 6.4: Processing time for computing GVT using different embeddings. Processes 

were spawned in all the four processors. The time is in microseconds and is averaged 

over 100 iterations. 

# LPs Binary Star Token Binomial Mesh 

Tree Topology Passing Tree Topology 

4 4166 4999 2166 3999 5499 

5 4499 5333 1833 4999 5666 

6 4333 6666 1833 4833 6333 

7 4666 6999 1833 4666 6999 

8 4666 7999 1999 6499 5999 

9 4999 8999 1999 6666 6166 

10 4333 9832 1999 7499 6333 

11 4666 9666 1666 6833 5999 

12 4833 10666 1999 5999 6166 

13 4666 11666 2166 6499 5666 

14 4166 12666 1999 6499 7499 

15 4166 12332 2333 6999 6666 

16 4999 14666 1833 7499 7166 

17 4666 14332 1999 7499 5333 

18 4666 14666 2666 8333 6666 

19 5499 15499 1999 7833 6333 

20 4999 16999 2166 7666 6499 

21 4999 17665 1833 7666 6166 

22 5499 18165 2499 8832 7333 

23 5166 18665 1833 ' 7999 6833 

24 5166 18999 2166 8166 7166 

25 4166 20165 2166 8499 6999 

26 3999 20665 2499 8499 6166 

27 3999 21665 2166 8999 7166 

28 4166 22332 2166 8666 6999 

29 3999 20499 2499 8999 5666 

30 4166 21665 2333 9332 6833 

31 3999 21499 1833 9499 6166 

32 3999 22499 1999 12499 6999 
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Table 6.5: Elapsed Time for computing GVT using different embeddings. Processes 

were spawned using all four machines. Time shown is in microseconds and is averaged 

over 100 iterations 

# LPs Binary Star Token Binomial Mesh 

Tree Topology Passing Tree Topology 

4 48155 40146 45539 17345 89912 

5 37081 41756 45198 33285 71313 

6 40888 44880 48057 35276 56213 

7 43269 50097 55407 39053 74958 

8 94934 57466 62192 39746 91434 

9 73929 65461 64427 88038 83812 

10 72377 79365 65295 63650 97023 

11 76847 65295 70097 66060 78399 

12 174840 75705 80000 63279 109990 

13 150405 79785 88487 123773 88536 

14 127251 77228 84778 118731 103464 

15 104108 90331 93704 150771 113845 

16 246437 104265 100858 115207 111834 

17 231005 98536 105045 246779 97677 

18 199365 101011 103695 144889 113523 

19 192918 113367 112689 146193 136363 

20 320458 116056 128262 123874 138828 

21 291294 115617 138282 214323 143142 

22 303669 126363 139277 191518 135364 

23 263054 135520 138506' 152537 137491 

24 418487 136529 149131 154118 150536 

25 377983 142274 155471 306642 151073 

26 294231 146168 164587 266798 132108 

27 350156 154778 160488 243792 134251 

28 419863 148789 162592 269951 132596 

29 291795 149726 167042 253704 137276 

30 203084 168711 171024 262235 120409 

31 206070 168448 189912 291141 147569 

32 220858 160673 178692 277716 154270 
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Table 6.6: Load balancing and GVT computation in hypercube using a binomial tree. 

Processes spawned using all four machines. Time in microseconds is averaged over 50 

iterations 

GVT computation GVT Computation-f-load balancing 

Com. Elp. Com. Elp. Max Min Ratio 

# LPs time time time time load load Max/Min 

4 3999 17345 12999 135256 536 536 1.00 

5 4999 33285 22332 327995 1393 697 2.00 

6 4833 35276 17999 377325 974 487 2.00 

7 4666 39053 19999 458809 1027 661 1.55 

8 6499 39746 16999 496564 285 285 1.00 

9 6666 88038 29332 933703 925 462 2.00 

10 7499 63650 30665 987116 1022 517 1.98 

11 6833 66060 29998 1066285 1167 567 2.06 

12 5999 63279 32332 1088268 1214 607 2.00 

13 6499 123773 31332 1372414 1158 579 2.00 

14 6499 118731 30332 1447847 1155 580 1.99 

15 6999 150771 33665 1507253 943 535 1.76 

16 7499 115207 34998 1557969 597 597 1.00 

17 7499 246779 44998 2069213 1006 503 2.00 

18 8333 144889 45664 1983376 929 464 2.00 

19 7833 146193 45998 2168296 1260 620 2.03 

20 7666 123874 48331 2086636 1179 590 2.00 

21 7666 214323 46998 2642537 1093 523 2.09 

22 8832 191518 47664 2490220 1102 535 2.06 

23 7999 152537 50997 2591040 1164 561 2.07 

24 8166 154118 51331 2682685 1468 734 2.00 

25 8499 306642 48331 3312894 1475 728 2.03 

26 8499 266798 50331 3191918 1370 685 2.00 

27 8999 243792 52331 3255616 1461 734 1.99 

28 8666 269951 63664 3300390 1201 603 1.99 

29 8999 253704 62997 3487593 1062 531 2.00 

30 9332 262235 66997 3761698 1425 694 2.05 

31 9499 291141 67663 3829615 1351 700 1.93 

32 2499 277716 57997 3902225 991 965 1.03 
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Table 6.7: Time (in milli seconds) for making lps simulate upto time 2000 for varying 

grain sizes on a single machine. 

# LPs= 

Grain 

size 

4 8 12 16 20 24 28 32 

1 1382 2620 4026 5013 6606 8045 9161 11046 

2 2509 5750 8382 10405 13446 16230 18429 21702 

3 3941 8550 12570 16374 20164 24268 26549 33317 

4 5060 10757 15556 21767 25527 31878 34613 41093 

5 6806 13846 19745 28406 33406 39966 48727 54086 

6 7950 14789 22541 30053 44886 49110 55444 60677 

7 9582 17364 26550 39094 46766 51245 67429 75046 

8 10566 21893 32645 42629 48965 66246 75718 80389 

9 11237 22829 36401 47237 63726 73012 77621 94757 

10 12765 24965 42005 51845 60805 74166 90446 113606 

20 25764 53766 83046 106565 115605 163686 172485 231046 

30 39966 72725 129246 160806 195005 228965 262085 319686 

40 50086 103686 167046 221445 264804 333126 378566 430085 

50 65205 133604 205806 277606 337006 414006 456405 515206 

60 79687 161766 250566 315845 403205 480966 619926 585604 

70 99125 176965 287284 377446 481605 505685 654645 748166 

80 108164 215685 338885 431366 489605 599045 761606 819205 

90 118446 222485 347766 436325 567005 740886 783725 950406 

100 124405 256805 354005 542405 630004 794405 826003 995205 

200 248806 531204 864006 1107205 1272006 1598405 1943205 2067205 

300 393605 835205 1177205 1545605 2100005 2491206 2772006 3398405 

400 513606 1030405 1680006 2233606 2864006 3340805 3729606 3827205 

500 680006 1276006 1986005 2512005 3260005 3648005 4508005 5040005 

600 794406 1728006 2311205 3043205 3792005 4708806 5611206 6201605 

700 968805 1842406 2704805 3483204 4760005 5560805 6879605 7862405 

800 1020805 2144004 3168005 4249605 5600006 6105606 7369605 9036805 

900 1116005 2498405 3650405 5068805 5958006 6674405 9147606 9331205 

1000 1288006 2528005 4140006 5344006 6500005 7584004 9128005 10560005 
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Table 6.8: Time (in milli seconds) for making lps simulate upto time 2000 for varying 

grain sizes using all the four machines. 

# LPs= 

Grain 

size 

4 8 12 16 20 24 28 32 

1 9859 13370 17980 20154 33038 91341 93568 314902 

2 9038 13701 18179 23898 129845 102480 201618 404161 

3 11752 15912 19803 45249 43370 190616 198713 430607 

4 12388 15839 23337 35161 141089 190594 243453 355172 

5 12298 17089 23739 39294 129850 202479 224698 438728 

6 11049 19860 27598 35032 94171 273548 165970 497285 

7 13558 21633 26441 67876 173713 297578 310638 439989 

8 14101 19431 29487 62546 65337 368340 292473 481157 

9 12021 23520 29011 42653 107407 331260 395860 522197 

10 12297 21355 31847 71166 213426 320688 285025 459799 

20 17607 35551 54979 72646 160147 409198 495931 634340 

30 22644 45685 76245 101456 240092 510862 634020 955568 

40 26392 54515 88751 128264 168414 568997 748543 1004679 

50 32400 70593 94594 213794 460935 601257 788737 1357718 

60 34978 70332 114200 173212 614079 645060 1083070 1460978 

TO 48586 82673 159625 289093 378658 931475 1125201 1730044 

80 50400 91455 157829 225025 457447 656694 1049458 1635754 

90 51461 108554 215461 258160 708296 870026 1287514 2092792 

100 60881 146932 196588 259974 600792 993938 1729108 2438139 

200 106006 218265 352059 774521 978649 1994770 3340785 4822105 

300 154507 406931 631502 791536 1504337 2789240 4678578 6026385 

400 188139 425731 922178 1020638 1964702 3163166 6266436 6723346 

500 235757 530367 932290 1542431 2529757 4118886 7861287 8332544 

600 299158 656927 1052379 1895083 2630020 4297674 9120717 9529755 

700 289127 758276 1300898 1963585 4680990 4603946 6373313 10069153 

800 392158 953523 1664148 2957372 6026412 6033764 11910899 13007272 

900 439145 1019926 1595848 3671170 6108939 6233742 12719095 13652055 

1000 463151 1104541 2110448 4676652 6623893 6543407 10923750 14424055 
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Table 6.9: Maximum processing time (in milli seconds) used by the processors for 

making the lps simulate upto time 2000 for varying grain sizes. 

# LPs= 

Grain 

size 

4 8 12 16 20 24 28 32 

1 483 1113 2177 2399 3466 6136 9872 17229 

2 908 2134 3528 5250 12008 11548 25262 39848 

3 1560 3564 5370 11574 11055 19338 37029 54957 

4 2088 4256 7772 13628 26388 25900 53268 66004 

5 2595 5450 8650 16395 29625 32655 59970 90895 

6 2616 7434 11760 16620 28116 41082 64782 119334 

7 3535 9086 12026 26432 46424 46312 104188 130935 

8 4424 8568 13456 29856 31528 66256 105880 151528 

9 4311 10665 15579 24426 41769 66681 137763 158382 

10 4570 10350 17340 36790 66620 73460 114590 174210 

20 9580 23700 39340 54520 96960 161400 286300 344180 

30 13620 33840 60270 82140 162630 239220 393660 581760 

40 18080 43320 72880 109080 134840 333520 568360 701520 

50 23950 57950 79250 185200 319300 358550 638600 989550 

60 27240 60060 98580 155880 441960 419100 878340 1140840 

70 38710 72240 142940 257040 315560 636790 969080 1347220 

80 41280 80080 141440 207280 381280 510480 897760 1333360 

90 43110 97650 198180 238320 579690 628020 1124190 1705950 

100 51400 134300 181300 241100 517400 720200 1517700 1966800 

200 96600 207600 337800 743000 916200 1711600 3055800 4387400 

300 144900 393900 615000 774300 1447200 2438400 4453500 5674200 

400 180000 415200 904000 1002400 1906400 2954400 6040400 6463200 

500 227500 519000 917000 1522000 2455000 3819000 7607000 8036500 

600 290400 645600 1036800 1873200 2579400 4113600 8898000 9335400 

700 282100 746900 1285200 1945300 4559800 4454100 6263600 9765000 

800 383200 941600 1648000 2931200 5861600 5800800 11732000 12150400 

900 431100 1008900 1581300 3626100 5967000 6041700 12537000 13197600 

1000 454000 1094000 2094000 4617000 6492000 6432000 10802000 14162000 
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Table 6.10: Speed up obtained in making lps simulate upto time 2000 for varying 

grain sizes using all the four processors. 

# LPs= 

Grain 

size 

4 8 12 16 20 24 28 32 

1 0.140 0.196 0.224 0.249 0.200 0.088 0.098 0.035 

2 0.278 0.420 0.461 0.435 0.104 0.158 0.091 0.054 

3 0.335 0.537 0.635 0.362 0.465 0.127 0.134 0.077 

4 0.408 0.679 0.667 0.619 0.181 0.167 0.142 0.116 

5 0.553 0.810 0.832 0.723 0.257 0.197 0.217 0.123 

6 0.720 0.745 0.817 0.858 0.477 0.180 0.334 0.122 

7 0.707 0.803 1.004 0.576 0.269 0.172 0.217 0.171 

8 0.749 1.127 1.107 0.682 0.749 0.180 0.259 0.167 

9 0.935 0.971 1.255 1.107 0.593 0.220 0.196 0.181 

10 1.038 1.169 1.319 0.729 0.285 0.231 0.317 0.247 

20 1.463 1.512 1.511 1.467 0.722 0.400 0.348 0.364 

30 1.765 1.592 1.695 1.585 0.812 0.448 0.413 0.335 

40 1.898 1.902 1.882 1.726 1.572 0.585 0.506 0.428 

50 2.013 1.893 2.176 1.298 0.731 0.689 0.579 0.379 

60 2.278 2.300 2.194 1.823 0.657 0.746 0.572 0.401 

70 2.040 2.141 1.800 1.306 1.272 0.543 0.582 0.432 

80 2.146 2.358 2.147 1.917 1.070 0.912 0.726 0.501 

90 2.302 2.050 1.614 1.690 0.801 0.852 0.609 0.454 

100 2.043 1.748 1.801 2.086 1.049 0.799 0.478 0.408 

200 2.347 2.434 2.454 1.430 1.300 0.801 0.582 0.429 

300 2.547 2.052 1.864 1.953 1.396 0.893 0.592 0.564 

400 2.730 2.420 1.822 2.188 1.458 1.056 0.595 0.569 

500 2.884 2.406 2.130 1.629 1.289 0.886 0.573 0.605 

600 2.655 2.630 2.196 1.606 1.442 1.096 0.615 0.651 

700 3.351 2.430 2.079 1.774 1.017 1.208 1.079 0.781 

800 2.603 2.249 1.904 1.437 0.929 1.012 0.619 0.695 

900 2.541 2.450 2.287 1.381 0.975 1.071 0.719 0.684 

1000 2.781 2.289 1.962 1.143 0.981 1.159 0.836 0.732 
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Table 6.11: Messages, antimessages and primary rollback messages using 16 lps for 

simulating upto time 2000 for varying grain sizes using all the four processors and 

the load transfer algorithm. 

With loadbalancing W ithout Loac Ibalancing 

Grain Number Number Number Ratio Number Number Number Ratio 

size of of of of of of 

msgs. anti primary msgs. anti primary 

msgs. msgs. (4)= msgs. msgs. (8)= 

(0) (1) (2) (3) (2)/(l) (5) (6) (?) (6)/(5) 

1 774 358 215 0.463 850 418 232 0.492 

2 918 448 235 0.488 802 397 224 0.495 

3 956 462 248 0.483 921 461 257 0.501 

4 870 427 243 0.491 1302 659 340 0.506 

5 879 434 223 0.494 1262 629 323 0.498 

6 831 434 218 0.522 1551 826 389 0.533 

7 958 480 278 0.501 944 469 262 0.497 

8 605 316 182 0.522 774 373 218 0.482 

9 920 446 233 0.485 838 407 215 0.486 

10 878 433 234 0.493 921 465 239 0.505 

20 L024 501 267 0.489 770 379 218 0.492 

30 911 440 221 0.483 896 439 239 0.490 

40 881 420 237 0.477 763 355 200 0.465 

50 783 408 222 0.521 865 436 252 0.504 

60 695 361 179 0.519 967 506 281 0.523 

70 848 426 226 0.502 1568 820 381 0.523 

80 1001 489 241 0.489 903 461 240 0.511 

90 827 410 239 0.496 1080 533 275 0.494 

100 827 384 221 0.464 842 416 223 0.494 

200 932 484 226 0.519 937 454 261 0.485 

300 1017 512 267 0.503 1010 516 270 0.511 

400 848 420 200 0.495 898 430 226 0.479 

500 826 426 208 0.516 1050 550 285 0.524 

600 1058 558 259 0.527 910 460 216 0.505 

700 1032 502 242 0.486 955 499 273 0.523 

800 876 432 195 0.493 821 422 230 0.514 

900 948 441 221 0.465 981 473 247 0.482 

II 1000 879 1 446 209 j 0.507 1012 531 252 0.525 
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Table 6.12: Messages, antimessages and primary rollback messages using 12 lps for 

simulating upto time 2000 for varying grain sizes using all the four processors and 

the process transfer algorithm. 

With loadbalancing Without Loadbalancing 

Grain Number Number Number Ratio Number Number Number Ratio 

size of of of of of of 

Msgs. anti primary msgs. anti primary 

Msgs. msgs. (4)= msgs. msgs. (8)= 

(0) (1) (2) (3) (2) / ( l ) (5) (6) (?) (6)/(5) 

1 721 247 95 0.343 644 194 111 0.301 

2 789 328 138 0.416 1134 441 129 0.389 

3 905 341 159 0.377 406 127 74 0.313 

4 715 270 131 0.378 747 245 146 0.328 

5 902 346 146 0.384 787 271 146 0.344 

6 683 205 127 0.300 624 225 105 0.361 

7 877 273 158 0.311 807 262 143 0.325 

8 489 142 94 0.290 859 325 140 0.378 

9 733 302 155 0.412 632 223 102 0.353 

10 455 161 92 0.354 896 296 150 0.330 

20 352 101 82 0.287 468 152 79 0.325 

30 487 138 78 0.283 650 203 568 0.312 

40 602 195 116 0.324 711 271 120 0.381 

50 614 241 92 0.393 456 151 84 0.331 

60 1140 405 172 0.355 488 178 106 0.365 

70 767 223 141 0.291 896 304 155 0.339 

80 702 212 104 0.302 2087 694 345 0.333 

90 460 146 90 0.317 401 131 81 0.327 

100 585 183 124 0.313 1986 693 307 0.349 

200 877 299 141 0.341 1260 562 224 0.446 
300 741 214 148 0.289 1688 598 228 0.354 

400 913 295 163 0.323 1862 683 285 0.367 

500 719 288 127 0.401 397 125 93 0.315 
600 1403 524 235 0.373 1844 770 283 0.418 
700 556 177 87 0.318 761 305 120 0.401 
800 1660 512 244 0.308 1711 575 265 0.336 
900 1132 412 211 0.364 654 204 120 0.312 
1000 860 276 152 0.321 1259 487 198 0.387 



CHAPTER 7 

A CONSERVATIVE TIME-WINDOW PROTOCOL FOR STAR NETWORKS 

"Watch the stars, and from them learn. 

To the Master's honor all must turn, 

each in its track, without a sound, 

forever tracing Newton's ground." 

- Albert Einstein 

7.1. Introduction 

Although numerous algorithms have been proposed in exploring parallel simulation 

in various areas of application, the area of telecommunications has not been paid 

significant attention in this context. Most of the literature on parallel simulation 

in the area of telecommunications deal only with the process of call routing under 

simple call arrival distribution and are focused primarily on AT&T's 114 node long 

distance telephone network. Gaujal et. al. [43] presented a sweep algorithm for 

parallel simulation in an SIMD machine for simulating asymmetric circuit-switched, 

completely connected network by using randomized routing with trunk reservation. 

Though AT&T's 114 node network is used as a guide for constructing realistic sim-

ulation scenarios, the simulation policies are simpler than the one used in practice. 

They discuss two types of routing strategies when the call arrival is Poisson. Ex-

perimental results on 16384-processor MasPar MP-1 and Intel's IPSC/860 hypercube 

are also reported. Eick et. al. [28] presented a method of uncovering parallelism in 
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simulation of fully connected circuit-switched networks with state dependent control. 

They also present experimental results based on window computation and iterative 

techniques on MasPar MP-1 machine with respect to AT&T's network. 

So far all research in this area has been with respect to a completely connected 

network and for simulating only the call routing process under simple assumptions. 

In contrast we present an algorithm for simulating the system as a whole when star 

network is the underlying topology. We also analyze some key parameters of such a 

system based on certain realistic assumptions. 

7.2. Star as an Abstraction of Telephone Exchange 

In any telephone exchange, several telephones are connected to a local subsystem 

called line modules which perform traffic concentration and local control function, 

forming a local star. These are again connected to a central subsystem forming a 

hierarchy of star networks. In a typical telephone call routing, calls enter a digital 

switch site at some nodes which are connected to other locations through channels. 

These calls are processed (information to establish a routing path, billing, time keep-

ing etc.) at the central subsystem before proceeding to the peripheral module for 

routing towards the other end of the communication line. Therefore, star networks 

appear naturally in telephone/telecommunication networks. 

An abstract model of our system is the star network as shown in Fig. 7.1. It has 

a special node Ao, referred to as the center or the synchronizer. The peripheral nodes 

will be denoted by Aj, A2,. • . , A^. Each At is connected to AQ by a bidirectional 

communication link. Our system is tightly coupled and we assume that there is no 

communication delay. Each node in the network is capable of processing any event 

(from now on we will use events, jobs, tasks and messages interchangeably) and is also 
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Synchronizer 

2) Peripheral Nodes 

Figure 7.1: Example of a Star Network 

capable of running background processes which get activated by a certain trigger (e.g. 

a timer). A background process completes its service on activation before returning 

to dormant state again. Once the background process goes to the dormant state, 

the node resumes its normal activity. Messages arrive at nodes from external sources 

and travels from one node to another, getting serviced at each of the nodes that it 

visits until it reaches its point of completion. There are two times associated with 

any simulation system - the physical time and the time with reference to the system 

to be simulated. In this chapter by "time", we will only refer to physical time. The 

time of the events being simulated will be referred to as the simulation time. 

7.3. System Architecture in the Star Network PDES 

The PDES architecture we propose consists of a central node called synchronizer node. 

This is connected in a star network configuration to a number of peripheral nodes. 

The global clock of the simulation is maintained here and is used to synchronize the 

local simulation clocks of the peripheral nodes. In this section we describe the data 
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structures necessary in the various nodes to maintain clock synchronization and to 

keep the simulation running efficiently. 

7.3.1. Synchronizer Node 

This special node is the center of the network and functioning of the whole network 

is dependent on this. Any communication between two peripheral nodes needs to go 

through the synchronizer, which maintains and updates the global clock and sends 

the updated values to the other nodes periodically. This global clock measures how 

far the simulation has progressed in the network as a whole. The global clock is 

incremented based on the clock inputs sent by all the peripheral nodes which are 

also stored at the synchronizer. Other than providing synchronization, the central 

node functions like any other peripheral node with the same kind of data structures 

described below. 

7.3.2. Peripheral Nodes 

Each peripheral node maintains certain data structures which are necessary to or-

ganize its activity. There are three queues (of finite capacity) associated with a 

peripheral node, referred to as active, inactive and future queues. Figure 7.2 shows 

the associated data structures. 

The active queue ( A Q ) contains jobs, which have been scheduled for execution and 

were running but currently preempted. Every job has a unique "id" and information 

about path which it has to traverse, path traversed so far, priority attached to this 

job, and the remaining service time associated with it. Each job also has a time 

stamp to indicate when it should have started its execution. Jobs in A.Q are sorted 

in order of their priorities with the highest priority job at the front of the queue. 
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Figure 7.2: Data Structures Associated with a Peripheral Node 

The future queue (FQ) contains jobs, which have been scheduled to run at a future 

time. Since the active queue is of finite length, FQ may also contain preempted jobs 

which could not be accommodated in the AQ. The jobs in this queue are also sorted 

based on priority. 

The inactive queue (IQ) mostly contains jobs which have arrived but have not 

been scheduled yet. These jobs also have a unique id and other header information 

like the service time required for the job, the path to be traversed, path traversed etc. 

However, they do not have the assigned priority since that is decided by the scheduler. 

There is one basic difference between the jobs in IQ from others. The priority of a 

job in the active queue may get changed assigning it an earlier time-stamp. On the 

other hand once a job is assigned to AQ or FQ, its time-stamp may not change. 

In addition to the above queues, each node maintains a simulation clock which 

denotes how far the process of simulation has progressed at the current node. This 
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clock is updated at the node itself as the events progress. A copy of the global clock 

is also maintained at the node. Only the synchronizer updates the global clock at 

intervals and sends the new value to each of the peripheral nodes. 

7.4. A Conservative, Time-Window Algorithm 

We assume that the system to be simulated is in the form of a star network. This 

algorithm can also be applied to any system with a tree-like configuration since any 

tree can be regarded as a hierarchy of star networks. We also assume that the parallel 

computer (on which simulation is to run) is a shared memory system with a shared 

bus which plays the role of the synchronizer whereas individual processors act as pe-

ripheral nodes. So, the parallel processing platform on which our simulation system 

is mapped is also like a logical star architecture. Without loss of generality, our algo-

rithm assumes that every logical processor is mapped to one physical processor and 

vice versa. However, one logical processor may be a collection of smaller sub-modules. 

These modules may need to communicate with each other by sending messages, called 

internal messages. So, any communication between two logical processes is equiva-

lent to communication between the two corresponding physical processors. Thus a 

processor will mean either a logical or a physical processor without any confusion. 

7.4.1. Activities at the Synchronizer Node 

A synchronizer is capable of functioning as any other peripheral node but it also per-

forms the additional task of synchronization by maintaining and updating the global 

clock (Fig. 7.3). It periodically receives the clock update from individual peripheral 

nodes and stores them in its local memory assigned to them. After computing the 

updated global clock value, the synchronizer sends it back to all other nodes. Since 
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Figure 7.3: Synchronizer Module 

lots of messages between peripheral node pairs are expected to travel through the syn-

chronizer (usually the bottleneck processor), a piggybacking technique can be used 

to reduce the interprocessor communication overhead. It has a background dormant 

process which is activated by two kinds of interrupts: 

(1) All the peripheral nodes have sent their clock inputs. 

(2) Last time the global clock value was updated is at least 9 sees before. Here 9 

may be chosen as per the tuning requirements of the system. Let us assume it to be 

a predetermined constant. 

Let Si be the clock input received by the synchronizer from a peripheral node A{. 

In the case of the first type of interrupt, the synchronizer computes A = min{<St- | 

1 < i < N). Then it increments the value of the global clock by A and sends this 

new clock value to each of the peripheral nodes. It also saves the difference Si — A at 

variable A,-, corresponding to node Ai, for 1 < i < N. 

There may occur a situation where some of the peripheral nodes have sent their 

clock updates while others have not. In such a case, the synchronizer is activated by 

the second type of interrupt, and computes 71 = min{<!>; : for all i such that new clock 
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update has been received from A } and 72 = min{ A, : for all i such that new global 

clock value has not yet been received from Ai}. The global clock is then updated by 

A = min{7i, 72}. 

We assume that the process of sending and receiving messages is caused by the 

highest priority interrupt and do not go through the ordinary process. The above 

algorithm is more formally discussed below: 

Procedure Global-clock-update 

for i = 1 to JV do 

£[i] = 0; 

A [i] = 0; 

inc = 9\ 

sleep (Synch); 

repeat 

if (interrupt = 1) then A = min{^[?] : for 1 < i < N} 

else 

71 = min{<5[«] : for 1 < i < N, such that new 6[i] has been received from Ai}. 

72 = min{A[i] : for 1 < i < N, such that no new has been received from Ai}. 

A = min{7i,72} 

endif 

GC = GC + A /* GC is the global clock value */ 

Send GC to every Ai 

for i = 1 to N do 

if (new £[«] was received from Ai) then A[i] = £[i] — A; 

until stopping criteria is met. 
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7.4.2. Activities at Peripheral Nodes 

Whenever a job arrives at a particular node, its task configuration and service time 

requirement can be determined. From its process id information, it can be determined 

if the new job is going to generate any message or not, since id determines to which 

job class it belongs. This job may generate some internal messages to be processed 

at the node itself. Since internal messages do not propagate beyond this node, we 

include their service times with the service time of the parent process. Therefore, 

internal messages are beyond our discussion. Now since the parameters associated 

with the task are deterministic, it is known a priori when (i.e. how much time after 

initiation of its execution) a job will generate an external message. 

Let us consider a particular node, say Ai, having jobs in its active queue {AQ), 

future queue (FQ) as well as in its inactive queue ( IQ) . Let T?C,T?C,.. . T£c be the 

jobs in AQ. Similarly let . . . T$ be the jobs in FQ and Tg1, T f , . . . T% be 

the list of jobs in IQ. We will denote by T,0 the current job that is being run on the 

node A{. The execution of events continues as long as the simulation clock (SCi) of 

Ai is less than the global clock value, GC. Jobs are selected from the queues in order 

of their time stamp, if the value of the time stamp is less than GC. If two events with 

the same time stamp are selected, their relative order of execution is decided based 

on the priority class. 

If there is no job with time stamp less than GC, we stop executing further 

processes. Execution of processes will resume only when the global clock value is 

incremented again. Since the underlying idea is to compute a safe time-window 

[GC, GC + A] such that all events within this interval are executed, our synchroniza-

tion algorithm is a time-window protocol. Furthermore, it is conservative in nature. 

Before proceeding to describe how the computation of 6{ proceeds, we take a 
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brief look at when is it economical to compute Si. For any node At, the value of ex-

changes only when a new message appears in the system. So Si can be computed 

either when an external message arrives and is inserted into any one of the three 

queues, or when a task is selected for execution. We compute the earliest message 

generation time of tasks in all the three queues. The minimum difference from GC 

is Si. This is illustrated in Fig. 7.4. If Si is greater than a predetermined quantity 

e or the simulation clock (SCi) at node A; is equal to the global clock (GC), the 

value Si is sent to the synchronizer. Piggybacking technique may be used here since 

communication with the synchronizer is quite frequent. The parameter e is chosen so 

that global clock gets incremented by a larger value. 

Let a, and 7 be the number of jobs in AQ, FQ and IQ respectively. Let M?c 

and Mf u be the simulation time when tasks T?c and T/u will generate a message, 

respectively. Similarly M™ is the simulation time between the message generation 

and initiating execution of task T-\ The algorithm for computing St can be described 

as follows. 

Procedure Increment—From—Node 

Tj\ = min{M?c | 1 < k < a} 

7/2 = min{M,{u | 1 < k < 0} 

t]3 = SCi + min{M-" | 1 < k < 7} 

Si = min{?7i,772,773} - GC 

if (Si > e or SCi = GC) then send(<S;) 

else 

perform other activities 

endif 
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Figure 7.4: 8 Computation at a Peripheral Node 

The earliest time when a message may be generated by a task from the active, 

future and inactive queues are r/i, t]2 and t]3 respectively. The computation of r/3 

is needed since a job in the inactive queue may be activated with high priority by 

a job in the active queue and may thus become eligible for execution. Note that 

r)3 is not computed based on the time stamp.of the message and the simulation 

service time as in the case of other queues. This is because the priority of the jobs 

in the inactive queue may change (as they are not scheduled yet) and therefore the 

time stamp of the respective messages may be decremented. But the time stamp 

can never be decremented to a value less than the simulation clock value SCi at 

the corresponding node A,-. The value of 773 may be very low making <5; close to 

zero. However, if the job execution times follow the distribution of a random variable 

which is a constant K added to an exponential random variable, the analysis becomes 
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easier. For jobs in which the constant K denoting the fixed part in the computing 

requirement dominates, 7/3 is unlikely to be near zero. 

Now if clock values from individual nodes are sent very often, the processors will 

be busy most of the time sending clock values. So we wait untill Si > e. This ensures 

that successive increments of the global clock value will be at least e. The success of 

our proposed algorithm depends on the fact that successive increments of GC (i.e. 

the computed value A) is large. If the system is such that the number of internal 

messages generated and the computing time is substantially more than the number 

of external messages and their computing requirement, then successive increments 

of A becomes large. Hence this is an important assumption in our algorithm. The 

following theorems show that our algorithm performs correctly. 

7.4.3. Proof of Correctness 

Theorem 1: The proposed synchronization algorithm is error-free, i.e. no node can 

receive a message with a time stamp less than its simulation clock value. 

Proof: Suppose the simulation process was correct upto the time when GC was 

equal to T\ but a node Ai received a message with time stamp less than SCi during the 

time GC was incremented to GC + A. Now since A is the minimum of all Si s, every 

other node promised not to generate a message with time stamp less than GC + A. 

Hence the message violating the time ordering could not have been generated since 

SCi is always less than GC. • 

Theorem 2: The proposed time-window protocol is deadlock free. 

Proof: If possible, suppose the system is deadlocked at a certain point of time. 

Hence the nodes involved in the deadlock must form a cycle. Any such cycle must 
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contain the synchronizer, since the network under consideration is a star network. 

Under this situation, the peripheral nodes will be waiting for the new GC values 

from the center of the network. Since the synchronizer sends newly computed GC 

values at regular intervals, the only possibility of this deadlock may be due to the 

fact that GC is not incremented at all. This means some node Ai will not send its 

value during a few successive GC computations. In other words, Ai has not finished 

its computation. Otherwise, its simulation clock will reach GC at some point of time 

and due to the lookahead capability of the system, it will send a nonzero Si. If there 

are several nodes who do not send their Si values, all of them will go through this 

iteration and at some point again GC will be incremented by a positive quantity 

breaking the deadlock. • 

It is possible for GC to remain constant successively for a number iterations of 

A computation. This type of situation can occur only if at a point of time when the 

synchronizer was performing computation for updating the global clock, min{^ | 1 < 

i < N} — Sj for some j and subsequently that the node Aj did not send any Sy In 

such a case, min{^,- | 1 < i < N} computed at later stages will be zero till the end of 

the current time-window and hence simulation will not progress further. This type 

of possibility will arise only when a particular node is slow compared to others or the 

time of next message generation at the node is not greater by e from the end of the 

current window. So, even though erroneous computation is not possible, there is a 

possibility that the rate of progress of simulation may be slow if the processor speeds 

are not matched correctly or e is not chosen appropriately. Hence it is important 

to have the logical processors load balanced. Since the task structure of messages 

corresponding to any specific priority class is deterministic, one choice of e could be 

e = min{r,^ | 1 < id < Q], where Q is the number of message classes and is the 
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minimum time between the initiation and generation of the first message for a task 

belonging to class-id. An appropriate choice of e may be obtained through analytical 

techniques or empirical studies to yield optimum performance. 

7.5. Performance Analysis 

There have been some attempt to analyze the system performance in PDES through 

probabilistic modeling [83, 84]. However this type of analysis does not give good 

results unless it takes advantage of the network architecture or some simplified as-

sumptions are made to keep the mathematical derivations tractable. Using stochastic 

techniques, Nicol [83] has analyzed the complexity of the average per event overhead 

in a fully connected network. 

To analyze the synchronization algorithm, we made specific assumptions about 

the application system: 

• There is no communication delay in the network which is open and star con-

nected. 

• The system can be partitioned into load-balanced modules a priori. This en-

sures that it is unlikely for a node not to'send its 8 value to the synchronizer 

for a long time. We also assume that the number of such modules is the same 

as the number of processors, i.e. one processor is in charge of one module. 

• Number of messages between modules are substantially less than that of internal 

messages within individual modules. 

• Each module has several tasks, but only a few of them send external messages 

to other modules. Also a task generates its external message only at the end of 
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the computation. In real applications, however, a task structure consists of an 

alternate sequence of computation and message passing. But such tasks can be 

broken into subtasks to conform to our assumptions. 

• The center of the network, namely the synchronizer, sends more external mes-

sages than any other module. 

Events are assumed to be generated from external sources. These events are 

referred to as external messages. An external message after reaching a node in the 

network may generate a random number of internal messages, which are serviced 

at their origination node. However, an external message may propagate to other 

nodes. It may also reach its point of completion and create another external message, 

which propagates through the network. In such a case this newly generated external 

message is identified with the original message for simplicity in our analysis. We 

assume that the task structure associated with an external message is deterministic. 

In other words, the task graph and the service times can be determined a priori. 

Unless specified otherwise, in the rest of this chapter a "message" will always refer 

to an external message. For the probabilistic analysis presented here, we make the 

assumption that an external message enters the network of processors through a node 

and propagates to at least one more node before completion. A message that reaches 

completion at its point of origination will be treated as an internal message. Even 

though the arrival of messages from the external sources is Poisson, the net arrival 

(including arrivals from other nodes in the network) may not be Poisson. So, we have 

assumed that the net arrival pattern at every node constitutes a Markov chain. 

Let pij, for i j, denote the probability that a message at node At will be 

routed to Aj. Accordingly piti denotes the probability that a message at node 

will be completed at that node without traveling further. Let the rate of arrival of 
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messages at A, be Poisson with parameter A a n d the expected service time //;. So 

the probability that a message in the network entered the system through the node 

Ai is . 
2-W=0 * 

Clearly, J2jLi Pi,j = 1 for all z = 1 , . . . , JV. Also pi j + pit0 = 1 for all i ^ 0, since 

any peripheral node can only communicate with the center. So = 0 for all j ^ i 

and j ^ 0, for all i ^ 0. 

Let us now compute the following parameters for the parallel simulation in the 

star network: 

• Expected number of nodes a message is likely to visit before completion. 

• Total expected service time of the message at all nodes it visits. 

• Total expected time (service time and waiting time) that a message spends in 

the network before completion. 

• Expected number of messages to be completed in the time interval [0, T]. 

• Expected queue length at a node. 

• Processor utilization. 

7.5.1. Expected Number of Nodes a Message is Likely to Travel 

Let ipf denote the probability that a message originating at node Aj visits at least i 

nodes before completion. By assumption a message visits at least two nodes, otherwise 

it will be treated as an internal message which is outside the scope of this discussion. 

Similarly, let <f>\ be the probability that a message originating at node A3 travels 

exactly i nodes before completion. So, <j>\ = ipf - ipf+1. So for any i, tpi = 1 and 
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'03 = T,f=o,j&Pi,j(l ~ Pj,j)- We define % = 1 and ip[ = 1. We also define two 

quantities £ = E^oPo.K1 ~ Pi.i) and r] = 1 - p0,o-

Now it is easy to see that if) satisfies the following recurrences: 

^2i = - Po,o) = # L : (7.1) 

This is because any message originating at node A0 will be at some peripheral node 

at time 2i and at node A0 at time 2i -1. The probability that the message will not 

be completed at A0, i.e. will travel at least one more node, is given by (1 — p0,o)-

Similarly, 

*l>2i+l = V'LlEzM1 -Pm)1 = £^2t-l 
0 

= ^2i-l I1 ~ P0,0 ~ PO,iPi,i] 
0 

= (7.2) 

For other peripheral nodes Aj such that j ± 0, the following recurrences are satisfied: 

^2i = ^2<-2EP0,i(l ~Pi,i)] 
i^O 

4>ii+i = ^ 2 i ( l - Po,o) = # 2 ; (7.3) 

So from Eq.(7.2), we get ^° i + 1 = f V ? and 0° = Letting 0° = 1, 

^°i+i = r 

^ (7.4) 

Similarly from Eq.(7.3) and the fact that 4>J
2 = 1 for any j, we get for j ± 0, 

= ? 

K-+i = V? (7.5) 
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With the help of Eq.(7.4), the probability <j>\ that a message originating at node j 

travels exactly i nodes before completion is derived as: 

$.• = <& - i'i+i = ii'~l - C = ?"'(>? - 0 

C = - <l>°2,+2 = C - nC = f ( ! - 1 ) ( 7 . 6 ) 

For j 0 using Eq.(7.5) yields 

4 = e - ' i i - v ) 

<f>2i+1 = C'^V-O ( 7 . 7 ) 

It turns out that <f>3
2i+2 = <j>°2i+1 and $ f + 1 = <}P2i. 

Let the arrival rate at node A{ be A,. So the probability that a message picked up 

at random, actually originated at node A{ is where A = J2iLo Now if we remove 

the superscript from <f>2i and denote by <f>{ the probability that a message traverses 

exactly i hops by, then from Eq.(7.6) and (7.7) we obtain 

hi = + ! > < & ] 
j*0 

= j i M v - a r ' + E w - v K ' ] 
i#o 

1 j# 0 

= — £) 4- £(1 - r})(A — A0] 

= (1 + ^ ~ { M t - f ) " V ( 1 " f)] (7.8) 

and 

4>2i+l = T"[^0<^2t+1 + ^ 
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= j M 1 - v)C + £ Mi ~ Of] 
/V 

= | [ A o ( l - ^ ) + ( > ) - O E A , ] P-9) 
A i#o 

So, the expected number of nodes a message is likely to visit before its completion is 

zr=2^-

7.5.2. Number of times a message is likely to visit node A; 

Let yi be the expected number of times a message visits node A,-. If a message travels 

n hops before its completion, approximately half of them are visits to the synchronizer 

and a peripheral node A; is visited q . Thus, 

I(zr=2^i if i = 0 
Vi 

P0,i 
, 2(1—po,o) 

(SS2 ^ t ) otherwise 

7.5.3. Service Time Approximation 

Let Ql
n be the total service time upto the nth hop, n > 1, for a message generated at 

node Ai and S'n be the corresponding service time at the nth hop only. We have the 

following four cases to consider: 

Case 1: i = 0; n = 2k 

Qi = ( 3 + 3 ) + ( S U 3 ) + ••• + ($*-> +Sib) (7-10) 

Here S^ j^ + S^j has the same distribution for any j since one of the two corresponding 

nodes is always the center while the other one is a peripheral node chosen as per the 

probability distribution pij . Also this distribution is independent of i. Denoting the 

distribution of + S\ by F(.), the distribution of Q\k is F(.)k where F(.)h is the 

convolution of k F(.ys. 
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Case 2: i — 0; n = 2k + 1 

Qn = Qi-1 + 4fc+l (7.11) 

So the distribution of (?2fc+i i n s u c h a c a s e F(.)k~1 + distn^S^^). 

Case 3: i ^ 0; n = 2k 

As in Case 1, distribution of Ql
n is also F(.)k. 

Case 4: i ^ 0; n = 2k + 1 

Distribution of Q%
n is F(.)k + distn{S\k+l). 

Since F{.) is the distribution of the sum of the service times at the center and a 

peripheral node, chosen as per the probability distribution it can be written as 

the sum of (N + 1) random variables each of which follow exponential distribution 

with mean 1. 

In an informal way Sl
n + = Sq + Po,j$j where each random variable sj is 

the service time distribution at node Aj and is exponential with mean fij. This can 

further be rewritten as HoE+Ylj^o VjPo,jE, where E is an exponential random variable 

with mean 1. Now S^+S^ is of the form Z j l i a^Ei where E, is exp( 1) for 1 < i < N. 

Such a variable will have generalized gamma distribution if a,-'s are all different. The 

density function will be 

N N
 t 

IQ(X) = ] £ [ n K ' - for t > 0 (7.12) 
j=1 k^j,k=1 

If some a,i s are equal, they can be combined to form a gamma distribution and 

then such groups need to be added again. We do not have the general formula for 

the service time density function in such a case yet. 
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7.5.4. Rate of Progress of Simulation 

In an interval [0, T] of length T in simulation time, the total number of arrivals into 

the system from external sources will be T Y2f=o -\i- Assuming the system is in a stable 

state, this expression is also equal to the number of jobs completed during that time 

interval. These jobs would have travelled from one node to another getting service 

before completion. Let yi be the expected number of times a job is likely to visit node 

Ai, before its completion. For every visit to average service time required will be 

Hi. Hence the total physical computation time required at node At to service these 

TJ2jLo A? j ° b s w i l 1 b e
 TT,f= 0 

Let us assume that /,• is the fraction of time a node, A,-, is busy. Then the time 
j , y~%iV \ y 

required to service all of these jobs will be 3 ' ' . The rate of progress of 

simulation at an individual node can be estimated as • Hence the rate 

of progress of simulation at the entire system is given by mino<2<iv •( ^n~* ' • 
~~ [L J = 0

A ^« W J 

Clearly, the rate of progress of simulation is most affected by the node at which the 

value of is lowest. Therefore, to achieve a significant speed up, the mapping of 

tasks onto nodes should be such that this minimum value is near the average and as 

high as possible. 

There is one question that remains to be answered. How do we compute the 

values of /,? Analytical evaluation of /,• is a difficult task. Another option is to 

estimate these values from earlier simulation runs. The value of /,• is non zero due to 

the reason that the simulation clock SCi at a node Ai may be equal to GC, and Ai 

remains idle since it can not ascertain which event to be processed unless it receives 

newly incremented GC value from the synchronizer. 
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7.5.5. Expected Queue Lengths 

For any peripheral node A{, where i ^ 0, the arrival rate is A; + //oPo.i and the service 

rate is //;. Let the waiting time at this node be WT. If NT is the queue length at node 

A{, then NT is given by the following equations which are Little's Law: 

Wo(Ao -|- NIPIFL + . . . + HNPN,O) if i = 0 

Wi(Xi + («oPo,i), otherwise 

It is easy to compute W,-'s since the arrival rate and the service pattern at node Ai 

follow a G/M/l queue by the well known result described next. 

7.5.6. Parameter Computation for a G/M/l Queue 

Let the service rate of the queue be Poisson(//), and the inter-arrival time distribution 

be (?(.). Let /? be the solution of the equation /? = /0°° e~'lt^1~^dG{t). 

Then total time (waiting+service) spent in the queue, WQ = [97] 

Total waiting time in the queue WQ = A*(l—/3) 
ixrl 

n(i-ay Length of the queue is LQ = (1
X_RJ), where A is the arrival rate. 

7.5.7. Total Expected Waiting and Service Time 

Suppose a message visits n > 1 nodes in the network. Then it will pass through node 

A0 a total of [ |J times and for every visit to A0 it has a probability 1 ^ 0 of going to 

node Ai. So the expected waiting time for a message that is completed after n hops 

is given by 

WN = 
kWo + k Z i & W i ^ ii n — 2k 

+ i f n = 2 i + l 

When n = 2k + 1, the last two terms are due to the fact that the last node will be 

AQ if the message arrived at AQ and otherwise it is a peripheral node. 
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So expected total waiting time of a message is Y^= 2 Wn<f)n. 

Exactly in a similar manner we can find out the expected service time of a message 

that reaches completion after n hops simply by replacing Wi by and let us call this 

Sn. So the total expected service time is n• 

7.5.8. Processor Utilization 

Since each node is treated separately, it is easy to find out what fraction of time a 

node is busy with computation. This is the ratio of net arrival rate to the service 

rate at the node. We can compute the utilization of the entire network by taking the 

average of utilization at each node. 

7.5.9. Iterative window computation 

The window computation presented in Section 7.4 can easily be extended to an 

iterative algorithm. We assume that every iteration is composed of several steps 

and the value of A and Si at the k-th iteration will be referred to as Afc and <5;̂  

respectively. Every peripheral node, Ai, after receiving the global clock update Ai 

will recompute its <̂ )2 and send it back to the synchronizer. The synchronizer will 

then compute A2 and send it to the peripheral nodes again. This process continues 

until A A;+i. Since the task structure is deterministic, computing S in the second 

and successive iterations requires every peripheral node to know which job is actually 

being generated in the previous iteration and its destination. Otherwise it will not be 

possible to increase the value of S in successive iterations. So, it is necessary to send 

information about the jobs generated in the previous step and the minimum service 

time required by these jobs, along with the A,- value. In such an environment, it 

will be possible to increase the S values in successive iterations until a node is found 
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to generate two messages in one time-window computation. We stop if there is a 

data-dependency violation. 

7.5.10. Hierarchy of stars 

The procedure Global-Clock-Update in Section 7.4 can be extended to systems which 

form a hierarchy of stars. These types of systems are quite common. Any general tree 

can in fact be considered as a hierarchy of stars. For simplicity, we outline here the 

modifications required for a network which is only a two level hierarchy of stars. In 

these type of systems, nodes form secondary clusters which are arranged as stars with 

a designated central node. These central nodes form a primary cluster, also arranged 

as a star. The window computation procedure for these networks can be arranged 

in two stages. In the first stage, every secondary cluster computes their A2 value. 

The central node within each cluster sends this A2 to the central node in the primary 

clusters. The primary central node then computes the Ai for the whole network and 

broadcasts it to other nodes via the secondary central nodes. This process can be 

repeated for arbitrary hierarchy of stars with higher levels. 

7.6. Conclusion 

In this chapter, we have presented a synchronization algorithm for parallel discrete 

event simulation in a star network topology. The algorithm and the associated data 

structures for every node are explained. Various critical parameters of the system have 

been computed based on a probabilistic analysis. The development of our approach 

has been guided by its applications in telecommunications, in which star structures 

are common and quite popular. Additionally, several other networks including trees 

can be represented as hierarchy of stars. The approach and analysis presented in this 
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Chapter can be extended for trees with slight modifications. It may be possible to 

relax some of the assumptions made in the analysis of our system, and obtain better 

estimates of the required parameters. 

Star networks have other interesting properties which can be exploited. For ex-

ample in the case of an optimistic simulation on the star, a rollback originating at a 

peripheral node can not propagate to more than two nodes. So, cascading rollbacks 

can not occur in such systems. In Chapter 3 and 4, we have presented algorithms for 

reducing rollbacks through load sharing in an optimistic simulation by keeping the 

local simulation clocks in step. However, we have considered complete networks only. 

It would be worthwhile to develop optimistic simulation algorithms for star networks 

keeping these in view. 



CHAPTER 8 

CONCLUSIONS 

"Where is the Life we have 

lost in living? 

Where is the wisdom we have 

lost in knowledge? 

Where is the knowledge we 

have lost in information?" 

- T. S. Eliot 

8.1. Summary 

This dissertation looked at various aspects of parallel discrete event simulations. We 

have described three load balancing strategies based on three different principles. We 

have analyzed the first load balancing algorithm probabilistically. We had to make 

certain assumptions about the simulation system for analyzing this algorithm. These 

assumptions are consistent with the observations made by other researchers [38]. The 

other two algorithms have been implemented on a network of workstations and their 

characteristics have been studied. The second algorithm assumes a system in which 

lps can be broken into smaller ones when required. VLSI logic circuit simulation is a 

good example of such systems where an lp may just be simulating a single gate. The 

third algorithm is based on task transfer. We have used PVM for implementing the 

message passing interface in these systems. There is no built in flow control in PVM 

146 
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and since it is still in an experimental stage, we had to restrict certain characteristics, 

like number of message generated per second, ratio of internal to external messages 

etc., of the lps. There is no efficient system for implementing task transfer in a 

distributed environment. Hence to study the effectiveness of our algorithm we had 

to make our algorithm mimic the process transfer mechanism. When an lp L needed 

to migrate from physical processor Pi to Pj, we created a copy Lc, of L, in Pj which 

started its execution only after receiving a signal from L that its event queue is empty. 

In the mean time all the other lps would be sending messages destined for L to its 

copy Lc. After sending the starting signal to LC1 L would terminate itself. Our results 

show that dynamic load balancing is effective only when the computation times for 

the events are within a certain range and the number of external messages generated 

is restricted. Dynamic load balancing becomes ineffective if used too often since there 

is a large overhead associated with it. 

We have designed a GVT computation algorithm for the hypercube and shown 

how this can be used for memory management, load balancing and to handle transient 

messages. This algorithm can be invoked by any of the lps and conflicts can be 

resolved easily. We have also made use of non-parametric techniques for estimating 

the GVT in the system. This GVT computation algorithm has been compared with 

other routines for GVT computation, by simulating varying number of lps in our 

cluster of workstations. The performance of the algorithm is not so well as it should 

be in a real hypercube machine. Our experiments show that in a network cluster 

token passing, token passing in a hierarchical ring and a centralized manager are the 

three most effective schemes for GVT computation. 

We have designed a window computation algorithm for star network and analyzed 

different parameters of such a system with special emphasis to telecommunication 
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networks. The concept of active, inactive and future queues are actually used in 

telecommunication system simulation. The active queue corresponds to the calls 

under progress while inactive queue contains the set of calls which have arrived in the 

system but yet to be allocated any resource. The future queue corresponds to events 

which happen while another event in the active queue is under progress. Invocation 

of three-way calling, message encryption are some examples of such events. This 

algorithm has also been extended for hierarchical star architectures and for recursive 

window computation. Following similar approach special algorithms can be designed 

for other networks like mesh and hypercube also. 

8.2. Future Research 

The partition of the simulation system into lps is based on functionality. In a PDES 

environment, events are generated and annihilated dynamically. The dependency 

among these events can be represented by a graph. Looking at the system in terms 

of events gives us a better means of exploiting parallelism. This dependency among 

events can be preserved in the form of a directed graph. Therefore, the problem boils 

down to the design of effective and simple means of maintaining a dynamic graph 

management algorithm. At any point of time, the event eligible for execution are 

the events with outdegree (if an outgoing arc from event a to event b denotes that 

b is dependent on a) zero. If we associate a token with each outgoing arc, then an 

event becomes eligible for execution when it collects the required number of tokens. 

This suggests modeling such systems with the help of Petri nets [85, 86]. The theory 

and tools developed for Petri nets can be used in analyzing such a system. Timed 

petri nets in which the time specifications are introduced by associating exponentially 

distributed firing times with timed transitions can be used to model the events with 
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different computation times. 

In a multiprocessor system there are several processors each of which extracts one 

event from a global queue and produce new events in turn which again get inserted 

into the global event pool. If there are p processors in the system, we want to extract p 

earliest events at every stage. However, each of these p events may not be independent, 

while there may be other events which could be processed safely. This introduces the 

problem of implementing a global parallel priority queue for maintaining the pending 

event set. How to filter independent events from the global queue for execution is 

another area to look at and needs attention. 

Many load balancing algorithms assume the presence of effective means for migrat-

ing a process from one processor to another. In the case of a parallel simulation, we 

have clocks, system state queue, message queue and other data structures associated 

with a process. The situation becomes even more complicated due to the messages in 

transit. A message may reach its destination and find that the corresponding process 

has migrated by that time. A naive solution to this problem is to halt all the processes 

when the load balancing takes place. Such a solution will be slow and inefficient. But 

the software implementing the message passing to keep the physical location of the 

process transparent will be of great use. Another area of interest is do we need to 

move the entire old message queue? If rollbacks do not occur frequently, it may be 

enough to transfer just a few previous system states. 

There are applications in which the communication pattern between lps resemble 

specific network patterns. For example star type of networks appear quite frequently 

in telecommunication networks. This communication pattern in the lp-digraph sug-

gests that more effective algorithms can be used for load balancing, window compu-

tation, rollback handling and anti-message propagation for these applications. In a 



star network a rollback can not propagate beyond two nodes suggesting that cascad-

ing rollbacks can not occur. Similarly, other special networks including hypercube or 

mesh could be considered and analyzed. 

Whenever a process is migrated, almost all the algorithms known assume that the 

physical processor network is completely connected. Most of the load balancing algo-

rithms also assumes this. But the real situation may be different. For example, in a 

hypercube machine with p processors the communication between two processors may 

take as much as logp time. This aspect of PDES has remain relatively unexplored. 

Load distribution algorithms taking this factor into account will be more effective. 

Network delay has effect on load balancing strategies, rollback reduction and GVT 

computation. As part of our future work, we plan to improve the algorithms presented 

in this dissertation by combining the computation and communication requirement 

to synchronize the local virtual clocks. 

Load balancing strategies examined so far have been hybrid in which a manager 

decides when to reallocate the load. But this load balancing can also be sender 

initiated or the receiver initiated. In a totally distributed environments, managing 

such algorithms will be a challenging task. But they could be modified and made 

more local reducing the traffic across processors but increasing the interaction between 

logical processes within a physical processors. Studying these type of algorithms could 

be another interesting area of research for the future. 
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List of Notat ions 

In the following we give a list of notations, used frequently in this dissertation, to-

gether with their meaning. 

L0 The i-th logical processor. 

Pi The i-th physical processor. 

GVT Global virtual time. 

BVT Boundary virtual time. 

GVT(t) GVT estimate at time t. 

GVT, GVT estimate at the i-th cycle. 

Diff BVT - GVT. 

F(X) Distribution function of the random variable X. 

Map(L) Physical processor running lp L. 

t(e) Time stamp of event e. 

lvti(t) Local virtual time at physical time t in lp Li. 

E(X) Expectation of the random variable X. 

Var(X) Variance of the random variable X. 

Ri Rate of progress of simulation at Li. 

C Computing load. 

Wi Average computing load per processor. 

Ci The i-th cluster. 

fi Fitness measure. 

G Graph. 

V Vertex set of G. 

E Edge set of E. 

Vi The i-th vertex of G. 
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B k 

Q k 

S B T 

children(i) 

parent(i) 

trriij 

Ei 

Ao 

At 

nnac 
h 

s?c 
l3 

M a c 

t ! u 

l3 

S { u 

%3 

M / u 
l3 

rnin 
h 

s r %3 

M j n 

l3 

G C 

SCi 

Si 

Binomial tree of order k. 

Hypercube of order k. 

Spanning binomial tree. 

Children of node i. 

Parent of node i. 

Minimum time stamp among all transient messages sent from Li to Lj. 

Event queue of lp Li. 

Synchronizer node 

ith peripheral node, 1 < N. 

j t h task in the active queue of the 2th node. 

Remaining service time of the task T?c. 

Simulation time when T?0 will generate its message. 

j t h task in the future queue of the ith node. 

Remaining service time of the task T/u. 

Simulation time when T/}
u will generate its message. 

;'th task in the inactive queue of the ith node. 

Service time required by Tt"
1. 

Simulation time between the message generation and 

initiating execution of T/n 

Value of the global clock. 

Value of the simulation clock at node Aj. 

Clock value received by the Synchronizer from node A{. 


