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The physical limitations of uniprocessors and the real-time require-

ments of numerous practical applications have made parallel processing 

an essential technology in military, industry and scientific research. In 

this dissertation, we investigate parallelizations of three practical ap-

plications using three parallel machine models. The algorithms are: 

Finitely inductive (FI) sequence processing is a pattern recognition 

technique used in many fields. We first propose four parallel FI al-

gorithms on the EREW PRAM. The time complexity of the parallel 

factoring and following by bucket packing is 0(sk2^), and they are op-

timal under some conditions. The parallel factoring and following by 

hashing requires 0(sk2^) time when uniform hash functions are used 

and log(p) < and pm & n. Their speedup is proportional to the 

number processors used. For these results, s is the number of levels, k 

is the size of the antecedents and n is the length of the input sequence 

and p is the number of processors. 

We also describe algorithms for raster/vector conversion based on 

the scan model to handle block-like connected components of arbi-

trary geometrical shapes with multi-level nested dough nuts for the 

IES (image exploitation system). Both the parallel raster-to-vector 

algorithm and parallel vector-to-raster algorithm require 0(log(n2)) or 

0(log2(n2)) time (depending on the sorting algorithms used) for images 

of size n2 using p = n2 processors. 



Not only is the DWT (discrete wavelet transforms) useful in data 

compression, but also has it potentials in signal processing, image pro-

cessing, and graphics. Therefore, it is of great importance to investigate 

efficient parallelizations of the wavelet transforms. The time complexity 

of the parallel forward DWT on the parallel virtual machine with linear 

processor organization is Q((3°+^)mn)> where so and si are the lengths 

of the filters and p is the number of processors used. The time com-

plexity of the inverse DWT is also O(^ 0 + ^ m n ) . If the processors are 

organized as a 2D array with PrawPcol processors, both the interleaved 

parallel DWT and IDWT have the time complexity of O&0+S^mn). 
ProwPcol 

We have parallelized three applications and achieved optimality or 

best-possible performances for each of the three applications over each 

of the chosen machine models. Future research will involve continued 

examination of parallel architectures for implementation of practical 

problems. 
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CHAPTER 1 

INTRODUCTION 

The physical limitations of uniprocessors and the needs to solve grand 

challenge problems in military, industry and basic sciences have driven 

fast development in parallel processing. Advances in both software and 

hardware, especially in VLSI, have sustained its rapid development. 

Current national challenges posed by the information superhighway, 

multimedia, and very large information systems will further stimulate 

research, application and commercialization of parallel processing tech-

nologies in the years to come. As parallel processing technologies ma-

ture, interests from all walks of life will continue to rise in wide ranging 

applications. 

1.1 Parallel Processing now and then 

The needs to design advanced weapons have always been one of the 

major driving forces for developing fast computers. Although it was 

not one of today's grand challenge to compute trajectories of ballistic 

missiles and design thermonuclear weapons, ENIAC, the world's first 

electronic computer was built for those tasks in 1946 (at University 

of Pennsylvania) [Bae80, FSA94]. Quickly people realized the speed 

limit of uniprocessors since electric current cannot travel faster in a 



conductor than light (3 * 108 meters)can travel in vacuum, and with 

this realization, parallel processing was inevitable in the future. 

In order to meet the requirements for high computing power to solve 

computation intensive problems in military, industries and basic science 

research, the earliest efforts in utilizing different forms of parallelism 

started around the late 60s and early 70s. The major parallel technolo-

gies used at that time focused on a single CPU, which acted as multiple 

functional units and also on pipelined vector processors although the 

research on multiple processors (ILLIAC IV) started as early as in 1966 

under a ARPA contract, supporting a joint venture between the Uni-

versity of Illinois and Burroughs Corporation. The most influential 

vector pipelining processor was the Cray 1 which the ILLIAC IV did 

not outperform. In the past two decades, vector pipeline computers 

like Crays from Cray Research Inc. have been the most popular paral-

lel architectures. 

The high costs required to manufacture faster vector pipeline super-

computers and the complex nature of some applications such as image 

processing motivated the design of the first massively parallel processor 

(MPP) by Goodyear Aerospace Flight Center of NASA in 1980 [Bat80]. 

Instead of using many big and fast CPUs in a parallel computer, the 

massively parallel processor used hundreds (128x128) of bit-serial CPUs 

interconnected by a two dimensional mesh and controlled by an array 

control unit (ACU). This is an SIMD (Single Instruction Multiple Data) 

architecture, and it is appropriate for several applications such as satel-

lite or medical image processing. 

These early MPPs were relatively slow at numerical computation as 



well as uploading and downloading data. The CM2 by TMC (Think-

ing Machine Corporation),was a later version of MPP class, and it was 

developed in the late 1980's. It was equipped with a number of new fea-

tures such as general interconnection network (hypercube),and parallel 

I/O [Hil85]. Later, floating-point accelerators were incorporated into 

bit-serial MPPs like DAP (Data Array Processor) and CM2 to enhance 

the capability for numerical computation. 

Advances in VLSI in early 1980s have made it possible to build paral-

lel computers by using off-the-shelf microprocessors. Three of the most 

successful microprocessor-based machines are the Caltech Cosmic Cube 

developed by Charles Seitz and Geoffrey Fox [FWM94], the Sequent 

by former Intel engineers, and the Multimax by Encore of England 

[TW91]. Although the Cosmic Cube did not become a commercial ma-

chine, it was successfully used for solving many scientific problems, and 

showed the feasibility in the design microprocessor-based massively par-

allel computer. Moreover, it had a significant influence on several com-

mercial parallel machines including Intel Hypercubes (iPSC/1, iPSC/2, 

and iPSC/860) and nCUBEs. The Cosmic Cube series (later renamed 

as Mark II and Mark III) used i8086/8087 or 68020/68881, connected 

by a binary hypercube. The Sequent machines, based upon a shared 

bus and i80386/80387 or NS32032, are shared memory machines. The 

new generations use i80486 (in Sequent 2000) and Pentium processors 

(in Sequent 5000). The success of the Sequent machines are due to their 

low cost to build, stability and ease of use. They perform very well for 

time sharing, transaction processing, and with a choice of tools, for par-

allel processing research. The Encore machines are also shared memory 



machines whose processors are interconnected by three buses (addresses 

bus, data bus and a vector bus). They also were built with National 

Semiconductor's microprocessors, but now use Motorola's 88000 series. 

Their success is similar to that of the Sequent machines. However, the 

scalability of shared memory parallel computers is very limited, they 

are becoming less popular in scientific computing. 

Advanced RISC processors now are driving another round of de-

velopment of MPPs, which we may call "coarse-grained" MPPs. The 

coarse-grained MPPs are different from fine-grained MPPs in that each 

processor runs a local operating system and a copy of a program, rather 

than being controlled by an ACU. In general, most coarse-grained 

MPPs have a synchronization network to coordinate all processors so 

they can efficiently operate as fine-grained MPPs by using many virtual 

processors running on each physical processor. All RISC microproces-

sors of major manufactures like Intel, DEC, HP, IBM, Sun Microsys-

tems, SGI, Motorola and Inmos are used in the latest MPPs. The 

performance of these microprocessors is either close to or better than 

that of Cray l's CPU. The new MPPs include Cray T3D, Intel Delta 

and Paragon, IBM SP1 and SP2, Convex SPP-1, CM-5 and SGI Man-

soon. These new machines provide better operating systems (in terms 

of functionalities and flexibilities), variety of parallel programming lan-

guages, debugging and performance tools. 

In addition to advances in microprocessors, new fiber communica-

tion technologies have provided opportunities for countries to build 

information superhighways in the near future and for people to do su-

percomputing without purchasing supercomputers to solve even larger 



scale scientific and engineering problems. Available new products us-

ing these technologies include commercial ATM (Asynchronous Trans-

mission Mode) networks [TJH+94, LHHM94, LHH+94, HKM94], Los 

Alamos's HIPPI [TT94] and DEC's GigaSwitch [SKO+94]. 

A third development in parallel processing hardware makes it possi-

ble and practical to design tiny and powerful parallel systems for many 

applications like multimedia, real-time data compression, and pattern 

recognition in a single board. Using new semiconductor manufactur-

ing techniques, companies including Intel and Texas Instrument are 

working on single chip parallel processor design. For example, Texas 

Instrument recently succeeded in designing a shared memory parallel 

processor with up to 16 processing elements, operating at a speed of 

2 billion operations per second [GGA92, LGGK94, Tex94]. This chip 

costs only $400 in large quantities and will have a great impact on 

many image-related system designs. To summarize with all these new 

developments there is no doubt that parallel processing is even more 

promising than ever before. 

1.2 The Focus 

Parallel algorithm design, parallel hardware design and parallel (system 

and application) software design are among major activities in paral-

lel processing. Although the author has been involved in designing 

very large parallel application software systems on CM-5, T3D, IBM 

SP2 and on IBM cluster, this dissertation focuses on designing parallel 

algorithms for practical applications. The algorithms include parallel 



finitely inductive sequence algorithms, parallel vector/raster conversion 

algorithms and parallel wavelet transform algorithms, which are used 

for pattern recognition, spatial databases and image compression. The 

machine models we have chosen for these algorithms are practical ab-

stract models, the EREW (Exclusive Read Exclusive Write) PRAM 

(Parallel Random Access Machine), the scan model on the commer-

cially available supercomputer CM-5 (TMC's Connection Machine 5) 

and the parallel virtual machine using PVM 3. 

The reason why EREW PRAM is considered is that this scheme is 

very close to shared-memory parallel machines as designed by Sequent 

and Encore. It is fairly easy to implement EREW PRAM-based paral-

lel algorithms on these machines. The scan model is gaining popularity. 

Such machines include TMC's CM-2, CM-5, and MasPar. Scan primi-

tives are also provided on other machines like Cray T3D. The parallel 

virtual machine which is based on message passing is especially popular 

in the academia arena, since the applications developed on it can be 

ported to any parallel machine, and workstation cluster supporting the 

PVM software. 

Given hardware and software environments, the performance of a 

parallel application system greatly depends on how efficient the chosen 

algorithms are, and on how these algorithms are implemented. There-

fore, parallel algorithm design is one of the core tasks in parallel appli-

cation systems design. That is why this dissertation focuses on parallel 

algorithm design. There are some advantages and disadvantages in de-

signing parallel algorithms using different machine models for different 

applications. The main advantage is that once the algorithms are de-



signed and implemented, they can be linked into the production systems 

on these machines. The apparent disadvantage is that it takes much 

more time for the designer to learn various aspects of each application 

involved and to learn the details of each machine. Although the appli-

cations for which we design parallel algorithms are different from each 

other, they have much in common from the parallel algorithm design 

point of view. Data distribution, load balancing and communication 

reduction need to be considered in almost every parallel algorithm de-

sign. Besides, parallel prefix sums, global sums and other basic parallel 

algorithms are often used in our algorithms. 

Utilization of parallelism in pattern recognition, spatial databases 

and image compression has not been well investigated and is much 

desired. Furthermore, using different machine models for the same 

application or for different applications is a usual practice in working 

environments. In order to focus on issues of parallel algorithm design, 

we will barely touch the system design issues unless it is very necessary. 

1.3 Related Applications 

1.3.1 Pattern Recognition Using Finitely Inductive Sequences 

Finitely inductive (FI) sequences is a pattern recognition technique 

which has been applied to optical character recognition (OCR), music 

recognition, data compression and motion detection. It has advantages 

over other sequence-based pattern recognition techniques. 

There are two stages in applying FI to pattern recognition: factor-

ing and following; the known pattern sequences are first transformed by 



factoring into multilevel functional tables consisting of pattern primi-

tives called implicants, then pattern primitives in an unknown pattern 

are extracted to match those known pattern primitives in the table by 

following. The number of matches determines the closeness between 

known and unknown patterns. A similar technique called N-Gram uses 

pattern primitives which have a length of N. The most often used tri-

gram is an N set to 3. 

Pattern recognition is a computationally intensive process, and there 

is no exception when FI is used. The time complexity of factoring is 

0(n3) and that of following is 0(n2). Moreover, pattern recognition is 

often used in real-time environment. In order to meet the real-time re-

quirement for many applications, we have made every effort to improve 

sequential FI algorithms, to design parallel factoring and following al-

gorithms, and reduce the size of alphabets over which sequences are 

generated. We [FDZ92] have improved sequential factoring algorithms 

by 0(n) time where n is the length of a sequence and have designed 

cost-optimal parallel FI algorithms [DFZ94, DFZ93], whose speedup is 

proportional to the number of processors used. 

1.3.2 Spatial databases 

It is easy to imagine the difficulty in locating a small moving target 

on the ground during war time if it does not emit a radio signal. The 

Image Exploitation System (IES) has been designed and implemented 

for such a task. 

In this system, most location-related and shape-related inference op-

erations are computational geometry operations like intersection, union, 



difference, waxing and expansion. These geometrical operations are 

performed on vector format image data. Thus, converting raster image 

data into vector data is required in such a system. In order to view 

results or intermediate results, the vector data has to be converted back 

into raster image so that it can be viewed on the screen. 

In this dissertation, we will discuss newly developed parallel 

raster/vector conversion algorithms for the IES system. The algorithms 

handle arbitrary geometrical shapes with multi-level nested dough nuts. 

The raster to vector conversion has been implemented on the CM-5 and 

the implementation of the vector to raster algorithm is in progress. 

1.3.3 Parallel Image Compression for Scientific and Engi-

neering Data 

There are many applications where data compression is a critical tech-

nique. These include spatial databases (or geographical information 

systems), seismic data processing, and climate modeling. 

A spatial database for military during war-time not only stores var-

ious kinds of static data, but also constantly receives incoming satellite 

images. For a certain area and a period of time, the total data volume 

can easily exceed the storage capacity of any supercomputer available 

today. Without data compression, the volume of information that can 

be managed by the database management system is limited, and its 

decision support role for military operations is limited. 

Oil exploration is a profit-making business. However, the seismic 

data gathered for an oil field can be as much as several hundred giga-

bytes, even up to terabytes. Seismic data processing tells whether there 
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is oil in this field and where it might be located. Such processing takes 

a supercomputer like the CM-5 and the T3D from fews weeks to few 

months depending upon the size of the oil field. Very few supercom-

puters have a disk capacity up to a terabyte; for example, the largest 

CM-5 at Los Alamos National Laboratory has only a 400 gigabyte disk 

for system software and user program and user data. More often than 

not, a supercomputer is shared by many users working on different 

projects. It is almost impossible for the seismic processing team to 

store all of the data in any supercomputer's disk without resorting to 

data compression unless a dedicated supercomputer is used. 

Ocean circulation modeling is a part of climate modeling which can 

be used to predict weather in few weeks, few months and even ten 

years. Such long term forecasting helps regions to avoid disasters in 

the future. Ocean modeling by itself generates hundreds of terabytes of 

data. This endeavor faces the same problem as the other applications 

mentioned above. 

In order to solve the problem of storing large volumes of data for 

scientific research and engineering applications, we have been design-

ing parallel data compression systems for various projects such as ocean 

modeling in ACL (Advanced Computing Laboratory), seismic data pro-

cessing for Philips by EES (Earth Environment Sciences) Division, and 

a large spatial database project in CIC (Computing Information Com-

munications) Division. Several compression techniques may be used to 

compress image data, but the best one is wavelet-based because it pro-

duces high quality and has no blocking effects in decompressed images. 

However, wavelet transforms are at least as time consuming as block 
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discrete cosine transforms. 

In wavelet-based data compression, there are three major steps: 

wavelet transform, quantization (and symbol mapping) and entropy 

encoding, where wavelet transform is the most time consuming step. 

The output format of wavelet transform mainly determines the struc-

ture of a parallel data compression system, which is not the case in 

a sequential data compression system. In this dissertation, we devote 

one chapter to parallel discrete wavelet transform using the parallel 

virtual machine. The algorithms designed here can be easily ported to 

distributed-memory and shared-memory parallel computers supporting 

PVM or MPI. 

1.4 Organization of This Dissertation 

This dissertation consists of six chapters and one appendix. This chap-

ter briefly reviews the history of practical parallel processing in the past 

twenty years and the target applications. In Chapter Two, we examine 

the chosen machine models, the EREW PRAM, the scan model, and 

the parallel virtual machine. We also propose a possible implemen-

tation of the segmented scan operation, which is the most important 

operation for the scan model. In Chapter Three, we present the details 

of parallelizing factoring and following processes of finitely inductive 

sequence processing, using two different schemes, bucket packing and 

hashing. The time complexity of each parallelization is given in full 

detail. In Chapter Four, we propose parallel algorithms for raster to 

vector image conversion and vector to raster conversion on the scan 
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model for the IES (image exploitation system). In Chapter Five, we 

present all key steps, major data structures and time complexity of our 

parallel discrete wavelet transform algorithms. The details of the algo-

rithms are given in Appendix A. Chapter Six summarizes the results 

covered in this dissertation. 



CHAPTER 2 

PARALLEL MACHINE MODELS AND 

ALGORITHM DESIGN STRATEGIES 

This chapter covers some basic concepts of most popular parallel ma-

chines models and parallel algorithm design strategies. 

2.1 Parallel Random Access Machines 

For the FI algorithms covered in Chapter 3 , the underlying model 

used is a parallel random access machine (PRAM), which is an ab-

stract model for shared-memory parallel computation [Akl89, Qui87]. 

A PRAM consists of a finite number of processors sharing common 

memory locations for communications. 

Each processor can perform arithmetic, comparison, and logical op-

erations in unit time. Also the global memory access is assumed to 

require one time unit. Depending on the global memory access mecha-

nisms, there are variants of the PRAM family. In the exclusive-read and 

exclusive-write (EREW) variant, only one processor is allowed to read 

from and write into a memory location at any time. The concurrent-

read and exclusive-write (CREW) model allows more than one processor 

to simultaneously read, but not write into a shared location; whereas 

13 
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the concurrent-read and concurrent-write (CRCW) PRAM allows si-

multaneous read and write into a location. 

2.1.1 The Scan Model and Data Parallel Primitives 

The Scan Model, proposed by Blelloch[Ble90], is an SIMD machine with 

some scan primitives or data parallel primitives. The physical machines 

embedding the Scan Model are usually called data parallel machines, 

and data parallel software provides many primitives for implementing 

data parallel algorithms. Data parallelism has become more popular 

today because the data parallel primitives facilitate algorithm design 

and implementation. 

On the CM-5, the software provides four classes of data parallel 

primitives: replication, reduction, permutation and parallel prefix sum. 

Although most of them have been implemented by using the control 

network, they may also be implemented using the data network alone 

or using both the data network and the control network. If a parallel 

machine like IBM SP2 does not have a synchronization network , syn-

chronization operations are implemented on the data network. Thus, a 

fast data network alone is enough to implement all data parallel prim-

itives, but this may not be an efficient implementation. 

Replication 

Replication means that a single value is replicated as many times as 

needed and distributed to all relevant processors. For example, a single 

value is broadcast to all elements of an array; a single value is copied 

to a number of consecutive elements (a segment) of an array; a value is 
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distributed to several arbitrary locations of an array and a column of 

values may be replicated to all columns of an array. We have used this 

primitive to convert a vector to an raster image. 

Reduction 

Most people are familiar with reduction operations and some parallel 

machines like iPSC/2 provide a few global reduction operations such as 

global sum. However, the CM-5 offers many more reduction primitives. 

Local sums such as sums for each column or row of a two dimensional 

matrix, partial sums of segments of a one dimensional array are also 

offered. In addition, sums for elements at arbitrary locations in an 

array can be calculated by using data parallel primitives. 

Permutation 

A permutation operation changes the order of elements in an array 

without changing their values. This operation is frequently used in 

the raster to vector image conversion algorithm, and is realized by left 

indexing. It is an very important operation in implementing bitonic 

sort and fast Fourier transform algorithms. Permutation can be im-

plemented by using the data network for passing the data between 

processors and the control network for synchronization to guarantee 

that all processors are done prior to beginning the next task. 

Parallel Prefix 

Prefix sum is a transformation which turns an linear array A into an-

other linear array B in which the value of the ith element is the sum of 
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first i elements of A(assuming the index starts with 1). Thus, the ith 

processor participating in a parallel prefix sum operation gets the sum 

of first i elements of the original array. In most cases, the prefix sum 

is not a global one, that is, the ith processor may get the sum of all 

elements in a segment instead of the whole original array. Prefix sum 

is often used in algorithms for compacting a sparse array. 

Possible Implementations of Segmented Scan Operations 

The segmented scan operation is a very important primitive of the 

scan model and we show in this section two examples of how seg-

mented scan operations can be implemented efficiently on a parallel 

computer by using shift operations and synchronization, if it has a fast 

data link between processors and a synchronization mechanism. For 

shared-memory machines, the data link is via the shared-memory. The 

CM-5 has a fast data and control network, and the segmented scan op-

erations can be implemented on it using both networks. However, the 

segmented scan operations provided by the CM-5 are implemented us-

ing the control network only, since the control network can pass small 

messages among processors efficiently and performs synchronizations 

while processing the data. For machines like the Cray T3D having no 

such control network except for a simple synchronization network, the 

implementations we discuss here will be efficient. Therefore, a simi-

lar data parallel programming language can also be designed for other 

parallel computers. 

An important operation in these two examples is a shift operation 

which is point-to-point communication. The distance of the shift is 
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doubled at each iteration. A shift takes constant time on a shared-

memory machine and on a hypercube which uses wormhole routing. 

For a segmented vector of length n, the total number of iterations is 

no more than (log(n)) and the actual number of iterations is deter-

mined by the longest segment. At each iteration, two shifts (one for 

the data vector and the other for the segment bit array) are performed. 

The total number of synchronization steps needed for a segmented 

scan is also 0(log(n)). Hence, the time complexity for a segmented 

scan is 0(log(n)) if a synchronization requires constant time and is 

0((log(n))2) if the synchronization requires 0(log(n)) time. 

If the number of elements in the data vector is more than the number 

of physical processors in the computer, several virtual processors can 

be created on each real processor so that each virtual processor handles 

only one element in the vector. 

The implementations of the segmented broadcast and the segmented 

prefix sum are very similar, and only the algorithm for the prefix sum 

is given here. The other one can be derived accordingly. 

Algorithm: Parallel segmented prefix sum 

Input: n, A(n) which holds n data elements, SBit(n), a boolean array, 

a 1 indicating the start of a segment; 

Output: A(n), which holds the segmented prefix sums. 

For each processor do 

Begin 

globalsum = global AND of SBit; 

synchronize; 

i = 0; 
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synchronize; 

While ( globalsum = 0) loop 

synchronize; 

temp A = rightshift A by 2l locations; 

synchronize; 

tempSBit = rightshift SBit by 2% locations; 

synchronize; 

where (SBit = 0) 

A = A + tempA; 

synchronize; 

SBit = SBit V tempSBit; 

synchronize; 

globalsum = global AND SBit; 

synchronize; 

i = i + 1; 

end while 

end 

The two examples in Figures 2.1 and 2.2 are explained with words 

on the right. For each shift, a synchronization is performed to make 

sure all processors finish before they perform another operation. At 

each iteration, a global AND is performed for SBIT. If all elements 

of SBIT are "1", then the algorithm terminates. One of the two ex-

amples performs a segmented scan and the other performs segmented 

prefix sum, and their difference is slight. All other operations such as 

segmented max-scan, segmented min-scan and global sum can also be 
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SBit: segment bit 

A: data array 

A line represents a segment 

Segmented prefix sum 

(a) A scan primitive: segmented prefix sum 
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A: data array 

SBit: segment bit 

tempA: - rightshift A by one; 

If SBit( i ) - 0, 
A( i ) « A( i ) + tempA(i); 

tempSBit - rightshift SBit by one; 

SBit - SBit + tempSBit; 

tempA: - rightshift A by one; 
I fSBi t ( i ) - 0 , 

A( i ) - A( i ) + tempA(i); 
tempSBit - rightshift SBit by two; 

SBit - SBit + tempSBit; 

tempA: = RightShift A by one; 

I fSBi t ( i )«0 , 
A( i ) - A( i ) + tempA(i); 

tempSBit - rightshift SBit by four; 
SBit - SBit + tempSBit; 

(b) A possible implementation of segmented prefix sum using shift 

Figure 2.1: A possible implementation of segmented prefix sum 

implemented similarly. Note that V represents the logic OR operation. 

2.2 Parallel Virtual Machine 

Abstractly speaking, a parallel virtual machine consists of two or more 

communicating processes running on parallel and distributed hardware 
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platforms. Thus, a parallel virtual machine can be realized on a clus-

ter of (homogeneous and heterogeneous) workstations, on a parallel 

computer, on a cluster of parallel computers, and on a cluster of work-

stations and parallel computers. 

PVM 3 is a software system to implement a parallel virtual machine 

en V 9 
SBit: segment bit 

A: data array 

Result of a segmented broadcast 

(a) A scan primitive: segmented broadcast 
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A: data array 

SBit: segment bit 

tempA: - rightshift A by one; 

If SBit( i ) - 0, A(i) - tempA(i); 

tempSBit - rightshift SBit by one; 

SBit - SBit v tempSBit; 

tempA: = rightshift A by two; 

If SBit( i ) - 0, A( i ) - tempA(i); 

tempSBit - rightshift SBit by two; 

SBit - SBit v tempSBit; 

tempA: « rightshift by four; 

If SBit( i ) - 0, A( i)«tempA(i); 

tempSBit« rightshift SBit by four; 

SBit« SBit v tempSBit; 

(b) A possible implementation of segmented broadcast 

Figure 2.2: A possible implementation of segmented broadcast 
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on a network of Unix computers, which permits large computational 

problems to be solved by using the aggregated power of many comput-

ers. The PVM software system consists of two parts: a daemon and a 

library of PVM interface routines. If the underlying hardware platform 

is a cluster of workstations, a virtual machine consists of a collection 

of daemons and tasks. A daemon runs on each workstation, handling 

communications among local tasks as well as communications among 

local and nonlocal tasks. By proper initialization, messages passed 

among tasks can bypass any daemon. When the underlying hardware 

is a parallel computer like T3D, no daemon is implemented and all 

tasks communicate directly with each other and only one task runs on 

a physical processor. 

The parallel virtual machine is a simplified network model [JaJ92] 

without specific network topology. Algorithm design for the parallel 

virtual machine is essentially the same as that for distributed-memory 

parallel machines based on message passing. It is, however, independent 

of any specific hardware platform. An application using PVM 3 is 

portable except for the I/O routines and it can also be tailored to a 

specific network topology. A specifically tailored PVM program is still 

portable, but its performance on other machines may be poor. Chapter 

5 uses the parallel virtual machine to implement the parallel discrete 

wavelet transform algorithms. 
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2.3 Parallel Algorithm Design Strategies 

The chosen machine model, application domain, and data partition 

techniques are major factors which need to be taken into consideration 

during parallel algorithm design. These three factors are interdepen-

dent. It is not appropriate to discuss one without considering the other 

two. 

One machine model may be suitable for some applications, but not 

for others. Some data partition techniques may not be efficient for cer-

tain machine models. Given an application consisting of subproblems, 

different machine models may be needed for different subproblems of 

the application and each may require a different data layout and data 

partitioning technique. On machines like the CM-5, it is possible to 

use several machine models for the same application. Data layout and 

data partition also depend on the application and the chosen machine 

model. On a data parallel machine, nearly everything is mapped into 

an array and efficient data parallel algorithms make best use of data 

parallel primitives. The scan model is efficient for some image related 

applications requiring essentially data parallelism, while it is awkward 

for applications whose data consists of many classes of objects, where 

each class has few instances and the number of classes is large. In this 

dissertation, we will investigate different aspects of practical parallel 

algorithm design, in addition to achieving optimality for the paral-

lelization of our chosen applications (if possible). 
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2.3.1 Some Basic Techniques 

Parallel algorithm design is inherently more difficult than sequential 

algorithm design, but some basic techniques may help ease the task. 

These techniques may be efficient on some physical platforms but not 

on others. For example, balanced trees are efficient on CM-5, but may 

not be on a cluster of workstations linked by an Ethernet, because the 

networks of the CM-5 are actually parallel balanced trees (binary or 

four-nary) and an Ethernet is a sequential link. Other useful techniques 

include pointer jumping, partitioning, pipelining and random sampling. 

2.3.2 A Notation 

A parallel algorithm for a problem is said to be cost-optimal if pTp = 

0(Ti), where p is the number of processors, Tp is the parallel time 

complexity and T\ is the time required by a best-known sequential 

algorithm for the same problem. The speedup of the parallel algorithm 

is defined as Sp = . 



CHAPTER 3 

PARALLEL PROCESSING FOR FINITELY 

INDUCTIVE SEQUENCES 

3.1 Background 

3.1.1 FI Sequences 

Finitely inductive (FI) sequence processing proposed by Case and Fisher 

[CF84] is a technique for pattern recognition. It has been applied to 

optical character recognition [Tav86], music recognition and reconstruc-

tion [NFM91], and other areas such as signal fusion, transient signal 

recognition, motion detection and text compression [FC93]. 

An FI sequence over a given alphabet is a sequence of symbols from 

the alphabet, which satisfies the following condition: the choice of a 

symbol at any point is uniquely determined by the choice of preceding 

k symbols, where k is a fixed number. For a given sequence, the least 

k is called the inductive base. 

For example, the sequence ECNEQESEVITCUDNI is an FI se-

quence over the alphabet {C, D, E, I, N, Q, S, T, U, V} with inductive 

base k = 2, because starting from the kth symbol (the first N) in 

the sequence, each succeeding symbol is uniquely determined by the 

preceding two symbols. Here the index of the sequence starts with 0. 

24 
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One can generate the rules (called implicants), that is, the two de-

termining symbols (called the antecedent) followed by the symbol de-

termined (called the consequent). If the antecedent contains leading 

symbols which are extraneous, and if these symbols are deleted from 

the implicant, then they are in the reduced form. The reduced table 

(called a ruling or function table) for the preceding finite sequence is 

given by: 

{EC^N, CN-tE, NE^Q, Q^E, QE->S, S->E, SE-+V, V->I, I->T, 

T-+C, TC-tU, U->D, D->N, DN-+I}. 

3.1.2 Factoring Process 

The process of transforming an input sequence into a reduced table is 

called factoring or factorization. Given a complete factorization of a 

sequence into one reduced form table whose inductive base is fc, it is 

possible under certain circumstances to reduce this inductive base to 

any number k' < k. The consequence of this action is clear in terms of 

the reduction in the number of symbols possible in a function table. It 

should also be clear that not all implicants will 'fit' within the length of 

the new k'. Those whose antecedent is too long will have the consequent 

pushed outoi the sequence, and the totality of these pushed out symbols 

will form another sequence called the residual sequence after factoring 

with inductive base k'. This process can continue until the length of 

the residual is smaller than k, or until no implicants with antecedent 

size k' can be collected from the input string. Each function table is 

called a level in the ruling. 
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Given an input sequence and a positive integer k' as inductive base, 

a more explicit description of the algorithm for factoring is given as 

follows: 

(1) Collect all implicants (from the input sequence) whose consequents 

are uniquely determined by their preceding at most k' symbols into 

the function table of this level. 

(2) Delete all occurrences of the consequents of the collected impli-

cants from the input sequence and reorganize the undeleted sym-

bols to form the residual. 

(3) Use the residual as the input to the next level and goto Step (1) 

if some symbols are deleted at Step (2) and the length of the 

residual is greater than k'. Otherwise terminate and output the 

final residual and all tables. 

Example 1: For the input sequence considered earlier and a positive 

integer 1, the multi-level factorization is illustrated below. Here k' = 1 

while k = 2. 

Level 1: 

input: ECNEQESEVITCUDNI 

function table: 

{Q-+E, S-+E, V^I, /-»T, T->C, U-+D, D-+N} 

residual: ECNEQSVUI 

Level 2: 

input: ECNEQSVUI 

function table: 



27 

{C-+N, N-+E, Q->S, S-+V, V^U, U->I} 

residual: ECQ 

Level 3: 

input sequence: ECQ 

function table: {E-+C, C-*Q} 

residual: E 

Remarks: Every sequence which is finite is finitely inductive, and 

the class of infinite sequences which are finitely inductive is countable 

[CF84]. Every FI sequence can be augmented by a start symbol (not 

in the alphabet) and where appropriate, an ending symbol (not in the 

alphabet). Such a sequence is called augmented, which tends to have 

fewer levels. There are sequences whose number of levels is on the or-

der of the number of elements. An example of such sequences would be 

XYY " 'YZ. Other sequences are not amenable to factoring, as the 

reduced form implicants in the first level all have identical antecedent 

length, which is the inductive base. Such a sequence is pseudo-random, 

and cannot be further reduced in that no k' exists whose value is less 

than the inductive base. A necessary and sufficient condition for fac-

torability (or continued reduction in the factoring process) is that one 

or more implicants in the first level have an antecedent length less than 

the inductive base for the sequence at that level [CF84]. 

3.1.3 Following process 

A ruling can contain a great deal of information in a very concise format. 

The format is a collection of implicants which in some sense represent 
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the minimal collection of rules derived from an experience represented 

by the collection of strings processed by factoring. Thus, in a very real 

sense, a ruling represents an experience base. A large ruling represents 

more experience. This experience can be utilized in many ways to rec-

ognize patterns or match strings. The process of matching utilizes a 

second algorithm called following. The following algorithm does not 

depend upon the size of the ruling for its processing time, and it will 

be shown that it is dependent upon the size of the input string being 

recognized or matched, not upon the size of the experience base. This 

cannot be said to be true for any expert system with a similar match-

ing task. It is true for simple string matching problems that other 

algorithms can execute in faster time [GG88, KMP74, LV86], but they 

lack the power of FI. For example, the time warp phenomena in such 

problems as phoneme recognition is easily accommodated by the FI 

algorithms. 

Given a function table and an input sequence a(0 : n — 1), the 

algorithm for following works as follows: 

(1) Let ft point to the first level function table and the input sequence 

be the residual. 

(2) If the length of input sequence is smaller than the inductive base 

k' (of the function table) or f t points to null, then output the 

residual and terminate. 

(3) Check for each symbol o(i), where k' < i < n - 1, to see if a(i -

j) • • • a(i - 1) ->• a(i) is in f t for the smallest j, where 1 < j < k'. 

If it is, then a(i) is marked; otherwise a{i) remains intact. 
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(4) Reorganize the unmarked symbols to form a new sequence, also 

called residual, and let ft point to the function table of next level. 

Go to Step (2). 

Example 2: Given the function table in Example 1 and the input se-

quence 

ECNEQESIVITCUDDI which is the same as the preceding one ex-

cept two noise symbols at positions 7 and 14, the algorithm for following 

works as follows: 

Level 1: ft points to 

{Q->E, S-*E, V-+I, I->T, T->C, U^D, D-tN} 

symbols marked with": ECNEQESIVITCUDDI 

residual: ECNEQSIVUDI 

Level 2\ 

f t points to {C—yN, N-yE, Q^S, S-+V, V-+U, U->1} 

symbols marked with": ECNEQSIVUDI 

residual: ECQIVDI 

Level 3: f t points to {E—>C, C-tQ} 

symbols marked with": ECQIVDI 

residual: EIVDI 

Matching of strings, or substrings, or patterns using the mathematical 

formulation provided by this theory is done using the following algo-

rithm. One string is placed into a ruling structure as a base or to 

be considered as experience. For example, speech recognition, optical 

character recognition, and other pattern recognition requirements are 

typical applications of this technique. Given a ruling and a residual, 
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the correct match can be deduced by one of several ways. First, the 

length of the residual will indicate closest match if each of the known 

patterns of interest occupies one ruling. Secondly, the actual content 

of the residual is another matching possibility where the residual from 

the ruling is truncated to some small number of symbols, the residual 

from the unknown string is likewise truncated and then the Hamming 

measure determined. For example, in music recognition, the residual is 

used to measure the distance between two pieces of music; in motion 

detection, the residual is used to locate moving objects. There are sev-

eral other techniques that are currently used, more powerful than these 

described in [FF93, Tav86]. 

3.1.4 Overview of this chapter 

Throughout the rest of this chapter, we will use k to mean k' for the sake 

of simplicity. The reason is that we do not know the actual inductive 

base for a given sequence without running a test. Also the choice of 

a positive integer in the factoring procedure depends on the maximum 

size of antecedents desired for the implicants in the function table. 

If this integer is greater than the inductive base, then the factoring 

procedure guarantees that the maximum antecedent size is equal to the 

inductive base. Otherwise it is equal to the chosen integer. Therefore, 

the chosen integer will be used as the inductive base, k. 

As detailed in [FDZ92], the sequential factoring can be performed by 

searching, sorting or hashing. Let n be the length of the input sequence, 

k the inductive base, and s the number of levels in factoring. Then 

the time complexity of the fastest-known factoring algorithm [FDZ92] 
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is 0(sk2(n + It)) where TZ is the alphabet size; and it is 0(sk2n) if 

7Z<n. The best-known sequential following algorithm also proposed in 

[FDZ92] requires 0{sk2{n-\-lZk)) time, which is 0(sk2n) when lZk < n. 

The value of s is in the range of [1 .. n — k]. If the input sequence 

consists of n different symbols, s = 1. One of the sequences which 

makes s = n — k is XYY •--YZ, where X, Y and Z are different 

symbols. 

In this chapter, we design four parallel algorithms for FI processing 

on the EREW PRAM model. We also analyze their time complexities 

and derive conditions under which they are cost-optimal. The algo-

rithms include parallel factoring and following by bucket packing, pre-

sented in Sections 3><3> and parallel factoring and following by hashing, 

presented in Sections respectively. 

3.2 Factoring by Bucket Packing 

3.2.1 Sequential Algorithm 

Factoring a sequence can be done by bucket sorting. However, we 

can show that the linking step of this sorting method is not necessary. 

Hence we use the term bucket packing instead. The required number of 

buckets is TZk, where 1Z is the alphabet size of the input sequence and 

k the inductive base. If lZk = 0(n), then bucket packing is efficient. A 

variable antsize (to denote the antecedent size) is used to control the 

collection of implicants in one-level factoring, which works as follows 

for a given integer k. 
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Procedure One-level factoring; 

(1) antsize 1. 

(2) Treat the input sequence as a set of annotated implicants (whose 

consequents are not marked yet) of antecedent size equal to antsize 

and pack them into Jlantslze buckets. Each implicant is annotated 

with an index of its consequent. In an implementation, only the 

indices need to be packed into buckets and antecedents are used 

to find the indices of buckets for implicants being packed. 

(3) Check each bucket to see if all implicants in it have the same 

consequent. If so, then collect one implicant into the function table 

of this level and mark all occurrences of its consequent. Otherwise 

the bucket is skipped. 

(4) If antsize < k, then antsize <— antsize + 1 and goto Step (2). 

Otherwise delete all marked elements from the input sequence to 

form the residual of this level and terminate. 

The above procedure is repeatedly called until no more implicants can 

be collected. 

Example 3: Let us demonstrate how the factoring algorithm works 

when the inductive base is 2 and the input sequence is 

ECNEQESEVITCUDNI. As before, assume that the indices of el-

ements in the sequence start with 0. 

Iteration 1: 

(1) antsize = 1. 



33 

(2) The input sequence can be represented by the set: 

{C->N(2), N->E(3), E^Q(4), Q->£(5), E-+S(6), S-+E(7), 

E-*V(8), V-*I(9), i->T(10), T-+C( 11), C->!7(12), *7-^(13), 

L>-^iV(14), iV->J(15)}. 

This set is packed into 26 buckets, each of which is indexed by a 

capital letter: 

{C^N(2), C-^[/(12)}, {D-k/V(14)}, {£-><2(4), £-+5(6), 

£-+V(8)}, {/->T(10)}, {N^E(3)t N->7(15)}, {Q->£(5)}, 

{S->£(7)}, {T->C(11)}, {l/H-D(13)}, {V->/(9)}. 

Note that empty buckets are not shown here for the sake of clarity. 

(3) Since each of the buckets C, E and N contains implicants with 

different consequents, they are skipped. The implicants in buckets 

D, I, Q, S1, T, U, and V are collected and elements in positions 14, 

10, 5, 7, 11, 13, and 9 are marked (but not deleted for the time be-

ing). Then the input sequence becomes ECNEQ E S E VIT C U DNI. 

(4) If antsize < 2, antsize f - antsize + 1 and goto Step (2). 

Iteration 2: 

(2) The marked sequence at Iteration 1 can be expressed as another set 

of implicants with antecedent size equal to 2, where all consequents 

have not been marked yet. 

{EC-+N(2),CN^E(3), NE->Q(4), QE-+S(6), SE->V(8), 

TC(12), DN^I(lb)} 

Pack these implicants into 262 buckets: 
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{CN->E(3)}, {DN->I{ 15)}, {EC-^N{2)}, {JV£-*Q(4)}, 

{Q£->S(6)}, { £ £ - ^ ( 8 ) } , {TC-*U{\2)}. 

(3) Each of these buckets contains only one implicant. Hence all 

implicants in them can be collected and elements at positions 

3, 15, 2, 4, 6, 8, and 12 are marked. The sequence becomes 

ECNEQESEVITCU DNI. 

(4) Since ant size — 2, all elements except the first two have been 

marked and are deleted. Hence the residual is EC, and the func-

tion table is {D—yNj I—yT, Q—tE, S—^E} T—^-C, U—^D, V — 

CN-+E, DN-+I, EC-+N, NE^Q, QE-^S, SE->V, TC^U}. 

The final function table is the same as that given in Section 3.1.1 except 

the implicants are in different order. The time required by the fastest-

known sequential algorithm for factoring by bucket packing is 0(fc2s(n+ 

lZk)), where 1Z is the alphabet size. 

3.2.2 Parallel Algorithm 

Based on the sequential factoring by bucket packing, we can design 

a naive parallel algorithm in which the input sequence o(0 : n — 1) 

is divided into p overlapped subsequences. Each processor packs the 

implicants in one subsequence into the common set of buckets. After 

packing, it checks several buckets and collects valid implicants into the 

common function table. If all implicants with the same antecedent have 

the same consequent, they are consistent and any one of them is valid. 

This simple parallel algorithm suffers from the following problems: 



35 

• If all implicants are packed into only a few buckets, the packing 

requires 0(n) time. 

• Marking all occurrences of the consequents of collected implicants 

requires 0(n) time if they are valid, because only few processors 

are needed for marking. 

• There exist write-conflicts when p processors insert implicants into 

the function table when it is a hash table. There will be no con-

flicts if the function table has the same structure as that assisting 

factoring. 

With the help of a different data structure, the above problems can be 

solved in the parallel factoring by bucket packing algorithm proposed 

next. 

Informal Description 

Our algorithm uses p rows of buckets, bucket(0 : p — 1,0 : m1Zk — 1), as 

an auxiliary table to assist the factoring process. The number of buckets 

in a row is rriR,k < where p < y/n is the number of processors, and 

m is a positive integer. The function table consists of %k buckets. 

The choice of p < yfn makes all processors active most of the time. 

Since the processors work on two dimensional buckets, the goal is to 

assign almost equal number of rows and columns to each processor with 

the condition that it is assigned at least one row and one column. If 

p > y/n, each processor has a row of buckets to work on, but all of 

them are not assigned a column each. 
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Bucket Packing 

During packing, each processor packs the implicants belonging to a 

subsequence into one row of buckets and each subsubsequence will be 

packed into mlZk buckets. The packing is exactly the same as that in 

the sequential factoring without any read or write-conflict. Although 

it may seem that there are read-conflicts because two adjacent subse-

quences are overlapping each other, in reality, there will be no read-

conflicts, since all processors are synchronized. Therefore elements ac-

cessed by two processors at the same time must be at different locations. 

During packing, not all implicants belonging to a bucket will be 

packed if they have different consequents. It can be realized by first 

checking the consistency field of a bucket, initialized to "0". If this 

field indicates "1", i.e. inconsistency, then the implicant will not be 

packed into it. If not, the consequent of the implicant being packed is 

compared with the consequent of an implicant in the bucket (if any). 

If they are consistent, then the new one will be added to the bucket. 

Otherwise this bucket is marked as "1". 

Consistency Checking for Columns 

After packing, all implicants in each column have the same antecedent, 

and those belonging to one bucket have the same consequent if they are 

consistent. Implicants in two buckets are inconsistent if: (1) at least 

one of them contains inconsistent implicants, (2) each of them contains 

consistent implicants but all implicants together are not consistent. 

All implicants in one column are consistent if the implicants in any two 
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buckets are consistent. If any inconsistency exits in one column, all 

buckets in that column will be marked as inconsistent. If a column is 

consistent and the bucket in the first row is empty, an implicant from 

another bucket in this column is copied to that empty bucket. This is 

required to get ready for future consistency checking. A boolean array 

of size m%k can be used to indicate whether an implicant in the first 

row is copied or not. Clearly, each processor checks consistency for 

columns, and there is no read or write-conflicts. Also the load for each 

processor is balanced. 

First Row Checking and Implicants Collection 

After column checking, we need to check consistency for the entire 

auxiliary table because implicants with the same antecedent may be 

distributed in columns i, i + Kk i + (m — l)lZk, where i < lZk. 

Since the consistency field in any bucket knows whether or not a col-

umn contains consistent implicants, the entire table can be checked for 

consistency by checking that for the first row. 

The number of processors that can be used in the first row checking 

depends on 7Zk, m and n. There are a lot of possibilities. For example, 

if m = 1, then no checking is necessary for the first row, but implicants 

need to be collected by as many processors as possible. If p < TZk and 

m > 1, then all processors will participate in the first row checking. If 

p = 21Zk and m = 2, only half of the processors can be used. 

The simple choice made here is that at most Rk processors are used 

and if a processor checks the consistency for columns i, 7Zk + i, ..., 

(m — l)lZk + i, it collects a representative implicant (if any) from one of 
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these columns into the bucket i of the function table. In any case, the 

required time for the first row checking at one level is 0(kmR,k) time. 

Deletion and Broadcasting 

At the column checking step, some implicants may be copied from other 

rows to the first row. To avoid write-conflicts at the marking step, the 

copied implicants are deleted. 

At the checking step for the first row, it is possible that some columns 

which were previously consistent now become inconsistent. Therefore, 

the new inconsistency information is broadcast to all other rows such 

that each processor is responsible for columns. 

Marking 

At the marking step, each processor works on a row of buckets into 

which it has packed implicants. If all implicants in a bucket are con-

sistent, then all occurrences of the consequent will be marked in the 

sequence a(0 : n— 1). Otherwise this bucket is skipped. Each processor 

marks no more than - elements without read or write-conflicts. 
p 

In Example 4, we have chosen p = 2, m = 1 for the sake of simplicity, 

although p < ^ processors may be used. Since m = 1, checking 

consistency for the first row is unnecessary and not shown in Figures 

3.1 and 3.2, but all processors are used to collect implicants to the 

function table. When p > lZk, m will be greater than 1 in order to 

utilize as many processors as possible at most of the steps in the process. 

However, only lZk processors collect implicants into the function table. 
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Figure 3.1: Parallel factoring by bucket packing when antsize = 1 

Example 4: Given two processors, the input sequence 

ECNEQESEVITCUDNI and the inductive base k = 2, the parallel 

factoring by bucket packing is illustrated below. The input sequence is 

divided into two subsequences and each of them is represented by a set 

and is assigned to a processor Pi, i = 0,1. 

PQ : {C^N(2), N->E(3), £ - > Q ( 4 ) , Q->E{5), £ - > 5 ( 6 ) , S->E{7), 

E->7(8)} 

Pi : {V->I(9),I->T{10),T->C(11),C->U(12),U->D{13),D-+N{U), 

N->I( 15)} 

At the first iteration, i.e. when antsize = 1, each processor packs the 

implicants in its subsequence into its row of buckets in the auxiliary 

table, checking columns for consistency, collects implicants in its as-

signed columns into the function table, delete copied implicants and 

mark consequents. Packing, column checking and implicants collection 
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The auxiliary table 

CN CN->E(3) 

DN DN->I(15) 

EC EC->N(2) 

NE NE->Q(4) 
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Figure 3.2: Parallel factoring by bucket packing when antsize = 2 

when antsize = 1 are shown in Figure 3.1. In Figures 3.1, 3.2 and 

3.3, symbols (or numbers) are used to index columns and processor ids 

(pids), PQ and PI, are used to index rows. Note that the horizontal 

direction is the column direction and the vertical direction is the row 

direction. A symbol is used to indicate an implicant copied from 

another row. If all implicants belonging to one bucket have different 

consequents, then a "1" is put next to the implicant in the bucket to in-

dicate inconsistency. A "0",which indicates consistency, is understood 

otherwise. 

After the first iteration, the input sequence becomes 

ECNEQESEVITCUDNI. When antsize = 2, each subsequence is 

again represented as a set of implicants with antecedent size two. 

P0 : {EC->N(2),CN-*E(3),NE-*Q{4),QE^S{Q),SE-+V{8)} 

PI : {TC-^U{12),DN->I{15)} 

Packing, column checking, and implicant collection during the second 

iteration are shown in Figure 3.2. 
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Then the algorithm terminates. The further marked input sequence 

is 

ECNEQESEVITCU DNI. 

The final residual is EC and the final result of the function table is 

the union of results from Iterations 1 and 2. Note that empty buckets 

of the auxiliary or the function table are shown in Figures 3.1 and 3.2 

whenever necessary for illustration. These figures might give an impres-

sion that the load for each processor is not the same while collecting 

implicants. In fact, however, the load for all processors is balanced, 

which can be seen when all empty buckets are also shown. 

Formal Description 

More explicit description of the one-level parallel factoring is given be-

low. Each processor executes these steps: 

Procedure Parallel Factoring; 

(1) ant size «—1. 

(2) Calculate the starting and ending positions of the subsequence on 

which it works. 

(3) Unmark all elements in its subsequence. 

(4) Initialize its row of buckets. 

(5) Pack the implicants in the subsequence into its row of buckets. 

(6) Check consistency for Inj^ columns (total mlZk buckets) and copy 

implicants to the first row if necessary. 
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(7) Check consistency for its assigned buckets at the first row and 

collect a representative from a valid set of implicants. 

(8) Broadcast inconsistency information for its assigned columns from 

the first row to other rows and delete copied implicants from the 

first row. 

(9) Mark all occurrences of consequents of the collected implicants 

according to the information in its row of buckets. 

(10) If antsize < k, then antsize antsize + 1 and goto Step (4). 

Before each call of this procedure, the length of the input sequence 

needs to be broadcast to all processors and after the call, all processors 

work together to compact the input sequence. Parallel compaction can 

be performed with help of prefix sums computation [Akl89, HGLS86]. 

Complexity Analysis 

Clearly, the algorithm runs on the EREW PRAM model. Steps 3 and 

9 require O(^) time, while Steps 4 and 8 require 0{mRk) time. Steps 

6 and 7 require 0(krriR,k) time, while Step 5 requires O(y) time. At 

each level, the required time for broadcasting the length of the input 

sequence to all processors is O(logp) and the required time for com-

pacting the sequence is 0(^ + logp). Thus the total time for one-level 

factoring is 0(k(^y + krnR,k) + logp) = 0(A;2^), where rriR,k < | and 

p < \fn. 

For a factoring with s levels, the total time required by the parallel 

factoring by bucket packing algorithm is 0(sk2|), while that of the 
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best-known sequential factoring algorithm is 0(sk2n). Therefore the 

parallel algorithm is cost-optimal. After factoring, the function table 

contains at most n — k valid implicants at all levels. 

Each element in the function table consists of four fields: antecedent, 

consequent, antecedent size, and level. Each bucket has at most s im-

plicants, and a pointer, top, points to the one on the top and a pointer, 

bot, points to the first in the linked list of the bucket. In the worst case, 

only one bucket contains n — k implicants. This will happen when the 

input sequence is XYY• • -YZ where X, Y and Z are different symbols. 

Memory allocation for bucket{0 : p — 1,0 : m%k — 1) and for the 

elements in all buckets can be done statically. The total memory space 

requirement is 0{n). Static memory allocation requires 0(ns) space 

for the function table, which is not acceptable because s = n — k in the 

worst case. 

This problem can be resolved by using another processor to allocate 

one element for each column at the first iteration (on the antsize) of 

each level. Then at subsequent iterations, another element is allocated 

to a column if it has used the element allocated in the previous iteration. 

Therefore the memory space required for the function table is 0{n). 

3.3 Parallel following algorithm 

3.3.1 Informal Description 

The parallel following by bucket packing is similar to the parallel fac-

toring. It repeatedly calls one-level parallel following until the process 

is complete. 
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This algorithm also uses p processors and bucket{0 : p —1,0: m1Zk — 

1) as an auxiliary table, where rnRlk < * and p < y/n, and m is a 

positive integer. In addition to top and bot pointers, each bucket has a 

field for holding the consequent copied from the function table, which 

is constructed by the parallel factoring algorithm. Each bucket of the 

function table has two pointers to the head and the tail of the list, 

respectively. 

Packing 

As in the parallel factoring algorithm, the input sequence is divided 

into overlapping subsequences, each of which is further divided into 

subsubsequences. In the parallel following algorithm, each processor 

packs all implicants in its subsequence into its row of buckets, and each 

subsubsequence is packed into TZk buckets. Such packing is different 

from the one described earlier in the sense that irrespective of whether 

the implicant being packed is consistent with others in the bucket, it is 

always added into the bucket. 

Pointer Movement 

Before searching the function table, all top pointers are moved to point 

to the implicants with the same antecedent size and belonging to the 

same level, if any. The pointer movement is necessary in order to reduce 

table searching time. This can be done by one or more processors in 

0(kHk) time, where the factor k comes from the comparison of an 

antecedent in one column with a antecedent in the table. 
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Table Lookup 

It is similar to the first row checking and implicant collection in the 

parallel factoring algorithm, the number of processors which can be 

used for table lookup depends on m, Hk and n. In Example 5, we 

use two processors for the table lookup. The strategy adopted here is 

that if a processor is assigned to look up the bucket i in the function 

table, then it is responsible for distributing the consequent found to 

the buckets in the first row of columns i, Hk + i, ..., (m — l)Kk + i. 

No more than Kk processors are required in this step. The processor 

looks up the function table to check if there is an implicant with the 

same antecedent and at the same level. If so, the consequent is copied 

into the buckets of the first row at columns, i, 7Zk + i, 2fck + i, ..., and 

(m — l)lZk + i. Otherwise, the field for holding the consequent contains 

a null value. The purpose of copying the consequents is to balance the 

load among the processors during matching. The direct comparisons of 

implicants in the auxiliary table with those in the function table cause 

either load imbalance when each processor works on several columns of 

buckets, or read-conflicts when it works on a row of buckets. The table 

lookup time is 0(m) since each participating processor has to distribute 

the implicant to m columns of the first row. 

Consequent Broadcasting 

After table lookup, only the first row of buckets contains the copied 

consequents. Thus they should be distributed to all rows. Utilizing p 

processors, each on I I ~ columns, this requires 0(m1Zk) time. 
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Marking 

After copying, every processor checks each bucket in a row of the aux-

iliary table. If there is a consequent copied from the function table, it 

is compared with the consequent of each implicant in that bucket and 

those matched are marked in the sequence. Matching and marking are 

not done in column-major because some column may contain all im-

plicants being packed and others may contain nothing. However, each 

row contains at most ^ implicants. Thus the load for each processor is 

balanced when it works in row-major. 

Example 5: Let us trace this algorithm for two processors, assuming 

ECNEWESIVITCUDDI as the input sequence with the inductive 

base 2 and m = 1. First the input sequence is divided into two subse-

quences and each of them is assigned to a processor. 

When antsize = 1, each subsequence is represented as a set of im-

plicants of antecedent size one. 

PQ: {C^N(2),N-^E(3), E-+Q{4),Q->E(5), E->S(6), S^I(7), 

/->V( 8)} 

Pi: {V—»J(9), /—»T(10),T->C{ 11), C->U( 12), £/->£>( 13), £>-+£>(14), 

£>—>1(15)} 

Po packs the implicants in its set into Row 0 and Pi packs those in its set 

into Row 1 of the auxiliary table in Figure 3.3. In the following process, 

it is possible to have several implicants with different consequents in 

one bucket. For example, both the bucket at (Row 0, column E) and 

the bucket at (Row 1, column D) of the auxiliary table contain two 
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The auxiliary table 
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Figure 3.3: Parallel following by bucket packing when antsize = 1 

different implicants. Note that columns are indexed by characters and 

rows by processors. 

After packing, PQ works on columns C to I and Pi works on columns 

N to V, looking up the function table, copying consequents if any. For 

instance, there is an implicant D-+N in the function table and N is 

copied into the bucket in the first row of column D, and T is copied 

into the bucket in the first row of column / , and E into the bucket in 

the first row of column Q. No consequent is copied into the columns 

C, E, and N since the function table does not contain such implicants 

with antecedents C, E, and N. After copying, all copied consequents 

are broadcast to the buckets in the second row. 

After consequent broadcasting, PQ checks Row 0 and PI checks Row 

1. If a bucket contains a copied consequent, then it is compared with 

the consequent of each implicant in this bucket to see whether they are 
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the same. A consequent of an implicant will be marked in the input 

sequence if it is the same as the copied one. Otherwise the consequent 

of this implicant will be left alone. In this example, column I contains 

the copied consequent T and Pi will mark the element T at position 10 

in the input sequence. While PQ will not mark the element V at position 

8 in the input sequence simply because V and T are not the same. The 

input sequence after the first iteration is ECNEQESIVITCUDDI. 

At the second iteration, each subsequence is represented as another 

set of implicants. Note that the consequents of these implicants have 

not been marked yet. 

PQ: {EC-^N(2),CN->E(3), NE->Q(4), QE->S{6), ES^I{7), 

SI->V( 8 ) } 

Pi: {TC->U(12),UD-+D(14),DD->-I(15)} 

When ant size = 2, each processor will repeat the same steps as in 

Iteration 1. It is not difficult to figure out the details of Iteration 2 

without the help of a diagram. 

3.3.2 Formal Description 

The description of the one-level parallel following algorithm by bucket 

packing is given below. Each processor executes these steps: 

Procedure one-level following; 

Steps (1), (2), and (3) are the same as in the parallel factoring. 
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(4) Initialize its row of buckets. 

(5) Pack the implicants in the subsequence into a row of buckets in 

Q ântsizen̂  where each subsubsequence is packed into 7Zk 

buckets. 

(6) Move 7Zk top pointers in the function table to point to implicants 

of the same antecedents at the same level in 0(antsize7Zk) time. 

(7) Look up the function table for its assigned columns (if any) in 

the auxiliary table to see if there is an implicant with the same 

antecedent at the same level. If so, its consequent is copied into 

each bucket in the first row of columns i, 7Zk + i, ..., (m — l)7Zk + i, 

where 0 < i < 7Zk. This step requires 0(antsizem7Zk) time. 

(8) Broadcast all copied consequents from the first row to all other 

rows in 0(m7Zk). 

(9) Check a row of buckets. For each bucket containing a copied con-

sequent, the consequent of each implicant is compared with the 

copied one. If there is a match, it is marked in the sequence. 

(10) If antsize < k, then antsize <- antsize + 1 and goto Step (4). 

3.3.3 Complexity Analysis 

Steps (4) through (10) are repeated k times. Furthermore, data broad-

casting at the beginning of each level and compaction of the input 

sequence at the end of each level require 0(^ + logp) time. Thus the 

total time required for one-level following is 0(k2^ + k2m7lk + logp) = 

0{k2^), where m7Zk < and p < y/n. 
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For an s level parallel following process, the required time is 0(sk2l~) 

under the preceding conditions. While the time complexity of the 

fastest sequential following algorithm is 0{sk2n). The speedup of the 

algorithm is 0(p), and thus it is cost-optimal. 

The space requirement for our parallel following algorithm is O(n). 

The memory allocation for the auxiliary table can be done statically 

because each row of buckets needs at most O(^) space and no memory 

allocation is necessary for the function table already in existence. 

3.4 Parallel Factoring by Hashing 

3.4.1 Informal description 

The major advantage of the parallel factoring or following by bucket 

packing is that the constant factor involved in the time complexity is 

very small, since no index calculation is needed for buckets. However, 

they are intended for sequences with a small alphabet. Therefore, we 

need algorithms for sequences with a large alphabet. 

The parallel factoring by hashing algorithm is complementary to 

parallel factoring by bucket packing. It uses p processors, two auxiliary 

tables with two different hash functions, and a function table. These 

three tables are two-dimensional hash tables of the same structure as 

bucket(0 : p — 1,0 : m — 1). The values of p and m are so chosen that 

three conditions, p * m & n, p < m, and kn > plogp, are satisfied. 

Thus the space requirement for these tables is 0(n) and there is no 

constraint on the size of the alphabet of the input sequence. Although 

calculating bucket indices for implicants requires some time, for critical 
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applications, fast hardware can be used. 

We now show why two auxiliary hash tables are needed. While 

calculating the indices for implicants using a hash function, implicants 

with different antecedents may have the same index and will be put into 

the same bucket. A list of sublists is appropriate to hold the partitions 

of all implicants in a bucket. Each partition consists of the implicants 

with the same antecedent in this bucket and is held by a sublist. The 

first node in a sublist is the header with five fields: index, consistency, 

nexts (pointing the next sublist), nextn (pointing to the next node in 

the sublist) and pointer (pointing to a node in the second hash table). 

As in the factoring by bucket packing, each implicant being inserted 

to a sublist will be checked to see if it has the same consequent as 

those already in the sublist. If it does, then its index will be added. 

Otherwise, the consistency field will be assigned a value "1". 

Nevertheless one more problem needs to be resolved. If each of the p 

processors packs the implicants in a subsequence into a row of buckets, 

then all implicants with the same antecedent may be in several sublists. 

One way to link those sublists together is to rehash all sublists into the 

second hash table, and keep a pointer for each sublist in the first table to 

point to the node in the second table where it is hashed into. A bucket 

in the second hash table holds a list of nodes, each of which corresponds 

to all implicants with the same antecedent. Each node has three fields: 

index, consistency and next. The index field holds the index of the first 

implicant in the sublist which is first hashed into this node. At the end 

of the second hashing, the value "0" of the consistency field indicates 

all sublists associated with the node hold consistent implicants. 



52 

A sublist in the first table can be hashed into the second table by cal-

culating the index of the bucket for the sublist, using the antecedent as 

the key. If it is the first among all sublists having the same antecedent, 

then a node is inserted. The index of the first implicant and the consis-

tency information are respectively copied into the corresponding fields. 

If it is not the first sublist, the consistency field of the corresponding 

node is updated as follows: 

• If the consistency field contains "1", then no update is needed. 

• If the sublist being hashed has inconsistent implicants, the consis-

tency field is updated to "1". 

• If both (the sublist and the node) hold consistent implicants but all 

together are not consistent, then the consistency field is updated 

to "1" (indicating consistency). 

Example 6: Using the same input as in Example 4, let us show how 

the parallel factoring by hashing works. For index calculation, we assign 

each English character a value such as A = 1, B = 2 , . . . , and Z — 26. 

Any other assignment such as the one in ASCII code can also be used. 

The two hash functions chosen here are hl(x) = (x * 23)MOD m and 

h>2(y) = (y * 29) MOD p, where m is the number of buckets in each row 

and p is the number of processors. According to the given parameters, 

we have m — 7 and p = 2. 

When ant size = 1, the subsequence for each processor is represented 

as follows. 
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Figure 3.4: Parallel factoring by hashing when antsize = 1 

P 0 : {C^N(2),N->E{3),E-+Q{4),Q^E(5),E^S{6),S-*E(7), 

E-+V{ 8)} 

Pi : {V->I{9),I^T(10),T^C{11),C^U{12),U-+D{1Z),D^N{U), 

N-+I(15)} 

Each processor first hashes implicants in its subsequence into the 

first auxiliary table using function hi, and then hashes the sublists in 

its assigned columns of the first auxiliary table into the second auxiliary 

table using h2. In this example, columns 0, 1, 2 and 3 are assigned to 

Pq while columns 4, 5, and 6 to Pi. 

After packing, each processor collects valid implicants in three or 

four columns from the second auxiliary table into the function table. In 

Figure 3.4 and 3.5, the long arrows are pointers mentioned above. These 

are used when each processor marks consequents of valid implicants for 
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TC->U 
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SE->V 
I->T 

QE->S Q->E 

The function table 

Figure 3.5: Parallel factoring by hashing when antsize = 2 

its row. After the first iteration, the input sequence becomes a partly 

marked as ECNEQESEVITCUDNI. 

When antsize = 2, each subsequence is again represented as a set 

of implicants as: 

P0 : {EC->N{2), CN^E(3), NE^Q{4), QE^S{6), SE^V(S)} 

: ( r C - > ( 1 2 ) , DN-^I{15)} 

The hashing, rehashing, and implicants collection for antsize = 2 are 

shown in Figure 3.5. After the second iteration, the algorithm ter-

minates with the input sequence as ECNEQESEVITCUDNI. The 
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final residual is EC and the final result of the function table is in Figure 

3.5. 

3.4.2 Formal Description 

Given an integer k as the inductive base and an input sequence of length 

n, the following steps of the one-level factoring by hashing algorithm 

are performed by every processor. 

(1) antsize -f-1. 

(2) Calculate the starting and ending positions of its subsequence of 

size 2. 

(3) Unmark all elements in its subsequence in O(^) time. 

(4) Convert the antecedents of its subsequence into integers in 0(ants^zen) 

time. 

(5) Initialize one row of buckets in each of the two auxiliary tables in 

0(m) time. 

(6) Hash the implicants in its subsequence into a row of buckets of the 

first hash table in 0(ants*zen) time. 

(7) Work on j columns of the first table to rehash all sublists into the 

corresponding columns of the second hash table in 0(m + ants™en} 

time 

(8) Check j columns of the second hash table to collect an implicant 

for each node whose consistency field is "0" into the corresponding 

bucket of the function table. This requires 0{m + ~) time. 
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(9) Update in 0(m + **) time the consistency field for each sublist in 

the buckets of j columns in the first hash table in row-major. If 

the sublist points to a node which is inconsistent, then it is marked 

to indicate inconsistency. 

(10) Work on a row of the first hash table and mark all occurrences of 

the consequent for each sublist whose consistency field has value 

"0". If this sublist contains implicants belonging to an inconsis-

tent subset, then it is skipped. Otherwise all occurrences of the 

consequent in this sublist are marked in the input sequence. The 

entire step requires 0(m -f- time. 

(11) If antsize < k, then antsize antsize + 1 and goto Step (4). 

3.4.3 Complexity analysis 

Steps (4) through (11) are repeated k times. Broadcasting n to all pro-

cessors is done before the one-level factoring begins and the compaction 

is done after it ends at each level. Since the parallel factoring by hash-

ing algorithm repeatedly calls the one-level factoring, its complexity is 

given by 0(sk+ sk2m + sklogp), where s is the number of levels of 

factoring. Hence the required time is 0(sk2^) when logp < km < y. 

If the hash function distributes implicants relatively uniform, these 

algorithms are optimal. We should not claim it to be optimal, since in 

reality, hash functions are not that uniform. However, it is a common 

practice to use hash functions to distribute data among table slots and 

speed up search for many problems in real life. Therefore, parallel FI 

algorithms using hashing function may be the right choice for pattern 
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recognition. 

3.5 Parallel Following by Hashing 

On the EREW PRAM model, we design a parallel following algorithm 

based on the idea of hashing the implicants twice. It uses two hash 

functions (same as those used to construct the function table), one 

auxiliary table and p processors. The auxiliary and the function tables 

are hash tables of the structure bucket(0 : p — 1,0 : m — 1). Their sizes 

satisfy the conditions p*m « n, p < m and n>p logp. Each processor 

uses the first hash function to hash the implicants in a subsequence 

into a row of buckets of the auxiliary table, and then uses the second 

one to search the function table for an implicant for each sublist in j 

columns of buckets in the first table. If such an implicant is found, then 

the consequent is copied from the function table into the sublist. The 

copied consequent is then used for finding a match. A bucket in the first 

table holds a list of sublists, each of which holds the implicants with 

the same antecedent and possibly different consequents. The first node, 

the header, of each sublist has a field for holding the copied consequent. 

The steps performed by each processor in the one-level following by 

hashing are formally given below. 

Steps (1), (2) and (3) are the same as in parallel factoring by 

hashing. 

(4) Convert the antecedents of implicants in its subsequence into in-

tegers in 0(ant8i*em) time. 
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(5) Initialize one row of buckets in the auxiliary hash table in 0(m) 

time. 

(6) Hash the implicants in its subsequence into a row of buckets of the 

auxiliary hash table, using the first hash function, in O(o n^ e*") 

time. 

(7) Work on j columns of the auxiliary table and the corresponding 

columns of the function table. For each sublist in the auxiliary ta-

ble, it searches the function table for an implicant having the same 

antecedent as that of the sublist. This requires 0(m -I- antsl*e*n} 

time. If there is such an implicant at the same level in the function 

table, its consequent is copied into this sublist. Otherwise a null 

value is stored. 

(8) Check each sublist of all buckets in a row of the auxiliary hash 

table in 0(m + **) time. If the header contains a null value, this 

sublist is skipped. Otherwise each consequent is compared with 

that copied from the function table. The matched ones are marked 

in the sequence. 

(9) If ant size < k, then ant size <— ant size + 1 and goto Step (4). 

Steps (4) through (9) are repeated k times; broadcasting n and com-

pacting the input sequence are done for each level. Since the size of 

the auxiliary table satisfies the condition pm « n, the time required for 

one-level following by hashing is 0(k+ km + k logp) = 0{k2^) when 

logp < k^. Therefore an s level parallel following by hashing requires 

0(sk2^) time when best hash functions are used. As mentioned, this 
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non-optimal FI algorithms may be right choice for sequences from large 

alphabets. 

3.6 Chapter Summary 

Finitely inductive (FI) sequences provide a promising technique for pat-

tern recognition and have wide applications in several areas. It can be 

shown that this approach has more capability than conventional string 

matching methods [GG88, KMP74, LV86] in representation, processing 

and flexibility [CF84, FF93]. Therefore, there is a need for designing 

fast algorithms for FI processing. 

Recently, several efficient, sequential FI algorithms have been pro-

posed by us [FDZ92]. In this chapter, we concentrated on the design 

and analysis of efficient parallel FI algorithms on the EREW PRAM 

model. The algorithms include parallel factoring and following by 

bucket packing and parallel factoring and following by hashing. Each 

of our algorithms achieves optimality under certain conditions as was 

detailed in this chapter. The first two have smaller constant coefficients 

and are intended for sequences of small alphabet, while the other two 

are intended for sequences from large alphabets. All these can be easily 

implemented on shared-memory parallel machines. 

These algorithms are practical and can meet the requirements in 

reality for the number of processors and the length of the input sequence 

since we neither assume that the the length of the input sequence is a 

power of two nor assume that the number of processors is a power of 

two. Also our algorithms are cost-optimal and they can meet real-time 
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requirements of applications when sufficient number of processors are 

used. 



CHAPTER 4 

PARALLEL RASTER/VECTOR CONVERSION 

ALGORITHMS FOR SPATIAL DATABASES 

4.1 Introduction 

Two types of representations, vector and raster, are used to store data 

in spatial databases (image databases or pictorial databases) [CK81a, 

CK81b, ZN81]. Since many database operations (like data query and 

data manipulation) are performed on vector data, while all raw image 

data obtained by satellite sensors, scanners and CCD cameras are in 

raster format, converting raster images to vector data is required in 

spatial databases. Furthermore, the vector data must be converted 

back to the raster format for display or other purposes, so vector to 

raster conversion is also necessary. 

A vector representation of a raster image consists of a set of line 

segments, each of which has a start and an end point. These points may 

or may not be shared among adjacent line segments. The relationships 

among line segments may be attached [MCK81] and line segments may 

also be grouped into higher level structures like objects or a group of 

objects [Low85]. 

Raster to vector conversion means transforming useful features from 
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a 2D raster image into a one dimensional vector format; vector to raster 

conversion implies redrawing the 2D raster image features from the vec-

tor representation of the raster image. An image in vector representa-

tion usually requires much less memory and is more efficient for many 

database operations since objects or object features can be accessed 

directly from the vector data. 

In this chapter, we discuss algorithms for conversions between raster 

images (with connected components) and vector data. These algo-

rithms are based on the Scan model [Ble90]. They can be ported to 

other SIMD machines with scan primitives. Since the scan primitives 

are useful for parallel algorithm design, they are offered on quite a few 

commercial machines such as CM2 [Hil85], CM5 [Thi93b, Thi93a], and 

Cray T3D [Cra93a, Cra93b]. 

4.1.1 Overview of the Conversion Algorithms 

The raster to vector conversion algorithm consists of a number of major 

steps, where basic parallel processing techniques such as pointer jump-

ing and segmented scan are used. Given a raster image with connected 

components, it is first smoothed (or preprocessed), then the connected 

components are labeled and each boundary is detected. The boundaries 

of these connected components are converted into one dimensional vec-

tor format and intermediate points in between vertices are removed. 

Finally, all boundaries of each connected component are put in nearby 

locations. Operations like polygon intersection, union and difference 

are performed on the vector images in the spatial database. Given a 

vector image, it is first expanded by adding intermediate points in line 
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(a) A raster image with three connected components. 
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B 
PSbit 

C D H I J K F G A 

Vector »i unim mini mm 

(b) Vector representation of the raster image (a) 

Figure 4.1: Typical raster image with connected components 

segments on boundaries, then cross points are detected and sorted. The 

points between cross-points are generated. Finally, the vector image is 

mapped into a 2D raster image. 

The vector representation (see Figure 4.1) used in the parallel spa-

tial database under development [CW94] consists of three arrays: the 

connected component segment bit (CSbit), the polygon segment bit 

(PSbit) and polygon vertices (Vector). 

Both the conversion from raster to vector and the conversion from 
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vector to raster require at least 0(log(n)) time using n processors for 

images of size n, where n is the total number of pixels in the image. 

These algorithms use four-connected neighbors for linking vertices and 

eight-connected neighbors for some detecting operations. 

4.1.2 Related Work 

Since converting raster images to vector date is a feature extraction 

problem in pattern recognition or computer vision, some sequential and 

parallel algorithms are published in this area [Tuc91, TR88, IDG91, 

BB89, AYWR89]. [Tuc91, TR88] are pioneer work on using the mas-

sively parallel machine, the CM2 for object recognition. Pointer jump-

ing and segmented scan play an important role in our algorithms and a 

good coverage on pointer jumping can be found in [JaJ92] and we have 

covered the segmented scan in Chapter 2. The uniqueness of our algo-

rithms is that they transform multi-level nested "dough nuts" into the 

required vector format and transform the vector data back into raster 

images, using the Scan model proposed by Blelloch [Ble90]. Raster 

images with multi-level nested "dough nuts" are usual inputs of the 

parallel regional (or geographical) database under development at Los 

Alamos National Laboratory for ARPA (Advanced Research Project 

Agency). 
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4.2 The Outline of the Raster to Vector Conversion Algorithm 

Input: Black and white raster image with connected components; 

Output: Segmented vector representation of the polygons in the image; 

Step 1: Smooth the input image; 

Step 2: Detect boundary and vertex points; 

Step 3: Link vertices by pointer jumping; 

Step 4: Label connected components; 

Step 5: Convert the linked lists from 2D to ID form; 

Step 6: Label each polygon by pointer jumping; 

Step 7: Separate polygons by sorting labels; 

Step 8: Order vertices in each polygon by pointer jumping (list 

ranking); 

Step 9: Separate connected components. 

4.2.1 Smooth Input Image 

The purpose of smoothing the input image is to separate block-like 

component features from line-like component features to simplify the 

process of conversion. At this step, both dangling points, lines, iso-

lated points and articulation points are eliminated. A dangling point is 

defined as a point with only one four-connected neighbor (4CN) when 

the conversion uses four direction linking. A point is an articulation 

point if it has only two 4CNs which are in two opposite directions. 

An intermediate point in a line is also an articulation point by this 

definition. 
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(a) A scene after preprocessing (b) Non-line connected 
components 

(c) Line-type connected 
components 

Figure 4.2: Separation of non-line connected components from lines in a scene 

There are two ways to process articulation points. Either it is ex-

panded so that it becomes a nonarticulation point, or it is deleted. 

Nevertheless, expansion may lead to adding two neighbors, while dele-

tion throws away only one point. Thus we choose deletion instead of 

expansion. The deletion will separate two connected components which 

may be lines, isolated points or connected components which are not 

lines and points. 

The order of eliminating articulation and dangling points is of im-

portance and the former should be treated first. If isolated points and 

dangling points are deleted first, to delete an articulation point may 

create other isolated points. 

The smoothing operation simplifies the conversion result so that the 

final polygons are block-type connected components. The smoothing 

operation differs when different linking methods(eight direction linking 

or four direction linking) are used. Therefore, the smoothing opera-

tion for four-direction linking is described as three substeps: eliminate 

articulation points, eliminate dangling points, eliminate isolated points. 

Not everyone will agree with the smoothing operation. Wu et al 

[AYWR89] did keep the filaments attached to a block-type connected 
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component. Bryant et al [BB89] did throw away the dangling things 

such as attached filaments during boundary tracing because they are 

troublesome in tracing. It also depends on the target applications. 

In integrated circuits inspection, block features may be ignored, while 

some machine part inspection systems may require the opposite. In 

most cases, both block features and line features should be kept in 

spatial databases. 

The reason why we smooth the input image is because if lines (at-

tached or independent) are treated as connected components, all points 

in the line must be tracked twice, resulting in inefficiency of represen-

tation and feature matching for those line elements. 

Lines should be represented using a list of points or a set of line seg-

ments instead of using boundaries of such connected components. What 

we try to do is to separate the connected components into two classes, 

lines and non-line connected components (see Figure 4.2). In spatial 

databases, for example, both lines and non-line connected components 

are important features in a scene detected by satellites. In order to 

meet the special need, we use three geometrical representations, poly-

gons, lines and points in the spatial database. Isolated points will be 

smoothed away if the input image contains a lot of noise, and will be 

treated as a line with unit length if very little noise is in the input image 

or may be treated as density data describing scattered troops on the 

ground. After the separation, the current conversion algorithm handles 

non-line connected components and another algorithm will be devel-

oped to convert raster images with line drawing features into vector 

images. 
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(a) Linking directions 

4 6 

(b) Vertex classification 

Figure 4.3: Linking directions and vertex classification 

However, connected component labeling should be performed first 

before the separation because, in this way, all parts in the connected 

components can be grouped together for efficient database retrieval and 

feature matching. 

4.2.2 Detect Boundary and Vertex Points 

All points that appear in the vector representation of a polygon are 

corner points of a connected component, called vertices. All vertices of 

a polygon are linked together in order to separate them from those of 

another polygon. After Step 1 (Smooth the image), to detect boundary 

points is straight forward. If a point has 2 4CNs or 3 4CNs or 7 8CNs, 

then it is a boundary point. 

In the vector representation of a polygon, all points are vertices and 

all intermediate points on any straight line are eliminated. Keeping 

only vertices reduces memory space requirement for storing polygons. 

If a point is a boundary point having only 2 4CNs or 7 8CNs (eight-

connected neighbors), then it is a vertex. Furthermore, vertices can be 
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further classified into 8 types which we call types 0, 2, 4, 6 , 1, 3, 5, and 

7. Types 0, 2, 4 and 6 are outer vertices which have only two 4CNs and 

the others are inner vertices which have seven 8CNs. An inner vertex is 

of type i if it does not have ith 8CN, where « = 1,3,5,7, and an outer 

vertex is a type j vertex if it does not have jth and ((j + 2)mod8)th 

8CNs, where j = 0,2,4,6 (Figure 4.3). 

Linking vertices requires more time than linking boundary points. 

For instance, linking all vertices requires as much time as 0(log(n)) 

time, where n is the maximum of the two dimensions of the image, while 

linking all boundary points requires only a constant time. However, 

keeping only vertices saves memory space and using only vertices for 

operations like intersection, union and difference is more efficient. The 

cost of using vertices instead of boundary points will be compensated 

by the reduced polygon operation time. The vertex linking method 

proposed here is based on pointer jumping, which is fairly efficient. 

4.2.3 Link Vertices by Pointer Jumping 

As we mentioned in Chapter 2, pointer jumping is to replace the suc-

cessor by the successor's successor. When the linked list is stored in 

a one dimensional array, pointer jumping is realized by using left and 

right indexing [Thi93a], while the pointer jumping we used for vertex 

linking is realized by shifting in one of the four directions (North, East, 

West and South) rather than left and right indexing. 

If a straight line has k points, linking the first point to the last point 

can be done by log(fc) shifts. The distance of a shift is 2l at the ith shift 

in each direction and we assume each shift has the same cost (0(1)) 
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regardless of the shifting distances [Ble90]. 

Not every pointer is allowed to update its successor at every shift. 

If a point is the ending vertex in some direction, it is frozen before the 

first shift in that direction, i.e., its pointer will not change during shifts 

in this direction. If a point is updated by a pointer to a frozen point, 

this updated point is frozen after this shift. When there is no more 

pointer updating, there is no more shifting in that direction. 

A point which is the last point in a line in some direction may not 

be the last one in another direction. Thus at the beginning of shifting 

in each direction, all ending vertices should be detected and frozen. A 

point whose pointer can be changed during shifts in one direction may 

not be changeable in another direction, hence at each shift, all linkable 

points must be detected. 

Since linking vertices is only slightly different at each direction (0, 2, 

4 and 6), we give a detailed description for Direction 0 in the following 

paragraph, others can be derived from this one. 

Linking in Direction 0 

• Mark all ending vertices at Direction 0. 

If a point is a vertex of type 5 or 6, then mark it frozen. 

• Initialize all pointers for points linkable at Direction 0 to point to 

themselves. 

If a point is not a vertex and does not have 6th 8CN, then set the 

pointer to point to itself; if a point is a vertex of type 4 or 7, then 

set the pointer point to itself. 
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• Pointer jumping to eliminate intermediate points. 

For 0 <= i < log(n), shift by distance 2% in Direction 4; if a 

point A is not frozen and is not a vertex and does have 6th 8CN, 

then copy the pointer from the shifted point; if the shifted point 

is frozen, then freeze point A (Point A and the shifted point have 

the same indices after shifting); otherwise if a point A is a vertex 

of type 4 or 7 and is not frozen then copy the pointer from the 

shifted point and if the shifted point is frozen, then freeze point 

A. 

4.2.4 Label Connected Components 

In the final representation of connected components, all polygons be-

longing to the same component will be put in the same segment. Thus 

the same identification is needed for all polygons in each component, 

which is the label of the component. We employed an 0(log(n)) time 

component labeling algorithm (using n processors) to get the compo-

nent labels [Par91]. 

4.2.5 Convert the Linked Lists from 2D to ID Form 

After all vertices in each polygon are linked as a circular linked list, they 

will be further labeled and separated inside each component. Since each 

pointer is associated with a vertex which is represented by an integer, 

a linked list is labeled by the largest vertex. The labeling can be done 

using pointer jumping. 

There are two ways to label each linked list: by component labeling 
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Figure 4.4: An example of four interleaved linked lists 

in a 2D raster image, and by pointer jumping in ID. They have the same 

time complexity, either one can serve our purpose. Because we choose 

the latter, the linked lists are converted to ID form first. Even if we 

choose the former, this two-dimensional to one dimensional conversion 

is still necessary since the final representation is one-dimensional. 

In a two dimensional array, each element is located by two indices 

(i, j). When we copy the elements in this array to a one dimensional 

array, the element (i, j) will be put into (i*col+j) position of the one 

dimensional array. Thus the conversion can be done using a "GET" or 

"SEND" operation on the CM2 or CM5. In C*, this is called reshaping. 

4.2.6 Label Each Polygon by Pointer Jumping 

After the linked lists are put in a one dimensional array, the points 

(vertices) of one polygon may be interleaved with the points of other 

polygons. If all points in one polygon are labeled with a unique label, 

then they can be separated with points from other polygons by using 

sorting. This labeling is accomplished by pointer jumping. 

Given the two linked lists shown in Figure 4.4, where elements in one 

list are interleaved with those in another list, we label each list with a 
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Figure 4.5: Interleaved linked lists, each labeled with a unique label 

unique label which is the maximum value of the elements in the list. 

Suppose we have defined the four globally distributed arrays, Head, 

Next, Temp and Update, the pointer jumping process to label each 

linked lists can be described as follows. 

Update = True; 

While (Some elements in Update is True) Do 

Temp [NEXT] = Head; 

where (Temp > Head) 

Head = Temp; 

Next = [Next] Next; 

Update = True; 

else 

Update = False; 

end where; 

end while; 

When there is no more updating for Head array, the pointer jumping 

finishes and each linked list is labeled with a unique label (see Figure 

4.5) . 
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4.2.7 Separate Polygons by Sorting Labels 

Labeling does not separate linked lists and we use sorting to prepare for 

the separation which puts all elements in a linked list together. Since 

all elements in each linked list are not in the order they are linked, 

we have two choices for separating these polygons. We either sort the 

labels and keep a backward index to the unsorted elements, or sort 

the elements using labels as keys and adjust pointers for all linked 

lists. The complexity is the same either way and we choose the former. 

After sorting, all labels associated with any linked list are in a segment 

of the one dimensional array, i.e., in consecutive locations. Since this 

sorting does not really separate one linked list with another for the 

time being, and several auxiliary arrays are created for the separation 

and the most important one is the start location array. Each element 

of the start location array contains the starting index of a linked list. 

Because all labels of each linked list are stored in a segment of the array 

for the sorted labels, the start location of such a segment is stored in 

each element of the corresponding segment of the start location array. 

4.2.8 Order Elements in Each Polygon by Pointer Jumping 

The final pointer jumping orders elements in each linked list using dis-

tances from the head element as keys. After being ordered, each element 

in each list is assigned a relative index. These indices are relative to 

the head of each list. When the starting index (created at last step) 

of each list is added to the relative index of each element, the absolute 

index for each vertex is generated. Using this absolute indexing, one 
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Index [0 1 2 3 4 5 6 7 ] 

Pos [0 0 0 0 0 0 0 0 ] 

Next [4 -1 5 7 6 3 1 -1] 

Pos [ Next] = Pos + 1 

Next = [Next] Next 

Pos [0 1 0 1 1 1 1 1 ] 

Next [ 6 - 1 3 -1 1 7 -1 - 1 ] 

Pos[Next] = Pos + 2 

Next «= [Next] Next 

Pos [0 3 0 2 1 1 2 3 ] 

Next [ - 1 -1 -1 -1 -1 -1 -1 -1] 

Figure 4.6: Linked list ranking for interleaved linked lists 

final "SEND" operation will put each list in a segment of the destina-

tion array and all elements in a polygon are ordered clockwise for outer 

polygons and counter clockwise for inner polygons. 

In the following example (see Figure 4.6), we demonstrate the pro-

cess of ordering elements in each linked list. The two nills (represented 

by "-") are pointer values of the tail elements in two linked lists and 

they are broadcast to other elements as pointer jumping progresses. 

The Index array is used for the sake of clarity and Next contains all the 

pointers. Pos contains zeros initially and all relative positions of each 

element to its head element at the end of this pointer jumping. 

From the labeling step we know that elements at location 0, 1, 4 

and 6 belong to one list and the rest belong to the other list. We also 

know the starting location of list one is 0 and that of the second list is 

4. After adding 0 to the indices of each element in the first and 4 to 
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those of the second list, Pos becomes [0 3 4 6 1 5 2 7]. This array gives 

the location for each element of all linked lists in the destination array. 

4.2.9 Separate Connected Components 

The previous steps put all vertices in one polygon in consecutive lo-

cations and vertices in each polygon are ordered in the way they are 

linked, while polygons in different connected components may be inter-

leaved. 

However, we can put all polygons belonging to the same component 

together by using component labels generated at Step 4, and then put 

the outer polygon in front of all other polygons in the same component 

by using the list labels generated at Step 6. To put all polygons belong-

ing to one connected component together is similar to put all vertices of 

each polygon together and the relative order of the connected compo-

nents are not important. Because the outer polygon has the largest list 

label among all polygons belonging to the same connected component, 

we can put the outer one in front of the others by sorting the polygons 

in a decreasing order, using the list (polygon) labels as keys. 

After two sorting processes as we mentioned above, the Vector array 

will contain the final representation of the polygons, where each outer 

polygon is followed by all its inner polygons. 

4.3 Vector to Raster Conversion 

The inverse conversion from vector format into raster format is nec-

essary both in spatial databases and in graphics for visualizing raster 
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images. This inverse conversion expands the vector data into raster 

data by using neighbors, diagonal coordinates, row/columnwise coordi-

nates and cross-points. The inverse conversion consists of the following 

steps: 

Step 1: Convert polygon vertex linked lists from two-direction 

representation to one direction representation (counter clockwise). 

Step 2: Get the neighbor for each vertex in counter clockwise 

direction. 

Step 3: Expand the vertex set into a boundary point set 

Step 4: Map boundaries into raster format and detect cross points. 

Step 5: Map cross points into ID and sort cross points according 

to diagonal line numbers. 

Step 6: Expand in diagonal direction and map points from a ID 

array to points in a 2D array. 

4.3.1 Convert Polygon Vertex Linked Lists from Two-direction 

Representation to One-direction Representation 

The polygons of vector format output from raster-to-vector conversion 

consists of three parts: CBit (component bit), PBit (polygon bit) and 

Vector (Vx,Vy are the x and y coordinates). The vertices of outer poly-

gons are linked in counter clockwise direction and the vertices of inner 

polygons are linked in clockwise direction. Thus we need to convert 

them into one direction linking. The following (see Figure 4.7) is an 

output from the raster-to-vector conversion: 
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CBit: 1 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 O O O O 

PBit: l O O O O O l O O O l O O O O O 0 0 0 0 

Vx: xl x2 x3 x4 x5 x6 x7 x8 x9 xlO 

Vy: yl y2 y3 y4 y5 y6 y7 y8 y9 ylO 

Figure 4.7: Vector representation of connected components 

A "1" in CBit indicates the start of a connected component which 

may be a multi-level nested doughnut; a "1" in PBit indicates the start 

of a vertex set of a polygon. In order to reverse the linking direction of 

inner polygons, we create a number of temporary arrays: mask, mbit, 

rcot and scot. We use the array mask to single out every inner polygon 

of all connected components. The following steps show how the reverse 

operation is performed. 

(1) Initialize bits corresponding to first polygons to zeros; 

(2) Broadcast l's to all inner polygons by right scan; 

(3) Shift PBit to the left and assign the result to mbit; 

(4) Left-scan mask using mbit as the start bit array and assign it to 

rcot; 

(5) Decrement rcot by one for non-zero values; 

(6) Initialize scot to zero and set all locations of each inner polygon to 

the index value of the vertex of the polygon, using mbit as the segment 

bit. 

(7) add rcot to scot; 

(8) for all locations with zero values, assign its index value; 

At the end, scot array contains the destination addresses for inner 

and out polygons. Using scot as the index array for a send operation, 
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we can reverse the order of all inner polygons. Therefore, vertices in 

each polygon will be linked in a counter clockwise direction. 

4.3.2 Get its Neighbor for Each Vertex in Counter Clockwise 

Direction 

Since each polygon is in counter clockwise order, finding the neighbor 

for each vertex except the last one is done by a left shift of the whole 

vector. For the last vertex, special treatment is needed. First, a tem-

porary array is created. In this array, the locations corresponding to 

the start locations of each polygon in Vector are assigned the first in-

dices of the polygon elements. Then the first vertex of each polygon is 

broadcast to all other locations by scanning and the last one will get 

this as its neighbor in counter clockwise direction. For the last element 

to get its neighbor, an Sbit array which is the left shift of PBit by one 

position will be used. 

For example, tmpl of Figure 4.8 holds the shifted vertices and tmp2 

holds the broadcast vertices, NEIB holds the neighbor for each vertex: 

With the help of the neighbor array, NEIB, the vertex set (Vx,Vy) 

can be expanded into boundary point set at next step. 

4.3.3 Expand Vertex Set to Boundary Point Set 

With the vector format of polygons and neighboring vertices, we can 

generate boundaries for polygons in two ways. We either first map these 

two ID arrays to a 2D array (raster image) and generate boundaries 

on that 2D array. This is a reverse process of collecting vertices from 
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tmpl: x2 x3 x4 x5 x6 x7 x8 x9 xlO — 

y2 y3 y4 y5 y6 y7 y8 y9 ylO ... 

tmp2: xl xl xl xl xl xl x7 x7 x7 ••• 

yl yl yl yl yl yl y7 y7 y7 -

tbit: 0 0 0 0 0 0 0 0 0 -

NEIB: x2 x3 x4 x5 x6 xl x8 x9 xlO - x7 -

y2 y3 y4 y5 y6 yl y8 y9 ylO - y7 -

Vx: xl x2 x3 x4 x5 x6 x7 x8 x9 xlO ... 

Vy: yl y2 y3 y4 y5 y6 y7 y8 y9 ylO — 

Figure 4.8: Vertices and their neighbors in vector representation 

boundaries by pointer jumping. We can also restrict operations to ID 

by calculating the distances between vertices and filling gaps in ID 

form. We have chosen the latter for the expansion. 

Since vertices are linked in four directions, if there is a distance 

greater than one between two vertices, then either two y values have 

difference greater than one or two x values have a difference greater 

than one, but not both. The distance between each pair of vertices 

is calculated as follows: first the distance along x Direction are calcu-

lated, then that along y Direction is calculated. Once the distances are 

computed and the vertices are mapped into another array according to 

the computed distances. Finally, the gaps between vertices are filled. 

4.3.4 Map Boundaries into Raster Format (a 2D Array) and 

Detect Cross-points 

After expanding the vertex set into the boundary set, we map the 

boundary points to a 2D array to detect cross points. Once cross-points 
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are obtained, the connected components are recovered by filling areas 

within simple polygons or areas between outer and inner boundaries. 

Area filling is done on a ID array rather than a 2D array for sake of 

efficiency. 

However, we cannot just use the output from the boundary expan-

sion, because two end-points of any line to be filled are not at nearby 

locations. Thus it is not efficient to use the ID output from the bound-

ary expansion. In order to use a ID form to fill polygons, we first 

convert the boundaries from ID to 2D from, detect end points for each 

line to be filled, then convert the boundaries from the 2D array to a 

ID array. 

If the filling is row-wise, there are special cases where a whole poly-

gon will not be filled because we have not found a parallel solution to 

a line extension problem: whether a solid line needs to be extended. 

There are two opposite cases where a solid line needs to be filled in 

the same context where the solid line should not be filled (Figure 4.9). 

This will not be a problem in a sequential environment where the in-

formation of the previous line and next line can be collected during the 

scan for each line. 

Nevertheless, for polygons with four connected boundaries, filling 

in diagonal direction will not have the line extension problem since a 

solid line in diagonal direction is represented by a zigzag line which is 

different from lines on a row or column. 

In the diagonal direction, if a point on the boundary has a neighbor-

ing boundary point on each side, it is a cross point or an end point of a 

line to be filled. At this step we do not distinguish the entrance or exit 



82 

Scanning direction 
(a) Two dash lines, one needs to be filled, 

the other does not need to be filled. 

£ 

*u 

m 

n 

R 

Scanning directiBfi 
(b) The polygon may not be filled because of 

the line extension problem. 

£ 

(c) Scanning in diagonal direction will avoid 
the line extension problem. 

Figure 4.9: Line extension problem and diagonal scanning 

point, it will be done at the next step. When the diagonal direction is 

from the upper left corner to the lower right corner, a point is a cross 

point if it has neighbor 0 or 2 (but not both) on one side, and neighbor 

4 or 6 (not both ) on the other side. When the diagonal direction is 

from the upper right corner to the lower left corner, a point is a cross 

point if it has neighbor 0 or 6 (not both) one side and 2 or 4 (not both) 

on the other side. Based on these observations, all cross points can be 

detected before area filling. 
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4.3.5 Map Cross-points into ID Array and Sort Cross-points 

According to Diagonal Line Numbers 

A diagonal-wise ordering of boundary points can be obtained in two 

steps: converting from 2D to ID format for only cross-points in row-

wise and sorting these pixels by diagonal line numbers. Note that 

some boundary points do not have boundary points on both sides as 

neighbors and they are not cross-points. A diagonal line number is 

the sum of two coordinates (x,y) of any point on that line. The chosen 

diagonal direction is from the upper right corner to the lower left corner. 

After sorting, all cross-point pairs are in consecutive locations. 

4.3.6 Expand in Diagonal Direction and Map Points to 2D 

Once all pixels are in diagonal order, entrance and exit points can be 

detected by numbering the cross points, starting at 0. If a cross point's 

numbering is even, it is an entrance point. Otherwise it is an exit 

point. Since all non-cross points are filtered out, filling a line between 

the entrance and exit point is relatively straight forward because every 

entrance point is followed by an exit point. The expansion here is 

similar to that for polygon vertices, but it is in the diagonal direction 

rather than in row direction (Figure 4.9). 

After the expansion, all points will be mapped back to the 2D raster 

image where all non-cross points are still there, and the whole inverse 

conversion process is done. 



84 

4.4 Chapter Summary 

Vector and raster image data are the two major types of image data 

stored in spatial databases, and conversions between them are fre-

quently required. In this chapter, we have discussed conversion and 

inverse conversion algorithms for raster/vector images with block-like 

connected components, implemented on the CM-5 for IES (Image Ex-

ploitation System). 

Since the sorting step is the most time consuming one among all 

steps in both conversion algorithms, the time complexity of these al-

gorithms is 0(log(n)) if an 0(log(n)) time algorithm is used. When 

the bitonic sorting algorithm is used, which is of time complexity of 

0((log2(n)), our algorithms have the complexity of 0((log2(n)). We 

did not implement the sorting algorithm, instead we used the exist-

ing sorting function (call rank function) on the CM-5. However, these 

two algorithms are not optimal since the time complexity of a sequen-

tial raster-to-vector and vector-to-raster algorithms is linear, i.e., 0(n) 

and the number of processors used in our algorithms is n, rather than 

log(n). It requires one second to convert a 512x512 raster image into a 

vector on a partition with 32 nodes on the CM-5 using C*. 

Although not optimal, they are fastest-known parallel algorithms for 

this specific problem. 



CHAPTER 5 

PARALLEL DISCRETE WAVELET TRANSFORMS 

FOR DATA COMPRESSION 

5.1 Introduction 

The discrete wavelet transform (DWT) and the discrete cosine trans-

form are two the most popular transforms used in data compression. 

The DWT is a newcomer in the data compression field and data com-

pression techniques based on the DWT are superior to those based on 

the DCT in compressing both still images [Sha93] (see also Figure 5.1) 

and image sequences [TZ94]. 

Not only is the DWT useful in data compression, but also has it 

potentials in signal processing [Mal89, RV91], image processing, and 

graphics [ZM90, Ala94]. Its impact on engineering and scientific re-

search may exceed that of the Fourier transform (FT) since it is faster 

than the FFT and can localize frequencies in time more effectively than 

even the short time FT. 

However, it is often required that the DWT can be performed in real-

time for data compression, signal processing and image processing. The 

processing power required for the DWT in real-time is enormous. For 

example, it will require a computer capable of one billion floating point 
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Figure 5.1: Lenna image compressed 54 times by JPEG(DCT) (left) and 65 times by 

DWT (right) 

operations per second (GFLOPS) to perform the DWT on 1000x1000 

images in real-time (30 frames per second), which cannot be provided 

by low cost CPUs. It seems that parallel processing using multiple 

RISC processors is the only solution for commercial applications and 

most of scientific and engineering applications. 

Because of use of the DCT transform in data compression in JPEG 

[Wal91]and MPEG [Gal91] standards, the parallel DCT has been in-

vestigated [CD93, CD94, SRD95, SdM91, GGA92, LGGK94, KHS91, 

KB92, PG92, May93, Tex94] and it is relatively easy when the DCT 

is applied to 8 by 8 pixel blocks. Since the DWT is a relatively new 

technique, its parallelism is yet to be investigated. It is our focus of 

this chapter to design and analyze efficient parallel DWT algorithms 

for scientific and engineering data compression and for other wavelet 

based signal and image processing techniques. 

Because these parallel algorithms are designed for the parallel vir-

tual machine, several versions have been implemented using PVM 3 

[GBD+94] on the Cray T3D. These implementations, which are better 
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than ones we have done before [BBQ+96], can be ported to any parallel 

architecture supporting PVM 3. This work can be easily extended to 

multimedia applications like videoconferencing by using one or more 

MVPs (Multimedia Video Processor by Texas Instrument). 

5.2 One Dimensional Wavelet Transform 

We start from one dimensional discrete signal to give details how we 

arrive at an efficient parallelization of the DWT. For the sake of simplic-

ity, we assume the length of the input signal used in examples is even, 

though the algorithms we propose are for images of arbitrary sizes. 

5.2.1 Continuous Wavelet Transforms 

Assume that h(t) is the mother wavelet, and hajT = — i s a 

scaled version of the mother wavelet, 

WF(T, a) = J f{r)h{t - r)dr = J f{t)h*ar(t)dt (5.1) 

is the continuous wavelet transform of the function f(t) with the wavelet 

ha,T• The inverse wavelet transform is: 

f ( t ) = c j j WF{T, a ) H V ^ , (5.2) 

where h(t) is an function satisfying 

J h(t)dt = 0. (5.3) 

5.2.2 Dyadic Wavelet Transforms 

Assume that Ji/j(t)dt = 0 and ^(t) is its dilation by a factor of 2\ 

i.e., ipi = o r rfsix) = where s varies along the dyadic 
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sequence [2*]ieZ. The wavelet transform of f(t) at scale 2l is given by: 

/

OO 

/ ( r ) ipi(t-T)dT. (5.4) 

~ OO 

The dyadic wavelet transform is the sequence of functions: WF[/()] = 

[WFi(t)]izz- When the reconstructing wavelet X(t) is any function such 

that its Fourier transform X(f) satisfies: 
OO 
E 1>(27)X(2'/) = 1, (5.5) 

i=—oo 
then its inverse dyadic wavelet transform is: 

OO r 00 
M = E / WFi(t)X((t)dt = E WFi(t) * Xi(t), (5.6) 

i——oo i=—oo 

where * represents convolution. If 4>{t) is a smoothing function such 

that 
J (j)(t)dt = 1, (5.7) 

and its Fourier transform is 

W ) l 2 = E > ( 2 7 W 2 7 ) . (5.8) 
i=l 

We can obtain low frequency information of f(t) from convolution of 

f(t) with <j>(t), 

SFi(t) = / f(T)Ut - r)dr. (5.9) 

{SFj(t), {WFj(t)}i<j<j}, the set of functions are called finite (contin-

uous) dyadic wavelet transform of f(t) between the scales 1 and 2J. 

5.2.3 Discrete Wavelet Transforms 

Assume that a(n) is the discrete signal, ho is the low pass analysis 

wavelet filter, hi is the high pass analysis wavelet filter, /o is the low 



89 

pass synthesis wavelet filter and fi is the high pass synthesis filter. 

The one-dimensional discrete wavelet transforms can be expressed as 

pyramid shown in Figure 5.2.3, where {54, Wl, W2, W3, W4} is the 

wavelet decomposition of the signal a(n) or they are called the wavelet 

coefficients of a(n). Note that HQ, HI, Fo, and F\ are matrix format of 

fro, h, fo, and 

S4 W4 

(a) Discrete wavelet transform as a pyramid 

S4 W4 

(b) Resconstructing the signal from the pyramid 

Figure 5.2: Pyramid representation of One-dimensional DWT and IDWT 

5.3 Two Dimensional Wavelet Transform 

Since we use one-dimensional wavelet filters for two dimensional wavelet 

transforms, the two-dimensional forward DWT transforms an image 
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Foward row wavelet transform Forward column wavelet transform 

Input Image or 
PLL[i-l] 

PLL[[i] PHL[i] 

PLH[i] PHH[i] 

Inverse row wavelet transform Inverse column wavelet transform 

Figure 5.3: Two dimensional sequential wavelet transforms 

or a subband into two subbands by the forward row wavelet trans-

form, followed by a forward column DWT converting the two sub-

bands into four subbands. The inverse wavelet transform combines 

the four subbands into two by the inverse column wavelet transform 

and then into one by the inverse row wavelet transform. A graphi-

cal description of the 2D transform of one level is given in Figure 5.3. 

PL[i] is the result of convolving PLL[i — 1] with ho in row-direction 

(or PL[i](x,y) = \.y £*LSl PLL[i](x, y — k)ho(k)), PH[i] is the result 

of convolving PLL[i — 1] with hi in row direction (or PH[i](x,y) = 

ly Efe=S2 PLL[i]{x, y — k)h\(k), PLL[i\ is the result of convolving PL[i] 

with ho in column-direction (or PLL[i](x, y) = lx £fc=Sl PL[i](x-k, y)ho(k)), 

and PLH[i] is the result of convolving PL[i] with h\ in column-direction 

(or PLH[i\{x, y) = ^ E L 2 PL\i](j - k, y)hi(k)). PHL[i] and PHH[i] 

are similarly defined as PLL[i\ and PLH[i]. 

If stacking subbands one on another for a three-level transform, we 

have a pyramid which is shown in Figure 5.4. To explicitly define a 

pyramid for all subbands instead of using a flat array may help utilize 

parallelism, different quantization and entropy encoding methods since 
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PHL[1] 

Inverse 
DWT 

Forward 
DWT 

PLL[1] 
PLH 1 

PLL[0] 

HL[0] 

PHH[0] 

PH[0] 
input image 
(orpecovered 
ipfage) 

Figure 5.4: A pyramid of subbands of 2D DWT 

a pyramid structure will make load balancing and index calculation 

easier on parallel platforms. Even in a sequential environment, an ex-

plicit pyramid facilitates experimenting on different quantization and 

entropy encoding for individual subbands. 

5.4 Parallel Two-Dimensional Wavelet Transform 

In order to produce an efficient parallelization for 2D discrete wavelet 

transforms, we first need to identify the key tasks of this parallelization. 

The first task is how to partition all subbands so that each processor 

will get about the same amount of data and perform about the same 

number of operations. Since a 2D wavelet transform consists of two 

one dimensional transforms, the second task is how to efficiently paral-

lelize the one dimensional DWTs. How to handle boundary conditions 

is the third task. In a sequential environment, the boundary conditions 

are boundary extensions with regard to image sizes and wavelet fil-

ter characteristics. However, in a parallel environment, interprocessor 
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boundary conditions are introduced due to the data partitioning. 

5.4.1 Data Partition 

The task of data partitioning is to distribute about the same number of 

pixels to each processor so that each processor will perform about the 

same amount of work. If we use a single array to store all subbands, it 

is very difficult to balance the load without much data movement. For 

example, if we store all subbands in one array as shown in Figure 5.5, 

then we face one of the two problems, either a large data movement 

or unbalanced load among processors. Without distributing each sub-

band to all processors, some processors will be idle during the forward 

transform or inverse transform since they do not have any data from 

some subbands, while the others will do all the work. In order to bal-

ance the load, a subband must be copied from a few processors and be 

distributed to all processors, and after the transformation, the result 

is copied back to few processors, this will cause a lot of unnecessary 

data movement. Furthermore, we must take interprocessor boundary 

conditions into consideration during data partitioning. 

Nevertheless, these problems can be solved when explicitly defining 

a pyramid, storing a subband in a separate array, and distributing 

a part of each subband to each processor. This means that for the 

transform at any level, the source image is uniformly distributed and 

the result is also uniformly distributed among all processors. The work 

performed by each processor is about the same. The interprocessor 

boundary conditions can be handled easily when using a distributed 

pyramid structure for all subbands. 
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PLL[3] 

PLH[3]_ 

PHL[3] PHH[3] 

M 
• 7 

/PEL 
[2] 

PHL[1] 

PHL[0] 

PLH 
[2] 

PHH 
[2] 

PHL[1] 

PHL[0] 

PLH[1] PHH[1] 

PHL[0] 

PLH[0] PHH[0] 

Figure 5.5: All subbands are stored in a single array 

Although we use the parallel virtual machine for wavelet trans-

forms, we consider two processor arrangements for the data distribu-

tion. When the number of processors available is relatively small, we 

assume they are organized as a linear array and each subband is par-

titioned by row so that each processor gets several consecutive rows. 

When we have to use more processors to speed up the transform, all 

processors will be organized as a two-dimensional array. The first orga-

nization of the processors is more efficient than the second one because 

we can eliminate communications for the transform in row direction, 

while the second organization may perform the transform in a short 

time. 

In either way, each processor gets a subpyramid as it is shown in 

Figure 5.6. This partitioning not only balances the load among pro-

cessors but it also makes it easier to build a zero-tree during entropy 

encoding and decoding. Other entropy encoding methods can also be 
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columi 

(a) Partitioning subbands by row, each processor gets several rows 
from each subband, which form a subpyramid. 

column 

(b) Partitioning subbands by row and column, each processor get several 
row segments from each subband, which form pyramid. 

Figure 5.6: Data partition for 2D DWTs 

easily implemented based on this partitioning. 

Since the parallel virtual machine does not assume any specific in-

terconnection network, these processors in the two arrangement may 

be connected by a tree as in the CM-5 or a 2D mesh as in Paragon. For 

the wavelet transforms alone, the mesh may be enough and efficient. 

If the wavelet transform is one of many steps in an application, other 

interconnect network may be more efficient. 
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5.4.2 Pyramid Construction 

After partitioning each subband, each processor gets a subpyramid. To 

construct a pyramid on each processor is a major step in data parti-

tioning. As described in Figure 5.6, we use different pyramid structures 

which are dependent on the organization of all processors. The work 

of the pyramid construction includes subimage size calculation, mem-

ory allocation, and index calculation. Index calculation means giving 

a global index to each row and each column of any subband in the 

pyramid. 

For an image of arbitrary size, it is partitioned by using the input 

image partition algorithm given below. Based on the start and end 

indices, all other indices can be derived for rows and columns of the 

subimage on each processor. For the sake of convenience, we assume 

the input image is PLL[-1] (see Figure 5.4). The index calculation 

for subimages at other levels is different from that for subimages of 

PLL(-l). The indices of a resultant subband are derived from the 

indices of the source subband being transformed. For example, the 

indices of PL[i] and PH[i] are derived from PLL[i-l]. Figure 5.7 is an 

example for a one-dimensional signal, which shows how the indices of 

subbands (b and c) are calculated from the above subband, the indices of 

the source subband are either computed by the data partition algorithm 

or are derived from another subband. 

Since any row or column index of a subband image can be derived 

by using the start index and the number of indices in this dimension. 

Thus we need only keep these two values for the parallel algorithms we 



96 

P4 

i 11 If]1 \})f }k
4 L6 i7 ^ i9 ul1 J4 

12 

0 1 2 3 4 10 11 

P3 P4 

P0 P4 

LO H 

Figure 5.7: Data partitioning and interprocessor boundary conditions 

will propose in this chapter. In order to make the parallel algorithms 

more efficient, we also keep the row and column ending indices for each 

subimage on any processor. 

The index calculation is needed for the inverse transform. With-

out using indices for any subband, it is impossible to determine where 

the partial results of the inverse transform should go, while with the 

indices, partial results will be added to the correct elements of the re-

constructed subband. The arrows in Figure 5.7 show where the partial 

results should go. Because of data partitioning, interprocessor bound-

ary conditions arise and some of results have to go to neighboring pro-

cessors although most of them remain on the same processors. 

If using the first pyramid structure (see Figure 5.6), we just need to 

calculate the number of lines and a global index for each line on each 
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processor, while we need to calculate the number of lines and the num-

ber of columns assigned to each processor and assign an index to each 

line and an index to each column when using the second subpyramid 

structure. 

We assume that the processors are arranged as a two dimensional 

array Pn by Pm, each processor is indexed by (ip,jp), and a subimage 

has a size of ns by ms. For the first subpyramid structure, Pm — 1, 

which is a special case of the second organization. We can use the 

following procedure to partition the image. 

Input image partition algorithm 

Algorithm: ImagePartition 

Input: n,m,ip,jp,Pn,Pm\ 

Output: n3, ms, start Row Index, startCol Index, endRowIndex, endC 

For each processor Do 

Beain 

rn = n%Pn\ rm = m%Pm; ns = n/Pn\ ms = m/Pm\ 

if (ip < rn) ns = ns + 1; 

if (JP <
 rm) m8 = ms + 1; 

startRowIndex = (n/P n ) * ip\ 

startColIndex = (n/P m ) * jp; 

if (ip < rn) 

startRowIndex = startRowIndex + ip; 

else 

startRowIndex = startRowIndex + rn; 

endif 
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endRowIndex = startRowIndex + ns — 1; 

if O'p fm) 

startColIndex = start Collndex + jp\ 

else 

startColIndex = startColIndex + rm; 

endif 

endColIndex — startColIndex + ms — 1; 

end Algorithm; 

Based on the subimage (PLL[-1]) at bottom of the subpyramid on each 

processor, we can build the subpyramid using the following algorithm. 

Pyramid Construction Algorithm 

Algorithm: PyramidConstruction 

Input: ns, ms, startRowIndex, endRowlndex, 

startColIndex, endColIndex, level; 

Output: A subpyramid on each processor 

For each processor Do 

Begin 

PLL[-l].cols = ms; PLL[-l].rows = ns\ 

PLL[-1].startRowIndex = startRowIndex; 

PLL[-1]. endRowIndex = endRowIndex; 

PLL[-1].startColIndex = startColIndex; 

PLL[-l].endColIndex = endColIndex; 

Allocate memory for PLL[-1] to store the subimage; 

For i = 0 to level-1 Do 
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PL[i].cols = number of even column indices in PLL[i-l]; 

PH[i].cols = number of odd column indices in PLL[i-l]; 

PL[i].rows = PLL[i-l].rows; 

PH[i].rows = PLL[i-l].rows; 

PLL[i].rows = number of even row indices of PL[i]; 

Compute the start and end column indices for PL[i] and PH[i] 

Allocate memory for PL[i] and PH[i] to subimages; 

PLL[i].rows = number of even row indices of PL[i]; 

PLH[i].rows = number of odd row indices of PL[i]; 

PLL[i].cols = PL[i].cols; 

PLH[i].cols = PL[i].cols; 

Compute or copy row and column indices for PLL[i] and PLH[i] 

from the row and column indices of PL[i]; 

PHL[i].rows = number of even row indices of PH[i]; 

PHH[i].rows = number of odd row indices of PH[i]; 

PHL[i].cols = PH[i].cols; 

PHH[i].cols = PH[i].cols; 

Compute or copy row and column indices for PHL[i] and PHH[i] 

from the row and column indices of PH[i]; 

Allocate memory for PLL[i], PLH[i], PHL[i] and PHH[ij; 

End for; 

End for; 

End; 
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5.4.3 Parallelizing ID DWT 

As mentioned before, it is important to parallelize the one- dimensional 

discrete wavelet transforms. We can accomplish this in several ways 

and we need to investigate which way is the most efficient. For differ-

ent types of filters (whole sample symmetric, half sample symmetric, 

antisymmetric), the parallelization may be a little bit different. We may 

need to modify our proposed algorithms for specific features of different 

processors such as vector pipelined processors, general RISC processors 

and DSPs. For the proposed algorithms, we assume that processors 

are general processors (RISC or CISC). It is easy to adapt them for 

vector pipeline processors (as used in Crays), general (TMS320Cx) and 

special DSPs (INMOS A100). 

In Figures 5.8, 5.9 and 5.10 we presented schemes showing how the 

one-dimensional forward and inverse DWTs are performed by using 

a shift when the wavelet filters are symmetric ones. It seems these 

schemes for the forward and inverse wavelet transforms are efficient on 

distributed memory parallel computers. 

In a parallel environment, the original signal a = {a*} is distributed 

among several processors, in order to compute the first element of b 

subband on processor p using 9/7 tap symmetric filters, we must use 4 

elements of the signal a on Processor p — 1. Thus Processor p— 1 must 

somehow pass those elements to p. The same is true that Processor p 

must pass 4 elements to Processor p — 1 in order for Processor p — 1 to 

compute the last element of subband 6(see also Figure 5.7). 

Suppose we do not want to use shifts for communications, we may 
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Figure 5.8: Forward wavelet transform by shifting the input signal 

use overlapped partitioning for elements near the boundaries so that 

no processor needs to get any elements from neighboring processors 

and no communication is needed among processors during the trans-

form. However, this method works only for a single level forward DWT 

because b will be the source subband of the ID DWT at Level 1. In or-

der for a processor to perform the transform without any interprocessor 

communication, b must be distributed by using overlapped partitioning 
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Figure 5.9: Partial ID IDWT by shifting subband b 

which means communications for the transform at Level 0 are inevitable 

since b is one of the two result subbands at Level 0. Therefore, for a 

multiple-level ID forward DWT, communications are necessary on a 

distributed-memory parallel computer. 

Nevertheless, the communications are needed only for computing the 

elements near the boundaries, and restricted to communications with 

neighboring processors. For symmetric filters, it is more efficient to 

use shifts in two opposite directions than shifts in only one direction 
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because this reduces the number of multiplications to nearly half. For 

antisymmetric filters (like biorthorgonal wavelet filters), it does not 

make any difference to use one or two-direction shifts, since the total 

number of multiplications for the transform cannot be reduced by using 
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Figure 5.10: Partial ID IDWT by shifting subband c 
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shifts. 

When b and c are combined into a during the inverse DWT, both 

b and c are shifted and the same results near the boundary on each 

processor are passed to neighboring processors, depending on the start 

and end indices of each signal segment. When the start index of the 

signal segment of a is odd on Processor p, a result element from subband 

c will be passed to Processor p — 1; when the end index of the signal 

segment of a is even on Processor p which is not the last processor, 

a result element will be sent to Processor p + 1 (see Figure 5.7). In 

such an implementation, the result elements which need to be passed 

to neighboring processors can be stored on local processors during the 

transform at each level. They will be sent to those processors at the 

end of the transform. This is a more efficient way, especially for a two-

dimensional inverse DWT because more elements can be packed into 

one packet and fewer messages are required. 

5.4.4 Boundary Conditions 

In the last section, we discussed the interprocessor boundary conditions 

which occur on the intermediate processors when parallelizing the ID 

DWTs. We need to pay special attention to signal boundaries which are 

on the first and the last processors. Boundaries need to be extended for 

the forward and inverse transforms. In a parallel environment, bound-

ary extensions require communications. When the periodic boundary 

condition is used, the first and the last processors must pass messages to 

each other to extend the boundaries; when the reflective boundary con-

dition is used, Processor 0 may need to get some elements from nearby 
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Subband 1: ^ # 0 $ ^ Input signal 
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(a) Boundary extension for forward wavelet transform: E(l,l). 
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Original signal: # • # # • • # # 
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Subband 1 : q 0 9 9 9 O O 
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Subband 2 : 0 O • • • • O O 

(b) Boundary extension for inverse wavelet transform: 
E(l,2) for subband I and E(2,l) for subband 2, 
when the length of the original signal is even. 

Figure 5.11: Boundary extension when the signal length is even 

processors like Processors 1 'to 4, when each processor holds only one 

element from the subband being transformed. The same is true for 

the last processor. Before the beginning of the transform (forward 

or inverse)at each level, the signal boundaries are extended by using 

shifts. For the interleaved DWT algorithms, interprocessor boundaries 

are handled, at the end of the transform; for the noninterleaved DWT 

algorithms, the interprocessor boundaries and the signal boundaries are 

handled before the transform takes place. In this way, the correctness 

of the transform is guaranteed and the number of communications are 

reduced. Two examples of boundary extension are shown in Figures 

5.11 and 5.12 for 9/7 tap wavelet filters when the signal length is even 

and odd. More examples can be found in [Bri94]. 

5.4.5 Memory Structures 

The memory structure provides space for subimages from subbands and 

also provides temporary space for storing partial results belonging to 

the subimages on neighboring processors during the inverse transform. 
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(b) Boundary extension for inverse wavelet transform: 
E(l,l) for subband 1 and E(2,2) for subband 2, 
when the length of original signal is odd. 

Figure 5.12: Boundary extension when the signal length is odd 

The temporary space is shown using blank squares while all the shaded 

squares are for the subimage. The structure can be both statically and 

dynamically declared as shown in Figure 5.13. 

Since we use shifts to pass data to neighboring processors in our 

algorithms , we use a similar memory structure as the working space 

to carry out the shift operations (shown in Figure 5.14). In order to 

reduce expensive data copying operations, this structure requires dy-

namic memory allocation provided by C-like languages so that copying 

operations are required only for the pixels on the four boundaries of 

each subimage and data movement in the inner area is realized by 

changing pointers to different image rows. For Fortran-like languages 

where only static arrays can be declared, the algorithms will still work 

correctly, but less efficiently. 

When shifting in row direction, all row pointers need only to incre-

ment or decrement by one. If shifting left, all pointers will increment 

by one and the pixel values in the leftmost column will be sent to the 

processor on the left and the right most column which is the added 
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(a) Using this memory structure for subimages on each processor, the DWTs are interleaved 
with shifting. 

Figure 5.13: The memory structure for subimages on each processor 

new column during this shift operation will receive the values from the 

processor on the right. 

When shifting in the column direction, each pointer except the first 

and last one will point to either the row below or row above. If all rows 
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(b) This memory structure is used for shifting subbands being transformed. It is a temporary space. 

Figure 5.14: The memory structure for temporarily holding subbands being shifted 
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are shifted up by one row, the content in the first row will be sent to 

the processor above and the last pointer will point to the first row for 

receiving the row sent by the processor below. 

5.4.6 Interleaved Parallel DWT Algorithms 

With all the preparations described above, we are ready to design paral-

lel wavelet transform algorithms using whole sample symmetric wavelet 

filters. The algorithms are forward and inverse DWTs for one and two-

dimensional organizations of processors. We may call these algorithms 

interleaved algorithms because the convolution operations are inter-

leaved with communication operations. These two kinds of operations 

can be separated as in noninterleaved parallel DWT algorithms. 

The forward DWT consists of the forward row DWT and the forward 

column DWT, while the inverse DWT consists of the inverse column 

DWT and the inverse row DWT. When the processors are organized as 

a linear array, the ForwardRowDWT and the InverseRowDWT will be 

sequential DWT algorithms (not listed below), which are faster than 

parallel DWT algorithms because no communications are needed in 

row direction. Otherwise they are parallel DWT algorithms, which 

are given in Appendix A. The parallel inverse DWT is similar to the 

forward DWT at the top level, but much different at the next level. 

Both algorithms are given below. 
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Parallel Forward DWT 

Algorithm: ParallelForwardDWT 

Input: input image (PLL[-1]), analysis filters (AnafilterO, Anafilterl) 

and Level; 

Output: All subbands (PL[L], PH[L], PLL[L], PLH[L], PHL[L], and 

PHH[L]), 

where 0 < L < Level — 1; 

For each processor Do 

Begin 

For L = 0 to Level-1 Do 

barrier (); 

ForwardRowDWT(PL[L], PH[L], PLL[L-1],AnafilterO, Anafilterl); 

barrier (); 

ForwardColumnDWT(PLL[L], PLH[L], PHL[1], PHH[L], PL[L], PH[L] 

AnafilterO, Anafilterl); 

End for; 

End; 

Parallel Inverse DWT 

Algorithm: ParallellnverseDWT 

Input: All subbands(PL[L], PH[L], PLL[L], PLH[L], PHL[L], PHH[L]), 

Level, 

two whole sample symmetric synthesis filters(SynfilterO,Synfilterl); 

Output:PLL[-l]; 
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For each processor Do 

Begin 

For L = Level-1 to 0 Do 

barrier (); 

InverseColumnDWT(PL[L], PH[L], PLL[L], PLH[L], PHL[L],PHH, 

SynfilterO, Synfilterl); 

barrier (); 

InverseRowDWT(PLL[L-l], PL[L], PH[L], SynfilterO, Synfilterl); 

end for; 

End; 

We have used barrier function calls in these two algorithms which are 

designed for the parallel virtual machine that requires synchronizations 

at various points to guarantee the correctness of the algorithms. The 

shift operations we used in the algorithms given in the Appendix A are 

synchronized operations. Before the start of the shift operation, the 

barrier function is called. For parallel computers with a synchronization 

network, this function call requires very little time. But for workstation 

clusters linked with Ethernet, the time required for the function call is 

proportional to the number of workstations used in the parallel virtual 

machine. 
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5.5 Time Complexity Analysis 

In this section, we analyze the time complexity of both sequential and 

parallel DWT algorithms. These results may give us some hints how 

to improve parallelism. The major factors we consider in the anal-

ysis are the number of multiplications and additions for forward and 

inverse DWTs, and the costs for communication, data copying, pointer-

movement, and I/O. We first consider the forward DWT, and then the 

inverse DWT. 

5.5.1 Sequential Time Complexity of the Forward and In-

verse DWT 

In the sequential implementation, we neither need to copy the data, nor 

do any shifting. What the algorithm does is perform the convolution. 

Assuming the input image has n rows and m columns and the filters 

are whole sample symmetric, whose supports are s0 and s h the time 

complexity of transforming the input image into PL[0] and PH[0] is: 
(s0-fl)mn_ (si+1 )mn„, , (s0-l)mn„, , (si-l)mn„. _ (s0+si+2)mn _ 

4 «* -r 4 a* -f j a + + 2 a + ~~ 4— a* + 

(80+31-2)7^^ w j i e r e a n ( j a + a r e reSpective cost for one multiply and 

one add. The cost of transforming PL[0] and PH[0] into PLL[0], PLH[0], 

PHL[0] and PHH[0] is also: '"+"4
+2>'""a( + ^+ ' l~2>m na+ . Thus, time 

complexity of one-level DWT is: (««+"+2)m"Q,( + (S[) + S l _ 2)mna+. 

For an L-level DWT, it is: 

rji ( \ (so + si + 2)mn 1 ^ 1 
Ti(mn) - ^ + J2 (so + «i - 2)mna+-r 

k=o 2 4* fc=0 ^4* 
4,(50 + 51+2)77171 X X , 
j r 2 a* + ^S° + S l _ 2 ) m n a + ) (5.10) 
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For the inverse discrete wavelet transform, the cost of combining 

PLL[0] and PLH[0] into PL[0], and PHL[0] and PHH[0] into PH[0] 

i s (3° + p m V + ( 8 x +
4

1 ) m V + ^ a + + ^ a + = {S0+Sl^mna*+{S0+S
2

1)mna+ 

For an L-level IDWT, it is: 

mt \ ^ (so + si + 2)mn 1 L^} 1 
Ti(mn) = 22 o—1 a*7k + £ (so + si)mno;+- I 

&=o ^ 4 fe=o 4 

4,(so + si + 2)ran , x . / r n \ 
« -(^ a* + (s0 + s\)mna+). (5.11) 

Therefore, the cost of IDWT is a little bit more than that of DWT 

due to more additions required to combine subbands. 

5.5.2 Parallel Time Complexity 

When the transform is performed in a parallel environment, some other 

factors such as processor organization, communication, data copying, 

point movement, data distribution are considered. Suppose we have p = 

Prow *Pcoi processors, where prow and Pwi are the number of rows and the 

number of columns of processors in a 2D organization. We consider two 

processor organizations where all processors are arranged into a linear 

array or in a 2D array. We also discuss two parallelizations. In the first 

parallelization, the computation and communication are interleaved, 

while the computation and communication are not interleaved in the 

second parallelization. 
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5.5.3 Linear Organization of Processors 

Convolution Cost 

When all processors are arranged as a linear array, then we use shifts 

for the forward DWT in the column direction and the transform in the 

row direction is the same as that in a sequential environment. Thus, 

the time complexity of the parallel DWT for one-level is: 
(so+si+2)mn_ , (s0+si-2)mn _ , ( a 0 + s i + 2 ) m n _ , (s0+si-2)mn _ (s0+S].+2)mn „ , 

4p "*'t" 2p 4p "*i~ 2p a + ~ 2p a*i" 

^0 + 8 '~^m na+ . For an L-level DWT on such an architecture, the time 

complexity is: £ * i ( ( " + y ) ™ a . + 

(80+ai-2)mnQ,̂ ^ 

Communication Cost 

We define communication cost as the time needed to send rows to 

neighboring processors during shifting. Only when PL and PH are 

transformed into PLL, PLH, PHL and PHH, communications occur. 

At each level, there are 2 * max{so — 1, si — 1} messages, each of which 

is about j real numbers for shifting in the column direction. For 

an L-level forward DWT, the time complexity of communication is: 

2 * TTIQIX^SQ 1, Si 1 J'"2"CXcomm 2̂  2 1TIQ,X1, 1 } T n O ^ c o m m • 

Copying Cost 

In order to perform shift operations, each of PL and PH is copied 

into a temporary work space, Tempi and Temp2 (refer to the Forward-

ColDWT algorithm in Appendix A). Thus, the cost of the data copying 

is: a copy • For an L-level DWT, the copying cost is: 
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~^Q;copj/ Efc-o 4F ̂  ^mnQ:copy 

Pointer Movement Cost 

Each processor moves ^ pointers for each shift at Level 0, and there 

are 2 * max{so — l , s i — 1} shifts at each level for both PH and PL, 

thus, the time complexity of pointer movement for an L-level DWT is: 

2 * max{s0 - 1, si - 1}^ Ek
kZo_1 ^ » 4 * max{s0 - 1, si - l}^pm0l)e. 

Data Distribution Cost 

For parallel computers without a parallel I/O subsystem, the data must 

be distributed by one processor and the cost is mnai0. On a parallel 

computer (like CM-5) with a scalable parallel I/O subsystem, the cost 

is 
p 

Total Time Complexity 

Summing all costs together, we have equation 5.12. The parallel al-

gorithm for a linear organization of processors speeds up convolution 

by p times and at the same time, it introduces extra costs for data 

copying, pointer movement and communications. The maximum num-

ber of processors that can be used is p < PLL[L — 1]row, i.e., the 

number of processors p cannot exceed the number of rows of the last 

subband. Otherwise, the algorithms listed in Appendix A need some 

modifications. 

There are two performance bottlenecks in such an algorithm: com-

munication and data distribution. On a parallel computer without a 

parallel I/O subsystem, the data distribution is the most severe bottle-
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neck because it is directly proportional to the image size ran. However, 

the data distribution bottleneck is a common problem in applications 

requiring large amount of data I/O and choosing the appropriate un-

derlying hardware platform for the virtual machine is the only way to 

reduce its negative effect. 

The communication bottleneck cannot be reduced by increasing the 

number of processors. Fortunately, it is only proportional to the num-

ber of columns, not to the total number of pixels in the input image. 

A minor reduction to the communication bottleneck is to choose the 

smaller dimension as the column dimension. 

rr ( \ 4 (s0 + si + 2)ran (s0 + «i - 2)ran 
TpUnearimn) = -(•* ± a+) + 

o 2p P 
r> r -i 8mn 
2 * TYICLX^Sq l j S\ 1 jTflOtcomm H ^ ®copy 

Tl 
4 * UICLX^Sq 1, S\ 1} Oipmove "t~ T%q{TTITI^ (5.12) 

P 

TTITI 
Tplinearipi'fl) = )> (5.13) 

P 

when the communication speed is reasonably high, and Tio is excluded. 

5.5.4 2D Organization of Processors 

There is a correspondence between each term of Tpunear(mn) and each 

term of TP2d{mn). Therefore, less detail is given below for TP2d{rmn). 
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Convolution Cost 

When all processors are organized as a 2D array, the convolution time 

complexity of an L-level DWT is: |((so + s i + 2)mn2pCoipTow
a* 

s i — 2 )mn-—^—«+)• 
' ProwPcols * 

Communication Cost 

Communications occur in both row and column directions, the time 

complexity for an L-level DWT is: {2*max{sQ—1, si — l}-^L-i+max{sQ— 

« 2 ( m a x { s 0 - l , s i - l } ^ + m a x { s Q - l , s i -

= 2 * m a x { s o - 1 , « i - ! } ( £ • + ^ ) -

Copying Cost 

Since shifts are performed in both row and column directions, PL[i], 

PH[i] and PLL[i-l] are copied into temporary work space at each level. 

Therefore, the time complexity for data copying for an L-level DWT 
• 4mn VL-1 _1_ ^ 16mn 
1S' ProwPcoiac°Py ^=0 4* ~ 3ProwPcol

acopy 

Pointer Movement Cost 

The pointers to rows are moved along column direction during the for-

ward DWT in column direction and along row direction during the 

DWT in row direction. The cost of moving pointers of an L-level for-

ward DWT is: 8 * maa?{so — 1,si — tpmove * 

Total Time Complexity 

4 1 1 
TP2d(,m'n) = r((so + si + 2)mn- a* + (s0 + si - 2)mn a+) + 

^ tycolProw ProwPcols 
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r i n / m n \ 
2 * max{s0 - 1, «i - 1}(— H )aCOmm + 

Pcol Prow 
16 mn n , , , n m . 

o ®>copy *i" 8 * TYlCLX^So 1, 5i l j OLpmove Ti0\7H7l^. 14) 
dprowPcol Prow 

TpM(mn) = O((80 + S l) '"") , (5.15) 
ProwPcol 

under the conditions that the communication speed is fast and the cost 

of data distribution is excluded. 

When the processors are organized as a 2D array, for the same num-

ber of processors, the time for convolution is the same, that is, the 

convolution operation is also speeded up by p times. The communi-

cation cost is reduced. But the costs of data copying and the pointer 

movement are increased. 

Suppose Pcol — Prow = \/Vt Q-comm
 = 4 * &copy — 4 * OCpmovei THQIX^Sq — 

1, si — 1} = s, and two algorithms use the same number of processors 
p. The difference between Tpunear(mn) and TP2d{mn) is: 

Tdiff 1p2d(.mri) Tpiinear(l7lTl) 

_ O u m , n \ \ , 8 m n , o n , n 
^\A r~ /—) ^coram 0 Oicopy ~f~ 8# Remove ^5 

VP VP Sp y/p p 
o i m , n . 8mn /n n , n. 

— 2 s ( + ^_) m)4acopy 4- ^ occopy + ( 8 S ^ = ~ 4 s — ) a c o p y 

m m , n 8mn , n. , — (8s^_ + 16s-̂ z + - ^ 8sm — 4s—)acopy (5.16) 

T d i f f > 0 when setting s = S,p = 16, n = m = 512, and T d i f f < 0 

when setting s = 8,p = 64, m = n = 512; T d i f f > 0 when set-

ting s = S,p = 64, m = n — 1024 and Tdiff < 0 when setting 

s = 8,p = 256, m — n = 1024. From these T ^ i f f values, we see that 

when the number of processors is relatively small, it is more efficient 

to organize the processors as a linear array, and when the number of 
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processors is large, then the 2D array organization is more efficient. 

When the image size increases, the number of processors used in the 

linear organization increases for the algorithm to be more efficient for 

this processor arrangement. The maximum number of processors for 

the 2D organization is the total number of pixels in the last subband 

(.PLL[level - 1]). 

But if the underlying hardware platform has a very slow communi-

cation network (acomm — 16&copy), then the linear organization is more 

efficient only when p = 4, m = n = 512, s = 8 and p = 16, m = n = 

1024, s = 8. Otherwise, the 2D arrangement is more efficient. 

5.5.5 Time Complexity of the Inverse DWT 

The time complexity of the interleaved inverse DWT is slightly different 

from that of the forward DWT. It requires one fewer shift, but two more 

communications for passing partial results to neighboring processors, 

and few more additions to add partial results together. We derive only 

the time complexity for the linear array processor organization here, 

and that for a 2D processor organization can be derived accordingly. 

The costs for convolution and copying are the same for both the inverse 

DWT and the forward DWT. 

Communication Cost 

At level 0, each row has y columns, and there are + ^3l~^ shifts 

for combining PLL and PLH into PL. It also requires the same num-

ber of shifts for combining PHL and PHH into PH. Thus, the time 

complexity of an L-level IDWT is 2 * + £lgli)) Efc^jT1 gr » 
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m(so + si — 2)o;C0mm, while that of the forward DWT is 2 * max{so — 

1, si — 1 }macomTn. For 9/9 taps whole sample symmetric wavelet filters, 

these two communication costs are the same and for 7/9 or 3/5 tap 

whole sample symmetric filters, the former, IDWT's communication 

cost, is a little bit lower than the later. 

Pointer Movement Cost 

Since there are only one half of the participating rows, each processor 

moves ^ pointers at each shift. There are a total of 2 * 

shifts at each level. The time complexity of pointer movement for an 

L-level IDWT is 2 * g zfco f («o + s i 2)ôwncwe> 

which is less than one half of the pointer movement cost for the forward 

DWT. 

Passing Partial Result Cost 

We have shown in Figure 5.7, when combining PLL and PLH into PL, 

some partial results stored temporarily on a processor will be passed 

to its neighboring processors. The partial results from convolving PLL 

with /o will be passed to the processor below or on the right, and 

the partial results from convolving PLH with f i will be passed to the 

processor above or on the left. Although not all processors have to 

pass partial results to neighboring processors, the time required is for 

all processors since this is on a parallel machine. Therefore, the time 

required for passing the partial results to neighboring processors at the 

first level is (2 * f + 2 * f)(ac o m m + a+) = mew™ + ma+. For an 

L-level inverse DWT, the cost is 2rnacomm + 2ma+. 
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Total Time Complexity of the IDWT 

The total time complexity of the interleaved inverse DWT is the sum of 

convolution cost, communications cost, copying cost, pointer movement 

cost, and cost of passing partial results. It is: 

4 As0 +si+ 2)mn (s0 + si-2)mn 
Tiinear(IDWT){mn) = g( ^ H ~ «+) + 

, 8 n, 
1̂ 2)C^comm 7C fflTlQZcopy -f- (§0 1̂ 2j(Xpm0Vg P P 

2rnacomm + 2ma+ (5.17) 

By comparing Tunear(mn) given in (5.12) with Tunear(mn) given by 

<£<£, we see that the interleaved inverse DWT requires more time for 

additions and communications, but less time in pointer movement. 

5.6 Noninterleaved DWT Algorithms 

Having designed and analyzed the interleaved DWT algorithms, we de-

sign noninterleaved DWT algorithms where communication operations 

are not interleaved with computing operations, and shifts are used to 

extend interprocessor or signal boundaries only. The forward row or 

column DWT is performed only after the boundaries along the row or 

column direction are extended. They have much in common with the 

interleaved DWT algorithms. 

The forward DWT does not require any processor to pass partial 

results to neighboring processors whether it is interleaved or noninter-

leaved since all results are kept local, which is determined at pyramid 

construction time. The noninterleaved inverse DWT eliminates the 



121 

PO 

2 1 0 1 2 3 

3 4 5 6 7 8 

6 

P1 

A 
1 2 

0 1 2 3 4 5 6 

P3 

/ 
1J5 16 17 18 19 

Xtkf 10 

5 6 7 8 9 10 11 

P4 

10 11 

Figure 5.15: Interprocessor boundary extension for the noninterleaved inverse DWT 

need to pass partial results to neighboring processors by extending the 

interprocessor boundary properly. Figure 5.15 shows how the inter-

processor boundaries should be handled for the noninterleaved inverse 

DWT algorithm. 

The noninterleaved DWT algorithms have several advantages over 

the interleaved algorithms. First, it is easier for the noninterleaved 

algorithms to make use of special features of certain processors such 

as TMS320Cx, Cray's vector processors, Motorola DSP56200, and IN-

MOS A100. If a parallel computer has two processors (one general and 

one DSP) on each node, this algorithm can execute the arithmetic op-

erations on the DSP and the nonarithmetic operations on the general 

processor. 
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(c) Memory structure for subimages when all processors are organized as a 2D array. 
Using this structure, the DWTs are performed only after the boundaries are extended. 

Figure 5.16: The memory structure for subimages when shifts and convolutions are 

not interleaved 

Second, we may use less temporary space for shifting because the 

temporary space is not used for arithmetic operations, one temporary 

array is enough for extending boundaries when it is used to extend the 

boundaries in one direction (along the row or the column), then it is 

used to extend the boundaries in another direction. Third, they can 

easily adopt different types of wavelet filters (symmetric, antisymmet-

ric, or nonsymmetric) and they can easily adapt to different boundary 

conditions. 

Note that the memory structure for holding subimages for the non-

interleaved DWT algorithms is shown in Figure 5.16, which is different 

from that (shown in Figure 5.14) used by the interleaved DWT algo-
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rithms. 

5.6.1 Time complexity of the noninterleaved DWT algorithms 

The time complexity of the noninterleaved forward DWT is the same 

as that of the interleaved forward DWT although the temporary space 

can be reduced to half, the number of operations for multiply, add, data 

copying and pointer movement remain the same. 

As we can see from Figure 5.15, the noninterleaved IDWT requires 

only 16 shifts at each level to extend the interprocessor boundaries 

for PLL and PLH, or PHL and PHH, no communication is needed for 

passing partial results to neighboring processors, while the interleaved 

IDWT requires 14 shifts for computation and 4 shifts for passing par-

tial results (Note that these numbers are derived for the 7/9 synthesis 

filters). Since there is no need to pass partial results to neighboring 

processors, the noninterleaved IDWT requires fewer additions than the 

interleaved IDWT. 

In general, the number of shifts required to extend boundaries for 

each subband depends on each individual filter. For symmetric filters, it 

requires 2 \ s h i f t s on each boundary of the PLL or PLH since there 

are only two interprocessor boundaries for each subimage of the PLL or 

PLH when the processors are organized as a linear array. It also requires 

shifts on each boundary of the subimage of PHL or PHH. The 

total number of shifts required at each level is 4 [ + 4 \ . For 

the 7/9 whole sample symmetric filters, it is 4|"|] + 4|"|] = 16 shifts, 

which are the same number of shifts required for the forward DWT. 

But when one filter is longer than the other, the shifts required for the 
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noninterleaved inverse DWT may be fewer than that required for the 

noninterleaved forward DWT. 

Since there is a one-to-one correspondence between the terms of 

the noninterleaved forward DWT and the terms of the noninterleaved 

inverse DWT, we may list each term of the time complexity as shown 

in the following equations. 

• Convolution Cost: |(W+«i+2)mn^ + N+*i-2)m»tt+). 

• Communication cost: 4 (1"^ ] + [ ^ D f Ejfco ̂ acomm 

~ 4 ( [ ^ ] + r ^ l ) m a c o m m 

• Data copying cost: 4 * 2 * E ^ 1 ^ « ^ ^ c o p y . 

• Pointer movement cost: 4 ( | " ^ ] + ^apmove 

« 8(p°^T| + \si=l~\)Rapmove 

By adding all terms together, we have the time complexity of the 

noninterleaved inverse DWT: 

rp ( \ 4 (s0 + Si + 2) (so + si — 2) N 
Tpiinear{iDWT){™>n) = -( mno:* + mna+) + 

o Zp p 

/ r s 0 —1-. rsi — 1, 8 ran 
4( | ~A | + I ~A I )maComm H 3p ^c°py 

s c r ^ i + r ^ D ^ w . (s-is) 

Since 2 ( r a f l l + P r l ) ^ max{so — l ,s i — 1}, the noninterleaved 

inverse DWT is at least as fast as the noninterleaved forward DWT. 

5.7 Implementation and Performances 

We have implemented the interleaved forward and inverse DWTs us-

ing PVM 3 and C+-l-/OOP(object-oriented programming) on the Cray 
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Table 5.1: Interleaved DWT and IDWT timings in seconds (wall clock time) 

p DWT(w I/O) DWT IDWT DWT IDWT p 

(512x512) (512x512) (512x512) (1024x1024) (1024x1024) 

4 30f/6s 30f/4s 30f/5s 30f/17s 30f/17s 

8 30f/4s 30f/2s 30f/2s 30f/9s C
O
 

o CO 

16 30f/2s 30f/ls 30f/ls 30f/5s 30f/5s 

32 C
O
 

CM
 

o CO C
O
 

O
 

C
O
 

cn
 C

Q
 

C
O
 

o CO 

64 30f/ls 30f/ls 

T3D installed at Los Alamos National Laboratory. The processors' ar-

rangement is linear and the algorithm speedup is almost proportional 

to the number of processors used. 

The numbers in Table 5.1 show when considering data distribution 

and I/O timing, the forward DWT can only process 15 images of 512 

by 512 per second using 32 processors, while it can process 30 frames 

per second using only 16 processors when the data distribution and 

I/O timing is excluded. That means that the I/O and data distribu-

tion takes substantial time on the Cray T3D. The I/O subsystem on 

this machine is a bottleneck. Since the programs' performances can-

not be measured accurately by using CPU times, it is recommended to 

use wall clock time to measure programs' performance. This is really 

a shortcoming of PVM software's implementation. Fortunately, this 

problem has been well solved in the MPI (Message Passing Interface 

standard) [Mes94, Wal94]. 



126 

The numbers in Table 5.1 show that both DWT and IDWT behave 

as we predict them using their time complexity expressions. That is, 

their speedup is almost proportional to the number of processors, but 

not completely due to the communication cost which has nothing to do 

with number of processors when all processors in the virtual machine 

are organized as a linear array. 

The interleaved and noninterleaved parallel DWT and IDWT algo-

rithms produce the same results as sequential DWT and IDWT al-

gorithms and causes no blocking effects because they treat the entire 

image as a single block. Images compressed using single block wavelet 

transform are of much higher quality than images compressed using the 

block DCT (discrete cosine transform). 

5.8 Chapter Summary 

Wavelet transforms are extremely important transforms whose impact 

on theory, scientific research and engineering may exceed that of Fourier 

Transforms in the comming years. Numerous results show that wavelet 

transforms outperform FFT and DCT in signal processing, image pro-

cessing and image compression. Therefore, it is of great importance to 

investigate efficient par allegations of the wavelet transforms. 

In this chapter, we designed and analyzed interleaved and nonin-

terleaved parallel DWT algorithms for the parallel virtual machine, 

assuming two processor arrangements, linear and 2D arrangements. 

For the linear organization of the processors, both the interleaved and 

noninterleaved parallel forward and inverse DWT algorithms achieve 
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cost-optimality when the number of processors is not greater than the 

number of rows of PLL[Level-l]. When the processors are organized 

as a 2D array, the interleaved and noninterleaved DWT algorithms are 

cost-optimal if the total number of processors is no more than the total 

number of pixels in the last subband, PLL[Level-l]. Not only the anal-

ysis but also the performance data show that our algorithms achieve 

linear speedup (or cost-optimality), which is proportional to the num-

ber of processors used without considering the data input, output and 

data distribution time. 

We have given a detailed analysis and compared the relative perfor-

mances with respect to the processor organization and the number of 

processors used. When the number of processors is very small, the lin-

ear organization is more efficient than the 2D arrangement. However, 

the 2D organization can more easily meet real-time requirements of tar-

get applications since more processors can participate in the computing. 

We have also analyzed the relative advantages of interleaved and nonin-

terleaved parallel DWT algorithms. The interleaved DWT algorithms 

can more easily make use of the vector-pipelined processors made by 

Cray Research Inc. since all computations are between a vector and a 

constant, while the noninterleaved DWT algorithms can make use of 

special features of DSPs, since the noninterleaved parallel algorithms 

are sequential in nature for computing convolutions, and they can make 

use of DSP features as do the sequential DWT algorithms. Therefore, 

our algorithms are efficient, flexible and practical for applications using 

DWT. 



CHAPTER 6 

CONCLUSION 

This dissertation investigates parallelization of three different types of 

algorithms on three practical, abstract machine models. Not only have 

we gained substantial experiences from parallelizing these applications, 

but also have we either achieved optimality or best possible perfor-

mances for our parallel algorithms. The experiences are useful to our 

future work in parallel processing and our algorithms are of commercial 

and research value. 

The proposed algorithms include finitely inductive sequence algo-

rithms for pattern recognition, raster/vector conversion algorithms for 

spatial databases, and discrete wavelet transform algorithms for image 

compression. The abstract machine models include the EREW PRAM, 

the Scan model, and the parallel virtual machine. These machine mod-

els are popular for parallel algorithm design and parallel application 

system design. The physical machines we used during implementing 

some of our algorithms include the CM-5, and the Cray T3D. In the 

following sections, we summarize our algorithms and experiences. 
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6.1 Contributions 

The main contributions of this dissertation are the eight parallel al-

gorithms, some of which achieve optimality under certain conditions. 

These algorithms are the parallel factoring and following algorithms 

by bucket packing, and the parallel factoring and following algorithms 

by hashing, the parallel raster to vector conversion and the parallel 

vector to raster conversion algorithms, the parallel discrete wavelet for-

ward and inverse transform algorithms. The following three sections 

summarize these algorithms. 

6.1.1 Parallel Finitely Inductive Algorithms 

Finitely inductive (FI) sequences provide a promising technique for 

pattern recognition and have wide applications in several areas where 

real-time performances are often required. Our efforts on paralleliz-

ing both factoring and following processes are successful in achieving 

optimality or best-possible time complexity in addition to improving 

the performances of sequential FI algorithms. The time complexity 

of the fastest-known sequential factoring algorithm which we proposed 

is 0(sk2n), where s is the number of levels of factoring, k is the an-

tecedent size and n is the length of sequence be factored. The fastest-

known sequential following algorithm also has the same time complex-

ity, 0(sk2n). 

The time complexity of the parallel factoring and following by bucket 

packing is 0(sk2J), and they are optimal under the conditions mHk < 

^ and p < \fn. The optimal algorithms handle sequences from small 
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alphabets. The parallel factoring and following by hashing requires 

0(sk2%) time when uniform hash functions are used and log(p) < 

and pm & n. Although these two algorithms may not be considered 

optimal, they may be the fastest parallel FI algorithms handling se-

quences from large size alphabets. In above formulas, % is the alphabet 

size of the input sequence, m is the a constant greater than 1 for the 

first two parallel algorithms, and it is the number of columns of the 

two-dimensional hash tables, and p is the number of processors used. 

It is worth mentioning that these parallel algorithms still have linear 

memory space requirement, O(n), and p is any number satisfying those 

conditions mentioned, rather than a power of 2. 

To design efficient parallel algorithms on the EREW PRAM, one 

important task for the designer is to avoid read and write conflicts 

among processors. Besides, it is also important to make best use of 

existing efficient (optimal if possible) EREW PRAM parallel algorithms 

for some intermediate steps. 

After the data is partitioned into p parts, each processor works on 

its local share. It is okay for the partitioned data to be interleaved, 

but it is more efficient for them not to be interleaved for the sake of 

efficient implementation on shared memory machines such as Sequent, 

SPARCcenter 1000E and the Cray Superserver640. 

Data elements for different processors may be very close to one an-

other physically, for example, they are on the same memory bank, and 

this will prevent multiple processors from reading their own data si-

multaneously because of limited memory ports on the same memory 

bank. In this case, it may take more time to run the same algorithm 
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on a shared-memory machine than on the theoretical EREW PRAM. 

Most people ignore this during algorithm design, and for practical 

parallel algorithm design, it has to be taken into consideration. Al-

though the EREW PRAM is a shared-memory model, the algorithms 

designed for it should use as little shared-memory as possible and most 

computation should be done using local memory. For the same data, 

it may be necessary to use different data partitioning at different steps 

of the algorithm. 

6.1.2 Parallel Raster/Vector Conversion Algorithms 

Vector and raster images are the two major types of image data stored 

in spatial databases, and conversions between them are frequently re-

quired in IES (Image Exploitation System) and in most image process-

ing systems. Both the parallel raster-to-vector algorithm and parallel 

vector-to-raster algorithm require 0(log(n2)) or 0(log2(n2)) time (de-

pending on the sorting algorithms used) for images of size n2 using 

p = n2 processors. 

Although not optimal, they are fastest-known parallel algorithms 

for this specific problem. Therefore, they are very efficient. In addi-

tion to its efficiency in time, these algorithms handle most complex 

connected-components, nested dough nuts, using the scan model and 

pointer jumping has played an important role in these algorithms. 

The scan model requires that everything be mapped into an array. 

But each element may be a record or a structure. The data parallel 

algorithms we designed for raster/vector image conversions use arrays 

for images, for linked lists, etc. 
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To design efficient parallel algorithms for this model, one needs to 

avoid working on two dimensional data as much as possible when it 

is possible to reshape a two dimensional arrays into a one dimensional 

array. By doing so, we can improve the algorithms' performance not 

by improving their time complexity in big O notation, but by reducing 

the actual running time. Furthermore, some operations may not be 

easily performed in a 2D array, but can be in a ID array. The filling 

operation in parallel vector to raster conversion algorithm is such an 

example. 

Since a data parallel machine may provide many data parallel prim-

itives, a problem can be solved in many ways. It is desirable to choose 

the most efficient primitives for each step. We do not need to con-

sider synchronization between steps since synchronization operations 

are embedded in the data parallel primitives. 

6.1.3 Parallel Discrete Wavelet Transform Algorithms 

Wavelet transforms are extremely important, relatively new transforms, 

which have been applied to a wide range of applications such as com-

puter graphics, numerical computation (solving differential equations), 

digital filtering, image compression, so forth and so on. Numerous 

convincing results show that wavelet transforms outperform DFT (dis-

crete Fourier transform) and DCT (discrete cosine transform) in signal 

processing, image processing and image compression. However, wavelet 

transforms are time-consuming and cannot meet real-time requirements 

of most engineering applications. Therefore, it is of great importance 

to investigate efficient parallelizations of the wavelet transforms. 
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The sequential forward and inverse discrete wavelet transform algo-

rithms are linear algorithms whose time complexity is proportional to 

the supports (filter length) of wavelet filters and the image size. The 

time complexity of them is O((so+si)ran), where so and s\ are supports 

and mn is the image size. 

When the computation and communications are interleaved at each 

level of the transform, forward or inverse, the time complexity of the 

parallel forward DWT (discrete wavelet transform) on the parallel vir-

tual machine with linear processor organization is @((8°+^)mw) when 

the underlying physical machine is reasonablely fast in message pass-

ing. The time complexity of the inverse DWT is also Q((8°+a0mn) under 

the same or similar assumptions. The maximum number of processors 

applicable is the number of rows of the last low frequency subband, 

i.e., PLL[Level — 1]. When separating computation with communica-

tions at each level of the transforms, the noninterleaved parallel DWT 

and IDWT have the same time complexity. Since they may utilize effi-

cient sequential wavelet transform implementations, though their time 

complexity in the big O notation is still the same. 

If the processors are organized as a 2D array with ProwPcol processors, 

both the interleaved parallel DWT and IDWT have the time complexity 

°f •> where prow represents the number of processors in each 

column of the processor array, and Pcoi the number of processors in each 

row. 

The key tasks in parallelizing wavelet transforms include partition-

ing subbands, not just the input images as in DCT, parallelizing the 

one-dimensional forward and inverse wavelet transforms, choosing ap-
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propriate data structures for local subbands and handling boundary-

conditions. All proposed parallel wavelet transform algorithms are op-

timal and efficient. This is supported by the performance data on the 

Cray T3D. 

The parallel virtual machine offers more flexibility, but requires more 

skills in parallelization, synchronization, communication. For any par-

allel step involving more than one processor, an explicit synchronization 

step is needed. 

For data partition on the parallel virtual machine, it is, in general, 

not efficient to use interleaved data partitions because this will require 

too many messages passing through the network. A non-interleaved 

partition should be used. Using overlapped data partitioning may also 

reduce communication cost. 

A good parallelization should keep the synchronizations and commu-

nications to a minimum, in addition to keeping computation steps to 

a minimum. A good data partition should keep computations on local 

data and communications only for boundary elements. Note that a par-

allel algorithm may have a better performance on the EREW PRAM, 

than on the parallel virtual machine since to pass messages through 

shared memory is more efficient than to pass messages through a net-

work. 

6.2 Research Directions 

As more commercial parallel hardware and software are available, it is 

more feasible to build commercial application systems. However, what 
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we need to consider in the future is not just algorithm design. We need 

consider many aspects of using parallel processing. Since it is inherently 

more difficult to build parallel application systems than sequential ones, 

we must evaluate the trade-off of using parallelism. In recent years, 

most commercial data decompression systems use dedicated parallel 

processors such as Intel's i750, TI's MVP, which are inexpensive in 

large quantity, and have much higher speed than i486, i586, Pentium 

and Pentium Pro. Because of the physical limitations of individual 

processors, to use parallel processing in future commercial is inevitable. 

The main question in practical parallel processing is how to build less 

expensive high performance parallel application systems. This is also 

our main research topic in the near future. 



APPENDIX A 

INTERLEAVED PARALLEL ROW AND COLUMN 

DWT ALGORITHMS 

A.l Parallel Forward Row DWT 

Algorithm: ForwardRowDWT 
Input: PLL[L-1], ho[—4,4] and hi[—4,2] 
Output: PL[L] and PH[L]; 

For each processor Do Begin 
PLLRows = PLL[L-l].rows; 
PLLCols = PLL[L-l].cols; 
PLLColStartlndex = PLL[L-l].ColStartIndex; 

If (PLLColStartlndex is even) 
PLColOffset = 0; 
PHColOffset = 1; 

else 
PLColOffset = 1; 
PHColOffset = 0; 

end if; 
For i = 0 to PLLRows-1 Do 

k = 0; 
For j = PLColOffset to PLLCols-1 Step 2 Do 

PL[L].image[i,k] = /»o(0)*PLL[L-l].image[ij]; 
k = k + 1; 

end for; 
k = 0; 
For j = PHColOffset to PLLCols-1 Step 2 Do 

136 
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PH[L].image[i,k] = hi(—l)*PLL[L-l].image[i,j]; 
k = k + 1; 

end for; 
end for; 
Copy PLL[L-1] into Tempi and Temp2; 
For s = 1 to 3 Do 
Shift Tempi left by one column; 
Shift Temp2 right by one column; 
For i = 0 to PLLRows-1 Do 

k = 0; 
For j = PLColOffset to PLLCols-1 Step 2 Do 

PL[L].image[i,k] + = ho(s)* (Temp 1. image [i,j ]+Temp2. image [i, j ]); 
k = k + 1; 

end for; 
k = 0; 
For j = PHColOffset to PLLCols-1 Step 2 Do 

PH[L].image[i,k] = hi(s—l)* (Temp 1. image [i j ]+Temp2. image [i ,j ]); 
k = k + 1; 

end for; 
end for; 

end for; 
Shift Tempi left by one column; 
Shift Temp2 right by one column; 
For i = 0 to PLLRows-1 Do 

k = 0; 
For j = PLColOffset to PLLCols-1 Step 2 Do 

PL[L].image[i,k] + = /io(4)*(Templ.image[i,j]+Temp2.image[i,j]); 
k = k + 1; 

end for; 
End; 

A.2 Parallel Forward Column DWT 

Algorithm: ForwardColumnDWT Input: PL[L], ho[—4,4] and h\[—4,2] 
Output:PLL[L] and PLH[L]; 
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For each processor Do 
Begin 
PLRowStartlndex = PL[L].RowStartIndex; 
PLRows = PL[L].rows; 
PLCols = PH[L].cols; 
If (PLRowStartlndex is even) 

PLLRowOffset = 0; 
PLHRowOffset = 1; 

else 
PLLRowOffset = 1; 
PLHRowOffset = 0; 

end if; 
For i = PLLRowOffset to PLRows-1 Step 2 Do 

k = 0; 
For j = 0 to PLCols-1 Do 

PLL[L].image[k,j] = ho(0) *PL[L] .image[i,j]; 
k = k + 1; 

end for; 
end for; 
For i = PLHRowOffset to PLRows-1 Step 2 Do 

k = 0; 
For j = 0 to PLCols-1 Do 

PLH[L].image[k,j] = fci(-l)n>L[L] Jmagepj]; 
k = k + 1; 

end for; 
end for; 
Copy PL[L] into Tempi and Temp2; 
For s = 1 to 3 Do 
Shift Tempi up by one row; 
Shift Temp2 down by one row; 

For i = PLLRowOffset to PLRows-1 Step 2 Do 
k = 0; 
For j = 0 to PLCols-1 Do 

PLL[L].image[k,j] = ho(s)* (Temp 1. image [i,j ]+Temp 1. image [i j ]); 
k = k + 1; 
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end for; 
end for; 
For i = PLHRowOffset to PLRows-1 Step 2 Do 

k = 0; 
For j = 0 to PLCols-1 Do 

PLH[L].image[k)j] = /ii(s-l)*(Templ.image[i,j]+Temp2.image[i,j]); 
k = k + 1; 

end for; 
end for; 

end for; 
For i = PLLRowOffset to PLRows-1 Step 2 Do 

k = 0; 
For j = 0 to PLCols-1 Do 

PLL[L].image[k,j] = /i0(s)*(Templ.image[i,j]+Templ.image[i,j]); 
k = k + 1; 

end for; 
end for; 
End; 

A.3 Parallel Inverse Row DWT 

Algorithm: InverseRowDWT; 
Input: PL[L] and PH[L], /o[—3,3] and /i[—3,5]; 
Output:PLL[L-l]; 

For each processor Do 
Begin 
PLLColStartlndex = PLL[L-l].ColStartIndex; 
If (PLLColStartlndex is even) 

PLLColOfFset = 0; 
else 

PLLColOffset = 1; 
end if; 
PLLRows = PLL[L-l].rows; 
PLCols = PL[L].cols; 
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For i = 0 to PLLRows-1 Do 
k = 0; 
For j = PLLColOffset to (2*PLCols -1 + PLLColOffset) Step 2 Do 

PLL [L-1]. image [i, j] = /0(0)*PL[L].image[i,k]; 
k = k + 1; 

end for; 
end for; 
Copy PL[L] into Tempi and Temp2; 
Shift Tempi left by one column; 
For i = 0 to PLLRows-1 Do 

k = 0; 
For j = PLLColOffset + 1 to (2*PLCols + PLLColOffset) Step 2 Do 

PLL[L-l].image[i,j] = /o (1) * (Temp 1. image [i, k] -f Temp2. image [i ,k]); 
k = k + 1; 

end for; 
end for; 
Shift Temp2 right by one column; 
For i = 0 to PLLRows-1 Do 

k = 0; 
For j = PLLColOffset to (2*PLCols -1 + PLLColOffset) Step 2 Do 

PLL[L-l].image[ij] + = /o (2) * (Temp 1 .image [i ,k]+Temp2. image [i ,k]); 
k = k + 1; 

end for; 
end for; 
Shift Tempi left by one column; 
For i = 0 to PLLRows-1 Do 

k = 0; 
For j = PLLColOffsert+1 to (2*PLLCols + PLLColOffset) Step 2 Do 

PLL[L-l].image[i,j] - f= /o(3)*(Templ.image[i,k]+Temp2.image[i,k]); 
k = k + 1; 

end for; 
end for; 
PHCols = PH[L].cols; 
If (PLLColStartlndex is even) 

PLLColOffset = 0; 
else 
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PLLColOffset = -1; 
end if; 
For i = 0 to PLLRows-1 Do 

k = 0; 
For j = (PLLColOffset + 1) to (2*PHCols + PLLColOffset) Step 2 

Do 
PLL[L-l].image[i,j] + = /i(l)*PH[L].image[i,k]; 
k = k + 1; 

end for; 
end for; 
Copy PH[L] into Tempi and Temp2; 
For s = 2 to 5 Do 
If (s is even) 

Shift Temp2 right by one column; 
Jstart = PLLColOffset; 
Jend = 2*PHCols - 1 + PLLColOffset; 

else 
Jstart = PLLColOffset + 1; 
Jend = 2*PHCols + PLLColOffset; 
Shift Tempi left by one column; 

end if; 
R>r i = 0 to PLLRows-1 Do 

k = 0; 
For j = Jstart to Jend Step 2 Do 

P LL [L-1] .image[i,j] = /i(s)* (Temp 1 .image[i,k]+Temp2 .image [i,k]); 
k = k + 1; end for; 

end for; 
end for; 
End; 

A.4 Parallel Inverse Column DWT 

Algorithm: InverseColumnDWT 
Input: PLL[L] and PLH[L]; 
Output: PL [L]; 
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For each processor Do Begin 
PLRowStartlndex = PL[L].RowStartIndex; 
If (PLRowStartlndex is even) 

PLRowOffset = 0; 
else 

PLRowOffsert = 1; 
end; 
PLCols = PL[L].cols; 
PLRows = PL[L].rows; 
PLLRows= PLL[L].rows; 
For i = PLRowOffset to (2*PLLRows-l + PLRowsOffset) Step 2 Do 

k = 0; 
For j = 0 to PLLCols-1 Do 

PL[L].image[i,j] = /0(0)*PLL[L].image[k,j]; 
end for; 
k = k + 1; 

end for; 
Copy PLL[L] into Tempi and Temp2; 
Shift Tempi up by one row; 
For i = PLRowOffset + 1 to (2*PLLRows + PLRowsOffset) Step 2 Do 

k = 0; 
For j = 0 to PLLCols-1 Do 

PL[L].image[i,j] = /0(l)*(Templ.image[k,j]+Temp2.image[k,j]); 
end for; 
k = k + 1; 

end for; 
Shift Temp2 down by one row; 
For i = PLRowOffset to (2*PLLRows-l + PLRowOffset) Step 2 Do 

k = 0; 
For j = 0 to PLLCols-1 Do 

PL[L].image[i,j] + = /0(2)*(Templ.image[k,j]+Temp2.image[k,j]); 
end for; 
k = k + 1; 

end for; 
Shift Tempi up by one row; 
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For i = PLRowOffset + 1 to (2*PLLRows -f PLRowOffset) Step 2 Do 
k = 0; 
For j = 0 to PLCols-1 Do 

PL[L].image[i,j] + = /0(3)*(Templ.image[k,j]+Temp2.image[k,j]); 
end for; 
k = k + 1; 

end for; 
PLHRows = PLH[L].rows; 
If (PLRowStartlndex is even) 

PLHRowOffset = 0; 
else 

PLHRowOffset = -1; 
end if; 
For i = PLHRowOffset + 1 to (2*PLHRows + PLHRowOffset) Step 2 
Do 

k = 0; 
For j = 0 to PLCols-1 Do 

PL[L].image[i,j] + = /1(l)*PLH[L].imagB|kj]; 
end for; 
k = k + 1; end for; 

Copy PLH[L] into Tempi and Temp2; 
For s = 2 to 5 Do 
If (s is even) 

Istart = PLRowOffset; 
lend = 2*PLHCols - 1 + PLRowOffset; 

else 
Istart = PLRowOffset + 1; 
lend = 2*PLHCols + PLRowOffset; 

end if; 
For i = Istart to lend Step 2 Do 

k = 0; 
For j = 0 to PLCols-1 Do 

PL[L].image[i,j] = /i(s)*(Templ.image[k,j]+Temp2.image[k,j]) 
end for; 
k = k —(— 1; 

end for; 
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end for; 
End; 
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